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Chapter 1


Introduction





“Comment is free,” wrote Guardian editor C.P. Scott in 1921, “but facts are sacred.” He was creating his manifesto for the Guardian newspaper on its first century, a set of ideals journalists can still sign up to. “Fundamentally it implies honesty, cleanness, courage, fairness, a sense of duty to the reader and the community.”


Ninety years later, publishing those sacred facts has become a new type of journalism in itself: data journalism. And it’s rapidly becoming part of the establishment.


In 2009, when we launched the Datablog, all this was new. People still asked if getting stories from data was really journalism and not everyone had seen the godfather of data journalism Adrian Holovaty’s riposte. It goes like this:




“Is data journalism? Is it journalism to publish a raw database? Here, at last, is the deﬁnitive, two-part answer:





1. Who cares?





2. I hope my competitors waste their time arguing about this for as long as possible.”





But once you’ve had MPs’ expenses and WikiLeaks, the startling thing is that no one asks those questions any more. Instead, they want to know, “How do we do it?”


We wanted to show with this book how we do it. It brings together some of our thoughts about how data has changed our world – and what it tells us, expanding on themes that have flown across the Datablog since it started. It’s not just a collection of stories; it’s more like a manifesto for a new way of seeing things. In the past two years, data journalism has become our industry standard, our way of telling the big stories.


It’s not just about reporting and news organisations – data has become the hope for companies across the world, a potential source of revenue, either in exploiting it or in helping others analyse it. The divisions between what we do in the media and what happens out there in the rest of the world are breaking down – and data has played a huge part in that.


So we are not alone in this: every day brings newer and more innovative journalists, developers and entrepreneurs into the field, and with them new skills and techniques. Not only is data journalism changing in itself, it’s changing journalism too. And the world.


10 things you will learn in this book


1. It may be trendy but it’s not new


Data journalism has been around as long as there’s been data – certainly at least since Florence Nightingale’s famous graphics and report into the conditions faced by British soldiers of 1858. The first ever edition of the Guardian’s news coverage was dominated by a large (leaked) table listing every school in Manchester, its costs and pupil numbers.


The big difference? Data was published in books, very expensive books where graphics are referred to as ‘figures’. Now we have spreadsheets and files formatted for computers. Which means we can make the computers ask the questions.


2. Open data means open journalism


Now statistics have become democratised: no longer the preserve of the few but of everyone who has a spreadsheet package on their laptop, desktop or even their mobile and tablet. Anyone can take on a fearsome set of data and wrangle it into shape. Of course, they may not be right, but now you can easily find someone to help you. We are not wandering alone any more.


Data journalism is all about diverse sources. At the Guardian, being part of the news process means that we’re part of the news desk (news organisations are obsessed with internal geography), go to the key news meetings and try to make sure that data is part of editorial debate.


3. Data journalism is sometimes curation


Has data journalism become curation? Sometimes. There’s now so much data out there in the world that we try to provide the key facts for each story – and finding the right information can be as much of a lengthy journalistic task as finding the right interviewee for an article. We’ve started providing searches into world government data and international development data.


4. We’re getting bigger datasets on smaller things


The datasets are getting massive – 391,000 records for WikiLeaks’ Iraq release, millions for the Treasury COINS database. The indices of multiple deprivation, which is how the government measures poverty across England, has 32,482 records. Increasingly government data comes in big packages about tiny things. Making that data more accessible and easier to do stuff with has become part of the data journalism process.


5. It’s 80% perspiration, 10% inspiration, 10% output


Data journalism is 80% perspiration, 10% great idea, 10% output. It just is.


We spend hours making datasets work, reformatting PDFs, mashing datasets together. Mostly, we act as the bridge between the data (and those who are pretty much hopeless at explaining it) and the people out there in the real world who want to understand what that story is really about.


6. It’s not all long, complicated investigations


Traditionally, some of the worst data journalism involved spending weeks on a single dataset, noodling around and eventually producing something mildly diverting. Some of the best involves weeks of investigative data management before coming up with incredible scoops. But increasingly there’s a new short-form of data journalism, which is about swiftly finding the key data, analysing it and guiding readers through it while the story is still in the news. The trick is to produce these news data analyses, using the tech we have, as quickly as we can. And still get it right.


7. Anyone can do it…


Especially with the free tools we use, such as Google Fusion Tables, Datawrapper, Google Charts or Timetric – and you can see some of the stuff our users have produced and posted on our Flickr group.


8. …but looks can be everything


Good design still really matters. Something like our guide to the senior civil service, or who knows who in the News of the World phone hacking affair – or even what happened when – work because they’re designed not by machine but by humans who understand the issues involved.


9. You don’t have to be a programmer


You can become a top coder if you want. But the bigger task is to think about the data like a journalist, rather than an analyst. What’s interesting about these numbers? What’s new? What would happen if I mashed it up with something else? Answering those questions is more important than anything else.


This stuff works best when it’s a combination of both. Our guide to Nato operations in Libya was dynamically fed from a spreadsheet, which updated from the Nato daily action briefing. It looked good because it had been well designed; it worked because it was easy to update every day.


10. It’s (still) all about the stories


Data journalism is not graphics and visualisations. It’s about telling the story in the best way possible. Sometimes that will be a visualisation or a map. But sometimes it’s a news story. Sometimes, just publishing the number is enough.


If data journalism is about anything, it’s the flexibility to search for new ways of storytelling. And more and more reporters are realising that. Suddenly we have company – and competition. So being a data journalist is no longer unusual. It’s just journalism.


How big is a billion?


Billions are everywhere. The US has a budget deficit of around $100bn a month; the UK’s government spends nearly £700bn a year in budget deficits; the world now has over seven billion people in it. In terms of a lot of the stories we do, a billion is where a number really matters and has an impact.


Everyone knows that, right? You’d be surprised. For a number that is bandied around so readily, very few people really understand what it is.


It doesn’t help that using the word “billion” depends on where you live. The US system, which is used by the government and the Bank of England in the UK, is shown here.


It basically goes up in thousands. A thousand times a thousand is a million, a thousand times a million is a billion and so on.


But if you’re reading this from France or Germany, 1,000,000,000 is actually a “milliard” – a number that has not featured in a Guardian news story since 2004, except in the corrections column. The European billion is a million times a million – and this used to be called the British system. Confused yet? There’s also the inexorable logic of inflation – a “trillion” is becoming common too. Then get your head around the fact that a US trillion is a European billion. And a European trillion? That’s a “quintillion”.


Mathematicians will tell you that the European system is more logical, but in a sense that is now academic. The nine-zero billion is in the ascendency.


Quadrillion


1,000,000,000,000,000


or 1x1015. The UK’s most powerful computer, Blue Joule, based at the Science and Technology Facilities Council’s Laboratory in Cheshire, can perform more than a quadrillion calculations a second. It was the 13th fastest computer in the world in 2012.


Trillion


1,000,000,000,000


or 1x1012. If you had a trillion pounds, you could buy 4.2m houses at the 2012 UK average house price of £238,638; the total worth of all of Britain’s property in 2012 was £4.1tn, according to the ONS.


Billion


1,000,000,000


or 1x109. A billion pounds would pay the £40,000 average household income in the UK to 25,000 families. Thirteen films have grossed more than a billion dollars worldwide to summer 2012, led by Avatar, which made $2.7bn following its release in December 2009.


Million


1,000,000


or 1x106.


Thousand


1,000


or 1x104.


Data are or data is?


How do you say “data”?


I only ask because it’s a contentious issue. Along with split infinitives, getting this one wrong offends and delights in equal measure. And, as we write about data every day, we’re either getting it very wrong or very right.


The Wall Street Journal has recently moved away from data “are”,  saying: “Most style guides and dictionaries have come to accept the use of the noun data with either singular or plural verbs, and we hereby join the majority. As usage has evolved from the word’s origin as the Latin plural of datum, singular verbs now are often used to refer to collections of information: Little data is available to support the conclusions. Otherwise, generally continue to use the plural: Data are still being collected.”


We asked our readers what they thought, via Twitter – the results were much-polarised. People really care, and this is just a selection:




@jhugman Data is plural. Unsure the correct “datum point” will catch on though. Referenda about latin declensions belong in musea.





@MKDDCC No to datum. We need to relax about the data is/are thing. It may not be good Latin, but we’re not speaking Latin.





@DerekL Of course data is plural. And what is wrong with datum for a single item of data?





@holizz Singular data annoys the same people that find split infinitives objectionable – pedants with no understanding of linguistics.





Here’s the root of the matter: strictly speaking, data is a plural term. If we’re following the rules of grammar, we shouldn’t write “the data is” or “the data shows” but instead “the data are” or “the data show”.


The Oxford English Dictionary defines it like this: “In Latin, data is the plural of datum and, historically and in specialised scientific fields, it is also treated as a plural in English, taking a plural verb, as in ‘the data were collected and classified’. In modern non-scientific use, however, despite the complaints of traditionalists, it is often not treated as a plural. Instead, it is treated as a mass noun, similar to a word like information, which cannot normally have a plural and which takes a singular verb. Sentences such as ‘data was (as well as data were) collected over a number of years’ are now widely accepted in standard English.”


The Office for National Statistics endorses the traditional approach. The ONS style guide for those writing official statistics says: “The word data is a plural noun so write ‘data are’. Datum is the singular.”


Andrew Garratt of the Royal Statistical Society says the debate goes back to the 1920s. “We don’t have an official view,” he says. “Statisticians of a certain age and status refer to them as plural but people like me use it in the singular.” National Geographic magazine has debated it too.


One user of the Datablog, Telescoper, commented that we’re all correct: “It’s not unusual for a noun to have two distinct forms. Think of “hair”. This is a count noun when applied to individual strands, and a mass noun when compared to the stuff on someone’s head. You can have many hairs or a lot of hair. Likewise you can have many data or a lot of data, depending on the situation.”


For what it’s worth, I can confidently say that this will probably be the only time I ever write the word “datum”. Data as a plural term may be the proper usage but language evolves.


So, over to Guardian style guru David Marsh, who makes the rules in these parts about language use. He says: “It’s like agenda – a Latin plural that is now almost universally used as a singular. Technically the singular is datum/agendum, but we feel it sounds increasingly hyper-correct, old-fashioned and pompous to say ‘the data are’.”
















Chapter 2


Data everywhere





“Data journalism” or “computer-assisted reporting”? What is it? How do you describe it? Is it even real journalism? These are just two terms for the latest trend, a field combining spreadsheets, graphics, data analysis and the biggest news stories to dominate reporting in the last two years.


The WikiLeaks releases on Afghanistan, Iraq and the US embassy cables; the UK MPs’ expenses scandal; the global recession; even the swine flu panic … reporting on all of those events was arguably only possible because of, and was irrevocably changed by, the existence of reporters who are not afraid of maths, know how to use a spreadsheet, work with the latest web visualisation tools and – crucially – know what questions to ask.


What is data journalism? It reflects the new transparency movement spreading across the globe, from Washington DC to Sydney, via California, London, Paris and Spain.


It’s hard to know what came first: the data or the demand for it. Or maybe the two have grown symbiotically. But it seems there was a tipping point where a number of factors combined to form an unstoppable movement. I would argue they were:




	the widespread availability of data via the internet;


	easy-to-use spreadsheet packages on every home computer;


	a growing interest in visualising data, to make it easier to understand;


	some huge news stories that would not have existed without the statistics behind them.





A crucial early step was taken when President Barack Obama, as one of his first legislative acts, announced the US government would launch a new site: data.gov. This was not a million years ago – only 2009.


Data.gov would be a single portal for government datasets, the spreadsheets hitherto published to deafening silence by individual government departments. Go to data.gov today and you will find thousands of datasets covering everything from crime rates through agricultural planning to the latest population estimates. Some of the stuff is esoterically weird – you can get live data for US river levels, for instance; and some of it is dramatically interesting – the FBI’s homicide data gives a breakdown of firearm murders by each US state, with details of which kind of gun was responsible.


The US was followed by countries across the world: Australia, New Zealand and, in the UK, data.gov.uk, launched by inventor of the world wide web, Sir Tim Berners-Lee. At a more local level, cities and state governments joined the race too: London, Toronto, Vancouver, New York, San Francisco, as well as a good number of US states.


More recently, non-English language sites have been launched: more localised sites for Catalonia in Spain and for Paris in France, for instance. If you want to see more sites, you can check out our search engine of open data sites around the world: http://www.guardian.co.uk/world-government-data.


But you’d be wrong to think this process was entirely led by governments. There’s the pioneering work of enthusiasts like Hans Rosling with his Gapminder project. Or the huge impression made by Al Gore’s use of charts in his Inconvenient Truth lectures on climate change.


Then there are transparency campaigners like the Guardian’s Free our Data movement, who have long called for governments to release the data they charge for. We have, after all, paid for it – why can’t we have access to massive datasets such as postcode data and Ordnance Survey geography? Thanks to those campaigns, the UK’s official mapmaker, Ordnance Survey, has been forced to release its data.


Locally, those big campaigns have translated to thousands of ultra-local journalists – reporters who might write about an area only a few miles wide.


These reporters either hunt down the data they need or demand their local governments give it to them through Freedom of Information legislation. This is the Open Data movement in action.


There are still some rules, of course: crucially, the data has to be available in a form you can manipulate – as an Excel spreadsheet or a CSV file. Why does that matter?


Well, traditionally, statistics were published in the least accessible format possible: books, and then later as Adobe PDF files. PDF files look like books, read like books and may as well be books; they’re of absolutely no use to anyone wanting to analyse the data for themselves or to visualise that data. In the past, when we all relied on official bodies to tell us what we needed to know, it didn’t matter if the data was aggregated and analysed for us. But now we trust governments very little, and traditional media outlets even less. We want to know the numbers behind the story for ourselves – to see if we’re being told the truth and discover our own stories.


If a dataset is published as a spreadsheet it’s suddenly easier to use. If that data is properly formatted, i.e. country names have codes on them so you can tell the difference between ‘Burma’ and ‘Myanmar’, or Congo and Congo, Dem Rep – well, suddenly you can start mashing data together, combining poverty rates with carbon emissions or crime figures with economic growth, for instance.


Then you can start to create journalism which either works in words or even graphics – or both. Sometimes just reproducing a table tells you a story.


A lot of this isn’t new – it’s just now easier for us to all find.


In fact what governments have offered have been, for the most part, portals to collections of data they all offered anyway.


But there is new information out there too. In the UK, the coalition government elected in 2010 has committed itself to releasing a “tsunami of data” as part of its transparency agenda. And we have seen huge datasets released: every government item of spending over £25,000; salaries of senior civil servants; detailed Treasury spending records; street-by-street crime data and individual hospitals’ performance on fighting superbugs like MRSA.


And in the UK, 2012 will see a whole new round of government transparency, with an epic dumping of government data onto the world: full court records in England and Wales, real-time transport data and detailed property data too.


Every local authority in England has been forced to publish every individual item of spending over £500 – albeit with variable results. But while some commentators worry about the end of local journalism with the closure of newspapers around the country, here is an endless source of stories just waiting to reward reporters hungry enough to find them.


Organisations are even starting to work out how to make money out of this deluge of data, with bright developers building applications on the back of it. We’re certainly not alone in jumping into this world.


If the Ordnance Survey, which makes money from data, is forced to publish, can Post Office postcode data be far behind? The government has created the Public Data Corporation – part of the purpose of which is to look for ways to make cash from data. But the big question will be what exactly is to be charged for? Will it be the data, or what you can do with it?


Either way, this new assumption that data must always be open has huge implications for business. Journalists now routinely use freedom of information legislation to obtain information from government – the logical extension of that is those requests being made about the deals between governments and business. As it is, when the government released details of all spending by departments over £25,000 in 2010, it shone a light on exactly how much each government contract is worth and to which companies. In that world, does commercial confidentiality even exist any more?


And that’s the official data: the secret leaked data is another matter. The New York Times reported that the Bank of America had been forced to assemble a 20-person team because of the mere possibility of data leaks from its massive databases. The team was put in place, apparently, to create a damage-control plan in case a cache of secret documents said to be held by WikiLeaks was about the Bank. When you can store millions of items on a tiny flash stick, can anything remain secret for long?


In this new industry, all of that data has combined with a feeling, maybe even a hunch, that no-one trusts or likes their news source very much any more. At a time when established news organisations have to fight with bloggers and citizen journalists for their very existence, there has been a move towards explaining the news, to being open about the sources of our stories. One of the hits has been the independent website Where Does My Money Go? Its main purpose is simply to explain how the British government spends its money.


At the Guardian, we launched our first official foray into data journalism at the same time as we launched our Open Platform API. The Datablog (http://www.guardian.co.uk/news/datablog) – which I edit – was to be a small blog offering the full datasets behind our news stories. Now it consists of a front page (http://www.guardian.co.uk/data); searches of world government and global development data; data visualisations by Guardian graphic artists and others; and tools for exploring public spending data.


As a news editor and journalist working with graphics, it was a logical extension of work I was already doing. Every day I was accumulating new datasets and wrangling with them to try to make sense of the news stories of the day. In turn, my professional life has been bookended by war. My first day on the paper’s newsdesk was September 10, 2001. After the events of the following day, the results have been reverberating through the newspaper’s pages ever since.
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