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introduction


In recent years, significant advances have been made in using sound to create more immersive experiences and storytelling. Some of these advances are based on technologies that have existed for decades, while others are entirely new, developed from innovative hardware and software design.


These advances enhance our immersion in the world, the story, or a character’s mind, allowing us to be transported to another time or place, whether real or utterly fantastical.


They can also establish a physical closeness between the storyteller and us, giving the sensation that the characters can whisper directly into our ears.


Most of these advancements are related to how sound is perceived in space relative to the listener, making sound more three-dimensional than the mono and stereo audio prevalent throughout the twentieth century.
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A NASA employee using a VR headset in 1991, tethered to the computer rack in the background.





These innovations are revolutionising existing forms of media – film, TV, audio drama, theatre and even the way we listen to music. They are also creating entirely new ways of telling stories, such as virtual and augmented reality. They not only utilise new technology, but also challenge the very relationship of storyteller and audience. Is the audience member simply watching what is happening, or are they part of the story? How can we interact with the world of the story, and can we influence the outcome of the story?


Working in these new media and using these new technologies and forms of storytelling involves making many mistakes, and projects that don’t entirely work as a whole. However, these mistakes allow us to discover better ways of utilising these technologies and understanding their best applications. The early decades of cinema were also filled with films that didn’t quite succeed in one way or another, yet they helped us develop the sophisticated narrative language of cinema we have today.


As with the early days of any cutting-edge technology, using it can involve a steep learning curve. It can present unforeseen problems and require new ways of thinking. Many new technologies start as large, heavy, expensive and cumbersome prototypes before becoming more affordable and user-friendly. Some of these new technologies will launch – and have done so – to great fanfare but have failed to find a broad consumer base. They may disappear completely or instead find a niche but dedicated user base and thrive there. Some ‘new’ technologies can be little more than a new marketing strategy for old ideas. Others may become so commonplace that we can barely remember how we managed before them.
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A modern-day VR headset.





In this book, I’ll introduce various techniques and technologies for creating immersive spatial sound and how they are being implemented across various industries. I’ll share my experiences using them, clarify some of the jargon, and explain some of the often counterintuitive concepts to help you navigate this field.


The entry point for experimenting with spatial audio is more affordable and easier than ever.


I aim to provide you with a practical introduction to each industry or technology, the pitfalls and discoveries I’ve made, and tips and techniques for harnessing them in your work. The technologies evolve quickly, so I will focus more on how to use them effectively, rather than on the best settings for a particular piece of software.


I’ll be looking in detail at:




	Binaural sound for radio, podcasts and theatre


	Ambisonic, binaural and game-audio technologies in 360° films, VR, AR, MR and XR


	Dolby Atmos surround sound and object-based mixing for cinema and music production


	Spatial audio for theatre and concerts.





There are concepts and technologies referenced in the chapter on VR that are introduced and explained in the chapter on binaural sound for podcasts and radio. Therefore, I encourage you to read this book in a linear order – however old-fashioned that may seem!


There are numerous ways in which spatial sound is employed in art installations, for academic research, in response to unique environments, and various other formats. While many of these applications are fascinating, they often tend to be so bespoke or inaccessible that it becomes difficult to reference them meaningfully. I will focus more on the equipment and techniques that are likely more accessible to you, which should serve as a foundation for delving into spatial audio in its other manifestations.


Understanding how to use these techniques also requires an understanding of how we as human beings create the three-dimensional soundscape of the world that we perceive daily. I’ll introduce elements of how our physical hearing system works, how we perceive sound, and how magical our brains are.


Some concepts are challenging to express in words, but become clear once you hear them. To assist with this, I’ve created audio and video clips, indicated with QR codes placed throughout the text. These will link you to my website www.garethfry.co.uk/immersive-spatial-sound/, where I will also post updates to the book as technologies develop.
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how we create a 3d soundscape of the world


Our hearing system is quite magical, and serves many useful purposes:




	Helps us identify threats from all directions, even at great distances


	Enables us to communicate with one another with immense nuance


	Wakes us up when we’re in danger, or our alarm tells us it’s time to go to work


	Filters out large amounts of irrelevant information, allowing us to focus only on what we need to hear


	Lets us appreciate music and poetry, experience euphoria or sorrow, and be swept away on waves of emotion.





That’s all pretty impressive, but how we achieve that by detecting the simple vibration of molecules in the air is pretty incredible too.


There are a few elements to how we achieve all these things. I’m not going to go too deep into the science of hearing as it would take up most of the book, and you don’t need to know the details of the biology of the ear and the neurons in the brain stem, as long as you have a broad understanding of their effects. If you’d like to read more about the physical aspects of hearing, I recommend Fundamentals of Hearing by William Yost.


Whenever we discuss how human beings operate, we must acknowledge that we are all unique. For every million people about whom I can make a broad statement, many will experience things differently, due to the individual ways their brains or their ears function.


Our hearing system comprises several elements, with our ears being the most obvious. They detect airborne sound (we’ll touch on how we feel sound later in this chapter). Our ears contain areas that can respond to different sound frequencies. Our nervous system translates these into electrical signals sent to our brain. Typically, we can hear a range of loud and quiet sounds and detect frequencies from 20Hz (low bass sounds) to 20,000Hz (very high-pitched sounds).


Our brain interprets these signals through several perceptual systems, combining them with a lifetime of experiences and learning to deliver the sensation of sound to both our subconscious and our conscious mind.


For our purposes, we are most interested in how we locate sounds in space in the real world and how we turn that into the three-dimensional soundscape we hear inside our heads. Once we understand this, we are better placed to sound design a three-dimensional soundscape for a listener to be immersed in.


Direction of Sound


Critical to our perception of sound in space is the arrangement of our two ears on our head. Positioned on either side of our head, typically about 15cm (6in) apart, our ears are separated by a dense collection of bone and brain tissue, which allows them to hear sounds slightly differently.


Let’s consider an example where someone claps their hands 5m (16ft) away, immediately to my left. That sound travels through the air and reaches my left ear. A fraction of a second later – 0.0004 seconds (or 0.4 milliseconds (ms)), since sound travels at 343m/second at 21°C – it arrives at my right ear. The time difference between its arrival at my left ear and my right ear is called the interaural time delay (ITD).


We intuitively know that sounds get quieter with distance. Let’s say we measure the clapping sound 1m (3ft) away from the hand, at 85 decibels (dB). By the time it arrives at my left ear it has dropped to 71dB. The sound of the hand clap travels an extra 15cm (6in) to get to my right ear, and so is a mere 0.24dB quieter when it reaches my right ear. The difference in volume between my left and my right ear is called the interaural level difference (ILD) or the interaural intensity difference (IID).


We know that sounds are muffled when they travel through or around an object, whether a curtain or my head. The sound of the hand clap reaching my left ear will be nice and clear, but the sound reaching my right ear will have passed around and through the dense bone and brain tissue of my skull, resulting in slight muffling. It will be marginally quieter as my head absorbs some sound energy, which increases the interaural level difference (ILD). We sometimes refer to this muffling effect as a change in the timbre of the sound, or occasionally describe it as occluded or shadowed by an obstruction.


My brain can use these three tiny differences – ITD, ILD and timbral change – to determine the hand clap’s location with great precision. Our brains subconsciously process the location of almost every sound we hear. We excel at tasks like this; similarly, our brains can catch a ball by subconsciously calculating its position in space, speed and direction, then determining where our hand needs to be to catch it. We are typically born with the ability to perform these processes, but require learning and experience over many years to become skilled at using them.


Horizontal Resolution


We are particularly skilled at determining the horizontal direction of sound because our ears are positioned horizontally on our head, parallel to the ground. We can identify the direction within a few degrees, depending on its position relative to us. We are generally adept at calculating the direction of sound coming from one side, as the sound arriving at one ear Is quite different in terms of volume, time and timbre, compared to the other ear.
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At 20° off to one side, the difference in arrival time is 0.17ms and the difference in volume due to the distance travelled is 0.1dB. There is a marginal variation in timbre between ears.





If someone is clapping their hands 20° to the left of our centre, there is a difference in arrival time, volume and timbre; however, it’s fairly minimal compared to when someone is clapping their hands on our extreme left or right.
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At 30° off to one side, the difference in arrival time is 0.23ms and the difference in volume due to the distance travelled is 0.14dB. There is a marginal variation in timbre between ears.





Let’s say the person clapping moves to 30° off our centre.


The difference between 20° and 30° is relatively small, but it is still enough for us to locate the origin of the sound quite accurately.
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At 85° off to one side, the difference in arrival time between our left and right ears is 0.0004 seconds (0.4ms). The difference in volume due to the distance travelled is less than 0.24dB, but because my head obstructs the sound, the volume difference will be greater. There will also be a difference in timbre between what each ear hears. Note, the image is not to scale.
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At 85° off to one side, but behind us, the difference in arrival time between our left and right ears is 0.0004 seconds, and the difference in volume is less than 0.13dB. There will be a marked difference in timbre between ears. The ‘cone of confusion’ is technically more of a hyperboloid shape, but virtually no one knows what a hyperboloid shape is, and it lacks a nice alliterative name!





There are a few areas around our head where the spatial information is too ambiguous for us to discern the direction of a sound. The ‘cone of confusion’ is the area to our immediate left or right, where our hearing system can work out the sound’s general direction, but cannot tell exactly where it is. If we look again at our first illustration and move the sound from 85° in front to 85° behind, the ITD and ILD remain identical. Our brain will struggle to determine if it is 85° in front or behind, as the spatial cues are identical. You can see the cone shape formed by the original and new locations of the sound. We struggle more with nearby sounds than faraway sounds in this respect.
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Listen to an audio demo by scanning the QR code.





In real life, we might twist our head to get a second reading on the sound, to place it in a better position relative to us so that the spatial cues give us clearer information about its location, or, of course, so that we can see it with our eyes.
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When the sound is directly in front of us, the difference in arrival time is 0 seconds and the difference in volume is 0dB. There is no difference in timbre between the ears, other than that caused by the slight asymmetries of our body.





If we imagine someone clapping their hands directly in front of us, that sound will arrive at both ears at exactly the same time, at the same volume and with the same timbral sound quality. The sound arriving at each ear is virtually identical.
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When the sound is directly behind us, the difference in arrival time is also 0 seconds and the difference in volume is also 0dB. Again, there is no significant difference in timbre between ears.





If we now imagine someone standing directly behind us clapping their hands, the sound reaching both our ears will be identical in arrival time, volume and timbre. It will be almost identical to what it would be if they were standing in front of us. Our eyes can tell us whether someone is in front of or behind us, but in the absence of visual data, this can lead to ‘front-back confusion’, where we struggle to identify sounds that are either directly in front of us or behind us.


Studies have shown that, under ideal circumstances, we can accurately determine the location of sounds in front of us to within 2 – 5°, off to the extreme left or right to within 10 – 20° (within the cone of confusion), and behind us to within 6 – 7° (the minimum audible angle). This precision can be influenced by the frequency of the sound, what else we are trying to pay attention to, other sound sources we are attempting to localise, and the acoustics of the space.


If we consider recorded sound for a moment, we typically encounter mono or stereo sound. Mono sound refers to a single audio channel. When we listen to mono sound through headphones, we hear the same recording in both our left and right ears – so whatever we are listening to, that sound will reach both ears at the same volume, at the same time, and with the same timbral quality. In other words, there is no way to create a sense of left or right with a mono recording. Instead, it sounds like it is coming from directly in front of us or directly between our two ears.


In summary, our ability to locate a sound is strongly affected by where it is relative to us:




	
Sounds directly in front of us or behind us are effectively mono, so don’t sound particularly three-dimensional.


	Sounds within the ‘cone of confusion’ are three-dimensional, but we struggle to localise exactly where they are.


	Sounds towards the periphery of our vision are easiest for us to locate and sound the most three-dimensional.





Vertical Resolution


While we accurately identify the direction of sounds in the horizontal plane, we do not perform as well with the vertical plane. From an evolutionary perspective, this makes sense – we do not typically hunt for birds or animals high up in the air, nor are we preyed upon by creatures above us. If humans had evolved during the era of pterodactyls, our hearing system might be very different!
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Our ability to locate the direction of sounds above us is not nearly as good as our ability to locate sounds horizontally.





Suppose we imagine someone clapping their hands directly in front of us. In that case, the sound will reach both ears at precisely the same time, at the same volume, and with the same timbral quality – the sound arriving at each ear is virtually identical. If the person were to climb up a ladder while clapping their hands, the sound would still reach both our ears at the same time and volume.


However, the shape of our ears helps us out here. If you compare the top of your outer ear with the bottom, you’ll notice that they’re typically quite different in shape and thickness, with different ridges and patterns. The same sound arriving from differing heights will create different resonances and reductions at various frequencies inside the ear. Our hearing system learns to associate the differing resonances with sounds at different heights.


We’re also able to detect subtle differences based on reflections from our shoulders, and on our head shape and size. These mechanisms are referred to as the ‘head-related transfer function’ (HRTF). However, this isn’t as precise a system for localising the sound of something in the vertical plane as the spatial cues we get in the horizontal plane. We might be able to detect something in front of us within 2 – 5°, but vertically we might only locate it within 9°, and we’re not so good at identifying the vertical direction of sounds above 7,000Hz.


The size, shape and thickness of our ears, both the external and internal elements, are unique to each individual, making this system difficult to reproduce electronically.
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Owls are known for their excellent hearing.





Owls tend to perch high up on a tree branch and are equally concerned about things in the horizontal and vertical planes. Some species of owl have one ear positioned higher on their skull, facing slightly upwards, with the other positioned slightly lower and facing downwards. This adaptation allows them to locate sounds both vertically and horizontally. Owls cannot move their eyes within their sockets; they can only look straight ahead, but they can quickly swivel their heads. They use their hearing to determine the origin of a sound and then turn their heads towards it. They also bob their heads, a strategy to obtain multiple readings to pinpoint their prey – a strategy also used by humans. Studies suggest that they can identify the location of a sound to within 2° both horizontally and vertically.




Frequency


Our ability to establish the direction of a sound also depends on other factors, one of which is frequency. We’re pretty good at localising mid-range frequencies, such as speech.


We’re not as good at localising low bass frequencies because they have long wavelengths and travel further over distance. They pass around and through objects without being muffled as much. The volume and timbre calculations we utilise to localise a low-frequency sound provide fewer clues. For sounds below about 80Hz, the spatial information our ear can discern about the sound makes it almost impossible to detect the location precisely.


We’re good at using the difference in arrival time (ITD) for sounds with a frequency below 1,500Hz, and the difference in volume (ILD) for sounds above 1,000Hz. There is a sweet spot between 1,000 and 1,500Hz where both systems of localising sound work well.


For reference, the frequencies used for telephone lines to carry the human voice range from 600 to 6,000Hz.





Distance Perception


We can determine how far away a sound source is using a combination of hearing and experience. For a sound like a hand clapping (a point source), the sound decreases exponentially with distance according to the inverse square law. In other words, the sound decreases by 6dB for every doubling of distance.


If, in our original illustration of a hand clapping to one side, the hand clapping is 10m (30ft) away from us, the difference in volume between the left and right ears would be 0.13dB. If the hand clapping is 1m (3ft) away, the difference in volume would be 1.21dB. We learn from experience that sounds at specific frequencies with a larger level difference (ILD) indicate they are closer to us, while a sound with a small ILD will be further away. This will become very relevant in Chapter 9.


As sound travels over distances, higher frequencies diminish in volume more than lower frequencies. For a sound we are familiar with, we can compare what we hear to our expectations and estimate its distance. As we mature, we accumulate many experiences of voices and other sounds at varying distances (and in different acoustics), helping us quickly make sense of unfamiliar situations by comparing them to our previous experiences. For a sound we are unfamiliar with, we may struggle to identify exactly how far away it is, as we have nothing to compare it to.


If you want to learn more about sound perception, I recommend the book Auditory Neuroscience: Making Sense of Sound by Jan Schnupp, Israel Nelken and Andrew King.


The Space in Spatial Sound


I’ve talked about how we hear sound in space, but without talking about how space can affect the sound.


Very often, we find ourselves in spaces with walls, floors and a ceiling that reflect sound. Therefore, not only will we hear sound travelling directly from the source to us, but we will also hear that sound reflected off the surfaces of the space.
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Reverb can be an issue in the typically lofty architecture of a church.





Spaces with highly reflective surfaces, such as a church or a shower cubicle, can create a significant amount of reverberation, which is what we call the cumulative sound of the many reflections we might hear. We can think of that reverberation as the ‘acoustic signature’ of the space – it is a unique characteristic of the room’s dimensions, the reflective qualities of each surface, and any other factors that influence how sound bounces around the space.


If you listen to a recording of someone clapping in a space, the reverberation will help your brain interpret what kind of space the recording was made in.


Imagine a sound source is close to us in a reverberant space – for instance, someone speaking while standing next to us in a church. In that case, we will hear their voice relatively clearly – the sound coming directly from them will be loud, while the reverberant sound will be relatively quiet. We refer to this as a high direct-to-reverberant ratio. We can locate the direction of their voice fairly easily, and that high ratio aids our distance perception, indicating that the sound source is nearby.


Now suppose that the sound source is further away – for example, someone speaking at the other end of the church. In that case, we will hear comparatively less of the sound coming directly from them because the sound gets quieter over distance, compared to the reverberant sound. This would be called a low direct-to-reverberant ratio. In this scenario, it is harder to identify the exact source of their voice clearly (and it is often harder to understand), as the reflected sounds interact with the direct sound to muddy up the clues we use to identify the location. However, as the direct sound and most of the reflections will be coming from the direction of the sound source, we will get clues about where they are approximately. The low ratio also lets us know that the sound source isn’t close to us.


A small amount of reverb can help speech intelligibility and aid in working out a sound’s location. A large amount of reverb can confuse us about the location of sound sources and hinder speech intelligibility.


When we hear a sound in a reverberant environment, our brain cleverly uses the first sound it hears to determine direction, assuming that this is the sound coming directly from the source, having travelled the shortest distance and arriving at us before any reflections that travel a longer distance.


Any reflected sound that arrives within the next 20 – 50 milliseconds, depending on its volume, will be processed to help us understand the sound, but its direction is largely ignored. I’m sitting in a café writing this chapter. I can hear a couple talking on the other side of the room. I can hear the sound of their voices directly, but I’m also hearing their voices bouncing off a range of surfaces nearby and hitting my ears – off the top of my shoulders, the table in front of me, and the low ceiling of the café. While my ears pick up the direct sound and these multiple ‘early reflections’, my brain perceives it as one coherent sound. The sound of their voices bounces around the surfaces of the room numerous times, and these ‘late reflections’ create the reverberation of the room.


This mechanism – the precedence or Haas effect – for ignoring the direction of indirect sound can become confused if one reflection is particularly loud, such as when a hovering helicopter reflects off a nearby skyscraper, or if the reflecting surfaces are located at a considerable distance, potentially causing us to perceive distinct echoes.


Low-frequency sounds often ‘boom’ around a space more than high-frequency sounds, making localisation of these sounds harder, and intelligibility worse.


As with distance perception, we can use our accumulated experiences of sounds in varying acoustics to help us determine information about our current situation. And, of course, we are surprised when we encounter situations that confound our expectations and experiences, like a whispering gallery.


‘If a tree falls in a forest, does it make a sound?’ Consciousness


Let’s get a little philosophical for a moment and examine the nature of consciousness. This is important because sound doesn’t actually exist until we hear it. A tree falling in the forest, or someone clapping their hands, causes air molecules to move around, and nothing more than that. Our ears detect those vibrations and we turn them into electrical signals. When our brain receives those signals, it creates what we perceive in our consciousness as sound. What we experience as the sound of something only ever exists inside our brain. In the external world, there are just air molecules vibrating around. Our ability to translate those vibrations into meaningful information is pretty remarkable.
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A train platform, with five different sources of sound – a train guard, a steam train, someone playing music from their phone, a ticket office and distant traffic.





Imagine a scenario where we are standing outside on a train platform. A train guard is blowing a whistle and shouting on our left, a steam train is preparing to depart in front of us, someone is playing music out of their phone speaker on our right, and behind us is an echoey ticket hall containing a ticket turnstile. Finally, in the background is the distant sound of traffic.
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A Newton’s cradle.





In this scenario, we typically talk about hearing five distinct sounds – the guard, the train, the music, the ticket hall and the traffic. But our left ear is just responding to what is happening in the air molecules around it. As is our right ear. We might talk about the sound travelling to us from those sound sources in the same way a bullet might travel through the air, or the way wind is a movement of air. But no air particles travel from the sound source to us at all; only the energy in the form of the air molecules bumping into each other travels to us. The air molecules adjacent to someone clapping their hands bump into the air molecules next to them, and those bump into the ones next to them, and so on, and so on, until those air molecules bump into our ears. It’s like a Newton’s cradle, where the ball strikes one end (the air molecules next to the hand clap), and the force is transmitted through the intermediate balls to the ball at the other end (the air molecules in our ear).


In our illustration, five sound sources transmit energy to the cluster of air molecules around our ears. Yet our brain is clever enough to take what it senses and discern each distinct sound source, calculating their different locations independently. Furthermore, it sends the train guard’s speech to the speech-processing part of our brain, which applies an entirely different set of processes, and the mobile-phone music to another part of the brain again.


Auditory Scene Analysis


Our brain will also subconsciously choose whether the sounds we hear are important to pay attention to with our conscious mind. There are so many sounds around us that we would reach sensory overload if we were actively aware of every sound we could hear. You can compare this process to how your email application receives numerous emails and sorts some into your inbox while recognising others as junk and directing them to your spam folder. Our brains perform a similar function, prioritising sounds we deem important for our consciousness to focus on and filtering out the rest.


What We Pay Attention To




	Impact sounds – loud, sharp noises, like a bang – trigger our startle response.


	Sounds from other people in an alert state, such as shouts, screams and running.


	Sudden changes in background sounds. If you’ve ever been somewhere with a photocopier running for half an hour and it suddenly stops, you notice it immediately.


	New sounds – things we aren’t familiar with. A few years ago, I moved into a flat located in the flight path of an airport, and for the first few days, I would wake up at 5am as the planes began flying overhead.


	Speech sounds and speech frequencies. Our hearing is most sensitive to the frequency of screaming or a crying baby, and police sirens and telephones use similar frequencies and cadences – the wail of a siren – to grab our attention.





You’ll notice these are often the sounds that wake us up when we are asleep. Our hearing system remains partially active while we sleep, and it serves as our primary alert system to wake us if something happens during our slumber.


What We Ignore




	Constant, unvarying sounds – such as a building’s heating or air-conditioning system or the hum of city traffic – are often deemed unimportant by our brain.


	Distant quiet sounds – our brain determines that if they are far away, they are likely to be irrelevant to us unless they signify great danger.


	Sound we expect to hear. When I lived under a flight path, I learnt to expect the sound of planes flying overhead, so my brain ignored them after a few days. We have come to expect police sirens in the city, so emergency responders nowadays change the sonic pattern of the siren every 30 seconds or so to regain our attention.


	Sounds we associate with specific locations. In my garden, I’ll tune out the sounds of traffic and birdsong because I anticipate hearing those sounds there. Those same sounds would grab my attention if I were in a barren desert and heard them. Seagulls often grab our attention, partly because they sound similar to someone screaming, but also because they sound out of place if we’re not at the coast.


	Sounds that we make ourselves, like our own breathing. When walking along, we might filter out the sounds our coat makes, or our squeaky shoes.





If you ever use music, the sound of rain or the ocean to help you fall asleep, a significant component of that is creating a constant, unchanging sound that you expect to hear and can effectively filter out. Simultaneously, this sound will mask all the other sounds that might otherwise grab your attention.


What Is Important to Listen To?


Signs of danger and communication are factors our subconscious brain considers important and are brought to our conscious attention, while many other unimportant sounds are filtered out. However, our subconscious brain continues to monitor everything we hear, just in case something shifts in status. Sometimes, something dangerous may initially seem unimportant, like the sound of a distant car, but it becomes important later when the vehicle approaches us. Often, our hearing alerts us to danger long before our vision does.


What we consider important also changes based on our current emotional state or our previous experiences:




	If you’re feeling anxious, you might start paying more attention to background sounds, making you feel more on edge.


	If you’ve just been told a traumatic piece of news, it can throw you off kilter, and you might start noticing everyday things sounding weird, like a ticking clock that seems unusually loud.


	If you’ve been alone in a house late at night, you might start noticing the sounds of the house creaking as the temperature changes or the heating system making noises. This probably happens every night, but you don’t usually notice it, or maybe it was masked by some other sound you were focusing on.


	If your car or bicycle has recently broken down and been repaired, it can affect your confidence in the vehicle, making you more attentive to its sounds: did it always make that squeaking noise? Is that rattling sound new, or was it always there?


	The distant sound of a car backfiring may attract more attention from someone with experience living in a war zone.





These are all examples of how our brain shifts its processing of sound. The world hasn’t changed, but our perception of it is altered by changes in our emotional state or through learned experience.


In our train station scenario, for example, the traffic noise may be entirely filtered out, and we may only be consciously aware of the other four sounds.


Objectivity and Universality


Our brain is so clever at decoding vibrations in the air and translating them into something that we can meaningfully perceive that the entire process is entirely invisible to us. Similarly, our visual system translates different frequencies and intensities of light hitting the back of our eye into images of the world. We are only aware of the pictures and sounds our brain creates in our mind, not the raw light frequencies that hit our eyeballs or the raw vibrations of the air. We are generally unaware of what each ear hears, only the perceived combination of both ears. This is significant because it highlights that our hearing system does not objectively represent the world around us. It is constructing a sonic landscape of the world in our brain that doesn’t exist outside our head.


While we can objectively measure vibrating air molecules to determine intensity (volume), the perceived loudness is entirely subjective to the listener. If I hear someone talking normally, then a very loud gunshot, then someone talking at the same volume, the latter may feel quieter to me than before, even though objectively it is still at the same volume.


The perception of frequency and pitch is equally subjective; there is no way for me to know whether what I perceive in my mind when I hear a note on a piano is what you hear.


What we think we hear is a highly subjective and highly constructed artifice. Yet that artifice helps us make meaningful sense of the world, to navigate our surroundings, to remain aware of danger and to communicate with each other, among other things. We have established enough of a language to share common concepts of how we experience sound with each other.


Some people, around 4 per cent, have a mild to extreme form of amusia, more commonly known as tone deafness, which affects their ability to determine the pitch of a sound. There are many other ways in which individuals perceive the world differently, such as physical hearing loss (which alone affects 20 per cent of the population, 96 per cent of which is due to age-related hearing loss), audio processing disorders, or broader ways in which sensory information is processed, such as with synaesthesia. While we can say that we generally hear in a similar way to one another, we definitely don’t all hear the same way as each other.


Our hearing and perceptual systems are constantly changing, too. Many of us are born with our sensory systems functioning but undeveloped, and it typically takes until age fourteen to fully process sounds spatially. By eighteen, our ears begin a gradual decline in hearing high frequencies that lasts for decades. By age fifty, our cognitive ability to process spatial sound also seems to decline. Depressing though that might sound, we are typically quite capable of developing multiple strategies to deal with difficulties perceiving sound, both when our perceptual systems can’t make sense of the data they are collecting and because of challenging circumstances in the external world.


Head Bobbing


Our modern world is often filled with loud, confusing sounds from multiple directions. A classic example is walking around an area with many tall buildings and hearing a helicopter overhead. You may listen to the sound coming directly from the helicopter, while also hearing, just as loudly, the sound reflected off a nearby tall building. In this situation, our brain receives two conflicting bits of information. A common tactic for us in this scenario is to swivel our heads a few degrees, like an owl, to see where the helicopter is and to adjust the angle of our head and ears relative to the sound source to gather more accurate information. We may also do this to determine if something is directly in front of us or behind us. If we detect a sound in our cone of confusion, we might rotate our head a few degrees to place the sound outside the cone to better ascertain its location.


A similar mechanism can be observed in dogs when they hear a sound and cock their heads. By adjusting their head position, dogs can get a second reading on the sound, which can help them better understand where it’s coming from and whether they can chase it!


You’ll also observe a similar phenomenon in people wearing VR headsets. They struggle to see or hear properly, either because of a fault with the hardware or software or because the device isn’t mounted on their head optimally. They will twitch their heads left and right to make it work better.


Movement


So far, we have mainly discussed locating static sounds. However, in reality, the source of a sound may often be moving, or we might be. We are pretty adept at determining the direction of moving sounds, and even if a sound rotates around our head once every second (which isn’t the sort of thing that happens in the real world often), this only means that our ability to locate that sound is off by about 20 degrees.


Selective Attention


I’ve mentioned that there are sounds we pay attention to and sounds we ignore subconsciously, but we can also consciously choose to be selective. A commonly referenced example of this is the ‘cocktail party effect’, which was coined in the 1950s when cocktail parties were a thing. We can imagine any noisy bar or party, regardless of the beverages being served, where many people are having lots of different conversations, and we are trying to listen to just the person in front of us. This is one of the most challenging scenarios for our hearing system, but our brain has a remarkable ability to turn down the volume of the other conversations around us. Some of us are better at this than others.




[image: image]





Our ability to process one sound separately from another improves if the sounds originate from different locations in space. If I were trying to discern what one of two people standing next to each other was saying, it would be more challenging than if one were on my left and the other on my right. This phenomenon is known as binaural unmasking.
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