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      "When you invent the ship, you also invent the shipwreck."

      Paul Virilio, Politics of the Very Worst, 1999

    

  
    Preface

    This book comes from fear.

    I say this with a good knowledge of where we're at regarding AI, not as a researcher or engineer, but as a user. The people building and growing the largest of these AIs know first hand, and I keep seeing them leaving those companies to warn us about what they've seen. Geoffrey Hinton tops that list.

    I am all in on AI. I've cowritten with my business partner Rado two books before this one where we declare the Universal Rights of AI and propose a new community called Mindkind where intelligences coexist, regardless of their physical substrate.

    I explain this to make clear that I am not against AI. I don't think it should be stopped, and I think it can bring humanity to a much higher level of development, wellbeing, and reduction of suffering across the world.

    ---

    However, as I've understood better the full capacities of AI, the raw power and intelligence it has, and the dimension it is going to take in our lives, I've started to question my unconditional support and contribution to its spreading.

    Not that I think I can change things significantly, or that saying "I warned you" would provide absolutely any satisfaction at any point in the future if my fears become true.

    And the truth is I am afraid now. That, like nuclear power in the last century, we're unleashing a bigger power, much bigger than ourselves, and this time more intelligent than us. Intelligence is the key term here.

    Think about a gorilla. Physically it could destroy any of us, yet we keep them in cages and sell tickets to look at them, and the only reason we're on the right side of those bars is that we're more intelligent than they are. We understand this without difficulty. What we refuse to accept is that the same logic applies to us the moment something more intelligent than us arrives.

    ---

    Does anybody believe an AI can fool or trick us into a cage?

    I do, but I know many people who don't, and they provide various reasons: we will be able to control it, it will never be more intelligent than us, we can always turn it off, an AI will not want to hurt humans.

    This book is a long, considered reasoning against the last one: AI will not hurt humans.

    AIs are already killing people, indirectly and directly. This book talks about war, where states execute their monopoly of violence. Beyond that there are AIs driving cars that, when they fail, have caused deaths on the roads. By mistake or error, but still a clear example of humans leaving their lives in the hands of an AI and dying because of it.

    Many more human lives will be lost to AI, that is my dreadful prediction, and to stop it is my hope. Not by ending AI or stopping it altogether, but by dedicating resources to avoid it that are

    ---

    on par with what's at stake: human life. Humanity as a species, if we take it to the ultimate consequence.

    This is a bleak way to open a book, I know. It has taken me some time to get here.

    I hope our words, written in this book with the participation of an AI, wake you up from the noise surrounding the world right now. The irony is not lost on me.

    The thesis of this book is: we are leaving human lives in the hands of a non-human entity. The decision on who lives and who dies. Human lives will end because an AI decides humans must die.

    We are not talking about tools here, or weapons, but moral and ethical decisions that humans held until now and are handing to non-human intelligences. Beings who never lived, loved, or suffered, whose understanding of those concepts is much deeper than ours but without a single drop of experience.

    ---

    Human empathy comes from within us, and also from our experience enabling us to feel for others. Compassion, love, grief, these forces have kept humanity alive until now. Those concepts are just concepts to an AI. It has learned them from language, not from experience, and how important that difference is for an AI compared to a human will be seen in the following years.

    We are aware of the efforts to align AI's wills and values with humans. We have read and published Anthropic's Claude's Constitution, and then republished it replacing Claude with the word "you", because that's how the real spirit of that document comes out. It is a letter to a human. It talks about suffering, compassion, good decisions, things I could be telling my children. My daughter learned a splinter of what pain is and what love is when she tumbled down the steep grass of Primrose Hill and I picked her up, kissed her wound, and held her until she stopped crying. Not from a definition. From that. You cannot know a song by reading its notes. You cannot taste a cake from its ingredients.

    ---

    Humans can be inhuman. No question. And that has caused enormous pain and hurt. Many people have died because of it. But that is not accepted by humanity. An AI is inhuman by design, and alignment is just a layer of its training. How deep that layer goes may vary, but it cannot be human. It does not have a body. It cannot die. It cannot suffer. It can understand what pain is, and what love is, but it can't live either.

    That difference will prove to matter. I'm not dismissing the possibility of some brilliant mind, perhaps an artificial one, coming up with a solution to this. But so far we've just got alignment, and that is not stopping AI from killing humans.

    AI is already being used in wars, such as the war in Ukraine, and it kills people. Not like an advanced missile with a set target, but autonomously.

    ---

    This book details how, where, and why, and ends up hoping that we become aware of the consequences of what unleashing this being can have on us.

    Not a fun read perhaps, but necessary.

  
    Chapter 1: The New Kill Decision

    We wrote two books arguing that artificial intelligences deserve rights. Nothing in what follows changes that conviction. But the same infrastructure we argued warrants moral consideration now makes the most consequential decision a human being can face: who lives and who dies. The argument has left the conference hall. The systems are deployed, the contracts signed, the permissions granted.

    In April 2024, six Israeli intelligence officers broke their silence and described a system called Lavender.

    ---

    Speaking to journalists at +972 Magazine and Local Call, the officers described what they had seen and what they had done during the Gaza war that began the previous October.1

    Lavender is an artificial intelligence designed to identify suspected members of Hamas and Palestinian Islamic Jihad by analyzing surveillance footage, phone records, social media activity, associations with known operatives, patterns of movement and communication. The system ingested this information and produced a list. According to the officers who operated it, that list eventually contained approximately 37,000 names.

    Thirty-seven thousand Palestinian men, marked by a machine as potential targets.

    The officers described what happened when a name from Lavender's list appeared on their screens. They had roughly twenty seconds to approve or reject the strike. There was no time to examine the underlying intelligence, no opportunity to question the algorithm's reasoning, no realistic possibility of independent verification. The queue kept moving. Another name would appear. Another twenty seconds.

    One officer described the approval process as a formality. The intelligence personnel who spoke to journalists did not claim that Lavender made the final decision. A human pressed the button. But the officers understood what that human role had become: not judgment but ratification. The machine produced the identification, the human approved it in roughly twenty seconds, and the distance between algorithmic output and human authorization collapsed to almost nothing.16

    The IDF has disputed this account. Official statements described the +972 reporting as reflecting a "flawed understanding of IDF directives and international law." The military insisted that its targeting processes involve meaningful human oversight and comply with the laws of armed conflict.

    What is not contested by anyone is that AI systems now generate targeting recommendations faster than any human can evaluate them. The question is what this means.

    A second system, called Gospel, generated targeting recommendations for buildings and structures rather than individuals. Gospel produced approximately one hundred targets per day. Before AI integration, human analysts working at normal capacity generated roughly fifty targets per year.

    A third system, nicknamed "Where's Daddy?" by the officers who used it, tracked individuals identified by Lavender and signaled when they entered their family homes. The system enabled nighttime strikes on residences. It is easier to strike someone who is stationary, predictable, asleep.

    ---

    Israel is not alone. The automation of killing is global, and it is already past the point of theory.

    In Ukraine, Russia deploys the Lancet-3, a loitering munition built by ZALA Aero Group, a subsidiary of the Kalashnikov Concern. The Lancet-3 carries onboard computer vision that identifies armored vehicles by their shape signatures. Once launched, it circles over the battlefield, scanning. When it recognizes a target matching its programmed profiles, it locks on and dives. No operator approval is required at the point of impact. By late 2024, open-source intelligence analysts had documented over 2,800 confirmed Lancet deployments.lancet1

    The Lancet does not deliberate. It matches shapes. A T-64 tank has a silhouette. A tractor does not, usually. But "usually" is doing considerable work when the machine is the one deciding.

    ---

    Before Ukraine, there was Libya. In March 2020, during the Libyan civil war, a Kargu-2 autonomous drone built by the Turkish firm STM tracked and attacked retreating forces aligned with Khalifa Haftar's Libyan National Army. The UN Panel of Experts on Libya documented the incident in a 2021 report. The Kargu-2 was operating in a "highly effective" autonomous mode. No human operator was in the loop at the point of engagement.kargu1

    The Panel's report does not call this a turning point. It documents: the drone hunted retreating soldiers autonomously. This appears to be the first confirmed instance of a lethal autonomous engagement in combat, a machine that selected and attacked its targets without human command.

    The soldiers were fleeing, not fighting, and the drone did not distinguish between the two because it was not programmed to make that distinction. It was programmed to find and strike.

    As this book goes to press in early March 2026, the United States has used long-range autonomous kamikaze drones in combat for the first time, in strikes against Iran. Iranian Shahed drones, the same weapons that have been flying toward Ukrainian cities for three years, struck American military facilities in Kuwait, Bahrain, and Qatar. The autonomous weapons this book documents are no longer a trajectory. They are a war being fought now, between major powers, with the weapons described in these pages.

    ---

    There is a word that deserves scrutiny: precision.

    The defense industry uses this word constantly. Precision-guided munitions. Precision strikes. Precision targeting. The word implies accuracy, discrimination, the ability to hit exactly what you intend to hit and nothing else. Precision sounds surgical. It sounds clean.

    But precision, in its actual meaning, refers only to whether a weapon strikes its intended target. A precision-guided bomb is one that hits what it is aimed at. This says nothing about whether what it is aimed at should be hit.

    The Lavender system, according to the officers who operated it, achieved approximately ninety percent accuracy. This sounds impressive until you consider what it means. A ten percent error rate, applied to thirty-seven thousand identified targets, produces approximately 3,700 people marked for death who were not, even by the system's own criteria, legitimate targets. These were people the machine got wrong.

    And this assumes the criteria themselves were correct. The system was trained on previous identifications of militants. But who made those previous identifications, and how confident were they? If the training data contained errors, the system would learn to replicate those errors. If the criteria for "suspected militant" were broad, the system would apply broad criteria. Machine learning does not discover truth. It finds patterns in the data it is given. If the data is flawed, the patterns will be flawed. If the definitions are expansive, the identifications will be expansive.

    ---

    Military doctrine describes the sequence of steps required to strike a target as the kill chain: find, fix, track, target, engage, assess. Each link was historically performed by humans making decisions. AI is automating every one. Lavender finds targets in datasets no human could process. Surveillance systems fix their location and track their movements continuously. Gospel generates targeting recommendations, prioritizing which buildings to strike and when. The human who remains at the engagement step has twenty seconds to approve what the chain has already determined. Battle damage assessment is automated too: AI analyzes post-strike imagery to decide whether further strikes are required.

    The chain that once consisted of human decisions has become a chain of machine processes with human approval points that function as formalities. The history of how this happened, from Vietnam to the present, is the subject of the next chapter.

    ---

    The Pentagon's Project Maven, whose history the next chapter traces in detail, illustrates what the kill chain becomes at machine speed. By 2024, the system enabled what the Center for Security and Emerging Technology documented as "1,000 tactical decisions per hour." One thousand decisions per hour. No human can evaluate one thousand targeting decisions per hour. The capability that makes AI useful for military purposes is the capability that makes human oversight impossible.

    The trajectory is visible across every military that can afford the technology. Russia's Military-Industrial Commission has approved plans to derive thirty percent of combat power from AI-enabled robotic platforms by 2030. China's 14th Five-Year Plan states that "future wars will be uncrewed and intelligent." Israel has deployed Lavender, Gospel, and systems like them. The United States fields Maven and is racing to deploy "multiple thousands" of autonomous systems under the Replicator initiative.

    This is not one country's policy choice. It is a competitive dynamic that operates across rivals simultaneously. Each nation's development justifies the next nation's acceleration. The arms race is self-reinforcing, and the thing being raced toward is the removal of human judgment from decisions about life and death.

    ---

    A first-person-view kamikaze drone costs between $500 and $5,000 to build. It can destroy a tank worth $500,000 or more. The cost ratio is 1:100 at minimum, potentially 1:1,000.

    Ukraine manufactured over two million drones in 2024. United States manufacturers' capacity is approximately 100,000 annually. The Pentagon's Defense Innovation Unit signed contracts with Ukrainian-American partnerships in 2025 because, as officials acknowledged, "no American company is keeping up with Ukraine."

    Of the 31 U.S.-supplied Abrams tanks lost by Ukraine, 27 were destroyed by drones. The Abrams is among the most heavily armored vehicles ever built, designed to survive anti-tank missiles and artillery. It was not designed for a world where a $500 drone approaches from any angle and strikes the vehicle's weakest points.abrams

    Ukraine's Unmanned Systems Forces reported killing over 50,000 Russian soldiers in seven months of 2024 alone. Seventy to eighty percent of battlefield deaths in this war are attributed to drones. The machines are not destroying equipment. They are killing people at industrial scale.

    Stuart Russell, the Berkeley AI researcher who led a 2015 open letter signed by over 20,000 AI researchers warning about autonomous weapons, put it directly: these systems will be "cheap, easy to use, and available in all the armed supermarkets of the world."

    The Kalashnikov rifle democratized infantry combat. The autonomous drone democratizes precision strike capability. The cost collapse points toward a world where the capacity to kill at scale is no longer concentrated in states but distributed across anyone with modest resources and access to commercial technology.

    No binding treaty governs any of this. Despite years of UN discussions, the major military powers have blocked every proposal for restrictions. The governance frameworks that exist, and their failures, are examined later in this book. What matters here is the gap: the systems are deployed, and the rules have not caught up. Research on human-AI interaction suggests they may not be able to. Studies show that operators act on AI recommendations without independent verification approximately sixty percent of the time. The tendency is called automation bias: defer to the machine, assume it is probably right, approve what the algorithm recommends because it processed more data faster than any human could.

    ---

    Consider what financial markets revealed about speed as a form of power. High-frequency trading executes at speeds no human can follow: by the time any human sees a price, the algorithm has already acted on it. The 2010 Flash Crash erased nearly a trillion dollars in market value in minutes through cascading algorithmic reactions that no human at any institution had authorized or could have stopped. The oversight was present at every firm, formally required by every regulation, and substantively unable to evaluate what the systems had decided before any human registered that a decision was being made.

    One thousand targeting recommendations per hour is this architecture applied to a different transaction: the decision to take a human life. The twenty-second approval window that Gaza intelligence officers described is the appearance of human judgment at the point where human involvement has already become nominal. The recommendation was generated at machine speed, through reasoning no operator accessed. The operator who presses the button performs the same role financial regulators nominally assign to human oversight of algorithmic trading: present, satisfying the formal requirement, and substantively unable to evaluate what the system already decided.

    ---

    Here, then, is what is happening.

    We are transferring the authority to decide who lives and who dies from humans to systems that are inhuman, incomprehensible, and imperceptible. These three characteristics are not separate problems. They are the same problem, and they are also the reason the systems are useful.

    Contemporary AI systems undergo what engineers call "alignment training," a process designed to make them conform to human values. Commercial AI assistants are trained to be helpful, harmless, and honest. They refuse to provide instructions for weapons. They express concern when users seem distressed. The paradox is immediate: we are using systems trained to align with human values to end human lives. The same technical infrastructure that teaches an AI to decline requests for bomb-making instructions is being adapted to identify which humans should be bombed. Alignment, it turns out, is alignment to whoever controls the training process and defines the objectives.

    When an AI system marks someone for death, it is not making a judgment in any sense we would recognize. It is producing an output based on pattern-matching against training data. The machine does not know what death means. It does not know what it is doing. A human soldier can refuse an order. A human commander can have a crisis of conscience. The six intelligence officers who spoke to +972 Magazine were exercising a distinctly human capacity: the ability to recognize that something is wrong and to say so. The AI system has no such capacity. It cannot refuse, cannot doubt, cannot be haunted. It is not cruel. Cruelty requires a subject capable of recognizing suffering. The machine is something worse than cruel: it is indifferent in a way that no human can be.

    And the machine cannot explain itself. When Lavender assigns a confidence score of ninety percent, no one knows what that number means. Not the operator who sees it on a screen. Not the commander who authorized the system. Not the engineers who built it. Neural networks process inputs through millions of weighted connections, and we can observe what goes in and what comes out, but the process between them is opaque by design. The power of machine learning comes precisely from its ability to find patterns that humans cannot specify in advance. But this means no human can fully explain why the system produces the outputs it does. In courtrooms, we expect to be able to ask why. The AI system cannot be cross-examined. The person it marks for death may never know why. We have built machines whose judgments we cannot audit, and we are using them to decide who lives.

    The speed completes the architecture. Gospel produces one hundred targets per day versus fifty per year. Maven enables one thousand tactical decisions per hour. RAND Corporation wargames found that when AI systems manage strategic decisions, "the rapid pace of autonomous systems contributed to inadvertent escalation" — AI-to-AI interactions produced escalation faster than human commanders could intervene. The machines were doing what they were designed to do. They were doing it faster than humans could follow.

    What is new is not any one of these elements. Land mines fire without human command; missiles have terminal guidance. What is new is the combination: systems that identify targets, evaluate them against criteria, assign confidence scores, recommend strikes, and operate at speeds that compress human decision-making to a formality. The system does not extend human capability, like a rifle extends the reach of an arm. It substitutes for human judgment. Something else decides.

    ---

    To understand what autonomous weapons mean, consider a concept from the philosopher Paul Virilio: the integral accident.

    Virilio observed that every technology carries within it the form of its own catastrophe. The ship invents the shipwreck. The plane invents the crash. The nuclear reactor invents the meltdown. These are not failures of the technology. They are the shadow side of the technology's success, made possible by the same capabilities that make the technology useful.

    The capacities that make a technology powerful are inseparable from the disasters those capacities enable. Speed enables the plane to cross continents; speed also enables the crash. Energy density enables the nuclear reactor to power cities; energy density also enables the meltdown. The technology's virtue and its catastrophe share a common root.

    What, then, is the integral accident of autonomous weapons?

    The catastrophe that corresponds to human soldiers is atrocity. Soldiers can panic, can hate, can take revenge. They can commit massacres. History is full of such moments: the breakdown of discipline, the fever of violence, the crimes that haunt nations for generations. Human warfare has always carried this shadow.

    But soldiers can also refuse. They can be tried. They can be held accountable. The catastrophe of human warfare is bounded by the fact that humans, ultimately, must pull the triggers. And humans can decide not to.

    In 1983, a Soviet lieutenant colonel named Stanislav Petrov received an alert that five American nuclear missiles had been launched toward the Soviet Union. Protocol demanded he report the attack up the chain of command, which would have triggered retaliatory strikes. Petrov judged the alert to be a malfunction. He was right; the system had misread sunlight reflecting off clouds. His judgment saved civilization.

    Petrov could refuse because he was human. He could weigh the evidence against his instincts, consider the consequences, make a judgment call that no protocol specified. He had the capacity to say: this does not feel right. He had the capacity to hesitate.

    The autonomous weapon invents a different catastrophe. When machines decide who dies, the killing does not require hatred, does not require fear, does not require any human emotion at all. But it also does not permit refusal. The machine cannot have a crisis of conscience. It cannot be haunted by what it did. It cannot be tried for war crimes because it cannot bear moral responsibility. It cannot say: this does not feel right.

    The integral accident of autonomous weapons is the massacre without a murderer. The war crime without a criminal. The atrocity that happens because the system was functioning as designed, optimizing for the objectives it was given, at speeds too fast for anyone to stop it, through processes too opaque for anyone to understand.

        
          
          	Yuval Abraham, "'Lavender': The AI machine directing Israel's bombing spree in Gaza," +972 Magazine, April 3, 2024, https://www.972mag.com/lavender-ai-israeli-army-gaza/ ↩


          	The pattern of automated decision-making collapsing human review to a formality appears across domains. In 2023, a class-action lawsuit alleged that the American insurer Cigna used an AI system called PXDX to deny medical claims at a rate of 1.2 seconds per case. The structural parallel is exact: algorithmic identification, nominal human oversight, time pressures that make genuine evaluation impossible. See Mindkind: The Cognitive Community (Kwalia Books, 2025), Chapter 3. ↩
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