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About This Book

You already use AI. But the feeling persists: more is possible.

Sometimes the AI delivers exactly what you need. Sometimes it talks past you. Sometimes everything sounds generic. You know the tool is powerful, but the results too often depend on chance.

The reason is not the technology. It is the method.

This book gives you seven principles that turn lucky hits into reliable results. You will learn how AI actually ‘thinks’, and how to use that insight to lead precisely instead of hoping vaguely. From the single question to the complex workflow, from the creative idea to the critical decision.

And because skill alone is not enough: also the questions too few people ask. What am I allowed to do? What should I do? And what is better left alone?

No prior knowledge required. No jargon. Instead: a guide, road-tested with more than a thousand professionals and executives - from the cautious sceptic to the curious doer.

Readers who already have the foundations from Volume 1 will dive straight in. Newcomers will find their footing; for a comprehensive introduction Volume 1 remains the best choice.

So do not worry: you do not need to know these terms. That is what this book is for.





About the Author

Alexander Schmidt (PhD, DBA) is an internationally recognised expert in digital transformation and artificial intelligence with more than 25 years of experience. After senior positions at IBM, SAP and Oracle, where he developed scalable analytics and cloud solutions for complex industry challenges, he founded his own company in 2024. His focus is AI transformation, which begins with building AI literacy: enabling people and organisations to use artificial intelligence competently and responsibly.

In late 2024 he completed his PhD in Global Leadership & Strategy at Rushford Business School in Lucerne, as well as his Doctor of Business Administration in Business Analytics at the International American University in Los Angeles. His DBA dissertation set out a standardised framework for prompt engineering. As a Diplom-Betriebswirt (EU) - a German business administration degree with a European focus - of Munich Business School, he gathered international experience through study placements in Paris and Dublin.

Alexander Schmidt has lectured at the Maverick Business Academy London and at the Graduate School Rhein-Neckar. At Carleton University in Ottawa he is a recurring guest lecturer. He has a long-standing collaboration with Hochschule OST: together with Professor Wilfried Lux he researches the next generation of AI-supported systems there.

In 2024 he published the specialist book ‘Effektives Prompting: Ein Leitfaden zum Prompt Engineering’ together with its English edition ‘The Prompt Engineer’s Handbook’, to this day the standard reference for getting started in AI communication. The book found its way to a broad readership without classical marketing and reached the top 50 of the worldwide AI chart on Amazon.

Alexander Schmidt lives with his family in Speyer, in Rhineland-Palatinate.





Foreword: Why This Book, Why Now

When I wrote the last page of Volume 1 in the spring of 2024, I thought: that is that for now. The foundations of prompt engineering had been laid, readers had a solid base. Then something happened that I had not expected.

The calls began.


	‘Mr Schmidt, how does this work with Claude Opus?’

	‘Why does the system lock me out after only four inputs?’

	‘Can you explain what this chain-of-thought is?’

	‘My prompts no longer work as well as they used to - what has changed?’



At the same time, my life was changing. I went self-employed. Founded my own company. And suddenly I was no longer standing in front of groups occasionally, but very often.

The places became more varied: Speyer, Erlangen, Zurich, Hamburg, Dubai, Wiesbaden, Karlovac, Kuala Lumpur, Vienna, Brussels, Lucerne, Selm, New York, Linz, Amsterdam, Cairo, Doha. I knew some of them; others I had to look up on the map.

Executives, case workers, engineers, electrical engineers, construction and civil engineers, project managers, architects, site managers, lawyers, tax advisers, auditors, trustees, finance chiefs: more than 1,000 people in a little over a year. I was allowed to discover the world.

This book is the essence of what I learned in those training sessions and workshops. Not from books. Not from conferences. From the people themselves.


What I Have Learned from Training More than 1,000 People

The world I was training into in 2024 no longer exists.

Back then, people came to my training sessions who had never opened ChatGPT. By the end of 2024, perhaps a third had prior experience. In early 2025, it was more than half. Today, practically everyone has already worked with AI. Mostly privately, on their phones, between two emails. At work? Officially often forbidden. But when I ask during the breaks who has already used ChatGPT for a work task (in secret, from a private phone), eyes go down and the corners of mouths go up.

Many come today out of curiosity, not necessity. With the quiet conviction: ‘I already use it.’

And yet (or precisely for that reason) three findings have surprised me.

Firstly: I have not encountered generational differences.

I have trained 25-year-olds and 58-year-olds. I have trained digital natives and people who had never opened ChatGPT before the training. And do you know what I have found? The pace of learning is identical. An experienced head of department in his late fifties learns just as fast as a fresh trainee, when the will is there.

This is not a platitude. It is my observation from more than 1,000 participants.

Secondly: fear gives way to enthusiasm.

Almost all participants arrive with a certain unease. Some are afraid of being replaced. Some fear they will do something wrong. Some are simply overwhelmed by the pace of development.

But after their first successful prompt, when they see what is possible, that fear transforms. First into curiosity. Then into enthusiasm. Then into the question: ‘What else can I do with this?’

Thirdly: hallucinations are the number-one topic.

When executives ask me what occupies them most, the answer is not ‘How do I become more productive?’ or ‘Which models are best?’. The most frequent question is: ‘How can I be sure that the AI is not simply making things up?’

One participant put it more drastically: ‘The machine lies to my face with a smile!’ He was not entirely wrong. The question is legitimate. And it deserves a thorough answer. You will find it in this book.


FROM PRACTICE: Seen live

‘I am 58 - surely this is for younger people?’

Frequent question at the start of training sessions

FINDING: In my training sessions I have observed that age is not a predictor of learning success. The will matters, not the year of birth. The most successful participants were often those who started out the most sceptical.






My Greatest Mistake

I admit it: my first own attempt at chain-of-thought (the technique by which you ask the AI to lay out its thoughts step by step) was a flop.

I wanted to have a complex annual report analysed. My prompt contained twelve subtasks: summary, identify strengths, analyse weaknesses, extract key figures, spot trends, assess risks, derive recommendations, produce a competitive comparison, and more. I thought: the more I specify, the better the result.

The opposite happened. The AI produced pages of elaborate nonsense. It did think step by step, but in entirely wrong directions. It mixed up tasks, invented key figures, and its ‘recommendations’ would have driven any company into the ground.

It took several attempts before I understood: I had not portioned the complexity properly. Too many steps at once overwhelm any AI. Only when I learned to isolate individual tasks and to respect the limits of what a model can deliver in a single pass did the technique work.

‘Think step by step’ is not a magic spell. It is an amplifier, and an amplifier amplifies everything - including the errors in the starting prompt.

That was humbling. But instructive. You will find this insight in Chapter 5, so that you need not make the mistake yourself.




A Personal Observation

As I write this book, my eleven-year-old son sits at the dining-room table doing his homework. Every now and then he asks his AI assistant something. Not because he could not work it out himself. But because for him it is as natural as looking something up in Brockhaus used to be for me - the German answer to Encyclopaedia Britannica - except that he has never seen one.

He is not ‘learning’ prompting. He simply does it. The other day he corrected my prompt. ‘Dad, that is too vague.’ (We were generating images with ChatGPT.) He was right. An eleven-year-old. My own son. In my own field. I was simultaneously proud and mildly offended.

It made me reflective. The next generation will not regard prompt engineering as a special skill. It will be as obvious to them as typing on a keyboard is to us. Once upon a time there were typing courses. They will not need prompting courses. They simply can.

What does that mean for us? We have a chance to catch up now. Not because we have to ‘keep up’ with the young, but because we can combine our experience, our expertise, our industry knowledge with this new skill. The younger generation has the intuition. We have the expertise. The two together are powerful.




What Has Changed since Volume 1

If you read Volume 1, you may remember a time when ChatGPT could not yet generate images. When Claude was still on version 2. When the term ‘agentic AI’ appeared at most in research papers.

That time is less than two years ago. Much has happened since.

When I wrote Volume 1, ChatGPT could not see images. Today I send it a screenshot of my tax return and ask ‘What have I forgotten?’, and I get a usable answer.

The models have not only become better. They have become different. Claude now thinks for longer before answering. ChatGPT 5.1 and 5.2 Pro, with their thinking models, show their reasoning process. Gemini 3 searches the internet in real time. Qwen 3 makes open source competitive. Each model has developed its own character, like colleagues with different strengths.

And the biggest change? AI no longer just answers questions. It acts. It books appointments, researches on its own, writes code and runs it. The line between tool and colleague is blurring.

What has stayed: the basic principles of good prompting. Clarity. Context. Structure. Iteration. These principles should still hold in five years, regardless of which models are current then.




Why a Second Volume Is Needed

Volume 1 is the entry point, and remains so. It lays the foundations: base prompt, mega prompt, the basic techniques. These foundations have not become obsolete; on the contrary, the new models reward precise prompts more strongly than ever. Anyone starting there has the most solid route in.

Volume 2 is the deepening.

In this book you will learn techniques that go beyond the basics: chain-of-thought (letting the AI reveal its thinking), few-shot prompting (showing the AI what you want by example), prompt chaining (linking several prompts together intelligently). You will learn not only how to ask the AI, but how to let it think.

But this book is more than a technique update. You will learn what happens when AI has access to your company data: that is called RAG, retrieval-augmented generation, and it means the AI can search your internal documents and generate answers from them. You will understand which risks emerge when AI acts on its own (agentic AI). And you will get answers to questions that come up daily in companies: What am I allowed to enter? What not? And who is liable when something goes wrong?

These topics are not optional. They are the difference between ‘I use AI’ and ‘I deploy AI professionally’.




My Stance on AI

Before we begin, I want to tell you where I stand.

I am positive, not naive. AI is a tool that enriches work. It makes a great deal easier, faster, better. I am delighted every day by what is possible. But I do not romanticise anything. AI is no cure-all. There are tasks at which it fails. There are risks that are real. Both are part of the truth.

I am critical, not fearful. The risks - hallucinations, data protection, bias - are real. But they are manageable. This book will show you how. I am not one of those who see doom in every new technology. But I am also not one of those who dismiss every criticism as anti-progress.

I take joy in this work. When I stand in front of a group and see the penny drop (when someone understands for the first time why a prompt worked), that is a good day. I want to pass on this joy. Learning should be fun. Even when the topic is serious.

I practise what I preach. Anyone writing a book about prompting should master the tools. This book was created in co-creation: with Claude from Anthropic, with ChatGPT and the o-models from OpenAI, with Gemini from Google, with Qwen as an open-source alternative. Not as ghostwriters. As sparring partners.

The findings come from more than 1,000 training sessions. The structure comes from me. The responsibility for every sentence rests with me. But many turns of phrase are the result of what I call prompt chaining in Chapter 9: iterative refinement, until it is right. That is how I work. That is how you should work too. That is the point.




What You Can Expect

Everything in this book I have road-tested in training. Not once, but a hundred times. What did not work is not in here.

You will find prompt templates that you can deploy tomorrow. You will understand where the limits lie and when you would do better not to use AI. And you will notice: this book is written for people who work with AI, not for those who play with it.




	What you take away





	
Templates - prompts ready to deploy



	
Limits - knowing when AI is not the answer



	
Practice - techniques for professional use








How to Use This Book

If you have read Volume 1: you can read on seamlessly. Chapter 1 gives you a quick orientation as to what has changed. From Chapter 5 the advanced techniques begin.

If you are new to this: Chapter 4 gives you a concise orientation on the core concepts. For a thorough introduction with many practical examples and step-by-step explanations I recommend Volume 1 (still available in print and as an e-book). It was written precisely for that.

If you want to use the book as a reference: every chapter stands on its own. You can jump straight to the topic that interests you. The cross-references help you to see the connections.

The book is organised in three acts:


	
Act 1 (Chapters 1-4): Strengthening the foundations - understanding how AI works and what makes a good prompt

	
Act 2 (Chapters 5-10): Mastering the techniques - the tools of advanced prompting

	
Act 3 (Chapters 11-14): Enterprise and the future - scaling, responsibility and outlook






Thanks and Encouragement

To my family: the eighteen months since Volume 1 have turned our lives upside down. Speyer, Dubai, New York, Kuala Lumpur. That sounds exciting, but it also means: packing suitcases, rebooking flights, evenings alone. Katja has carried this with me, not because she finds prompt engineering fascinating (she tried, honestly), but because she believes in the project. Or at least in the man behind it. When I lost track of time at the desk in the evening, a slice of cake would appear silently beside the keyboard. That is not intellectual collaboration. It is something more important. Willem (yes, the same one who corrected my prompt earlier) had to see his father on a screen more often than at the breakfast table, but the first thing he did was check whether his name appeared in the manuscript. It does. Willem found that to be correct. That I was allowed to discover the world is a privilege. That these two have kept my back free is what makes it possible at all.

To my editors: six people read this book before it was finished. Prof. Wilfried Lux, Robert Heidasch, Cosmin Novac, Ufuk Uzun as well as my working student Alexander Heidasch and my student Anna Pirt from Ottawa, who were there to help at all hours of the day and night. None of them nodded politely.

Wilfried dissected the manuscript with a thoroughness that impressed and shamed me (at the same time, in the same second). (Figure 14.2 on page 297 does not exist. He was right. I had forgotten to create it.) Robert, from his enterprise world, made clear where the book ends, and implicitly where the next must begin. Cosmin, as a researcher, marked exactly those passages where I had been too self-assured; on the chain-of-thought chapter he pulled me back to earth with the calm precision of a surgeon. Ufuk, finally, commented in 18 places in the PDF and remarked in passing that I had written ‘the language of the machines’, a phrase which in computer science is unfortunately reserved for binary code. Details.

The result: more than ten revision rounds. That is not a record I would be proud of. But it is one of those rare privileges you only appreciate in hindsight, because people who tell you honestly what is wrong are vastly more valuable than those who nod. That you hold a better book in your hands than the one I considered finished in January is down to these six.

To the AI models themselves: this book was created in co-creation with the smartest minds, except that those minds are made of silicon. Claude from Anthropic was my patient sparring partner for structure and argument. ChatGPT and the o-models from OpenAI refined ideas and supplied counter-arguments. Gemini from Google researched and validated. Qwen and DeepSeek from China showed that open source can play on equal terms. The visualisations come from Google’s Nano Banana. Each model contributed its share. None was a ghostwriter. Each was a workbench colleague.

To the participants in my training sessions: your questions shaped this book. Every time someone asked ‘But what about …?’, a section got better. You forced me to think more clearly, to formulate more precisely, to be more honest. Thank you for that.

To the sceptics: your critical looks sharpened the book. The moments when someone crossed their arms and said ‘I will believe it when I see it.’ Those moments drove me to deliver evidence instead of making claims.

To you, the reader of these lines: the journey begins now. After this book you will work better with AI than most of the people around you. Not because I claim it, but because you take the time to learn it. That alone sets you apart.

Prompting is like learning a new language: the language of the large language models. This book is your language course. At the start the sentences will be halting. With practice they will become fluent. And at some point you will no longer think about how you formulate. You will simply do it.

Ready? Then let us begin.

Alexander Schmidt Speyer, January 2026

→ Continue to Chapter 1: What Has Changed







What Has Changed


Just Under Two Years of AI Revolution

In early 2024, ChatGPT could not create images (image understanding yes, generation only via DALL·E as a separate tool). Today you describe in three sentences what you want to see, and seconds later you have it in front of you. In early 2024, Claude was a well-kept secret among AI enthusiasts. Today, Anthropic’s model sits inside the systems of companies worldwide. In early 2024, nobody was talking about ‘agentic AI’. Today, AI systems carry out tasks on their own, book appointments and do research on the internet.

What happened?

I hear this question in every training. Participants who have read Volume 1. Participants who have been working with ChatGPT for months. Participants who actually thought they had a good overview. All of them ask: ‘What did I miss? Where do I actually stand?’ And in case you do not yet know Volume 1: the foundations laid there still apply unchanged and are the basis for everything that follows in this book.

This chapter gives you orientation. Not as a history lesson, but as a map. You will understand what has changed, what has stayed the same, and what that means for your prompting work.


[image: Then versus Now]
Then versus Now






The Timeline: Just Under Two Years at a Glance

Let us first walk through the most important milestones. Not exhaustively. That would be a book in itself. Instead, focused on what is relevant to you as someone who uses prompts.


January 2024: The Enterprise Race Begins

GPT-4 was the benchmark. Strong with text, with GPT-4 Vision capable for the first time of analysing images. Image generation ran separately through DALL·E 3. Most professional users worked with this model. It was powerful, but expensive. And it had its quirks: sometimes too talkative, sometimes too cautious.

OpenAI launched the ChatGPT Team plan (now Business): the starting gun for the enterprise market. Microsoft with Copilot, Google with the Gemini rebrand of Duet AI, Anthropic with Claude for Business - they all wanted to be inside the companies.

In my trainings at that time: 80% of participants only knew ChatGPT. Claude? ‘Never heard of it.’




February 2024: Gemini Takes the Stage

Google renamed Bard to Gemini and released Gemini 1.5 Pro: integrated into the Google world, with natural access to Search, Docs and Gmail. For companies that already lived inside the Google ecosystem, this was attractive.




March 2024: Claude 3 Changes the Dynamic

On 4 March, Anthropic released Claude 3 in three variants: Haiku (fast and cheap), Sonnet (the all-purpose tool) and Opus (for complex tasks). That changed the rules of the game. Suddenly there was a serious alternative to OpenAI. Claude came straight in with a 200,000-token context window. At the time, that was many times what GPT-4 offered. On top of that, a different ‘character’: less chatty, more direct, in some areas more precise.

I admit it: I underestimated Claude at first. ‘Just another chatbot,’ I thought. Until I used it in a training and a participant said: ‘This feels different.’ He was right.




May 2024: GPT-4o and Multimodality

OpenAI answered on 13 May with GPT-4o: the ‘o’ stands for ‘omni’. This model could handle not only text, but also images, audio and video. The boundaries between modalities began to blur. You could show the model a photograph and ask: ‘What do you see?’




June 2024: Claude 3.5 Sonnet

Anthropic followed up. Claude 3.5 Sonnet quickly became the favourite of many power users: faster than Opus, just as good for many tasks, and noticeably cheaper.




September 2024: Voice Arrives

OpenAI rolled out Advanced Voice for Plus and Team users. You could speak with ChatGPT: in real time, with a natural voice. AI became a conversation partner in the literal sense.

Suddenly the IT departments started turning up in my trainings: ‘We have to approach this strategically.’




October 2024: Claude Can Operate a Computer

Perhaps the most important shift of the year: on 22 October, Anthropic introduced ‘Computer Use’. Claude could (in controlled environments) operate a computer. Clicking, typing, navigating. In a demo I watched the model try to fill in a form and click the wrong button three times before it found the right field. It was reassuringly human. Still experimental, but the direction was clear: AI was moving from conversation partner to executor.




January 2025: DeepSeek R1 and the Open-Source Surprise

Right in the middle of the agent euphoria, a bombshell landed from China: DeepSeek released R1, a reasoning model that could keep up with the best commercial models but at a fraction of the training cost. It ran locally, without cloud dependency, and was fully open source.

What made the industry sit up was not only the quality but the efficiency. R1 was one of the first genuinely strong reasoning models that was efficient enough to run on consumer hardware. For you as a user: the model landscape is no longer simply a choice between OpenAI and Anthropic. Anyone who needs local execution, data protection or open-source models now has serious options.




January/February 2025: The Agent Wave

OpenAI followed suit. On 23 January, Operator arrived: a tool that navigates the browser on its own. In February came Deep Research: AI does its own research on the web, for several minutes at a time, and delivers a structured report with a source log. At editorial close, 25 Deep Research queries per month were available on the Plus, Business, Enterprise and Edu plans, and 250 on the Pro plan.




Summer 2025: GPT-5 and the Great Leap

In August, OpenAI released GPT-5: the clear leap beyond GPT-4o that many had been waiting for. In July, Operator was integrated into ChatGPT as ‘Agent Mode’. The Team plan was renamed to Business (same features, new name).




Autumn/Winter 2025: Thinking Models and the New Generation

November brought GPT-5.1, December brought GPT-5.2, and with them the so-called ‘thinking models’. These models take more time to think and deliver more structured answers to complex tasks. You can steer how long they think; with Deep Research you also see a step-by-step trace and a source log.

In parallel: Google released Gemini 3 in December (with Deep Think and Flash variants), and with Qwen 3 (April 2025) an open-source model established itself on a par with the commercial providers.

Anthropic made a remarkable jump with Claude. Claude Sonnet 4.5 (September 2025) became the new workhorse: fast, capable, and bundled into the €20 Pro plan with generous usage limits. Opus 4.5 (November 2025) played in another league: the most powerful model was heavily limited on the Pro plan - under intensive prompting, capacity could be exhausted after a few queries for several hours (session reset every 5 hours, the number of queries depends on prompt length). Only with the Max plan (available from April 2025, €100 to €200 per month) did Opus become usable for serious work, while Sonnet was effectively unlimited there. The message was clear: top performance has its price.

The landscape did not just get better; it also became more diverse.




The Pattern: More Capability, Tighter Limits, Then Loosening

Anyone who has watched the trajectory recognises a recurring pattern: new models arrive with impressive capabilities and, at first, strict usage limits. The providers test how the servers handle the load, how users respond, and what the market is willing to pay. Then the limits are gradually raised.

This was the case with GPT-4. It was the case with Claude 3. And it is repeating itself with the current models. Anyone with patience, or willing to pay, eventually gets more access. But the first wave is always tightly rationed.




The Characters of the Providers: A Personal Assessment

From my trainings and my own daily work, a picture has emerged of how the major providers differ. To be clear: these are my experiences, based on my specific use cases. Yours may diverge.

OpenAI (ChatGPT): the workhorse that does what you tell it. ChatGPT 5 stands out for its precise prompt execution. If you give clear instructions, they are followed faithfully. Little interpretation, much execution. For structured, repeatable tasks, often the best choice.

Anthropic (Claude): the thoughtful interpreter. Claude takes your prompts and interprets them - sometimes more helpfully than you formulated them, sometimes with more of its own mind than you wanted. This independence can be a strength or a weakness, depending on the task. For nuanced, complex text, often superior.

Google (Gemini): the all-rounder with a focus on applications. Gemini 3 surprised people: suddenly a serious player. But the emphasis is noticeably on integrated products: NotebookLM for research and podcasts, strong image and video capabilities. With plain text prompts, Gemini even in its most expensive variant shows a certain freedom in interpretation. Not always what you want when precision is required.

These characterisations are tendencies, not absolute truths. Test for yourself. But they give you a starting point for model selection.


FROM PRACTICE: Seen live

‘Which model should I actually use now?’

By far the most common question in current trainings

INSIGHT: This question shows how overwhelmed many users feel. My answer: for most tasks, the model matters less than the prompt. A good prompt works with ChatGPT, Claude and Gemini. Choose the model that is available to you and concentrate on the technique.








What Has Stayed the Same: The Timeless Principles

You might think that at this pace nothing is safe any more. Everything new, everything different, everything obsolete.

That is not quite true.

The fundamental principles of good prompting have not changed at their core. That is the reassuring news in the middle of the chaos. They work today exactly as they did in early 2024. And they will still work two years from now.


Clarity Remains King

A precise prompt produces precise results. That held in 2024; it holds in 2026. No model in the world compensates for a vague prompt. ‘Write something about marketing’ produces mediocre results with GPT-4o just as it does with GPT-3.5 - only more eloquently phrased.




Context Makes the Difference

The more relevant background information you provide, the better the answer becomes. That has not changed. What has changed: the models can process more context. Current models such as Claude Opus 4.5 accept over 200,000 tokens - that is roughly 150,000 words, or an entire book. But the principle remains: context is not optional; it is essential.




Structure Always Helps

‘Answer in the form of a numbered list,’ or ‘Structure your answer as: summary, details, recommendation.’ These instructions work with every modern model. AI follows structural instructions when you give them. That was true, it is true, and it remains true.




Iteration Is the Normal Case

No prompt is perfect on the first attempt. That has not changed thanks to better models. Yes, the models understand more. Yes, they are more forgiving of mistakes. But the best results still emerge through refining, adjusting, iterating.

What does that mean for you? If you have mastered the fundamentals, if you know how to write clear, context-rich, structured prompts, then you are equipped for every new model. The principles are your foundation. The models come and go. The principles remain.






What Has Changed: The New Capabilities

Alongside the timeless principles, there are genuinely new capabilities you should know about. These change what is possible with prompts.


Multimodality: Seeing, Hearing, Generating

The most obvious change: AI can now see. You can upload a photograph, a screenshot, a diagram, a handwritten whiteboard, and the model analyses it.

In concrete terms:

For analysis: you can show the model a screenshot of your Excel table and ask: ‘What stands out to you in these figures?’ That works. Better than I expected.

For documentation: you photograph a whiteboard after a meeting. The model transcribes and structures the content.

For troubleshooting: a screenshot of an error message. ‘What does this mean and how do I fix it?’ Works in most cases faster than searching the web.

But take care: image recognition is not error-free. With complex diagrams or poor image quality, the model makes mistakes. Always double-check critical information.




Longer Context Windows: More on the Desk

Remember the desk analogy? The context window is like a desk: what is on it, the model can see. What is not on it does not exist.

The desk has grown. Enormously.

GPT-4 had 8,000 tokens. GPT-4 Turbo: 128,000. Claude 3: up to 200,000. These are not abstract numbers. In concrete terms, this means: you can put whole documents into the prompt. A contract. An annual report. A technical manual. The model reads it and responds on the basis of the entire document.


PROMPT EXAMPLE: Document analysis

CONTEXT: You have a 50-page contract and need a quick assessment of the risks.

PROMPT: ’Here is a contract between [Company A] and [Company B]. Analyse the contract from the perspective of [Company A] and identify: 1. The three biggest risks for us 2. Unusual or potentially problematic clauses 3. Points that should be renegotiated before signing

Quote the relevant passages verbatim.

[INSERT CONTRACT HERE]’

WHY IT WORKS: • Clear perspective (‘from the perspective of Company A’) • Structured request (three points) • Traceability (‘quote verbatim’)

IMPORTANT: This does not replace legal advice. Use the result as preparation for a conversation with a lawyer, not as a substitute for one.






Better Understanding of Instructions

The models have become better at understanding and following complex instructions. This shows in the details:

Formatting: ‘Write as a Markdown table’ works more reliably. Negative instructions: ‘Use NO technical jargon’ is observed more carefully. Style adjustments: ‘Write in the style of a factual news article’ delivers more consistent results.

This does not mean you can be sloppy in your prompting. But it does mean that your carefully formulated instructions are followed more reliably.




Tool Use and Agents

Here things are genuinely new. Modern AI systems can not only answer; they can also act.

Tool use: the model can use external tools. Run a calculation. Open a web page. Create a file. That expands the possibilities enormously.

Computer Use: Claude can (in controlled environments) operate a computer: click, type, navigate. Available since October 2024, still experimental, but the direction is clear.

MCP (Model Context Protocol): think of MCP as a keyring. With it, Anthropic has created a way to give Claude access to your local applications. In the Claude desktop app for Mac, this means: Claude can read your files, send emails, create contacts or add calendar entries. Directly inside your real apps. You no longer have to copy and paste anything. The AI simply reaches in. Practical? Absolutely. But you should know what you are releasing, because the access is real.

Agentic workflows: AI systems that carry out multi-step tasks autonomously. OpenAI Operator (since January 2025) and Deep Research are examples: ‘Research these five companies and produce a comparison table,’ and the AI does it on its own, step by step, with a source log.

We will go deeper into this development in Chapter 12 (Agentic AI). For now, what matters is this: the boundary between ‘AI as conversation partner’ and ‘AI as executor’ is blurring.






A Case from Practice: Andreas and AI Overload

Andreas is a department head at an engineering company. 55 years old, an old-school engineer. He tried ChatGPT a year ago, found it ‘quite interesting’ and then forgot about it. Now he is in my training. On instructions from his management.

‘The world has moved on,’ I say to him. ‘Show me how you used to work.’

Andreas opens ChatGPT. Types: ‘Create a risk analysis for a new manufacturing project.’

The answer is generic. General points that could fit any project. Andreas shrugs his shoulders: ‘You see? Of no use.’

Together we rework the prompt:

Before: ‘Create a risk analysis for a new manufacturing project.’

After: ’You are an experienced project manager in mechanical engineering with a focus on risk management. I am planning a manufacturing project: production of a new CNC milling component, investment volume €2.5 million, timeframe 18 months, new supplier for raw materials from Eastern Europe.

Create a risk analysis with the following categories: 1. Technical risks (with rating: probability / impact) 2. Supply-chain risks (specifically related to the new supplier) 3. Schedule risks 4. Financial risks

For every identified risk: name a concrete countermeasure.’

The first attempt with the new prompt? Not perfect either. The model proposed ‘geopolitical tensions as a supply risk’ - too general. We iterated twice more. By the third attempt the result was usable. Andreas corrected a few technical details, but the structure was right. As a starting point for his own analysis? Usable.

‘It is like a good intern,’ Andreas says. ‘One you have to brief three times before he understands what you want.’

Exactly. Welcome to reality.




The Implications for Your Prompting

What does all this mean, concretely, for your daily work?


You Can Achieve More, but Only with the Right Technique

The models have become more powerful. That means: the potential is greater. But potential is no use to you if you do not know how to call it up.

A bad prompt with ChatGPT 5 produces a bad result. A good prompt with ChatGPT 5 produces an outstanding result. The difference does not lie in the model; it lies in the prompt.




Model Agnosticism Becomes More Important

I know this is not a popular view. The marketing departments of OpenAI, Google and Anthropic invest millions to tie you to their model. They want you to think: ‘ChatGPT is indispensable,’ or ‘Without Claude, nothing works.’

I consider that overstated.

In a world of many strong models, it is not worth chaining yourself to a single one. Today you use ChatGPT 5. Tomorrow a better model appears. The day after, your company switches provider.

If your prompts are built on timeless principles, they work everywhere. If they are built on model-specific quirks, you have to learn again with every switch.

This book is deliberately model-agnostic. You learn techniques that work with every modern large language model.




Multimodality Opens New Use Cases

Consider: which tasks in your everyday work could benefit from image analysis?


	Analysing documentation (screenshots, scans)

	Diagnosing errors (photographs of error messages, defective parts)

	Extracting information (whiteboards, notes, presentations)

	Capturing data (tables in images, forms)



Many of these applications were not possible a year ago. Now they are everyday.




Agents Require New Ways of Thinking

When AI acts, rather than only answering, the dynamic shifts. You will no longer ask: ‘How do I phrase the question?’ Instead: ‘How do I phrase the task? What boundaries do I set? How do I check the result?’

That is a topic for Chapter 12. But it is important that you know this: this development is coming. Prepare for it.


KEY POINT

The technology is developing rapidly. But it is developing IN the direction that rewards good prompting. The better the models become, the more you can get out of them, if you know how to ask.








Looking Ahead: What Is Still to Come

I will not speculate. I have been wrong too often in the past for that. But several trends are emerging:

More integration: AI is being embedded more deeply in your existing tools. Microsoft 365 Copilot, Google Workspace AI, Notion AI - the AI comes to you; you no longer have to go to it.

Longer contexts: 200,000 tokens are not the end. The models will be able to process even more context. Whole project documentations. Years of email history.

Better reliability: hallucination rates are falling. Not to zero, but they are falling. The models are getting better at saying: ‘I do not know that.’

More specialisation: alongside the large general-purpose models, specialised models are emerging for specific tasks: code, research, creativity, analysis.

What does this mean for you? Stay on the ball, but do not fall into a panic. The fundamentals you learn in this book will remain relevant. The tools will change. The principles will not.




The Essence

What you should take away from this chapter:


	The AI landscape has changed dramatically in just under two years. New models, new capabilities, new providers. The pace remains high.


	The fundamental principles of good prompting have proven timeless. Clarity, context, structure, iteration - this works with every modern model.


	Multimodality is here now. AI can see, hear, and within limits also act. That opens new use cases.


	Longer context windows enable more complex tasks. Analyse whole documents? No longer a problem.


	Model agnosticism protects against dependency. Learn principles, not model tricks.







Reflection Questions


	Which of the developments described surprised you the most? Did you miss something important?


	How has your own AI use changed in the past 12 months? Are you using more functions? Fewer? Different ones?


	In which area of your work could multimodality - the ability to analyse images - be most useful?


	If you had to switch to a different AI model tomorrow: how many of your current prompts would still work? What does that say about the quality of your prompts?


	What is your biggest uncertainty about AI development? Write it down. The answer may be found in one of the chapters to come.







Bridge to the Next Chapter

You now have a picture of where the AI world stands. The models have become more powerful. The possibilities have grown. The principles have remained.

But one thing we have not yet discussed: why does all this actually work? What happens when you press ‘Enter’? How does AI ‘think’, and what does that mean for your prompts?

These questions are not academic. Anyone who understands how the model works writes better prompts. Not because you have to become an AI engineer, but because you understand what you are working with.
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