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Ethical AI – A Myth? Gina Bronner-Martin demonstrates why machines can never act morally. Not due to technical deficits, but because they fundamentally lack consciousness, intentionality, and responsibility. She exposes the illusion of "ethical AI" and poses the critical questions: Who controls these systems? Who bears responsibility for their consequences? 


 


Rather than relying on algorithmic self-regulation, she demands binding democratic control and institutionalized accountability. A decisive counterproposal to technological utopianism for all who want to understand why the problem cannot be solved through better algorithms. 


 


This monograph is based on the paper Ethical AI as a Moral Agent is Impossible: Why Algorithmic Fairness is an Illusion and We Need Democratic AI Governance. (https://philpapers.org/rec/BROEAA-9)


 


 


Gina Bronner-Martin combines analytical precision with systematic thinking as a business lawyer and philosopher. She has been engaged with the legal and ethical aspects of digital technologies since the 1990s. She lives and works as a consultant, lecturer, and author in Germany and Switzerland. She publishes essays on ethical topics on Medium (http://medium.com/lawandordnung).


 


 


 


 


Introduction


 


December 2020 at Google, March 2023 at Microsoft: Within short intervals, the world's most powerful technology corporations separated from their leading ethicists or dissolved entire teams responsible for "Responsible AI." And this precisely at the moment when artificial intelligence began to be massively integrated into commercial products.


 


What do these cases have in common? Ethics teams were not dissolved because they failed. They were dissolved because they functioned and thereby became too inconvenient. An internal audio recording from a Microsoft meeting puts it bluntly: "The pressure is extremely high to quickly deliver these latest OpenAI models to customers." Those who ask questions slow things down. Those who slow down lose market share.


 


This development follows a merciless economic logic. Genuine ethical control costs money, delays market entry, and endangers profits. The usual analysis states that companies are not serious and engage in "ethics washing." This is true, but it falls short. This book's answer is more radical:


 


Ethical AI cannot exist.


 


Not because the algorithms aren't good enough yet. Not because political will is lacking. Not because tech corporations are too greedy, although all of this is true. Rather, because the task itself is misconceived. Machines cannot act ethically because they lack the fundamental prerequisites of moral agency: consciousness, intentionality, and capacity for responsibility.


 


This is not a technical limitation that could be overcome through better algorithms. It is a philosophical impossibility.


 


The Wrong Question


 


The current discussion around "ethical AI" rests on a fundamental confusion. Throughout the tech sector, in regulatory institutions, and even in academic debates, ethics is treated as a property of systems, as something that can be built into code like a safety feature. This view is categorically wrong.


 


Moral action requires that an actor knows or could know what they are doing. A person who discriminates does so consciously or unconsciously, but understands or could understand what discrimination means. An AI system that produces discriminatory predictions, however, knows nothing. It optimizes a mathematical function without inner experience of injustice or inequity. There is only statistical pattern matching.


 


Responsibility is not delegable. A machine cannot be held responsible. It has no interests, no rights, no moral standing. The responsibility for what an AI system does lies with humans – with developers, organizations, regulators. The attempt to shift this responsibility onto the algorithm is a form of exculpation that masks power rather than making it transparent.


 


Following this analysis, the central question shifts from "How do I build an ethical AI?" to "How do I use AI ethically and responsibly?" This is a fundamentally different task. It encompasses governance and democratic control, technical understanding of machine learning's limits, and structural questions of political economy: Who owns AI, who profits, who bears the burdens?


 


Structure of the Book


 


This monograph develops the thesis in eight parts:


 


Part I shows philosophically why machines cannot act morally – from virtue ethics through deontology to utilitarianism, all traditions lead to the same conclusion.


 


Part II reveals the technical foundations: What are AI systems really, and why can't technical solutions like fairness metrics solve the problem?


 


Part III demonstrates the categorical impossibility of ethical machines through analysis of consciousness, intentionality, and responsibility.


 


Part IV examines the fairness trilemma and shows why the choice between competing concepts of justice is a political, not technical, decision.


 


Part V analyzes generative AI and large language models, whose linguistic fluency simulates understanding and creates dangerous accountability gaps.


 


Part VI presents the Responsible AI paradox: The industry commits to ethics, but structural incentives systematically work against it.


 


Part VII offers four case studies from criminal justice, healthcare, education, and labor that show what these abstract problems mean concretely.


 


Part VIII develops an architecture of responsibility – from internal structures through external control to liability rules – and examines the political economy of AI.


 


What This Book Achieves


 


The original contribution does not lie in repeating well-known philosophical objections to machine morality. These arguments are established. What is accomplished here is the systematic connection of this conceptual impossibility with the political economy of AI development and a realistic theory of institutions.


 


The core thesis states: Ethical AI is not impossible because we're using the wrong algorithms, but because reliably ethical action under systematic perverse incentives is structurally impossible – for humans as well as for machines.


 


Humans are not incapable of ethical action, but they are structurally unreliable. They act under systematic incentives, cognitive biases, and power asymmetries that make ethical action difficult or impossible, even with sincere moral intention. Institutions compensate for this unreliability not through moral improvement, but through damage limitation via distribution of power, transparency, and accountability mechanisms that function even with unethically motivated actors.


 


The consequence: Not morality must set the direction, but power must be limited where morality fails. The mechanism is based on coercion rather than insight; the goal is realistic damage control instead of a utopia.


 


This shift from the ethics of technology to the political economy of power is the systematic contribution of this book. It shows why Responsible AI must structurally fail, why self-regulation under competitive conditions is logically impossible, and why the only realistic answer is the institutionalization of countervailing power through external control, binding liability, and democratic participation.


 


Why This Matters


 


In a society where algorithms increasingly decide about health, wealth, and freedom, understanding these problems is not academic play. It is a prerequisite for societies to shape their future autonomously.


 


The central question of this book is not: Can we build ethical AI? This question is wrongly posed. Rather, it is: Under what conditions can we design and deploy AI so that it serves the common good rather than undermining it? And who decides this?


 


This is not an inspiring program. It is not a revolutionary dream. It is pragmatic action under unfavorable conditions with modest goals and no guarantee of success. But it is the only honest answer to a topic that is political, not technical.


 


Part I: Why Machines Cannot Act Morally


 


Before we can understand why Responsible AI structurally fails, we must understand what moral action presupposes in the first place. These philosophical foundations are not academic play. They provide the precise argumentation for why lobby promises like "AI can be ethical" are factually false. For decision-makers who must argue against the pressure of "innovation needs freedom," the following pages are the intellectual foundation.


 


"Man is born free, and everywhere he is in chains."


Jean-Jacques Rousseau, The Social Contract, 1762


 


People today talk a lot about "ethical AI." Companies advertise "responsible" technology, politicians demand "moral" algorithms, engineers develop "fair" systems. But few know what they actually mean by ethics.


 


Ethics is equated in everyday life with decency, fairness, or simply "the right thing." These simplifications may suffice for superficial discussions. However, they lead astray when it comes to the question of whether machines can act morally.


 


The philosophical tradition of ethics is over 2,000 years old. Its central insights about the nature of moral action are highly relevant and show with remarkably unified clarity that morality presupposes what machines cannot have.


 


The Three Great Ethical Traditions


 


All ethical debates can be traced back to three major philosophical traditions. Each places a different question at the center: How should I be? What should I do? What consequences should I strive for? Remarkably, all three arrive at the same conclusion regarding the impossibility of machine morality.


 


Virtue Ethics: Character Instead of Rules


The oldest ethical tradition goes back to Aristotle. In his Nicomachean Ethics, he does not ask "What should I do?" but "How should I be?" His ethics revolves around eudaimonia, a successful, fulfilled life through the realization of human potentials.


 


Aristotle's central insight is the doctrine of the mean (mesotes). Virtues lie in the rationally determined mean between two extremes. Courage lies between cowardice and recklessness, generosity between stinginess and extravagance. This mean is not mathematically calculable. It requires practical wisdom, phronesis, a situational judgment that arises only through experience, reflection, and character formation.


 


"For we must be moved by these affections at the right times, about the right objects, toward the right people, for the right end, and in the right way."


Aristotle, Nicomachean Ethics, Book II, Chapter 6


 


An algorithm cannot develop virtues. It cannot become wise in the Aristotelian sense, because wisdom presupposes understanding what is at stake in a concrete situation. Emotionally, socially, existentially. An AI system can follow rules, but it cannot grasp why courage lies between cowardice and recklessness. Virtue ethics makes clear: ethics is not rule application but character formation. Machines have no personality to form.


 


Deontology: Autonomy and Dignity


Immanuel Kant revolutionized ethics through the deontological turn. Not the consequences of an action determine its morality, but the maxim from which one acts. His categorical imperative states:


 


"Act only according to that maxim whereby you can at the same time will that it should become a universal law."


 


An action is only moral if its underlying principle is universalizable, meaning if all people could act this way without the system of morality collapsing. Even more important for the AI discussion is Kant's formula of humanity:


 


"Act in such a way that you treat humanity, whether in your own person or in the person of any other, never merely as a means to an end, but always at the same time as an end."


 


This grounds human dignity as absolute, unconditional value. Humans have dignity because they are autonomous, because they can give themselves laws.


 


Kant makes abundantly clear that morality presupposes autonomy, the ability to give oneself laws and to act from freedom. An AI system that is deterministically programmed has no freedom. It cannot act from duty because it knows no duty. It cannot form maxims because it does not reflect on principles of action.


 


Machines are heteronomously constructed. They follow programs that others have written. They can never act from their own insight into the rightness of a maxim.


 


Utilitarianism: The Limits of Optimization


Utilitarianism, founded by Jeremy Bentham and further developed by John Stuart Mill, places consequences at the center. An action is morally right if it produces the greatest happiness for the greatest number of those affected. Mill refined this in his qualitative utilitarianism. Not all pleasures are equally valuable. Intellectual pleasures stand higher than bodily ones.


 


"It is better to be a human being dissatisfied than a pig satisfied; better to be Socrates dissatisfied than a fool satisfied."


John Stuart Mill, Utilitarianism


 


Many contemporary AI ethicists treat utilitarianism as an algorithmizable principle. Define a utility function, maximize it, done. This reading misses Mill's central insight. The distinction between higher and lower pleasures is not quantifiable. It requires qualitative judgments that only understanding beings can make. A system that "maximizes" utility only maximizes a predefined mathematical function. The specification of this function is itself a moral decision that cannot be delegated.


 


An obvious objection is that one could dispense with Mill's qualitative distinctions and instead use preference utilitarianism. This variant, prominently represented by Peter Singer, seemingly avoids the quantification problem. Instead of measuring objective "pleasures," one simply aggregates the revealed preferences of those affected. What people actually choose shows what they value.


 


However, this approach does not solve the problem; it merely shifts it to three deeper levels.


 


First, the aggregation rule is itself normative. How should preferences be aggregated? According to the majority principle? According to weighted votes? According to Pareto efficiency? Every aggregation rule embodies a normative theory about the just distribution of power and well-being. If 60% of the population prefers a policy that massively harms 40%, is this policy just? Majority utilitarianism would say yes. But this is not a technical result of neutral aggregation; it's a substantial ethical position. Rawls's difference principle would aggregate differently. The preferences of the worst-off take priority. Arrow's impossibility theorem shows mathematically that there is no aggregation rule that simultaneously satisfies all intuitively desirable properties. The choice of aggregation method requires a political decision.


 


Second, the problem of adaptive preferences. People in unjust systems adapt their preferences to structural constraints. Amartya Sen calls this the problem of "happy slaves." People in extreme oppression can lower their expectations so far that they appear satisfied with their situation. Their revealed preferences do not reflect true well-being but resignation. A woman in a patriarchal society might "prefer" not to work. Not because she has really freely chosen this, but because systematic discrimination, lack of childcare, and social stigmatization have factually forced this option. Her "preference" is adaptive, shaped by injustice. A system that takes adaptive preferences as given and aggregates them cements existing inequalities.


 


Third, interpersonal utility comparisons are not objectively possible. Even if we aggregate preferences, how do we compare the intensity of preferences between persons? Person A loses 10 "utility points" through a policy, Person B gains 15. Is this just? There is no objective cardinal scale for interpersonal utility comparisons. We cannot measure whether my pain is "more intense" than your joy. Any attribution of weightings is normative, not empirical.


 


Preference utilitarianism does not avoid the quantification problem; it merely hides it behind seemingly "objective" data. Even if an AI system could perfectly capture all people's preferences, it would have to make normative decisions. Which preferences count more? How do we weight between individuals? Which preferences are authentic, which adaptive? No algorithm can answer these questions. They are genuinely political and require deliberative, democratic processes.


 


Utilitarianism shifts the ethical question to the definition and measurement of well-being. This task is not neutral. It is itself an ethical decision that presupposes human value judgments.


 


Moral Agency: The Four Necessary Conditions


All philosophical traditions agree. Moral action presupposes abilities that machines cannot possess in principle.


 


Consciousness. An actor must be aware of the situation and able to grasp its moral dimension. Not just process data, but understand their meaning. An AI system that produces discriminatory predictions does not "know" this. It optimizes a mathematical function without inner experience of injustice or inequity. There is no inner experience, no "what-it-is-like" to be this system.


 


Intentionality. The action must be willed, not mechanical. There must be genuine alternatives, the possibility of deciding otherwise. An algorithm that operates according to its parameters has no genuine choice. It deterministically follows the rules according to which it was programmed. Genuine altruism presupposes the freedom to be egoistic, the real possibility of acting egoistically, which I forgo.


 


Accountability. The actor must be accountable for their actions, able to acknowledge and bear the consequences. Machines cannot be held responsible. They have no interests, no rights, no moral standing. The responsibility for what an AI system does always lies with humans.


 


Capacity for Judgment. The ability to understand moral principles and ethically evaluate situations. Not through rule application, but through context-sensitive judgment. Aristotle's phronesis makes this clear. The rationally determined mean is not calculable. There will always be situations to which given rules don't fit, in which creative, flexible, yet ethically sensitive thinking is required.


 


These abilities cannot be simulated or programmed, because they are constitutively connected with consciousness, experience, and understanding of humans. Machines are not morally deficient in the way a bad person is morally deficient. They are positioned outside morality. They can no more be moral than a stone or a mathematical function.


 


The Categorical Error


 


When we demand "ethical AI," we confuse the ethics of technology with the technology of ethics. The former is necessary and possible. Humans must deal ethically with AI, in its development, deployment, and regulation. The latter is conceptually impossible. AI cannot be ethical because ethics presupposes properties that only humans can have.


 


This insight is not pessimistic but clarifying. It frees us from the false assumption that the problem can be solved through better algorithms, and directs focus to the actual task: institutionalizing human responsibility, establishing democratic control, and making power structures transparent.


 


The philosophical tradition shows: ethics is not rule application but reflection, judgment formation, assumption of responsibility. This cannot be delegated, certainly not to systems that don't even know what they're doing.


 


But what does it concretely mean that machines "don't know"? In the next part, I turn to the technical foundations and limits. What are AI systems really, and why can't even technical solutions like fairness metrics solve the problem?


 


Part II: What AI Systems Really Are


 


"The greatest deception is not in thinking the machine is intelligent, but in attributing its own goals to it."


Norbert Wiener, The Human Use of Human Beings, 1950


 


The public debate about artificial intelligence suffers from conceptual imprecision. Politicians demand ethical AI, companies promise responsible algorithms, journalists warn of thinking machines. But what exactly do they mean by this?


 


These questions are relevant not only for computer scientists. They are philosophically decisive. Because only those who understand what AI systems technically do and cannot do can judge whether and how they could act morally.


 


What Artificial Intelligence Is and Is Not


 


Artificial intelligence refers to computer systems that can perform tasks that would normally require human intelligence. Pattern recognition, prediction, optimization, natural language processing. This definition focuses purely functionally on what the systems do, less on their ontological status.


 


The designation "intelligence" leads to the assumption that these systems think, understand, or comprehend. They do not. They perform calculations, highly complex, often impressively effective calculations, but calculations nonetheless.


 


All currently existing AI systems are narrow AI. They are specialized in specific tasks. A chess program plays chess, a credit scoring algorithm evaluates creditworthiness. These systems cannot transfer their abilities to other domains. AlphaGo cannot make medical diagnoses. ChatGPT cannot steer a car.


 


Strong AI, Artificial General Intelligence, refers to hypothetical systems with general, human-like intelligence. AGI does not exist. There is no consensual prognosis about whether or when it can be realized.


 


The use of the term "intelligence" is metaphorical. An AI system that recognizes cats in images does not understand what a cat is. It is statistical correlation without meaning. Understanding is missing, symbol manipulation without semantics. John Searle's Chinese Room experiment illustrates this. A person in a room follows rules for manipulating Chinese characters without understanding a word of Chinese. They produce correct answers but don't understand their meaning. So too with AI systems.
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