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      PREFACE

    


    The world is undergoing a seismic transformation on the scale of the invention of electricity, the combustion engine, and the internet. But the change that’s underway is unfolding far more swiftly than any previous technological revolution, and its potential effects are far more dramatic. We are living in the era of artificial intelligence (AI), and it’s going to change everything.


    Already, AI is altering entire industries – some of them overnight. From agriculture and healthcare to crime prevention and urban planning, AI is forcing the public and private sectors alike to rethink how they operate and reassess the boundaries of what is possible.


    Where AI was once the preserve of science fiction, now it is a topic of conversation at dinner tables and in boardrooms. ChatGPT has made generative AI into a household name, while specialist AI systems such as those used in medical diagnostics are enabling new techniques that were previously not just impossible but unthinkable.


    From business and education to sport and media, there are no significant sectors untouched by AI, and few – if any – that can’t benefit from it. But merely embracing the idea of AI doesn’t guarantee success in using it, and it’s not without risks or challenges.


    One of AI’s earliest successes is in content generation, but that also makes it rife for misuse. While AI is enabling personalised education, predictive law enforcement, and freeing individuals from rote and repetitive tasks, it also risks devaluing creative output, replicating systemic biases, and wreaking havoc on whole industries.


    What matters, ultimately, is what we choose to do with AI, in the same way how we choose to use the internet or social media shapes the effect these once-emerging technologies have on society. Like the transition from horse-drawn carriages to motorcars, some jobs will be rendered obsolete, but whole new sectors will emerge from their ashes.


    I believe AI is a transformative technology and one that has the potential to reshape Africa’s socio-economic landscape for the better. But to meet Africa’s unique challenges and help tackle them, Africa needs to have a unique approach to the technology and ensure that it is deployed thoughtfully, judiciously – and with the right strategy, use cases and outcomes in mind.


    Even though AI is proving transformative in multiple sectors, it is showing itself to be difficult to implement. The situation is even worse in Africa, where the maturity of AI capabilities is lower, and economies lack the scale or resilience to accommodate failure. This makes adopting the right approach all the more pressing on the continent.


    Many organisations are experimenting with AI, but experiments are costly and don’t guarantee value creation. At the same time, the promise of efficiency improvements and cost-cutting means many companies are eager to position themselves as AI-focused, but the efficacy of their actual AI use doesn’t mirror their enthusiasm.


    Studies have shown that fewer than 10% of automotive businesses have seen the AI strategies pay dividends. That figure is nearer 3% in healthcare, while in the financial services sector, it is barely 1%. Talk is cheap, but successful implementation is hard – and expensive.


    In the chapters ahead, I’ll unpack how AI is redefining education, entertainment, work, the media, civil society, big and small businesses, and more. I will outline how Africa can lead the AI charge, from tackling the technology’s attendant ethical concerns to demonstrating its unique ability to solve unique problems in unique ways.


    I believe, if done well – and with the right strategy from the outset and the right outcomes in mind – AI solutions can be a source of hope and empowerment for society generally, but for African societies in particular. By the time you’re done reading this book, I hope you will, too.

  


  
    
      CHAPTER 1


      AFRICA MUST DISCOVER ITS AI IDENTITY TO ACCELERATE TECH MODERNISATION

    


    I believe AI is going to change the world more than anything in the history of humanity. More than electricity. 


    – Kai-Fu Lee, AI Expert, Chairman & CEO of Sinovation Ventures, 
Author of AI Superpowers and AI 2041


    While AI holds the promise of bolstering economic growth, there are valid concerns that developing countries may need help to keep pace with the rapid advancements in AI technology. It is therefore crucial to ensure that AI does not exacerbate existing disparities and can instead be harnessed to benefit the growth and development of these countries.


    – Prof Tshilidzi Marwala, Rector of the United Nations University and Under-Secretary-General of the United Nations, and former Vice-Chancellor and Principal of the University of Johannesburg (South Africa)


    Emerging technologies are changing how we live, work, and interact with one another. But they’re also changing what customers expect of private and public institutions. These technologies – which include artificial intelligence (AI), Internet of Things (IoT) devices, as well as augmented, virtual, and mixed reality, blockchain, 3D printing, and nanotechnology – are also becoming more difficult to separate as they increasingly overlap.


    In only a few decades, we’ve moved from computers that occupy entire rooms to having them in our pockets, capable of responding to our voices and performing thousands of more complex computations in an instant than the computers that powered the moon landing.


    Alongside this, the amount of data we generate continues to increase at breakneck speed. Not only are we creating multimedia, but a huge amount of data is created in real-time by the likes of internet-connected smart devices. According to the latest estimates, around 2.5 quintillion bytes worth of data are generated each day. The volume of data created worldwide as of 2023 was 120 zettabytes and is expected to reach 181 zettabytes by the end of 2025, and by 2030 we will have around 572 zettabytes of data.


    At the core of this connectivity and data-creation revolution is AI. From the smart assistants on our smartphones and in our smart home products, to chatbots and risk decisioning software, AI is rapidly improving and expanding what it’s capable of, which is why it is showing up in ever more products and services.


    As generic, off-the-shelf AI solutions become more powerful and affordable, they also promise to confine some varieties of manual labour to the history books, freeing people up to work on the tasks they’re better suited to than AI systems are.


    For those companies (or countries) able to invest in and harness AI and other emerging technologies, there’s also the potential to generate enormous economic value. A report from consulting firm EY predicts India will realise $1 trillion in economic value (or 20% of the country’s nominal GDP) by 2025, sustaining 60-65 million jobs in the process.


    But it’s not just money that emerging economies can look forward to. There’s also the potential to use AI to solve region-specific problems. In Africa for instance, AI has the potential to help address socio-economic inequality, assist with agricultural challenges, and inform proactive systems for combatting crime, among other issues.


    However, turning more capable AI into a problem-solving tool for the African continent will require African businesses and governments to assert their own unique identities and bend AI to match. Merely mimicking what is being done with AI elsewhere in the world won’t be enough, because in addition to facing unique challenges, solving them means understanding and adapting to the unique ethical challenges and considerations that come into play.


    African nations and businesses cannot simply be consumers of imported AI products and services – they need to rework, remix, and refine them so they’re fit for purpose, or create them from scratch in some cases. And it’s not just government or financial services that should be looking to adopt AI and other emerging technologies. As the cost of these technologies falls, there’s the chance for a multitude of sectors to leapfrog their international counterparts, unburdened by the legacy integrations or expectations many of them are forced to contend with.


    There are, inevitably, those who worry that AI and the automation it enables will mean job losses, but the likely outcome is more nuanced than that. Certainly, some roles will be rendered redundant, but new ones will be created in the process. Human-machine partnerships will proliferate and will in many instances alter the sorts of work people are tasked with, without doing away with the need for people entirely. Even in the case of jobs being entirely automated away such as, for instance, long-haul truck driving, people will still be needed to maintain the trucks and the AI systems that control them. That could encourage upskilling as companies seek to fill these newly created roles, sometimes from within.


    HOW AI WILL CHANGE THE FUTURE


    Of the top 100 companies by market capitalisation, technology businesses account for 20% – which is a larger share than any other sector. But technology also enables and influences most other sectors, like financial services, healthcare, energy, telecommunications, and utilities. Of the top 10 most valuable companies by market cap, half are technology companies: Apple, Microsoft, Alphabet, Facebook, and Tencent. Others, like Amazon, Tesla, and Alibaba may not be pure technology companies, but they’re heavily reliant on (and sources of) technological innovation nevertheless.


    According to the AI expert and venture capitalist Dr Kai-Fu Lee, ‘[AI] is going to change the world more than anything in the history of mankind. More than electricity.’ That may seem like a bold claim at first glance, but AI is affecting almost every industry and business. It’s the primary driver behind innovations like robotics, the Internet of Things, and big data. In many ways, AI is the mother of other emerging technologies and will continue to be. But what do we mean when we talk about AI?
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    Unravelling AI Complexity – A Comparative View of AI, Machine Learning, Deep Learning, and Generative AI. Created by Dr Lily Popova Zhuhadar (29 July 2023)
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    Source: Coding Deep Learning for Beginners – Types of Machine Learning by Kamil Krzyk 
(https://towardsdatascience.com/coding-deep-learning-for-beginners-types-of-machine-learning-b9e651e1ed9d)


    At its core, AI seeks to simulate human intelligence and human traits and skills – like the ability to learn and problem solve. Specific applications of AI include natural language processing (NLP), speech recognition, machine learning (ML), and machine vision.


    AI comes in many forms – and has sub-categories like machine learning – but the overarching aim is the same: creating algorithms or machines that mimic human thought or reason. From reactive machines that don’t use past experiences to assist with new decisions to those that are able to learn from their experiences, interpret and identify patterns in large data sets, adjust to new variables (even those they’ve never encountered before), and some that can even be aware of their own internal states.


    How AI systems are ‘trained’ varies, too. Supervised learning requires labelled data sets and is inference-based. Supervised learning includes linear regression, logistic regression, and decision tree-based models. Unsupervised learning algorithms, meanwhile, discover patterns in unlabelled data sets by themselves and include techniques like clustering and dimensionality reduction.


    Then there’s reinforcement learning – a machine-learning training method based on rewarding desired behaviours and/or demoting undesired ones. In general, a reinforcement learning agent is able to perceive and interpret its environment, take actions and learn through trial and error. Use cases include gaming, resource management, and personalised recommendations.


    Another subset is deep learning, which refers to algorithms modelled on the way the human brain works. It’s a system that’s able to make sense of both labelled and unlabelled data, which makes them extremely adept at things like image-based medical diagnosis, automatically captioning images, creating digitally generated music, colourising images, or detecting specific objects in images or videos.


    WHAT IS GENERATIVE AI?


    Generative AI, or generative artificial intelligence, involves using AI to create new content, including text, images, music, and videos. It encompasses unsupervised and semi-supervised machine-learning algorithms, allowing computers to generate new content based on existing materials like text, audio, video files, and images. The foundation of generative AI lies in large AI models capable of multitasking and performing various tasks, such as summarisation, question-answering, and classification, with minimal training. These foundation models can quickly adapt to specific use cases using limited example data.


    The concept gained mainstream attention with the introduction of ChatGPT in late 2022, a chatbot known for its human-like interactions. Gartner predicts that generative AI will become a widely used and paradigm-shifting technology akin to the steam engine, electricity, and the internet. While initial excitement might diminish as practical  implementation challenges emerge, the significance of generative AI is expected to increase as it finds innovative applications in everyday work and life. It holds particular promise for creative professionals, offering new ways to explore and vary ideas.


    AI is enabling a wide variety of new products, services, and even whole business sectors. Beyond medical diagnosis or image recognition, it’s also finding its way into fields like autonomous vehicles (where it’s essential) and into cost-cutting and efficiency-driving measures like customer services and enhanced decision-making, and client onboarding for financial services providers.


    McKinsey expects the total annual value of AI and analytics across industries will soon be worth between $9.5 trillion and $15.4 trillion. When you consider how many of these affect Africa – like banking, healthcare, the public and social sectors, telecoms, and utilities – that’s not only a huge opportunity for job creation and revenue generation but a chance to solve the challenges unique to the continent (or which manifest in unique ways).


    According to a report by International Data Corp. (IDC), global spending on artificial intelligence was projected to reach $166 billion in 2023 (with banking one of the largest contributors by industry at about 13%), and expected to rise to about $450 billion by 2027. But that’s just the start. McKinsey predicts the banking industry to eventually grow to a trillion-dollar one in coming years, with two-thirds of that value coming from traditional AI and analytics being harnessed by marketing, sales, risk, and HR, and a further third coming from advanced AI functions, mostly in the risk space.


    Implementing generative AI could significantly boost the global economy, with potential annual gains ranging between $2.6 trillion and $4.4 trillion. This increase would represent a significant percentage jump in the overall value generated by artificial intelligence, possibly doubling if generative AI is integrated into existing software for additional applications.


    The majority of the economic value, approximately 75%, derived from generative AI applications is concentrated in four primary sectors: customer service operations, marketing and sales, software development, and research and development. Research suggests generative AI can effectively tackle specific business challenges, yielding quantifiable results. This includes enhancing customer engagement, creating marketing materials, programming through conversational AI prompts, among other functions.


    Countries leading in AI adoption have already seen impressive growth in labour productivity as a result. Leading beneficiaries include Sweden, Finland, the United States, Japan and Austria, each of which has seen a 30% increase or more in labour productivity with AI when compared to expected baseline productivity levels, according to Accenture.


    Because investment in AI is expected to result in significant upside, many nations are spending lavishly on it. China has long harboured ambitions of being the world’s AI superpower. To this end, it’s said it will become a $150 billion AI global leader by 2030, and is already leading in AI research globally.


    Of course, the US doesn’t want China’s efforts to go unchallenged, and benefits from being home to most of the world’s biggest technology companies. To that end, it’s already seen $10 billion in venture capital being directed at AI, but is not investing as enthusiastically as its rival, nor is it as accommodating of – or welcoming to – international experts. At least, not yet.


    Despite having parted ways with Europe, the UK still leads the charge in the region when it comes to all things AI. Like the US it enjoys substantial AI-focused VC activity and businesses. By 2022 the French government had invested $1.8 billion in AI research, a poll of Swedes showed 80% are enthusiastic about AI, and Germany is fostering the development of a ‘Cyber Valley’ it hopes will attract international AI experts and investments.


    WHY MUST AFRICA SPEARHEAD ITS AI STRATEGY THROUGH IDENTITY?


    Africa’s opportunities, and its challenges, are unique: food security, utility reliability, unemployment and education woes, healthcare challenges, and more. But each obstacle also represents an opportunity for AI-based solutions to be developed and potentially eventually be exported.


    A recent report from Google and the International Finance Corporation estimates Africa’s digital economy could contribute as much as $180 billion to the broader economy by 2025. Google has already opened an AI research centre in Ghana (the continent’s first), and IBM and Microsoft have both made moves to develop African talent in the AI arena.


    Sectors such as healthcare can benefit from AI by empowering medical professionals and facilities to achieve more with fewer resources, from triage and diagnosis to post-care, while also improving access and affordability. At the same time, AI can help create bespoke therapeutic medications for individuals, or eradicate diseases.


    AI can also help improve education. It can drive financial inclusion and economic participation and can bolster food production by aiding the agricultural sector to optimise crop yields. Agriculture in Africa employs over 65% of the continent’s labour force and the World Bank estimates African food markets will be worth $1 trillion by 2030 – three times what they’re worth today.


    Like improved food production, financial inclusion is also key to reducing poverty, so using AI to streamline public services can contribute directly to productivity and GDP by reducing backlogs, improving service quality and response times, and ensuring efficient use of resources. AI can also help combat corruption and maintain transparency.


    Smart city services can even reduce how long African commuters spend in traffic – another immediate way to boost GDP and improve the quality of life of citizens.


    But the success of AI-powered solutions depends on execution. Success means ensuring the right strategy is adopted, the correct use cases are identified, the foundational data sets are sufficient and a strong culture of experimentation is encouraged and cultivated.


    While Africa’s problems manifest uniquely, that’s not to say it can’t learn from more mature markets’ approaches to AI implementation. By looking at early adopters’ approaches, African entities can learn key lessons and avoid costly mistakes while customising solutions to meet their specific needs.


    One common obstacle across mature and immature markets alike is a lack of AI skills. This will be overcome through a combination of education and creating economic and cultural environments that are welcoming to and supportive of outside experts.


    At the same time, countries and businesses need to build trust in AI and protect their citizens from potentially dangerous applications of it, like cybersecurity threats. As with earlier industrial and cultural revolutions, there must be practical applications so there can be progress and buy-in, and Africa must be positioned to pioneer unique AI solutions rather than being exclusively a consumer of them.


    Fortunately, innovation in AI is getting a foothold in Africa. In Rwanda, a drone delivery service powered by AI delivers medical supplies to hard-to-reach areas in record time. In Cameroon, AI is being used to improve tomato crop yields by identifying diseased plants and recommending solutions. A similar solution in Ghana is helping reduce instances of disease in cassava crops, increasing the yield of what is a staple crop for the region. Enterprises like UjuziKilimo go even further and use sensors, historical data, and weather information to enable precision farming.


    In South Africa, leading bank FNB uses an AI solution it developed in-house to reimagine risk management and forensic due diligence processes, freeing up 70% of its analysts time so they can concentrate on more detailed analysis of the kind that AI doesn’t excel at.


    On the language front, Masakhane Web is a machine translation service for African languages creating tools to make it easier to understand communications in chat groups, and Botlhale AI is developing conversational AI services in African languages that will help consumers navigate all sorts of services, from banking to governmental.


    Another solution, dubbed Sophia, is a document management solution built by a company called Isazi Consulting. Sophia uses a combination of machine learning and crowdsourcing to turn documents into machine-readable data. When the algorithm fails to recognise part of a document it is turned over to humans who are remunerated for their efforts, and whose work helps improve Sophia in the process.


    Researchers at the University of Johannesburg in South Africa and at the National Institute of Technology Rourkela in India have successfully tested the first AI model that can wrestle with economic and public health problems by analysing massive data sets and identifying causes that conventional research can’t.


    Lelapa AI, an African AI research and product lab, is dedicated to using technology to significantly improve the quality of life on the African continent. It’s launched Vulavula, an innovative AI tool that translates spoken language to text and can identify personal and place names within the text. It currently supports four South African languages: isiZulu, Afrikaans, Sesotho and English, with plans to incorporate more African languages. There’s an optimistic projection by analysts that through the adoption of AI, Africa could see its GDP bolstered by $1.5 trillion by 2030.


    Despite infrastructural and resource limitations, Africa’s youth are creatively adopting and implementing technologies from the fourth industrial revolution, like AI, to add value to their local communities. However, the start-up landscape has been challenging globally, and 2023 marked a significant increase in start-up failures. Venture capital investors have tightened their belts, becoming much more selective, which has led to funding difficulties for all but the most promising ventures.


    Consequently, start-ups unable to self-sustain financially have been forced to cease operations. The expectation is that start-up shutdowns will intensify going forward, as more young companies struggle to turn into sustainable businesses and ultimately fail, as so many have globally. African start-ups have not been shielded from this trend, with notable companies such as 54gene, WhereIsMyTransport, and Sendy among the dozen tech start-ups that have had to shut down despite raising over $200 million in funding.


    Countries like Kenya, Nigeria and South Africa – which have been applying AI to address their specific needs in health, agriculture, fintech, public transportation, and language translation – have the potential to become leading centres of innovative AI use, research, and development. Eventually, they could even export newly developed AI products and services to other markets, not only in Africa, but beyond.


    Why does China lead the charge in AI? Aside from enormous cash injections into the space, it has created a committed group of businesses that are early adopters and which serve as AI evangelists of sorts. Many Chinese business leaders believe AI is crucial to their business success, to achieve and maintain a competitive edge, and to improve  their workforce. But, despite this enthusiasm, the adoption of AI by Chinese businesses still pales when compared to some smaller countries like those of Scandinavia.


    The US, meanwhile, has plenty of early adopters but faces challenges managing the complexity that comes with that widespread adoption. Large-scale AI implementation creates cybersecurity concerns, especially where there is significant reliance on AI and requires skilled workers to maintain. This, again, presents an opportunity for other markets if they can provide the skilled experts other nations with more mature AI sectors require. At the same time, it is a reminder that AI maturity comes with its own challenges, and a head start is neither without its challenges, which aren’t insurmountable.


    Like so many emerging technologies, improvements in AI often set new starting points for those who subsequently adopt them. In the same way that mobile phones and mobile data meant some African nations largely skipped copper-based fixed-line internet services, later adopters of AI solutions have the opportunity to leap directly to the leading edge of innovation in the space, and with the right moves in place to further foster that innovation there is the opportunity to carve out a niche in this emerging sector and become a leader within it.


    Africa’s AI identity will be defined by how it uses AI to solve its unique problems: how it invests in R&D for AI in order to solve these problems; the sorts of grants and credits it provides companies to promote innovation; how affordable it makes it for citizens to acquire AI skills; how successfully it educates the public about the potential of AI (and how well it creates trust in it); and how it ensures private companies use AI ethically and are transparent about their data privacy policies.


    The last of these – the ethical challenges – are especially poignant, because it represents an opportunity for African AI efforts to lead the charge when it comes to responsible AI and governance initiatives’ regulation, providing a model for ethical deployment of AI globally.


    African companies and institutions have a chance to excel in AI by avoiding the mistakes of their predecessors; African nations lack the economic clout to absorb the monetary costs resulting from similar mistakes made by early adopters of artificial intelligence. The primary step is to understand how big data, edge computing, and AI/ML can enhance business value. Success hinges on collaboration to establish clear performance metrics. Equally important is having a team that recognises AI’s potential to tackle pressing African challenges. This combination of strategic foresight and skilled personnel can unlock AI’s transformative power in Africa.


    If Africa ignores AI it risks missing out on one of the greatest opportunities of the coming decades. But it also risks missing out on a chance to not only catch up with more developed markets when it comes to this powerful emerging technology, but potentially to solve problems that might not otherwise be solved because more developed markets don’t face them, and thus are disincentivised to create solutions for them.


    Properly harnessed, AI has the potential to help reduce or alleviate numerous societal challenges, from accelerating the transformation of the energy industry, to improving agriculture and education, broadening access to healthcare (and improving its quality), enabling planning for and responses to climate risk, and preparing society for the massive socio-economic changes emerging technologies are ushering in.

  


  
    
      CHAPTER 2


      WHY EVERY ORGANISATION NEEDS AN AI STRATEGY

    


    A company nowadays without an AI-Strategy is like a sailboat without a sail. 


    – Murat Durmus, CEO of AISOMA


    The transformative potential of AI is a topic of discussion in a growing number of boardrooms, classrooms, parliaments, and public spaces around the world. It is little wonder, given a recent study by PwC that found AI could generate 14% growth in global GDP by the end of the decade, worth a combined $15.7 trillion. How is that possible? Because of the productivity gains AI can underpin, and the demand for new services and products it can drive.


    The same study expects productivity to grow by as much as 40% thanks to AI implementation, and not only in the private sector. Governments are realising its outsized potential for the public sector, too. At its core, AI is about imbuing computers with human-like powers of cognition, pattern recognition, the ability to learn new skills, and it is improving continuously.


    Because AI can increasingly learn human things, and unlike humans its knowledge can immediately be distributed across multiple instances, and that the learning by one implementation can be rolled out to other implementations in almost real-time, it is cumulative and therefore its advances are exponentially accretive – and rapid.


    Executives see it as a way to boost productivity, better serve customers, and anticipate and capitalise on new business opportunities. A global survey on AI by McKinsey conducted in 2020 found that nearly half of business leaders who responded had adopted AI in at least a single area of their business, whether in human resources, corporate finance, manufacturing, supply chain management, or other verticals.


    AI also presents a potentially enormous competitive advantage by positioning businesses to better understand and respond to their customers’ desires and preferences – and to do so more rapidly. Take, for instance, predictive services on e-commerce websites, where AI makes it easier to use historical purchase data or other user-specific information to suggest related purchases.


    Eventually, AI will transform every industry, and therefore every business throughout. In 2021, McKinsey says it saw $165 billion in investment into AI across a plethora of industries, and according to the IDC, Grand View Research estimates that annual spending across AI hardware, software and services will soar 820%, from $197 billion in 2023 to $1.8 trillion in 2030, an estimated annual growth of 37% over that period. According to research and advisory firm Forrester, Investments in GenAI software alone are expected to exceed $227 billion by 2030 on a 36% compound annual growth rate.


    But if governments and businesses are to capitalise on this enormous opportunity, they need clearly thought-out processes and structures, articulated by comprehensive AI strategies.


    An appropriate AI strategy helps a business focus on its core objectives, and prioritise how and where AI can assist in realising its goals. A strategy also articulates how a business measures value, and how to identify where it is in its AI maturity cycle. As an example, as per Gartner’s AI Maturity Cycle, most organisations today are at the awareness or active stages: that is, they’re interested in AI and may be experimenting with it, but their efforts are usually restricted to data science contexts, and they may risk overhyping AI because they don’t fully understand what it is capable of.


    More AI-mature businesses are those with AI in production, creating value by optimising a process (operational AI), for instance. Next are those businesses at the systemic stage, where AI is used extensively for processes and chain transformation, and for disruptive business models. At the far end of the spectrum are organisations where AI is ingrained in the business DNA and transformational.


    The Forbes AI survey from 2020 found that among respondents AI initiatives were up to 64.8% in 2020 from a mere 39.7% in 2018, with a total of 98.8% of firms investing in it in one way or another. Asked where ‘AI is the most disruptive technology’, responses in the affirmative declined from 80.0% in 2019 to 69.5% in 2020. A full 73.4% of firms cited big data adoption as an ongoing challenge, while 90.9% of respondents cited people and process challenges as the biggest barriers to adoption and success.


    Perhaps most surprising, according to Forbes, only 14.6% of organisations reported that they had deployed AI capabilities into widespread production, and lack of successful deployment and the challenges cited are prime examples of AI obstacles that can be overcome with an appropriate AI strategy.


    In 2019, The Harvard Business Review conducted a survey of its own focused on ‘Building the AI-Powered Organisation’ and found that of the thousands of companies and executives it spoke to, only 8% engaged in ‘core practices that support widespread adoption’. Many companies, it appears, struggle to see AI as a potent tool and a means to create meaningful impact, rather than the impact itself. Again, a suitable strategy can alleviate this and help a company drive adoption and make the most of what AI can do, while avoiding expecting the impossible from it.


    Like any new process, technology, or tool that’s transformative, to get the most out of AI you need to focus on objectives and not on the novelty of AI. An AI strategy ensures the focus remains on outcomes and aligning them to have a decisive impact. Furthermore, implementing AI doesn’t just mean hiring data scientists – talented practitioners in the AI space want to work for companies that understand the technology and have a strategy for how best to leverage it.


    As Murat Durmus, the CEO of AISOMA, succinctly puts it: ‘A company nowadays without an AI-Strategy is like a sailboat without a sail.’


    STRATEGISING WITH AI THE RIGHT WAY


    In much the same way the internet, ride-sharing apps, or digital maps have gone from impressive new developments to quotidian ones we take for granted, AI will one day be something we only notice when it’s absent. But for this to happen, companies must realise AI is an enabler of things. It can help them to create new products or offer new services to customers, but it’s unlikely to be the service in and of itself.


    This change in perspective about what AI can do helps organisations discuss dependencies. For example, AI needs data, but while people tend to ask what data they have and what technology they need to harness it, an AI strategy changes the discussion to what a company already has at hand and what it can do with it. It also shifts the focus to questions about what customers want, and how AI can be used to generate value for them and, consequently, for the business.


    It is also important not to get hung up on the experimental phase. AI has the greatest impact when it’s implemented and actively incorporated into business practices. To this end it needs to be a priority for the C-suite and not only for IT or R&D teams. AI requires investment, it requires governance and it requires buy-in at all levels of an organisation.


    Because data is key to AI success, it also needs to be put at the centre of organisations’ strategic planning and decision-making, how it is collected, processed, interpreted, analysed and stored is paramount.


    It used to be that AI was thought to have very limited and specific abilities, like playing chess or Go against human opponents, or more recently analysing large data sets like photo libraries and learning to identify specific attributes. But today AI can be used for everything from marketing and product development to human resources and customer support. AI can now translate data into cost-cutting measures, efficiency improvements and better experiences for or service offerings for customers.


    A framework outlined by Jacob Bergdahl published in ‘Towards Data Science’ (and by other AI experts) shows that the role of AI today tends to fall into two broad categories: automation and augmentation. Automation is when AI takes over an activity completely. Augmentation is when AI assists or aids in an activity, empowering the person carrying it out in the process. Many AI tools sit somewhere between the two. Between these two is a scale of four strategies:


    1.The efficiency strategy: activities are optimised by means of automation.


    2.The effectiveness strategy: activities are made more seamless.


    3.The expert strategy: AI empowers and complements decision making.


    4.The innovation strategy: AI enables enhanced creativity.


    Examples of the efficiency strategy include self-driving cars, where automation will remove the human driver completely, and Amazon’s nearly staffless grocery stores, where customers take what they want and cameras and sensors tally up their total and charge them for it on their way out the door. Automation is also playing a growing role in the fraud section and on factory floors.


    But even here, automation isn’t wholly self-sufficient. Amazon’s stores still have staff for handling customer complaints or restocking fresh produce. Similarly, in financial services people still review fraud reports or make final decisions on risk.


    The AI system FirstRand Risk has deployed to redefine risk management and ways of working in its due diligence processes is a perfect example of the above. The system saves risk analysts hours by creating a risk profile for a customer using all of the historical data available in mere minutes. Analysts still have the final say. This is an example of the effectiveness strategy: the AI system doesn’t entirely take over the task, but it helps free up human analysts to do the things they’re better at and to make their roles more seamless.


    Another example is Google’s Assistant, which can now ‘call’ businesses like restaurants or hairdressers to make appointments on a user’s behalf, or its ability to provide answers to questions, set timers, or play content via the company’s smart speakers.


    The expert strategy, meanwhile, falls more into the category of augmentation than automation. Under this strategy AI can offer advice to doctors, lawyers, financial advisors, or similar, and help them make high-value decisions with  big implications, but the final decision rests with them. Doctors can receive diagnostic support, financial advisors can create customised strategies for clients, and teachers can create custom curricula.


    In other words, the expert strategy sees AI making it easier for humans to leverage their expertise by sifting through large amounts of data or making connections they might not otherwise make on their own. Nonetheless, though, the ultimate course of action comes down to human discretion.


    Lastly, there’s the innovation strategy – the most advanced of all. Like the expert strategy, the innovation strategy is primarily about augmentation and similarly, final say on whether to use its suggestions lies with the person it is assisting. ChatGPT, for instance, can help writers develop topics or explain concepts. It can help composers create new parts for compositions or fill in gaps in their skill set. We’re already seeing this in Gmail where it suggests text based on your previous emails and your writing style.


    An AI strategy can help a business identify which of the above strategies are best suited to the business problems it’s hoping to solve. Moreover, it can help identify those very problems. Activities with low data complexity are often ripe for automation. High data-complexity ones, though, tend to be better suited to augmentation. But, of course, there’s some overlap depending on the specific use case.


    There’s also a difference between digitally native organisations that have had AI from the outset and those implementing it or adopting it to transform their legacy businesses. Older companies retrofitting AI are inevitably going to run into cultural and infrastructure issues that newer-build businesses which have implemented it from day one won’t.


    But these challenges are not insurmountable. By involving everyone in your organisation from the outset and clearly defining your AI strategy and what you hope to achieve with the tool, you can work out which skills and capacity you need, what sort of infrastructure, and the change management you may need along the way.


    Moreover, by outlining a clear AI strategy, you can get a glimpse of what a mature strategy and cultural transformation could look like down the road, and get a sense of what it’ll take to get there.


    In the following instalments in this series, we’ll look at: the importance of starting with your AI strategic use cases, creating a data strategy for your AI strategy, and ensuring responsible AI (privacy, consent, ethical and legal considerations). We’ll also look at infrastructure requirements for AI strategies, skills and capacity, implementation, and change management.


    2.1
A SUCCESSFUL AI STRATEGY STARTS WITH THE RIGHT USE CASES


    ‘Understanding the potential of AI (both good and bad) starts by understanding how AI works and what it can really do,’ says Bill Schmarzo, Dean of Big Data at Dell Technologies. ‘That’s probably our best chance to ensure that AI works for us versus us working for AI.’


    In the previous section, we considered why businesses need an AI strategy to successfully harness the emerging technology of AI that’s set to upend every sector. This section is about how to get started, and it focuses on the importance of choosing the right use cases to ensure success, and to make it easier to get buy-in to AI-powered solutions from the whole enterprise.


    Becoming an AI-driven organisation means fully digitising the business process. It starts with using AI to augment or automate tasks. But to get to that point, first it is essential to establish a culture where data is trusted. That means business-wide data literacy and appropriate data collection, sorting, and storage solutions. Because if teams can see the value they can derive from data and that the data is sound, it makes trusting that data to AI all the easier.


    Managing expectations about AI’s capabilities is important at the outset of an AI adoption journey through AI literacy. This starts with identifying appropriate use cases: activities where AI can reasonably be expected to be effective and demonstrate success, which can then be adapted to other processes and encourage support from other sectors of the organisation in the process.


    It also means starting with the outcomes in mind. That is, by understanding the organisation’s priorities, goals and customers, an organisation is better positioned to create a practical AI strategy that can demonstrate its value sooner, and likely be monetised earlier.


    It often makes sense to start with a clear task that’s very data dependent and for which the necessary data exists in the organisation already. By bringing on experts to help find that use case it can be implemented as a proof of concept to reduce resistance in the organisation.


    Thereafter, the organisation can identify subsequent projects that can benefit from similar AI implementation, whether trimming costs in a particular activity, reaching consumers in new ways, or reducing repetitive work.


    ‘Understanding the potential of AI (both good and bad) starts by understanding how AI works and what it can really do,’ says Bill Schmarzo, Dean of Big Data at Dell Technologies.


    Use cases will differ for each company – and may well differ by business unit – but the primary objective remains to demonstrate AI in action in a use case that creates financial, operational, or customer value.


    Some potential use cases include developing more intelligent products or services, automating repetitive tasks or manufacturing processes, improving data security and risk estimation, predictive analysis to identify trends, or creating personalised customer experiences via marketing efforts or support services.
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    Source: Artificial Intelligence (AI) – Top Use Cases and Technologies Used Today, 2018 by Brian Johnson


    Detailing an organisation’s potential use cases makes it possible to rank them by importance, because at first it’s unlikely a business will be able to do all of them, so instead it can pick some of the manageable ones to start with. It may also be sensible to pick those most likely to get buy-in from leadership, and those with short-term horizons, so that value can be demonstrated as swiftly as possible.


    But what should be the process of identifying the most valuable AI use cases? 


    Selecting appropriate AI use cases involves a methodical approach, based on clear criteria and a shared comprehension of how AI can enhance your specific business context, and is designed to instil confidence in your decision-making process. The process involves two key elements: identification and prioritisation. It requires strategic alignment with business priorities, assessing data relevance and predictive potential, and considering industry standards and AI maturity. Identifying suitable AI applications can be a daunting task, but with structured steps, you can ensure success. It’s crucial to avoid imitation or reliance on existing templates. This phase may seem challenging, but by following a methodical approach that includes strategic alignment, data assessment and consideration of industry standards and AI readiness, you can be prepared and aware of potential challenges in AI implementation.


    Assessing strategic importance: 


    Firstly, assess your organisation’s strategic priorities to determine the focus areas for AI implementation. Depending on whether your strategy aims to address existing challenges or explore new opportunities, different AI use cases may emerge. Look for areas with high potential return on investment (ROI) that align with your overall strategic objectives.


    For instance, in the context of quality control for mechanical components, traditional methods rely on expert manual inspection using haptic feedback. However, if your company is expanding to a new manufacturing site, relying solely on manual inspection could increase costs due to higher salaries at the new location and difficulties in transferring experienced experts to train new employees.


    Identify bottlenecks or inefficiencies: 


    Focusing on the granular challenges hindering your processes can help you identify bottlenecks in your operations. Look for slow, inefficient, or error-prone tasks, particularly those involving repetitive actions or customer interactions. Alternatively, target areas that are ripe for innovation. Once these challenges are identified, explore how AI can offer solutions. Successful implementation requires selecting suitable use cases as well as also understanding AI/ML capabilities and limitations. Define your expectations and articulate how AI can address these issues to establish realistic goals, allocate resources effectively, and gauge project success.


    Typical use cases include operational improvements to drive efficiency, enhance customer engagement, manage risk, and ensure regulatory compliance. For instance, if irregular stoppages disrupt your production line, employ root-cause analysis, advanced analytics, and AI algorithms to effectively predict and mitigate these issues.


    Look ahead or leverage emerging trends: 


    Try to identify your industry’s trajectory but be cautious of succumbing to the allure of AI success stories and hype, particularly with the current prominence of technologies like chatbots and generative AI. Despite the temptation to  emulate others’ successes, successful AI projects involve numerous factors beyond initial impressions, including data quality, team capabilities, operational frameworks, and change management protocols. Each company’s circumstances are unique, making it essential to avoid blanket assumptions about AI’s applicability based on the achievements of others. Additionally, discerning genuine ROI from mere marketing gimmicks can be challenging. While acknowledging these complexities, staying abreast of industry trends and observing successful AI implementations can offer valuable insights for identifying new opportunities and potential pitfalls. It’s crucial to maintain an open-minded approach throughout this process.


    CHOOSE THE RIGHT METRICS


    It is equally important to choose the right metrics to use to make informed decisions and which to use to assess success. One way to help create metrics is to understand how the organisation creates value and to identify the KPIs against which to measure effectiveness. AI is a tool, which means there’s the potential for misuse, or for trying to use it to solve a problem for which it isn’t suited, only to be disappointed when it fails.


    Schmarzo has found that it is extremely difficult to understand the value AI can bring if we don’t understand how an organisation creates value in the first place. However, without that understanding it is impossible to create AI solutions that will bolster that value.


    THE RIGHT STRATEGY


    Recalling the framework outlined by Jacob Bergdahl published in ‘Towards Data Science’ (and by other AI experts), shows the role of AI today tends to fall into two broad categories: automation and augmentation. Automation is when AI takes over an activity completely. Augmentation is when AI assists or aids in an activity, empowering the person carrying it out in the process. Many AI tools sit somewhere between the two. Between these two is a scale of four strategies.


    An easier way to understand metrics is to understand the type of AI strategy an organisation is trying to achieve through a use case. A use case might be trying to drive efficiency, effectiveness, expert strategy, or innovation. Metrics should be derived through one of the four, or result from one of them. For example, ‘the efficiency strat’ metrics will differ from those for other strategies.


    Examples of the efficiency strategy include self-driving cars, where automation will remove the human driver completely; or factory work, where robots take over activities on a factory assembly line entirely. An effectiveness strategy includes things like AI systems that can generate risk assessments of financial services based on the historical data the business has about them, leaving analysts to interpret those reports but freeing them up from their time-consuming creation. Both the efficiency and effectiveness strategies are instances of automation: AI taking over roles, wholly or partially.


    On the other end of the spectrum are the expert and innovation strategies, which offer augmentation rather than automation. For example, AI diagnostic tools used by doctors can compare a patient’s data to big data sets in mere seconds and offer suggestions for further testing based on its finding. Here AI augments the doctor’s expertise. Similarly, the innovation strategy could be used by a composer where AI fills in missing parts of a score or offers suggestions for melodies, furthering the creative possibilities for the composer.


    WHICH STRATEGY TO ADOPT?


    While identifying use cases, how does an organisation pick the appropriate strategy? It needs to consider two variables: data complexity and work complexity.


    Activities with low data complexity tend to be clearly structured and simple, and dependent on simple strings of characters or numbers. This sort of data is easy for a computer to parse, and adheres to rules with few deviations, meaning it also has low work complexity.


    High data complexity tends to be unstructured and more open to interpretation. Multimedia content like images, video and audio are great examples of complex data. Though AI tools to identify or categorise these sorts of data are improving by the day, human intervention is often still required.


    Where low work complexity means clearly defined rules and routines, high work complexity is the opposite and refers to activities with lots of deviations, variation, and low levels of predictability.


    By considering the complexity of an activity, we can determine the appropriate AI strategy for it (or at least a suitable starting point):


    •Low data and work complexity – The efficiency strategy.


    •High data but low work complexity – The effectiveness strategy.


    •Low data but high work complexity – The expert strategy.


    •High data and work complexity – The innovation strategy.


    That’s not to say this is a one-size-fits-all solution. As AI technology improves, the range of complexity that it is able to contend with improves, and activities too difficult for it to automate today may not remain so in the future. Considering which strategy to start and which outcomes are desired is a useful starting point.


    AI IS A CONTINUOUS ENDEAVOUR


    Use cases are not a once-off thing. Once applying AI to a use case has demonstrated results, there is an opportunity to reuse that framework for similar use cases. That means progress can be cumulative rather than having to build AI solutions from scratch for each new deployment. At the same time, the original use case may evolve and require the AI solution applied to it to evolve too.


    However, once a concept has worked, it is an opportunity to customise and improve it. Iteration can bring unique advantages. Often the first version of the model will be very generic – it may even be off the shelf – but by making it unique, a business not only makes it better suited to its particular needs, it also makes it more difficult for competitors to replicate.


    2.2
AN EFFECTIVE AI STRATEGY DEMANDS A SOUND DATA STRATEGY


    Data is the lifeblood of any AI system. Without it, nothing happens. 


    – David Benigson, Signal


    A data strategy is a plan that outlines how an organisation will manage and leverage its data assets to achieve its business objectives. It involves defining the data architecture, governance, management and analytics practices that will be used to ensure that data is accurate, accessible and secure.


    A good data strategy should align with the overall business strategy and provide a framework for making decisions about data acquisition, storage, processing, analysis and usage. It should also address issues related to data quality, privacy, and regulatory compliance. Ultimately, a data strategy aims to enable an organisation to derive insights and value from its data to support better decision making and improve business outcomes.


    Without a solid data strategy, the chance of realising business objectives with artificial intelligence (AI) and machine learning (ML) is greatly reduced, while at the same time the risks are magnified. Because, ultimately, AI and ML depend on up-to-date, use-case-appropriate data to function at all, let alone to achieve high-level business goals.


    To work effectively, ML requires large quantities of quality data. To obtain this data a process for identifying, procuring and accessing it must be established. This requires governance guidelines and a data ecosystem that supports both exploratory and production environments. But, as always, access and flexibility must be balanced with security, privacy and quality control.
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    Source: Why data strategy should align with business goals, 2021 by Nick Kelly 
(https://logic2020.com/insight/data-strategy-aligns-with-business-goals/)


    Additionally, the use of non-traditional data sources may require new data management capabilities, but you can only discover this if you know the use cases that will leverage said data.


    ‘I can’t stress this enough: data or the lack of the right data strategy is the number one bottleneck to scaling or doing anything with AI,’ explains Nitish Mittal, a partner in the digital transformation practice at Everest Group. ‘When clients come to us with what they think is an AI problem, it is almost always a data problem. AI depends on viable data to prosper. That’s why it’s important to think about the data first.’


    It isn’t easy to create a data strategy. Most of the time, organisations collect and centralise data, but a data strategy will accelerate the process by aligning the right data sources to the organisation’s objectives, which are represented by its intended use cases. Without a comprehensive data strategy, time, money and human resources will be wasted.


    Having an abundance of data doesn’t on its own mean you’ll be able to extract value from it. Instead, it’s essential to outline a data strategy at the outset of any AI-powered initiative, and then to review it quarterly – or more often – to ensure outcomes are aligned with business objectives.


    DATA-CENTRIC AI


    When creating a data strategy for AI, it’s essential to focus on the relevant data to fuel the appropriate use cases. It’s important to engineer the data to the use case, not merely to collate and centralise it.


    Andrew Ng is the founder and CEO of Landing AI, a company trying to make no-code AI solutions, and a pioneer in the field of Deep Learning. In an interview with Fortune in June 2022, Ng explains how he’s become a vocal advocate for what he calls ‘data-centric AI’.


    Ng says the availability of state-of-the-art AI algorithms is increasing thanks to open-source repositories and the publishing of cutting-edge AI research. This means businesses can access the same software code as larger companies like NASA or Google. However, the key to success with AI is not the algorithms themselves, but rather the data used to train them. This involves gathering and processing data in a governed manner.


    Data-centric AI is what Ng calls ‘smartsizing’ data; using the least amount of data to build successful AI systems. Ng believes this shift is essential if businesses are going to take advantage of AI, especially those that may not be able to afford data scientists of their own, or whole teams to focus on their data strategies.


    Ng says companies may need less data than they think if it is prepared the right way. With the right data, even a few dozen or a few hundred examples can be sufficient for an AI system to work, not just effectively but comparably to those built by consumer internet giants that have billions of examples at their fingertips.


    Preparing the data, according to Ng, means ensuring it is ‘Y consistent’. Meaning there should be a clear boundary for classification labels. For instance, in the case of an AI system designed to find defects in pills, labelling any scratch shorter than a certain length as ‘not defective’ and any scratch longer than that as ‘defective’, can help the system perform better with less training data compared to inconsistent labelling that may introduce ambiguity or false positives or negatives.


    An effective data strategy should comprise the following components: acquisition and processing, quality, context, storage, provisioning, management and security. The strategy should involve obtaining and processing the necessary data for developing prototypes and algorithms. The data set should be of good quality with minimal bias and high accuracy labelling of training data to address business challenges.


    Understanding the source and flow of data is also essential to share it effectively within the organisation. The storage of data should also be appropriate, and its structure should support the objectives concerning access, speed, resilience and compliance. Optimising the accessibility of data to the teams that need it and implementing safeguards are important, too. Finally, data management and security should be in place to ensure appropriate use of data sets, including data security, access and permissioning.


    UNDERSTAND DATA CONTEXT BY CAPTURING THE HUMAN ELEMENTS


    To make informed decisions about data usage, it is critical to document the human knowledge regarding how the data was collected. This will help you make sound decisions based on the downstream analysis of the data and helps drive explainability and accountability. A data point might be useful, but not if you don’t know where it stems from.


    To ensure effective use of data, it is important to understand its provenance, including where it came from, how it was collected, and any limitations in the collection process. Consider whether the data relates to a specific group or a diverse population, and determine if any digital editing has been applied to images or audio. Each of these changes can affect the usability of data.


    Accuracy and precision of your data matter, so it’s important to define your variables and understand the systems and mappings through which your data points have passed. Defined variables help to differentiate between raw data, merged data, labels, and inferences. When processing data through multiple systems and mappings, problems can arise, causing the quality of the data to degrade over time. To avoid this, ensure that your mappings retain detail to preserve the accuracy and precision of the data throughout the process.


    To simplify the process of labelling data it can be helpful to use established AI and data methods. For visual classification, a tool like ImageNet – which can identify relevant image categories and object location – can be used. By highlighting a specific area in the image, labellers can then provide more detailed classifications, such as identifying the model of a car.


    To make the data labelling process easier for natural language processing (NLP), you can use existing textual content and classifiers like sentiment analysers to categorise data into general groups that can be confirmed by a person and then used for further applications.


    Clustering techniques can be used to group similar data together, making it easier to label in larger volumes. Additionally, generating artificial data can help fill gaps in real-world data sets and eliminate the need for potentially sensitive private data. Gartner predicted that by 2024, synthetic data will make up 60% of all data used for AI and analytics, making it a growing area of interest.


    HANDLING IMBALANCED DATA SETS


    An AI-powered solution is only as good as the source data it’s fed. Faulty data leads to faulty outputs. One of the leading sources of inadequate results are imbalanced data sets. For instance, if a particular group is over-represented in a data set, it can lead to minorities being overlooked, or their needs being inaccurately predicted. There are various sorts of imbalances – including intrinsic and extrinsic ones – and various methods for overcoming them.


    These solutions include over-sampling (where random records from the minority class are duplicated to try and achieve parity with the majority class) and under-sampling (where records from the majority class are randomly removed). Both have their flaws and can lead to their own problems, but new methods are emerging, including Synthetic Minority Oversampling Technique (SMOTE), which generates synthetic data for the minority class by creating data points randomly near, but not quite aligned, with existing ones.


    Another approach is the use of Generative Adversarial Networks (GANs), which pit two neural networks against one another, effectively challenging each to come up with the most plausible synthetic data. GANs can also learn from one another and be deployed against one another over and over again until they’re able to provide even better instances of synthetic data.


    To successfully create an AI strategy, it’s imperative to have an equally robust data strategy that removes complexities, aligns data with business objectives, is constantly checked and adjusted to mitigate bias or other failings, and which those responsible for data collection and management in the business buy in to and support. Without data, there is no AI, but with it the possibilities are nearly limitless.


    2.3
ENSURING RESPONSIBLE AI WITH PRIVACY, CONSENT, ETHICAL AND LEGAL CONSIDERATIONS


    There’s a real danger of systematizing the discrimination we have in society [through AI technologies]. What I think we need to do – as we’re moving into this world full of invisible algorithms everywhere – is that we have to be very explicit, or have a disclaimer, about what our error rates are like. 


    – Timnit Gebru, Founder & Executive Director at the 
Distributed AI Research Institute (DAIR)


    Responsible AI involves designing, developing and deploying AI in a way that has good intentions, empowers employees and businesses, and positively impacts customers and society. By prioritising responsible AI, companies can create trust in AI both internally and also externally, making it easier to scale AI systems confidently.


    Getting customers to trust in AI relies on stakeholders understanding that an entire organisation uses AI responsibly, rather than simply individual AI systems being deemed trustworthy or untrustworthy. Furthermore, it is the organisation’s reputation that AI systems inherit.


    Deploying AI requires careful management to prevent unintentional damage to brand reputation and harm to workers, individuals and society as a whole. Ethical and legal considerations are also crucial for each use case, such as obtaining consent, protecting data privacy, eliminating bias and discrimination, and ensuring the ethical use of AI for the good of the business, employees and customers. Identifying these cross-cutting themes is essential to successfully deploying AI.


    RESPONSIBLE AI AND GOVERNANCE


    Responsible AI guidelines ensure that AI systems are secure, respect privacy, and avoid biases. McKinsey suggests that organisations should not avoid using AI altogether, but instead focus on ensuring responsible building and application of it. This can be achieved by ensuring that AI outputs are fair, preventing discrimination, protecting consumer privacy and balancing system performance with transparency into how AI systems make predictions or decisions.
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    Source: Demystifying Responsible AI: Principles and Best Practices for Ethical AI Implementation by Allen Victor (https://insights.daffodilsw.com/blog/demystifying-responsible-ai-principles-and-best-practices-for-ethical-ai-implementation)


    Although data science leaders and teams are the experts in understanding how AI works, it’s essential for all stakeholders to be involved in addressing these concerns. All employees should be aware of the ethical and legal considerations around AI and work together to ensure they are using it responsibly within the organisation.


    AI developers must also apply responsible governance during the building phase of products and services – not just during the checking phase – to drive accountability. Data and AI governance are crucial to ensure pre-emptive safety standards in AI and data science.


    To achieve this businesses must adopt customer-focused safety standards similar to those in industries like construction and vehicle manufacturing. These standards must be integrated into the overall governance frameworks of organisations that deal with customer information. The implementation of such standards requires clear roles, responsibilities, and accountability of everyone involved in the data science value chain.


    Moreover, the analytics safety standards must recognise that customers own their information and have the right to feel secure about how organisations analyse and use it. By implementing these standards, organisations can ensure the responsible use of AI and data and build trust with their customers.


    THE AMMANATH FRAMEWORK


    Beena Ammanath, Executive Director of the Global Deloitte AI Institute and Founder of Humans for AI, provides a framework to ensure the ethical use of AI and maintain the trust of employees and customers. Her framework includes six steps.


    The first step in ensuring ethical AI is to implement fair and impartial use checks, which minimise discriminatory bias and prevent unintended consequences. Second, to ensure transparency and accountability, organisations must make algorithms and correlations open to inspection so that participants can understand how their data is being used and how decisions are made. However, the complexity of machine learning and the popularity of deep-learning neural networks can make this challenging.


    Third, policies should be established to determine who is accountable when AI systems produce incorrect results and, fourth, AI systems must be protected against cybersecurity risks, because vulnerability is the biggest concern among early adopters of AI.


    The fifth step is continuously monitoring AI systems to ensure they are producing reliable and consistent results – while the ability of AI to learn from humans is a key feature, it also introduces potential risks such as biases. The sixth and final step is ensuring consumer privacy is preserved and respected, that consumers can opt out at any time, and that their data is only used for purposes they’ve consented to.


    MANAGING BIAS


    Reva Schwartz, Apostol Vassilev, Kristen Greene, Lori Perine, Andrew Burt, and Patrick Hall in their NIST Special Publication ‘Towards a Standard for Identifying and Managing Bias in Artificial Intelligence’ point out that while many organisations seek to utilise this information in a responsible manner, biases remain endemic across technology processes and can lead to harmful impacts regardless of intent. These harmful outcomes, even if inadvertent, create significant challenges for cultivating public trust in AI.


    ‘Trustworthy and Responsible AI is not just about whether a given AI system is biased, fair, or ethical, but whether it does what is claimed. Many practices exist for responsibly producing AI,’ Schwartz et al. explain. ‘The importance of transparency, data sets, and test, evaluation, validation, and verification (TEVV) cannot be overstated. Human factors such as participatory design techniques and multi-stakeholder approaches, and a human-in-the-loop are also important for mitigating risks related to AI bias.’


    There are numerous categories of AI bias, and interconnections between them. For example, there’s systemic bias (which includes historical, societal, or institutional factors), linked to the other dominant categories: human bias and statistical/computational bias.
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    Source: The Rise of ChatGPT: Separating Hype from Reality 
(https://www.ml4devs.com/newsletter/019-chatgpt-generative-ai-large-language-model/)


    Human bias includes individual examples (like mode confusion, loss of situational awareness, or the Dunning-Kruger effect, where people overestimate their own abilities) and group ones (like groupthink or sunk cost fallacies).  The picture on the previous page is an explanation of ChatGPT’s hype using the Dunning-Kruger effect phenomenon. As depicted the excitement surrounding ChatGPT will eventually dissipate as users become more knowledgeable and have a better understanding of it. They will also use it appropriately and for the intended purposes.


    Statistical/computational bias includes issues around selection and sampling, processing and validation, and the use of an interpretation. These can include problems with data generation, representation, data dredging, feedback loops and error propagation.


    To guard against these, Hall suggests seven questions to ask:


    1.Are the outcomes roughly equal across demographic groups no matter what the input data says?


    2.Do you have equal accuracy across these groups, and are you documenting what you’re doing about this?


    3.Data privacy: is your model compliant with relevant data privacy laws?


    4.Have you applied what they would call reasonable security standards like the NIST cyber framework?


    5.Can you explain how your system makes a decision?


    6.How does your org chart prevent people from making bad decisions with AI?


    7.Are all those third parties that you’re interacting with doing all these things?


    AN EVOLVING LANDSCAPE


    In May 2023, Geoffrey Hinton – whose research into neural networks was pivotal to the creation of AI as we know it, and which saw him often called the ‘Godfather of AI’ – left his role at the online search and advertising giant Google. Hinton said he left Google so that he could speak frankly about his concerns about the attendant risks of AI, rather than because of how Google is using it, but the move is concerning nonetheless.


    As technology giants like Google, Microsoft, Amazon, and others seek to harness AI, a growing number of researchers and experts like Hinton are urging caution. One of the most pressing concerns is how AI can create deepfakes and other misleading information, the effect it could have on employment, and the risks if applied to warfare.


    Hinton highlights five ethical concerns about AI in particular that he believes we need to pay heed to, especially in light of the speed with which AI is evolving.


    First, Hinton worries about AI surpassing human intelligence, and that generative AI like GPT-4 is already showing signs of being far more intelligent than expected.


    Second, there are risks of AI chatbots being exploited by malicious actors. For instance, using AI to create misinformation-spreading chatbots, using social media to manipulate electorates, or creating deepfakes.


    Third, AI is increasingly able to learn from very small sample sizes, which means it’s on course to acquire skills even more rapidly than humans can, meaning it could conceivably one day outmanoeuvre us.


    Hinton also worries about the existential risk posed by AI systems, where they create their own goals and seek more power, while also being able to surpass human knowledge accumulation and sharing capabilities.


    And finally, Hinton worries about AI and automation displacing jobs in certain industries, with manufacturing, agriculture, and healthcare being particularly affected.


    ADDITIONAL POTENTIAL RISKS


    The World Economic Forum (WEF) has identified AI-driven misinformation as the most immediate and significant short-term threat to the global economy, particularly due to its potential to disrupt democratic processes as major countries, including the UK, US, Indonesia, India, Mexico and Pakistan, approach elections. The concern is that AI-enhanced false information could lead to political unrest, including riots and government crackdowns on dissent.


    An assessment involving 1 400 experts revealed a 30% perception of a high risk of global catastrophe in the next two years, with fears of a disastrous event within a decade. Particular worries stem from AI technologies like ChatGPT, which could be used to create sophisticated, misleading content, potentially influencing the outcomes of critical elections.
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    Source: Legal and Ethical Consideration in Artificial Intelligence in Healthcare: Who Takes Responsibility? by Naik N. et al., 2022 
(https://www.frontiersin.org/articles/10.3389/fsurg.2022.862322/full)


    Other risks associated with the rise of AI include its use in cyberattacks, such as automating phishing and producing advanced malware, and the possibility of AI systems being trained on contaminated data from the internet, leading to entrenched biases in AI models that are challenging to eliminate.


    Additional global risks posed by AI encompass a lack of transparency, job displacement due to automation, social manipulation, surveillance, privacy violations, inherent biases, socio-economic disparities, erosion of ethical standards, the emergence of autonomous weaponry, AI-induced financial crises, loss of human judgement, uncontrollable AI systems and legal issues, such as copyright infringement lawsuits involving AI entities.


    PRE-EMPTIVE MEASURES


    An analysis from PwC suggests organisations adopt nine core ethical principles to ensure their deployments of AI are responsible. These principles can be divided into epistemic and general categories. They can be used to assess how ethical an AI system is and to ensure those in development result in responsible outcomes.


    The epistemic principles include interpretability and robustness – an AI system should be able to explain how it makes decisions. It should also be reliable and secure and produce consistent results over time.


    The generic principles should be concerned with how AI should behave when contending with moral decisions in a specific cultural or geographic environment. They include accountability, data privacy, lawfulness and compliance, beneficial AI, respect for human agency, safety and fairness.


    It’s essential that businesses link ethical AI to human rights and organisational values. Connecting ethical principles to human rights can avoid regulatory ambiguity in AI development. But more importantly, incorporating human rights ideas can establish moral and legal accountability and promote human-centric AI for the greater good.


    This aligns with the European Commission’s trustworthy AI ethics guidelines. Additionally, aligning ethical principles with organisational values, business ethics practices and objectives can help create actionable AI ethics frameworks with clear accountability and monitoring methods to shape AI design and governance.


    As with most new technologies, there’s the potential to use AI for good or for bad. What matters is how people and businesses choose to use it and ensuring the necessary guardrails are in place so that AI is responsibly deployed, used, monitored and developed and creates a net positive in the world and for humanity.


    2.4
APPROACHING AI WHILE ACCOUNTING FOR BIAS THROUGH HUMAN INTELLIGENCE


    A lot of times, the failings are not in AI. They’re human failings, and we’re not willing to address the fact that there isn’t a lot of diversity in the teams building the systems in the first place. And somewhat innocently, they aren’t as thoughtful about balancing training sets to get the thing to work correctly. But then teams let that occur again, and again. And you realize, if you’re not thinking about the human problem, then AI isn’t going to solve it for you. 


    – Vivienne Ming, Executive Chair and Co-Founder, Socos Labs


    Because artificial intelligence is designed by people, trained on data sets chosen and created by them, and implemented to help alleviate their problems, its success or failure for a given purpose depends upon those same people and their biases.


    That’s not to say that problems with AI-based outcomes can’t come from faulty data sets, poorly designed algorithms, or ineffective execution. But rather that those missteps, too, are the sole responsibility of the humans involved.


    To blame AI is to misunderstand its nature. AI does what it’s told to do. If there are errors with the results, or they don’t match expectations, it’s because – somewhere along the chain – the AI has been instructed to do the wrong thing.


    Businesses also need to resist the urge to turn to AI for AI’s sake. If the problem doesn’t warrant it, trying to implement AI could prove costly, in terms of both financial and human resources, and the opportunity cost that comes from misallocating either.


    AN INVESTMENT-FOCUSED APPROACH


    It’s not just companies that are investing in AI, though. Governments are doing so, too. Whatever the scale of AI investment, and whether the investor is public or private, if they’re not conscious of biases of the sort outlined below, they risk squandering their investments. If identifying and mitigating AI bias is not part of the strategy from the investment stage, it might all prove to be for nought, or at best, might fail to fully realise the full scope of investors’ ambitions.


    At the same time, it’s important that recognising the existence of bias doesn’t put investors off AI completely. Recognising that bias is a reality and accounting for it from the outset means projects can be designed to get the maximum benefit from the possibilities AI facilitates, the problems it can solve, and the societal challenges that only such technologies are suitably equipped to address.


    One need only look at the various governments that have developed formal AI frameworks to help spur economic and technological growth to see the optimism – and enthusiasm – that surrounds the sector. These range from the US executive order on AI leadership and China’s ‘Next Generation Artificial Intelligence Development Plan’, to ‘AI Made in Germany’ and the ‘Pan-Canadian Artificial Intelligence Strategy’.


    These strategies focus on talent and education, government investment, research, and collaborative partnerships. But governments face more than technological and economic challenges. Many are assessing how they can ensure privacy, safety, transparency, accountability and control of AI-enabled systems, without curtailing innovation and the potential economic benefits thereof.


    South Africa’s AI spending is predicted to grow at a compound annual growth rate (CAGR) of 35.4%, from USD 119.2 million (R1.788 billion) in 2019 to USD 994.0 million (R14.910 billion) in 2025. These investments have seen businesses experimenting with a range of different technologies, including Chatbots, Robotic Process Automation, and Advanced Analytics.


    DOES YOUR BUSINESS NEED AI?


    Before embarking on any AI initiative, it pays to ask a few key questions. First, is AI the appropriate solution for the challenge in question? That is, not just is it a possible solution, but is it the best one, or would another solution – like automation – offer a better and less resource-intensive fit?


    Second, assuming it is appropriate, is the organisation ready to embrace and harness AI? If not, what preparatory steps have to be undertaken to create an appropriately amenable environment? Without sufficient buy-in, taking on the complexities of an AI project can prove not only distracting to core business activities but detrimental to them.


    Third, if both the strategy and readiness do indeed point to adopting AI, what sort of AI ought to be adopted? Most pressingly, will the solution be an off-the-shelf one, or built internally? An off-the-shelf offering may provide expedience, but at the cost of customisation. Also, purchasing a solution could tether one to long-term costly contracts and reduced flexibility when compared to bespoke solutions.


    The answers to these questions are unique to each application of AI, as are the biases that can creep in and undermine initiatives.


    BEWARE THE BIASES


    With scrutiny and hindsight, one often finds at the root of a failed AI project a gap between what was expected and what transpired or was realised. This gap between expectation and reality comes from biases – and these biases take numerous forms. Biases can also emerge at various stages of projects; they may appear to be absent at the outset, but manifest as solutions age, or are applied to different projects than those for which they were originally intended.


    One of the most common biases is business strategy bias, or the belief that AI will address a problem which it is actually ill-suited for. Problem statement bias is also closely related, which is a misunderstanding of the kinds of use cases AI can address.


    In both of these instances, missteps upfront have a cascading effect. Employ AI unnecessarily or misdirect its efforts and other aspects of the business invariably suffer. But it is also possible that turning to AI could have unexpected consequences, even if it’s arguably the right tool for the job. Look at Google, which has found itself on the receiving end of internal dissent and protest as a result of the AI-powered Project Maven, an initiative to harness AI for better-targeted drone strikes.


    Or, more worryingly, the recent debacle Boeing has faced with its now-grounded 737 Max aircraft. The evidence is mounting that rather than being a failure of AI, Boeing’s problems stem from a leadership failure: the company’s executives rushed design and production and failed to institute appropriate checks and measures because of a fear of having its revenue base threatened by a competitor’s product.


    With the power of hindsight, many of AI’s failings, especially those attributable to one sort of bias or another, seem obvious. But the difficulty is predicting the next big failure as it stands. If decision makers want to anticipate problems rather than only being able to respond to them retroactively, they need to understand the various risks of AI and the causes that underpin them.


    DATA-BASED BIASES


    Even in the instance where the application of AI use is valid, other potential pitfalls exist, as AI models are based on two things: sets of data and how those sets are processed. Incomplete or inaccurate data sets mean the raw materials upon which the algorithm is expected will inevitably produce inaccurate, false or otherwise problematic outcomes. This is called information bias.


    Consider, for example, the Russian interference in the 2016 US Presidential Election. Facebook’s business model relies on its ability to provide hyper-targeted advertising to advertisers. The algorithms the social network uses to profile users and sell space to advertisers is constantly adjusted, but Facebook didn’t deem it a necessity to look for links between Russian ad buyers, political advertisements, and politically undecided voters in swing states.


    Similarly, training chatbots on data sets like Wikipedia or Google News content is unlikely to produce the sort of quality results one would expect if the source material was gleaned from actual human conversations. The way news or encyclopaedias are structured simply doesn’t align with or account for the nuances and peculiarities of contemporary, text-based human conversation.


    Closely linked to information bias is procedural bias and its various sub-biases. How an algorithm processes data matters – and so does how that data is chosen. If sampling or other data selection or abbreviation takes place, further room for error is introduced.


    Similarly, when analysing data, it’s essential the correct methodology is used. Applying the wrong algorithm necessarily leads to incorrect outcomes, and the decision as to which algorithm to apply can itself be the result of personal preferences, or other biases in the more conventional sense.


    It’s also essential to ensure that data sets, and the way they’re handled, don’t put companies in other potentially compromising positions. For example, global companies need to take care they don’t fall foul of new privacy regulations, like the European Union’s General Data Protection Regulation (GDPR) or California’s Consumer Privacy Act (CCPA). Companies need to ensure that data sets that are meant to consist exclusively of anonymised data, for instance, don’t inadvertently include personally identifiable records elsewhere.


    A variant of methodology bias is cherry-picking, where a person selects data or algorithms – or a combination of them – most likely to produce outcomes that align with their preconceptions. That is, where the data set chosen is selected precisely because it’s the one most likely to support a pre-decided or preferred outcome. Accurate and useful outcomes depend on neutrality and neutrality depends on people.


    ‘We used to talk about garbage in, garbage out,’ says Wendy Hall, a professor of computer science at Southampton University and the author of a review into artificial intelligence commissioned by the UK government. ‘Now, with AI, we talk about bias in, bias out.’ Hall says how AI is designed is at least as crucial for curtailing bias as monitoring the inputs upon which it depends.


    DIVERSITY AND BIAS


    The technology sector has an undeniable and well-documented problem with representation and diversity. Women and minorities are grossly and starkly underrepresented, and the resultant homogeneity of industry participants means not only that the biases that come from a lack of diversity are destined to find their way into AI, but that spotting them after the fact – before they do any harm – is going to be difficult.


    In a rapidly shifting cultural and legal landscape, diversity bias also risks causing companies reputational damage or leaving them open to costly litigation. Reputational damage might be more difficult to quantify than legal challenges, but its ramifications can be far further reaching, tarnishing a company for years to come.


    Examples where a lack of diversity has proven problematic for AI-based services include instances where facial recognition tools have been shown to be grossly inaccurate when applied to people with dark skin, crime detec tion services erroneously flagging minorities more than other subjects, and self-educating chatbot conversations with end-users rapidly descending into hate speech.


    Broadly speaking, customers tend to be heterogeneous. Thus, AI systems built to address their needs must be similarly heterogeneous, both in their design and in their responses. While individual IT departments may lack diversity, it’s unlikely the rest of an organisation will too, so any AI tools for internal use are also hamstrung if they can’t account for, and potentially benefit from, differences between individuals.


    How does one avoid introducing bias into AI due to a lack of diversity? Quite simply by ensuring the teams behind the AI are diverse. It’s also key that diversity not only encompasses varied ethnicity but accounts for differences in background, class, lived experiences and other variances.


    It is also important to ensure there is diversity all the way down the value chain, because doing so means any biases that escape detection earlier on are vastly more likely to be picked up before the results or outcomes damage the business, whether internally or externally.


    Greater representation internally also tends to foster trust externally. In a data-driven economy, customers feeling represented and having trust in a business means they’re more likely to be willing to provide it with personal data because they’re more likely to believe the products created from doing so will benefit them. As data is the fuel that powers AI, this in turn leads to better AI systems.


    Varied and inclusive representation also guards against cultural bias, which is a bias whereby one’s own culture mores inform one’s decision making. Consider, for instance, how some culture’s scripts are read from right to left – rather than the reverse as is standard in the West – the differences between Spanish-speaking South Americans and continental Spanish speakers, or the enormous differences in dietary preferences that can exist between an immigrant neighbourhood and its neighbours in the very same city.


    OVERSIGHT AND IMPLEMENTATION


    Another link in the chain where bias can creep in is in oversight. If a committee or other overarching body in an organisation signs off on something it shouldn’t – whether due to ignorance, ineptitude or external pressures – an AI-motivated path may be undertaken that ought not to be. Alternatively, incorrect methodologies may be endorsed, or potentially harmful outcomes being seen to be tacitly or explicitly endorsed.


    However, once approval has been given, actual implementation may reveal that the real-world implications haven’t been considered. It’s here, too, that ethical considerations come to the fore. The output from an algorithm may suggest an action that doesn’t correspond with an organisation’s ethical positions or the culture in which it operates.


    By way of example, an algorithm created five years ago – and devoid of bias when it was coded – may no longer be applicable or appropriate for today’s users, so using it will create biased outputs. It is here that human intervention can be essential and where transparency can be beneficial; embracing it can broaden the audience that might be both able and willing to flag any problems.


    The nuance of human intelligence is invaluable when it comes to shaping AI – and a reminder that it is that intelligence that’s ultimately liable for anything generated by, or resulting from placing faith in an artificial version of it.


    The biases outlined above exist in people long before they do in machines, so while it’s imperative to weed them out of machines, it’s also an excellent opportunity for reflection. If we examine our own human weaknesses and failings and try to address them, we’re vastly less likely to introduce them into the AI systems we create, whether now or in the future.


    2.5
INFRASTRUCTURE AND TECHNOLOGY REQUIREMENTS FOR AI STRATEGIES


    Artificial intelligence infrastructure refers to platforms that enable the development of intelligent applications that are predictive, self-healing and require minimal human interaction. It plays a crucial role in the success of enterprises undergoing AI-driven transformations. The changes brought by AI to workloads and operational goals necessitate modifications in how raw data is managed, even at the physical layer of the data stack.


    AI is already influencing the design of infrastructure, including edge computing. In addition to processors, hardware is being optimised to support AI workloads. However, configuring hardware to effectively handle AI requires coordinated effort and flexible approaches. There is no one-size-fits-all solution for implementing AI infrastructure.


    When constructing an artificial intelligence infrastructure, careful consideration of storage, networking and AI data requirements is crucial, alongside intentional and strategic planning. Organisations must take into account various factors when developing or improving their AI infrastructure to accommodate AI applications and workloads. These considerations are significant, as the effectiveness of a company’s AI implementation and its overall success will largely depend on the suitability of its environment for handling such powerful applications.


    ALIGNING AI TECH WITH BUSINESS STRATEGY


    AI has the potential to enhance customer experience and drive business growth. However, aligning the management and data teams to deliver valuable outcomes can be challenging. While it may seem logical to prioritise projects that directly impact efficiency, organisations risk missing out on more significant and ambitious opportunities. For instance, AI might only offer minor efficiency gains in a specific use case, but might help with employee buy-in. A big mistake organisations make is building their strategy around a specific technology. When they do so they are limited to what a particular technology can do.


    To maximise return on investment (ROI), optimise effectiveness, and realise benefits promptly, it is crucial for organisations to align their technology decisions with their strategic business goals. Numerous technologies available today are specifically designed to help companies utilise data and analytics for making informed business decisions, improving efficiency, reducing costs, increasing production, streamlining processes and facilitating a successful transition to the digital realm.


    There’s also the issue of ‘technical debt’ to consider. In software development, technical debt refers to the cost incurred when choosing an easier but less optimal solution, leading to additional rework in the future, and with it additional cost.


    A survey conducted by McKinsey with 50 CIOs from financial services companies revealed that a significant portion (10-20%) of the technology budget allocated for new products is redirected to resolving issues related to technical debt. Moreover, CIOs estimated that technical debt accounts for 20-40% of the value of their entire technology assets before depreciation.


    In addition to technical debt, organisations also face people debt, which arises from supporting outdated assets, resulting in deskilling and potential employee attrition. Lastly, process debt refers to any work – whether performed by individuals or technology – that does not contribute value to the organisation, its business goals, or its people.


    WHAT IS TECH ALIGNMENT, AND WHY DOES IT MATTER?


    Technology alignment and AI business strategy play a vital role in the success of organisations in an increasingly competitive global market. Ensuring that technology choices and investments are aligned with strategic objectives is essential. This process involves harmonising the organisation’s vision, culture, processes and resources with the technological needs and opportunities of the market.


    Technology alignment is an ongoing process that requires continuous monitoring, evaluation and adjustment. It’s not a once-off process and it is important because it enables organisations to gain a competitive edge, enhance customer satisfaction, reduce costs and improve efficiency.


    Alignment also fosters innovation and adaptability to evolving customer needs and expectations. By avoiding technology misalignment – where technology choices do not match strategic objectives – organisations can prevent wastage of resources, subpar performance, missed opportunities and diminished value creation.


    WHAT IS AI WASHING?


    AI washing refers to a marketing practice where vendors falsely claim that their products or services incorporate AI technology, even when the connection to AI is minimal or non-existent. It is akin to ‘greenwashing’, where companies make misleading or unsupported claims about the sustainability of their offerings.


    A study by London-based company MMC Ventures looked at 2 830 start-ups across Europe and found that 40% of those claiming to be ‘AI start-ups’ had little to no AI capabilities at all. To avoid falling prey to AI washing, it can help to consider the following: Does the vendor actually have AI experience and the resources required for AI, like data scientists, data architects and data engineers? Does the vendor have significant data for its AI applications, and does this data come from a variety of sources? Can the vendor demonstrate it has the appropriate AI infrastructure, from data centres to DevOps teams? And finally, do the vendor’s AI capabilities align with the objectives your organisation is trying to solve?


    FURTHER QUESTIONS TO ASK


    As innovation and technology advance, it is important to consider the following questions when making decisions:


    1.Does this align with our mission and support our strategic direction?


    Ensure that the chosen technology aligns with the organisation’s mission and helps achieve strategic goals. It should contribute to improving key performance indicators (KPIs) that leaders aim to enhance.


    2.Will this new technology integrate with our existing systems?


    Consider the compatibility of new technology with the current systems in place. Evaluate whether it can effectively extract the necessary data and integrate with existing applications. Thoroughly assess potential vendors by requesting use cases, expected performance results, and understanding their long-term strategy and technology roadmap to ensure they are the right long-term partner.


    3.How much do we really need?


    Avoid buying technology for the sake of it, as it often leads to unused or underutilised systems. Instead, prioritise reliable technologies that are essential to the core functions of the business. These technologies are more valuable, cost-effective to implement, adopt, use, and continuously improve upon.


    4.Does this technology fit within our budget?


    Consider the cost of the technology alongside its strategic relevance. While cost is a significant factor, technologies that relate to strategic initiatives, improve KPIs, or offer a clear return on investment (ROI) are worth considering.


    By addressing these questions, organisations can make informed decisions about adopting new technologies that align with their mission, integrate with existing systems, meet their needs, and provide a satisfactory ROI within their budget constraints.


    But companies must guard against the emergence of ‘AI Washing’. As the rush to join the AI movement gains momentum, a growing number of software companies are likely to assert that AI powers their operations even when it doesn’t.


    As AI progresses from experimental stages to widespread adoption, it will require substantial computing resources and infrastructure investment. As the complexity and resource requirements of AI technologies increase, so will the associated costs. In a world where AI has a growing impact, organisations will need to find cost-effective environments to support the intensive computational processes. Doing so will become essential and provide a competitive edge.


    THE VALUE OF AI INFRASTRUCTURE


    Intelligent infrastructure is crucial for harnessing the full potential of AI systems, especially as businesses recognise the value of integrating AI into their operations. AI infrastructure supports every stage of the machine-learning workflow. By automating processes and leveraging AI, businesses can enhance operational efficiency, reduce costs, and transform customer service, such as through AI-driven chatbots. This integration of AI not only improves business operations but also fosters increased creativity and innovation.


    Globally, the AI infrastructure market is expected to reach $122.8 billion by 2028 according to reportlinker.com, at a market growth of 24.7% CAGR. The AI software infrastructure landscape of today is depicted in the figure on the following page. A survey conducted by IDC revealed that business leaders increasingly recognise the importance of purpose-built infrastructure for AI to deliver meaningful value to their organisations. Insufficient infrastructure was identified as a major factor behind unsuccessful AI projects, hindering progress in over two-thirds of surveyed organisations. This highlights the crucial role of appropriate infrastructure in the success of AI initiatives.


    When determining the infrastructure solution for AI platforms, enterprises should have a clear understanding of the data lifecycle from the perspective of AI models and the specific requirements of these models. Here are some important considerations related to data that organisations need to know before defining AI infrastructure:


    1.Efficient management and storage of unstructured and semi-structured data:


    Enterprises should focus on effectively handling unstructured data like logs, sensor data, images, and marketing data. Managing and storing such data in an efficient manner is crucial.


    [image: ] 


    Source: Today’s AI Software Infrastructure Landscape (and Trends Shaping the Market) by Vipin Chamakkala, 2018 
(https://medium.com/work-bench/todays-ai-software-infrastructure-landscape-and-trends-shaping-the-market-460d0c1c26d2)


    2.Challenges in gathering data from multiple sources:


    Data comes in various sizes and types, making it challenging to gather from multiple sources. Enterprises need to address this challenge in order to acquire the necessary data for AI initiatives.


    3.Complex processing for meaningful insights:


    Processing large volumes of data through complex ETL (Extract, Transform, Load) logics to derive valuable insights can be perplexing. Organisations should consider a data lake that is agnostic and highly scalable to efficiently handle the stored data.


    4.High-performance computing platforms and engines:


    Training AI models and analysing vast amounts of data from the data lake require high-performing computing platforms and engines. These tools are essential for generating key insights using AI techniques.


    5.High-performance computations for deep neural network models:


    Training deep neural network models involves parallel processing on extensive data sets, necessitating high-performance computations.


    6.Efficient storage and throughput:


    To facilitate data transfer from storage to compute engines, enterprises need efficient storage solutions and well-suited throughput channels.


    Considering these aspects of data is crucial for enterprises when defining the infrastructure for AI platforms, ensuring efficient data management, processing and analysis to drive successful AI initiatives.


    Core components of AI infrastructure and technology requirements include well-organised data management and a data architecture for collection, storage, transformation, distribution and consumption. Ingestion involves collecting and labelling raw data for AI models, which can come from static data sets or ever-changing sources.


    [image: ] 


    Source: Azure AI Services (James Wiley, 2023)


    Data storage must handle massive amounts of structured and unstructured data in a scalable data lake. Data preparation involves cleansing and transforming data in the data lake for AI model training. Data access ensures reliable access to structured data stores for AI systems.


    The next steps include feeding processed data sets to AI/ML tools, training and evaluating models with high-performance storage and utilising different ML models for specialised tasks. After training, AI models are used for scoring or prediction in production environments. Redundant data is stored in low-cost storage. Finally, inference occurs as the AI takes action based on its analysis of incoming information.


    INFRASTRUCTURE SELECTION CRITERIA FOR AI


    To make informed decisions about compute and storage, it’s important to understand the storage and compute requirements at different stages of the data lifecycle.


    Computing performance:


    Businesses require significant computing resources such as CPUs and GPUs to fully leverage AI opportunities. ML algorithms demand speed and performance for handling numerous calculations. While CPUs can handle basic AI workloads, deep learning with large data sets benefits from GPUs. However, switching from CPU to GPU may not always be cost-effective as GPUs are more expensive. Finding the right balance is crucial for the specific tasks at hand. GPUs and modular FPGAs play a significant role in processing power for AI systems due to their suitability for repetitive calculations and searching tasks.


    Storage capacity:


    The ability to scale storage as data volumes grow is crucial for many businesses. Determining the appropriate storage types involves considering factors like the level of AI usage and the need for real-time decision-making. For instance, a fintech company using AI for real-time trading may require fast all-flash storage, while other companies might benefit from larger capacity storage, even if it’s less rapid. It is important to calculate the amount of data AI applications will generate, monitor storage capacity over time, and plan for expansion as databases grow.


    Networking infrastructure:


    Networking is a key component of AI infrastructure, requiring fast and reliable networks to maximise results delivery. Deep learning algorithms rely heavily on communication, necessitating networks that keep up with expanding AI efforts. Scalability is a priority, and AI requires high-bandwidth and low-latency networks. Ensuring consistent service wrap and technology stack across regions is essential. Networks need to support high data movement bandwidth, such as 10 Gbps or 100 Gbps.


    Security and threat detection:


    Maintaining secure information throughout the AI process is imperative due to regulatory requirements and ethical considerations. AI often involves handling sensitive data, so securing the infrastructure end-to-end with state-of-the-art  technology is crucial. Data breaches can lead to disastrous consequences – and even the inclusion of bad data in AI systems can result in flawed decisions. Prioritising security is essential to prevent such risks.


    Automation pipelines:


    Pipelines streamline various tasks in AI workflows such as data ingestion, storage, sanitation, processing, learning and testing. These pipelines orchestrate the workflow without requiring direct manipulation, enhancing efficiency.


    AI data management and governance:


    Data access is a significant factor in AI data management and governance. Organisations should have proper mechanisms in place to securely and efficiently deliver data to users. Creating an ethical AI infrastructure helps combat bias, reduce risk and ensure accountability. Ensuring easy and fast data access for users, including both machines and people, from various endpoints like mobile devices via wireless networks is crucial. Privacy and security issues related to data access require the implementation of data access controls, identity and access management, and data encryption tools.
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