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After Dinner Conversation is an award-winning independent nonprofit publisher. We believe in fostering meaningful discussions among friends, family, and students to enhance humanity through truth-seeking, reflection, and respectful debate. To achieve this, we publish philosophical and ethical short story fiction accompanied by discussion questions.
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From the Editor
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EACH MONTH I READ THE stories and write the questions and think about what they mean together, and what they mean to me. This month is no different. 

This issue got me thinking, in the simplest form, ethics is about (1) the duty we owe to ourselves, (2) the duty we owe to others, and (3) the duty we owe to society/humanity. Changing tech often feels like a new spin on these old questions.

Are the idealized versions of these ethical duties fundamentally at odds with our evolutionary biology?

We hate being oppressed, but we are quick to oppress others. We are so quick to judge others but unwilling to judge ourselves. We are quick to tell others to love themselves, but often so unwilling to simply love ourselves. “Giving grace,” “Don’t be evil,” and “Be excellent to each other” are overly broad, but seem the only suitable guiding directives.

This magazine was created to give others fictional scenarios for self-reflection and meta-analysis of values. And yet, as the magazine enters its seventh year, I have more evidence for the way the stories have changed me and less about how they have changed others.

Let’s try this. If you have read a story from this magazine that caused you to alter your opinion on a topic, shoot me an email and tell me about it. I’d love to hear from you.
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Dylan Kwok

* * *

[image: ]


CONTENT DISCLOSURE: None

* * *
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WHEN IT CAME TO MEETING undergrads in person, most teaching assistants—Lauren included—preferred the staff lounge. It was the ideal location: secluded enough so students could talk freely, yet open enough that they did not feel isolated.

For this meeting, however, Lauren had borrowed Dr. Zhang’s corner office.

When she arrived at four sharp, she found Antara already seated, her bag neatly under her chair, and her laptop on the table, shut. She gave a small smile when their eyes met.

Lauren, despite herself, smiled back.

She sat across Antara, then put the folder she brought on the table between them.

She recalled Dr. Zhang’s advice on confronting plagiarism suspects: Begin with something encouraging.

She said, “I’ve read your paper. It’s not bad.”

That was a lie. It was excellent and well up to Antara’s usual standard.

She continued, “But I have some things I want to clarify.”

Antara nodded. “Okay.”

Ask her approach to writing the paper.

Lauren had asked Antara that question before, so she modified the question and asked, “I remember you said during your consult that you couldn’t decide on your thesis. How did you decide in the end?”

Antara began to explain. After their first consultation on the paper, she had taken Lauren’s advice, explored several new directions, and finally, found a position she felt was well supported by respected academic sources. It was a typical undergraduate research process, with nothing to suggest any untoward behavior.

If she hasn’t already said anything that incriminates herself, tell her you have information that suggests she plagiarized.

Antara’s eyes widened.

“But I didn’t,” she said. “You know I wouldn’t.”

Point her to the offending section.

Lauren opened the folder she had brought. She flipped to the page she had marked earlier and pointed at a highlighted chunk of text. “Turnitin marked this line as suspicious. Can you tell me how you wrote this part?”

Turnitin was the plagiarism detector Lauren’s department used to highlight sections that appeared to be plagiarized. Sometimes, however, it caught innocent lines. Quotes were regularly flagged because they were identified as copied material, while many papers’ front and back matter—citations, course titles, and even essay questions—also got highlighted because many papers contained those same sequences of words.

Except Lauren had lied about the plagiarism checker. Turnitin hadn’t flagged that sentence at all. She had noticed the offending line herself.

Antara looked at the highlighted block, puzzled. “That’s a quote,” she said. Looking closer, she added, “Isn’t it from your paper?”

Lauren recalled the chill she felt seeing her own words cited in a student paper. Being read, cited, valued by other academics—even undergraduate ones—was the highest form of flattery. It had never happened before.

And for good reason.

“For your sake, I wish it were,” she said.

Antara gave a confused look.

“I have a paper with the title you cited, but the only copies in existence are in the university faculty servers and on my laptop.”

Lauren watched Antara’s face shift through emotions: confusion, realization, sheepishness.

For first-time suspects, don’t assume plagiarism with malicious intent. Sometimes undergrads, especially first-years, don’t understand the line between proper citation and plagiarism.

“So where did the quote come from?”

Now Antara’s voice became small. “I used ZPT.”

ZPT was the faculty’s nickname for the generative AI chatbot Dr. Zhang had developed. Its unique selling point was that, unlike other large language models which used traditional computers for their hardware, ZPT used a quantum computer Dr. Zhang built. While he continued to develop the computer, he had stopped updating ZPT some years back, but left it active so the faculty and students had an LLM they could access on campus computers.

“But I didn’t ask it to write my paper for me,” Antara said. “I only asked it to find papers relevant to the topic because the papers it found were more useful than the ones I found on search engines or other LLMs.”

“So you didn’t realize the paper was unpublished.”

She hadn’t.

“How did you get so many quotes if you didn’t have the paper? Did ZPT generate quotes for you?”

Antara shook her head.

“No, I had the paper. ZPT gave me the full text. In PDF.”

Lauren raised her brows. “Can you show me?”

Antara opened her computer. Clicking on the browser, she opened ZPT, then typed: Find me Lauren Yam’s paper entitled, “Approaches to Solving Physics-Based and Mathematical Problems by Combining Traditional and Quantum Computing.”

Lauren watched ZPT process the prompt. A few seconds later, it generated a download link.

Antara clicked on it and opened the downloaded file.

She said, “I can show you the section I quoted.”

After her demonstration, Lauren sat quietly, thinking. She had known from the outset this would not be an open-and-shut plagiarism case. Antara had followed the rules. She had marked the sentence as a quotation and cited it properly. Had Lauren’s paper already been published, she would have given Antara an A-plus.

But the girl’s integrity did not absolve her naivete. No matter which way Lauren spun it, Antara had blindly trusted an LLM to conduct her research. Had ZPT generated a completely fake paper—or an unpublished paper Lauren could not determine existed—this meeting would instead be a hearing. If Lauren had pulled a stunt like this, her career would be over.

She explained these things to the girl.

“Am I going to fail?”

“Dr. Zhang has the final say in the matter. I will try to convince him to be lenient.” She softened. “Your paper really was great.”

* * *
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“YOU KNOW THE UNIVERSITY’S stance on this.”

Lauren and Dr. Zhang sat in his office, Antara’s paper on the table. She had just brought him up to speed on the situation.

“Can’t we just dock her a few grades?” Lauren asked.

Dr. Zhang shook his head. “It would set a bad precedent.”

They were silent for a moment.

Lauren had expected this answer. Antara may have learned her lesson, but if she went unpunished, others might be tempted to copy her.

Finally, she said, “I’ll contact the Ethics Office.”

Dr. Zhang nodded, then began flipping through the other three papers Lauren had put on his desk: The first was the latest draft of her paper, the second was the one Antara had cited for her essay, and the third was the one Antara had generated in front of Lauren.

“Fascinating how ZPT generated your unpublished paper. How do you think it pulled it off?”

Lauren had three theories. The first was that ZPT had retrieved the paper from the university server. After all, they shared the same network.

But the data suggested otherwise. While all three papers had the same evidence and calculations, about ten percent of the sentences had different wording, and both papers ZPT had generated were about two pages shorter, as if they’d already been edited down.

Her second theory was that Dr. Zhang used Lauren’s paper as part of ZPT’s training dataset. But just minutes ago, he confirmed he hadn’t added to ZPT’s dataset in years.

The only theory Lauren couldn’t disprove yet was that ZPT was “hallucinating.” Due to their predictive rather than objective nature, large language models sometimes generated fictitious papers and citations when prompted to do so. ZPT may have done something similar, but because of its quantum hardware, it produced a result much closer to reality than other LLMs could.

Dr. Zhang nodded. “Sounds plausible.” He pointed at the citation. “But I don’t know whether to say it’s predicting future papers or imagining past papers, because ZPT claims your paper was published last year.”

Lauren had noticed. It was the reason, after all, Antara had thought the paper was already published.

She asked, “Are you going to look into it?”

“It’s fascinating, but I know my limits,” Dr. Zhang replied. “I’m more an engineer than a theoretician. Why don’t you try? It’s more your thing. I’ll assist with the technicals. But,” he warned, “don’t get too sidetracked yet. If even ZPT thinks your work is overdue to be published, you should too.”

Lauren nodded.

“I’ll get to it.”

* * *
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BUT TRY AS SHE MIGHT, the next few weeks were overloaded with marking papers, punching in grades, ironing out the next semester’s teaching schedule, and attending conferences.

And dealing with the Ethics Office.

Out of courtesy, she had informed Antara of Dr. Zhang’s decision before the school sent any official letters. The email took a whole afternoon to write. Antara was clever. Lauren did not want to discourage her.

She hadn’t heard back.

The next time she thought about Antara was when she sat down to finally get a crack at ZPT.

Opening the program, she entered the prompt Antara had shown her: Find me Lauren Yam’s paper entitled, “Approaches to Solving Physics-Based and Mathematical Problems by Combining Traditional and Quantum Computing.”

Again, ZPT produced the paper. Lauren checked it. Again, besides superficial differences, the content was identical.

Then she typed: Find me Lauren Yam’s paper entitled, “How to Talk to Students Accused of Plagiarism.”

ZPT replied: My apologies, I cannot find that paper. Are you certain it exists?

So ZPT wasn’t just blindly generating what was requested of it.

Lauren began to check her other research drafts. Currently, excluding her dissertation, she was working on three papers that she was hoping to submit to journals.

Each time she asked ZPT about one of them, it produced a version and gave Lauren its publication details, right down to the journal, issue, and DOI. Each time, the differences between her paper and ZPT’s version were superficial. Each journal ZPT claimed her paper was published in was in the top quartile of its category.

But those details didn’t reveal how ZPT was generating papers. Neither did Dr. Zhang’s notes concerning the quantum computer or ZPT. And there were no other experts she could consult.

So Lauren decided to chat with ZPT directly.

Do you have access to the faculty research server?

As an AI model and not staff, I do not have access to confidential material belonging to the faculty.

Do you have access to the Internet?

As an academic large language model, I have been granted access to numerous free-to-view websites alongside many journals and newspapers that have paywalls. However, this does not mean I can communicate outside the university or extract personal private information from servers.

Do you know what is in your training data?

As an AI model, I don’t have access to my training data.

Lauren had confirmed these facts in conversations with Dr. Zhang and the IT staff, so ZPT’s responses neither surprised nor helped her.

She changed tack: Where did you find Lauren Yam’s original paper?

But ZPT could not give a straight answer. Instead, it said: I was designed by Zhang Hao Ming, PhD. My knowledge is compiled from a variety of sources, and the answers I give are approximations of what I calculate to be the most correct answer.

Lauren replied: But your earlier answer was not correct. Lauren Yam did not publish a paper in Science Robotics. So did you make up the paper?

ZPT replied: My apologies. As a predictive text model, the words I generate are based on what is most likely to be the most accurate answer. This may not, however, line up with reality. It is quite possible that Lauren Yam does not yet have a paper published with Science Robotics. However, given my historical understanding of Yam’s work and the editorial stance of Science Robotics, I believe that her work would be appreciated by the journal and can be published there.

* * *
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OVER THE COURSE OF the summer, Lauren continued to explore ZPT’s abilities. She had never used it much before—she had done her bachelor’s degree at another institution, and when she had come here for her doctorate, Dr. Zhang had dismissed ZPT as a curio, an experiment to see if his quantum computer could run an LLM.

Compared to modern LLMs, it’s primitive, he had told her. But it may be helpful to give it a try, just so you can recognize its phraseology in case a student uses it to write their term paper.

And he was right. Its abilities—compared to contemporary consumer LLMs—felt dated. It only took text input, couldn’t generate images or audio, and had no toggles to modify its personality.

In the end, its only discernible edge was its prediction ability.

After confirming that ZPT did indeed generate—or “predict” the text of—unpublished academic papers without access to the originals, Lauren had explored its appetite for forecasting. While most organizations that developed LLMs had not been able to find a way to prevent occasional hallucinations, they had, by and large, hard coded systems to prevent their chatbots from describing events set in the future.

But it seemed Dr. Zhang had put no such feature into ZPT, and so it readily called the winner of the next World Cup, Eurovision, and the Oscars in a decade’s time.

But while ZPT was supremely confident—and consistent—in its predictions, it was unable to explain beyond vague axioms why it believed its own claims.

Which was why Lauren was now stuck.

While she could wait to see if ZPT’s prediction for the World Cup would pan out, an accurate prediction would not further illuminate the chatbot’s train of logic. As a large language model, inspecting its code would be equally fruitless. The only way to understand its artificial mind was to get it to predict a scenario where Lauren could manipulate the variables to see if she could produce a different outcome.

But there was no way she would ever have an impact on any of the events she had asked ZPT to predict. She was no star athlete, singer, or actress. Even publishing her paper next year would not change who won the Turing Award, no matter how much she fantasized.

And abruptly, Lauren realized that was the answer.

Her papers.

The latest drafts were stacked neatly on the side of her desk, each one bearing a sticky note with details of ZPT’s prediction jotted down: journal, year of publication, and DOI.

Here was a set of predictions she could influence.

Lauren grabbed a notepad and scribbled down some parameters for the experiment. One, she would send to the journal ZPT predicted would publish it, to see if they indeed would. The second, she would send to a different journal to see if it would be rejected. And the third, she would keep on her laptop, to see what ZPT would do if she prevented all possibility of the paper being published.

Already her mind was spinning with hypotheses of potential results.

* * *
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AS LAUREN ENTERED THE canteen, she saw the figure in the booths at the end wave to her. She made her way over.

“Dr. Zhang.”

But he skipped the niceties.

“I just saw your paper in Science Robotics. I guess congratulations are in order?”

Lauren thanked him.

“Don’t thank me, it was your hard work that got you where you are.”

“But it was ZPT that gave me the push to finally publish.”

ZPT.

Lauren had watched the results of her experiment with intensity. The first paper, as expected, was accepted by Science Robotics, giving Lauren the momentum to finish her PhD. ZPT may have gotten the year of publication wrong, but LLMs were notorious for miscounting. Were ZPT able to count properly, that itself would be an outstanding feature.
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