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Terms


Before we start, I would like to define certain terms that appear in the following chapters. Software development is accompanied by several terms whose meanings are not necessarily clear to everyone. Don’t worry, they haven’t been clear to me.





	
Module: A self-contained unit of code within a program that encapsulates specific functionality. It organizes code, improves maintainability, and allows reuse. Example: In a payroll system, you might have a “Tax Calculation Module” that handles all tax-related computations. Typically corresponds to a file or set of files in a project. In a modular monolith, a module typically refers to a set of files. Can be compiled or interpreted independently, depending on the programming language. Often hides internal implementation from other modules (encapsulation).



	
Component: A higher-level abstraction than a module. It represents a part of a system that provides a well-defined set of services through interfaces. Components allow building systems by assembling interchangeable, reusable pieces. Example: In a web application, a login component may handle user authentication. Another example: Notification component: sends emails, SMS, or push notifications to users. Interacts with other components via defined interfaces. Can be replaced or upgraded independently as long as the interface remains consistent.



	
Software component: A component that emphasizes software engineering principles: it is a modular, often deployable, and replaceable part of a system that encapsulates its implementation and exposes services through interfaces. Example: A .jar file in Java, a .NET assembly, or an OSGi bundle. A microservice can be considered a software component, a part in a larger system. A library can be considered a software component that is not individually deployable.



	
Software system: A complete set of interconnected software components and modules that collectively fulfill a broad set of requirements. It provides a fully functional environment for users to perform tasks. Example: A hospital management system integrating patient records, billing, and appointment scheduling.



	
Application: A type of software system designed for end-users to perform specific tasks. Provides a functional solution to a user’s problem. Example: Microsoft Word, Gmail, or a mobile banking app. Since an application itself can be considered a software system (it is a complete program that solves a particular problem), a software system can contain several applications that are themselves software systems, i.e., a software system can consist of other software systems.



	
Subsystem: An identifiable, self-contained part of a larger software system that is responsible for a specific domain, function, or capability, while still depending on and cooperating with the rest of the system. It is not independent in the way a standalone software system or application is. Example: A banking software system has account management, payments, reporting, and risk & compliance subsystems.



	
Modular monolith: A single deployable application or software system (a monolith) that is internally organized into modules. Here, a module still aligns with the general definition we discussed: it’s a self-contained unit of code with a specific responsibility, but it emphasizes internal modularity within a single monolith. A bounded context in a modular monolith is usually implemented as a subsystem containing multiple modules.



	
Program: A set of instructions that a computer can execute. It is essentially a runnable unit of code. A program can correspond to an application if it is a complete, user-facing system. A program can also be smaller—a utility or script, which might be just a component in a larger software system.



	
Backend: The part of an application responsible for business logic, data storage, and processing. A backend is part of an application or software system.



	
Frontend: The part of an application that interacts directly with the user, providing the interface and handling input/output. The frontend is also part of an application or software system.



	
Application/Software suite: A collection of related applications. Example: Microsoft Office.



	
Software solution: One or more software systems (and possibly services) designed to solve a specific real-world problem.








Here is a summary of term relationships with analogy to Lego bricks:





	
Modules are building blocks (a Lego brick or a small cluster of them put together)



	
Components assemble modules with well-defined interfaces (a Lego structure assembled from individual bricks or clusters of bricks)



	
Software components formalize these components (a specialized Lego structure)



	
Applications are software systems designed for end-users (a full Lego model assembled from multiple structures)



	
Software systems are collections of software components (an entire Lego world composed of multiple Lego models)



	
Subsystems are group of related software components or applications within a software system (a themed section of a Lego world, e.g., the airport area)












Introduction


This booklet offers 140 tips on clean code. It is relatively short, packed with useful information, and avoids unnecessary details. Each tip is direct, with clear explanations, instructions, and examples. I recommend this booklet for programmers of all experience levels.




What is clean code? As I put together this first edition in late 2025, I have not found a clear definition online. There is not even a Wikipedia article about clean code. People often have very different ideas about what counts as clean code and what does not.




Today, in the age of generative AI, we can ask AI to define clean code for us. It will give us a consensus opinion, taking into account what has been written about clean code on the Internet over the years. When I asked generative AI for the definition of clean code, I got answers saying that clean code is easy to read, understandable, and easy to change. We could summarize as follows:






Clean code refers to code that is easy to read, understand, and maintain — not just by its original author, but by anyone who might work on it later (including the original author)








If you ask AI about clean code, you’ll probably get a response similar to the one above.
So the three key points for clean code are:





	
Easy to read by anyone



	
Easy to understand by anyone



	
Easy to change by anyone








In the next chapter, we will go over each of these points. These characteristics are connected. If you want to write code that others can understand, you need to make it readable. To change code, you first have to understand it. Writing clear and understandable code also means using abstractions, and you need to use them at different levels. We will start by talking about abstractions in the next chapter.




Some additional characteristics for clean code are:





	
Simple and minimal, the code avoids unnecessary complexity and overengineering (KISS and YAGNI principles applied)



	
Well structured, organized logically into cohesive modules/components.



	
Self-documenting, the code explains itself; comments clarify why, not what.



	
Testable and tested, easy to test with automated tests



	
Consistent (formatting, conventions)



	
Reliable, free of hidden side effects, bug-free due to cleanliness and testedness.



	
Refactored regularly








We discuss the above topics also in the next chapter.




What about technical debt? How are clean code and technical debt related?
In software development, technical debt and code cleanliness are strongly inversely related:





	
Clean code means less technical debt



	
Unclean code means more technical debt








But the relationship isn’t always one-to-one. Clean code mostly relates to the code only, but technical debt is a broader concept.
It includes architectural, design, infrastructure, and strategic issues.




You can have clean code that still has technical debt issues, such as:





	
Uses an outdated framework or library



	
Relies on legacy APIs or infrastructure



	
Has architectural problems



	
Implements an inefficient design pattern



	
Has performance issues



	
Doesn’t scale with new business requirements








Technical debt is outside the scope of this booklet, so the issues listed above are not addressed here.




Why is clean code important? The main reason is that software always changes over time and needs ongoing maintenance. It’s very rare for a developer to write code that never gets updated or maintained. Writing clean code makes it much easier to change and maintain your work in the future.
Changing messy code is slow and risky, while changing clean code is faster and safer.




If human involvement in coding were unnecessary, AI could generate assembly-language code directly from human requirements. However, since human participation is often required, AI must produce code that is readable, understandable, and maintainable by humans.




It is very common for junior developers to write unclean code; I did the same when I was starting my career. When I was young and starting my software development career in the late 1990s, I did not know what clean code was. I didn’t know that such a thing even existed. I produced a lot of dirty spaghetti code for years. Only later, after reading tens of books and articles, did I learn what clean code is and why it matters. I have a master’s degree in information technology, but no one in the university taught me anything about clean code. Now, as a senior developer, I understand the importance of clean code, which is why I aim to write as clean code as possible. But I use time constraints; no one should aim for 100% cleanliness because that would require too much effort. And there is no exact measure of code cleanliness, as developers interpret clean code differently. With this booklet, I aim to harmonize the different views on clean code so that developers can better understand one another when discussing it and what it actually means. I hope this booklet will help others, in a similar situation to mine when I was younger, understand the concept of clean code, why it matters, and how to apply it in daily work.




Why is it important to know clean code in the AI era? Even if AI can generate code, the code is not always clean enough. You need to know what clean code is and either instruct AI to generate it or correct the code it generates by hand. To be able to instruct AI to generate clean code, you first have to understand what clean code is. You can’t just tell AI to make some code clean. It just does not work like that, at least currently. This is because clean code involves a wide range of patterns and practices, and AI cannot apply them all with a simple prompt.








140 clean code tips


General


1: Use abstractions


In software engineering, abstraction is the process of hiding complex implementation details and exposing only the essential features or behavior of a system, object, or function. To put it simply:






Abstraction means focusing on what something does rather than how it does it.








How are abstractions connected to clean code? They are closely linked. You can’t write clean code without using abstractions. Here’s an example written in assembly code for the Intel x86-64 processor:




 1 section .data
 2     msg db "Result: ", 0
 3     newline db 10, 0
 4 
 5 section .bss
 6     result resb 4
 7 
 8 section .text
 9     global _start
10 
11 _start:
12     mov eax, 5
13     mov ebx, 7
14     add eax, ebx
15     mov [result], eax
16     mov rax, 1
17     mov rdi, 1
18     mov rsi, msg
19     mov rdx, 8
20     syscall
21     mov eax, [result]
22     add al, '0'
23     mov [result], al
24     mov rax, 1
25     mov rdi, 1
26     mov rsi, result
27     mov rdx, 1
28     syscall
29     mov rax, 1
30     mov rdi, 1
31     mov rsi, newline
32     mov rdx, 1
33     syscall
34     mov rax, 60
35     xor rdi, rdi
36     syscall






Is the above code clean? I would say no. It is not readable, understandable, or easy to maintain. If you knew assembly language, you might be able to read the code and understand what each line is doing. But overall, it is still not easy to understand or maintain. Let’s modify the above example to use figurative language that allows us to use abstractions within the assembly code. Using that language, our example immediately becomes cleaner: more readable, understandable, and easier to maintain.




 1 section .data
 2     msg db "Result: ", 0
 3     newline db 10, 0
 4 
 5 section .bss
 6     result resb 4
 7 
 8 section .text
 9     global _start
10 
11 _start:
12     add sum of 5 and 7 to result:
13       mov eax, 5
14       mov ebx, 7
15       add eax, ebx
16       mov [result], eax
17 
18     print message:
19       mov rax, 1
20       mov rdi, 1
21       mov rsi, msg
22       mov rdx, 8
23       syscall
24 
25     convert result to ASCII (simple version: assume one digit):
26       mov eax, [result]
27       add al, '0'
28       mov [result], al
29 
30     print result:
31       mov rax, 1
32       mov rdi, 1
33       mov rsi, result
34       mov rdx, 1
35       syscall
36 
37     print newline:
38       mov rax, 1
39       mov rdi, 1
40       mov rsi, newline
41       mov rdx, 1
42       syscall
43 
44     exit:
45       mov rax, 60
46       xor rdi, rdi
47       syscall






In the above code, it is relatively easy to read and understand that we add numbers 5 and 7 to a result, print a message followed by the result converted to ASCII, print a newline, and terminate the program. However, if you need to analyze an individual assembly code section, reading and understanding will be hard for an average programmer.




Let’s use Python instead of assembly language so that we can get rid of all the mov, add, and syscall commands:




1 result = 5 + 7
2 print("Result: ", result)






The code presented above is considered clean because it is readable and understandable by any programmer. It is also straightforward to maintain. For instance, to change the numbers being added, one only needs to modify the first line; to alter the printed message, the second line should be adjusted. Abstraction in programming languages relies on the use of well-named functions that invoke other well-named functions. For example, when utilizing a sort() function, the primary concern is that it sorts a list, rather than the specific sorting algorithm implemented internally, such as quicksort or mergesort. This exemplifies abstraction, where implementation details are concealed and users interact solely with a simplified interface.




There are three types of abstraction in software you can use:





	
Data abstraction: Hides how data is stored or represented. Example: Using an ArrayList in Java — you know it holds elements, but you don’t need to know the underlying array mechanics (in most cases).



	
Procedural (or functional) abstraction: Hides how a function performs a task. Example: You call calculateTax(income) — you don’t see the internal formula or logic, and that’s ok because you should be able to trust the abstraction: the function calculates the tax for the given income always correctly.



	
Control abstraction: Hides control flow details (loops, conditions). Example: Using the forEach() method on a JavaScript array instead of writing a for loop. Functional programming utilizes higher-order functions to establish control abstractions. Employing higher-order functions such as map, filter, and reduce results in more concise and readable code, while also reducing the likelihood of errors in control flow construction.








Why abstraction matters? Let’s analyze that in the following sections.




Simplifies complexity


A key principle in software engineering is that abstractions facilitate the comprehension of large systems. For example, an application written entirely in assembly code or as a single, monolithic function containing thousands of lines would lack abstractions, making it difficult to understand and maintain. While individual lines within such a function may be readable, the overall purpose of the application often remains unclear. Without contextual understanding, it becomes challenging to retain information from previously read code segments. Employing effective abstractions improves code clarity and maintainability. With well-defined abstractions, developers typically do not need to examine implementation details; it is sufficient to rely on the abstraction’s descriptive naming and intended functionality. For instance, a function such as calculateTax(income) is expected to compute the tax for a given income. Accessing the implementation of calculateTax(income) should be unnecessary in most cases and should occur only when modifications are required, which is infrequent.






Enables reuse


Abstract components, such as functions, can be reused across multiple contexts. A single piece of code can be written once and utilized in various locations within a codebase. In the absence of abstraction, identical functionality may be implemented repeatedly throughout the codebase. This practice reduces code cleanliness and increases the risk of errors during maintenance.






Improves maintainability


Modifications to the internal implementation do not impact users of the abstraction. For example, if the method for calculating tax on a given income requires adjustment, this change is made solely within the calculateTax(income) function. Other functions that utilize this abstraction remain unaffected and continue to operate as before, without awareness of the underlying implementation change.






Enhances flexibility


Implementation can change without breaking external code. For example, if you have a sort() function that currently uses the quicksort algorithm, you can easily change its implementation to use a different algorithm, e.g., mergesort. This change does not affect the users of the sort() function.




When designing procedural abstractions, it is essential to use descriptive function names. For example, consider a function named deleteOrphaned(exportName). This name lacks clarity because it does not specify what is being deleted (it is not the exportName). The term “orphaned” serves only as an adjective and does not identify the object of deletion. To improve clarity, the function should be renamed to deleteOrphanedResources(exportName), which specifies that resources are being deleted. This assumes familiarity with the context and the type of resources involved. If the resource type is not clear, the function name should be further refined, such as deleteOrphanedKubeResources. However, the terms “orphaned resources” and the purpose of the exportName argument remain ambiguous. Upon examining the function implementation, it may become evident that the function deletes resources when the exportName changes, rendering the current resources orphaned. The function name should reflect this behavior, for instance, deleteExistingResourcesIfExportNameChanged(newExportName). This name clearly communicates the procedural abstraction. If the function is part of a namespace, package, or object, it could be named resources.deleteExistingIfExportNameChanged(newExportName). Further discussion on naming conventions for functions and other software entities will follow.




Choosing clear names helps us understand abstractions. When we struggle to understand them, we have to dig deeper to see what information is hidden. This means we end up reading and understanding more code.




Creating abstractions, whether they are function signatures or interfaces, is not always as easy as creating something concrete. This is why you must be ready to correct your initial assumptions and change the abstraction if it turns out to be incorrect.








2: Write readable code


What is meant by readable code? In essence, it refers to code that resembles the English language as closely as possible.




This emphasis on English arises because it is the language most programmers understand best. Most programming languages are designed to allow code that closely resembles English. Each programming language has its own syntax, which must be learned to read code effectively in that language. These syntaxes are generally concise and relatively straightforward to master. Programming language keywords are typically clear English terms such as if, then, else, for, while, and return. Therefore, coding in a language other than English can result in code that appears inconsistent, combining English keywords with identifiers from another language. We can summarize:






Code should read like well-written English prose.








Code should be readable, not impressive. Try to avoid clever one-liners, such as nested ternary operators, and use clear, multiline logic instead.




Let’s have a couple of examples:




 1 // Golang
 2 if x % 2 == 0 {
 3   return "Even"
 4 }
 5 
 6 return "Odd"
 7 
 8 
 9 // C++'s ternary operator
10 return x % 2 == 0 ? "Even" : "Odd";
11 
12 
13 // Python's conditional expression
14 return "Even" if x % 2 == 0 else "Odd"






Among the three examples presented, the first is likely the most readable for the majority of programmers. The last two examples, often referred to as one-liners, may be more challenging to interpret, particularly for beginners or those unfamiliar with the language. Conversely, experts in the specific programming language may find the latter examples more readable due to their familiarity with the syntax and the concise nature of the code, which can reduce reading time. Therefore, readability is not an absolute measure; it varies according to the reader’s expertise. When uncertain about which code style to use, it is advisable to select the version that is most accessible to a broad range of programmers.




Sometimes, code that is too wordy can make it harder to read. Long variable, function, or class names take more time to read and understand. Good readability means finding a balance between names that are too short and those that are too long. For example, if you have a variable that stores a configuration object, calling it configuration is clear and not too long. You don’t need to shorten it to config, conf, cfg, or just c. But if your variable or function names get close to 20 characters, or your class names reach 30 characters, it’s a good idea to use abbreviations. Otherwise, your code may become hard to read. For instance, a variable named applicationConfigurationParser is 30 characters long and can be difficult to read, especially if it appears often. You could shorten it to appConfigParser instead:




applicationConfigurationParser.parseApplicationConfiguration(...);




vs.




appConfigParser.parseAppConfig(...);




Use abbreviations only when a well-known form exists. For instance, app is widely recognized for application, and config for configuration. In contrast, prsr for parser and dscnt for discount are not widely accepted.




Current programming languages do not allow code to be written in a manner that precisely mirrors the English language. This limitation arises because functions must be invoked in a specific format:




returnValue = myFunction(parameter1, parameter2, ...)




For example, you write:




sortedArray = array.sort()




“array sort“ is not correct English usage. The words should be rearranged to form “sort array” for proper English syntax. In such cases, it is useful to conceptualize the process as sending a sort message to the array object. In this example, the array functions as the object rather than the subject of the sentence.




In some cases, adding prepositions can improve the readability of a function call:




final var configString = readConfig(url)




In the example above, the code can be interpreted as if the function name ends with the word “from”, resulting in the phrase: “read config from url”.




Or:




final var frenchSentence = translate(englishSentence, Language.FRENCH)




In the preceding example, it is necessary to insert a ‘to’ preposition between the function arguments and adjust the word order in the enum constant so that the function call reads: “translate English sentence to French language.”




Sometimes you need to add a verb to a function call and put the function parameter in the middle of the function name:




numberString = ToString(number)




“ToString number” is not English, but “convert number to string” is.




Consider an example involving a C++ application that consumes messages from a source system, decodes them, transforms them, encodes the transformed data, and finally produces a new message for a destination system:




 1 void DataExporterApp::run()
 2 {
 3   while(m_isRunning)
 4   {
 5     const auto inputMessage = m_messageConsumer.consumeMessage();
 6     const auto internalMessage = m_messageDecoder.decode(inputMessage);
 7     const auto transformedMessage = m_messageTransformer.transform(internalMessage);
 8     const auto outputMessage = m_messageEncoder.encode(transformedMessage);
 9     m_messageProducer.produce(outputMessage);
10   }
11 }






The code presented is straightforward and maintains a clean structure. However, certain elements, such as the repeated use of const auto, introduce unnecessary verbosity without contributing substantive value.




Let’s rewrite the previous code using a hypothetical programming language that allows code to be expressed in language closely resembling plain English:




 1 Application :: run:
 2   do until application is stopped:
 3     Message consumer consumes a message.
 4     Message decoder decodes that message to an internal message.
 5     Message transformer transforms the internal message to a transformed message.
 6     Message encoder encodes the transformed message to an output message.
 7     Message producer produces the output message.
 8 
 9 Application :: create:
10   Message consumer is Apache Kafka message consumer.
11   Message decoder is Avro binary message decoder.
12   Message encoder is CSV message encoder.
13   Message producer is Apache Pulsar message producer.
14 
15 Application :: application is stopped:
16   Is application state stopped?
17 
18 Application :: stop:
19   Set application state to stopped.






The code above demonstrates greater readability compared to the C++ example. It is also accessible to many non-technical stakeholders, such as product owners and product managers. In this approach, a variable is declared using the indefinite article a or an, and subsequently referenced with the definite article the. By default, all variables are constant, similar to the convention in the Rust programming language. To define a mutable variable, this must be explicitly stated in the code, for example:




message decoder decodes that message to a mutable internal message.




The code can be displayed with specific highlighting in the integrated development environment (IDE) to distinguish variables, incoming function parameters, outgoing function parameters (return values), and their respective types. By examining the dependencies instantiated in the Application class constructor (create method), it becomes evident that the abstract code in the run method reads Avro binary messages from Apache Kafka, encodes them to CSV format, and transmits them to Apache Pulsar.






3: Write understandable code


Readable code alone does not guarantee comprehension. Consider the following example:




incomeTax = calculateTax(income)




The code above is highly readable and appears clean. However, do we truly understand it? For instance, the units of income and incomeTax are not specified. This lack of clarity prevents complete understanding. To achieve fully understandable code, every detail must be explicit so that the reader has no uncertainties.
Let’s revise the previous example to enhance its clarity:




incomeTaxDollars = calculateTax(incomeDollars)




Unclear code is often the result of poor naming for things like variables, functions, and their parameters. If these names are not completely clear, it becomes hard to fully understand the code. You need to understand the code well before making changes, because changing code you don’t fully understand can be risky.




If you want your code to be easy to understand, focus on making it self-documenting. This means your code should be clear on its own, without needing extra comments. When you do use comments, they should explain why something is done, not just what is happening. Here’s an example of code that isn’t self-documenting because it needs a comment to explain it:




incomeTax = calculateTax(income) // income must be in dollars




However, the below version is self-documenting code:




incomeTaxDollars = calculateTax(incomeDollars)




Some practitioners argue that code with fewer, longer functions is preferable, as it reduces indirection and is therefore easier to read. Indirection, in this context, refers to the process of navigating between a function caller and its corresponding called function. Frequent navigation of this kind is said to hinder code readability. However, when code is structured with clear and understandable abstractions, such navigation becomes unnecessary. Clean code enables readers to comprehend and trust abstractions without examining their implementation details. Although code may appear to contain significant indirection, in practice, this is minimal. Accessing the implementation of an abstraction is typically required only in two scenarios: when a bug is suspected in the abstraction, or when a modification to the implementation is necessary. In well-maintained codebases, bugs are infrequent, and adherence to the open-closed principle further reduces the need for changes to existing implementations. The open-closed principle will be discussed in a subsequent section.




Consider the following Java example that demonstrates a payroll service:




 1 class Payroll {
 2     // ...
 3 
 4     void pay(final Employee employee, final double amountDollars) {
 5         // ...
 6         final var incomeTaxDollars =
 7                 incomeTaxCalculator.calculateIncomeTax(amountDollars)
 8         // ...
 9     }
10 }






In the example above, when reviewing the code within the pay method and encountering the call to the calculateIncomeTax method, it is unnecessary to examine the internal logic of calculateIncomeTax. The abstraction should be trusted to accurately compute the income tax amount. The implementation of calculateIncomeTax should only be reviewed if a defect is suspected or modifications are required. Confidence in the correctness of the abstraction arises from thorough testing. A comprehensive suite of unit tests should exist for the calculateIncomeTax method, ensuring that all scenarios are covered and that the function returns correct values for all possible inputs.




In some cases, achieving highly understandable code necessitates the use of lengthy variable or function names. However, such long names can impede readability, as they require more time to process. It is often not possible to maximize both readability and understandability simultaneously. Therefore, a compromise is required: selecting shorter names may enhance readability at the expense of some clarity, while longer, more descriptive names may improve understanding but reduce readability.




Understandability, particularly the metric of time-to-understand, serves as a primary indicator of code clarity. A reduced time-to-understand corresponds to cleaner code.






4: Don’t make reader to think


When code is difficult to understand, the reader must pause to process its meaning, which slows the reading pace. Each instance requiring additional thought interrupts the flow, as the reader can only proceed after comprehending the previous segment. Therefore, code should be written to minimize unnecessary cognitive effort and facilitate faster reading. Several factors may prompt a reader to pause and reflect:





	
Obscure identifiers: When names like result are used, readers have to pause and figure out what the variable, class, or function actually represents. For example, someone might wonder, ‘Result of what?’ Similarly, names like duration or height can be unclear if they don’t specify the units, making readers stop and guess what those units are.




	
Too short identifiers (such as 1-2 characters): Extremely brief identifiers require readers to pause and interpret their meaning. For example, variables named i or j lack descriptive value and do not convey their intended purpose.




	
Overly long identifiers (approximately 20 characters or more): Excessively lengthy identifiers can overwhelm working memory, making comprehension difficult. Readers may need to reread such names multiple times. Eliminating unnecessary words and using abbreviations enhances readability. For example, ApplicationContextConfigurationManagerImpl can be simplified to AppConfigManager.











5: Write code for other people and your future self


Code should be written with the understanding that it will be read and maintained by others, not solely by its original author. It is insufficient for only the author to comprehend the code at the time of writing; future readability, even years later, is essential. Code must also be accessible to all team members, regardless of their experience level or familiarity with the programming language. To evaluate code clarity, consider whether someone less proficient in the language can understand it. Soliciting feedback through code reviews is an effective strategy for assessing code clarity. One informal metric for code cleanliness is the number of WTFs (What the f*cks) per minute expressed by reviewers. A high frequency of such reactions indicates that the code may lack clarity.






6: Write code that is easy to change


Evolution is a fundamental principle of nature, and it is equally applicable to software. Software systems inevitably require modification over time, which may span months, years, or even decades. Consequently, code should be structured to facilitate ease of modification. However, effective modification is only possible when the code’s functionality is clearly understood. Achieving this understanding depends on the code being both readable and comprehensible. Readability and clarity are essential prerequisites for successful code modification.




When your code is messy, it takes longer to understand and change it. You might run into unexpected issues, need to refactor, or deal with technical debt, all of which slow you down. Messy code is also riskier to change than clean code. Even if you think you understand it, you could make a mistake and introduce a bug. If time is money, then messy code costs you because it slows down your work. If your software is slow to change, customers may choose another company that can deliver faster. The same goes for bugs—customers prefer companies that write clean code with fewer problems.
When your code is clean, making a change usually means reading less code, which leads to the need to understand less code, and the code that you must read and understand is usually very readable and understandable, all of which contribute to the fact that changing clean code is both faster and less risky than changing messy code.




When you need to update your code, it’s much easier if you only have to make the change in one spot. If your code has duplicates, you might have to update the same thing in several places, which can easily lead to mistakes. I’ve seen this happen often when working with older code.




The most maintainable code is code that does not require modification. Achieving this is possible by favoring extension over modification, a concept that will be explored further in the next section when discussing the open-closed principle (OCP). Extending code is generally safer than altering existing code, as modifications can introduce errors into previously functional components. Even with a thorough understanding of the codebase, small mistakes may occur during modification. By extending rather than changing code, the risk of disrupting existing functionality is minimized. Extension can be accomplished by providing a new implementation, such as a class for an abstraction (for example, an interface), or by extending an existing class. These new classes are then integrated into the application, which can be achieved through various methods, including the use of a factory.




Two principles discussed later in this chapter significantly facilitate code modification:





	
Don’t repeat yourself (DRY)




	
Cohesion: Group related data and behavior together









The DRY principle ensures that specific knowledge or logic exists in only one location within the code base, which simplifies modifications. Cohesion involves co-locating related data and behavior, typically through object-oriented design by defining classes. For instance, a class named User should encapsulate all user-related data and behavior. Similarly, a class named ConfigReader should contain all data and behavior associated with configuration reading in a single location.




In addition to the time-to-understand metric, another essential indicator of clean code is the change lead time, defined as the duration between identifying a required change and deploying it to production. Change lead time is complemented by several related metrics, including code churn, change diffuseness, and defect introduction rate after changes. Code churn quantifies the magnitude and volatility of modifications necessary to implement a change, such as the number of lines altered. Change diffuseness assesses the extent to which a single change request necessitates modifications across multiple files, classes, or modules. Clean code facilitates localized (low change diffuseness) and minimal (low code churn) changes, which are associated with significantly reduced defect rates. The low incidence of defects following changes is often attributed to the open-closed principle, which prohibits altering existing, functional code. In contrast, unclean code bases are more susceptible to introducing errors during bug fixes or feature additions, as these changes are more likely to disrupt existing functionality.






7: Keep it simple, stupid (KISS)


KISS is a design principle that suggests systems work best when they are simple, not complicated. The word “stupid” is not meant to insult anyone, even if it might sound that way. It serves as a clear reminder to avoid overthinking or making things more difficult than necessary.




Why does KISS matter for clean code? Clean code should be easy to read. When code gets too complicated, it becomes harder to understand and also more difficult to update.




It is advisable to begin with a simple solution and assess its adequacy before introducing additional complexity. Complexity should be added only when necessary. For example, premature optimization should be avoided; optimization efforts should be undertaken only after performance has been measured and a clear justification exists. Typically, optimizations introduce additional complexity to otherwise straightforward solutions.






8: You ain’t gonna need it (YAGNI)


In software development, YAGNI stands for “Don’t implement something until you actually need it.” This means you should avoid writing code for features, optimizations, or flexibility that you only think might be useful in the future. Focus on building just what you need to meet the current requirements.




The principle of YAGNI is closely related to the concept of clean code. YAGNI advocates for writing only the code that is currently necessary, thereby reducing codebase size. A smaller codebase is advantageous because code represents a potential liability: it requires reading, understanding, maintenance, and modification. Anticipating future requirements is generally discouraged, as such needs frequently change or fail to arise.




Developers often try to “future-proof” code by adding:





	
Extra configuration options



	
Extra abstractions (NOTE! Some abstractions are needed and are good!)



	
Support for features that aren’t requested yet



	
Support for features that a developer thinks might be useful for some users in some situations








The application of the dependency inversion principle (DIP) encourages the creation of abstractions for both higher-level and lower-level modules. However, introducing abstractions for every individual class often results in unnecessary complexity. Even within clean architecture, which relies heavily on the application-wide use of DIP, creating abstractions for every class is not recommended. Typically, abstractions are not created for domain entities, domain services, or controllers.
However, a domain service, for example, may require an abstraction and multiple implementations when a specific design pattern, such as the strategy pattern, is necessary. In such cases, the selection of the domain service depends on the context and cannot be hard-coded.




Some developers try to make every part of an application configurable. This often leads to extra code for reading, parsing, and managing all those options, much of which may not be needed.






9: Don’t repeat yourself (DRY)


DRY is a design principle that states: Every piece of knowledge or logic in a system should exist in only one place.




Failure to adhere to the DRY principle often results in redundant code appearing in multiple locations within the codebase. When a duplicated block of code is identified in two functions, it is advisable to extract the shared code into a new function, which both original functions can then invoke. Additionally, if two functions perform the same operation but have different names, consolidating them into a single function enhances maintainability and clarity.




The DRY principle is closely related to the concept of clean code. A primary drawback of not adhering to the DRY principle is increased difficulty in maintaining the codebase. Duplicated code blocks require updates in multiple locations, which increases the risk of inconsistencies. Additionally, redundant code slows the reading process and reduces overall code comprehensibility, as developers may be uncertain whether similar code segments can be consolidated into a single function.




In certain situations, code duplication may be warranted. This occurs when two segments of code encapsulate distinct knowledge or logic within the system. Although these segments are currently identical, they may diverge and develop independently over time.






10: Refactor


Achieving entirely clean code on the first attempt is uncommon and should not be the primary objective. Striving for perfect code is time-consuming and generally unattainable. Instead, developers should aim to produce sufficiently clean code initially, then revisit and refactor it to improve clarity and structure. This process may involve correcting abstractions, enhancing code organization, and renaming variables, classes, functions, and parameters. Refactoring is essential to prevent the accumulation of technical debt. Allocating dedicated time for refactoring is necessary, and all stakeholders, including product owners, product managers, and engineering or line managers, must recognize its importance and benefits.




Refactoring a large legacy codebase is a tough task and should be done slowly, in small steps. In contrast, refactoring in a new project is usually much simpler. No matter what you are working on, always make one change at a time. After each change, compile the code and run the tests before moving on.




Refactoring can actually be fun! I find it’s one of the most interesting parts of coding. I enjoy figuring out how to make code cleaner, easier to read, and simpler to maintain.






11: Protect your psyche with clean code


Reading unclean (poorly structured, inconsistent, or overly complex) code imposes measurably greater cognitive load on developers than reading clean, well-structured code.
Let’s break the cognitive load down in the sections below.




Increase in working-memory burden


Unclean code often forces the reader to hold more intermediate states in mind, like variable purposes, implicit assumptions, and ambiguous control flow.
Working memory is limited; the more it is consumed by deciphering code, the less capacity remains for comprehension and reasoning (i.e., understandability).






Higher extraneous cognitive load


In cognitive load theory, this is the load that does not contribute to learning or problem solving.
Poor naming, deep nesting, duplicated logic, and unclear abstractions require mental effort that does not produce value.
Clean code reduces extraneous load by making intent and structure immediately apparent.






Reduced chunking efficiency


Experts read clean code in meaningful chunks (patterns such as loops, guards clauses, domain abstractions).
Unclean code disrupts chunk recognition, forcing line-by-line reading. This is slower and cognitively more expensive.






Impaired predictability and mental modeling


Clean code supports predictive reasoning: given a function’s name, its parameter names, and structure, a reader can anticipate behavior and quickly build a mental model. With unclean code, the reader cannot reliably predict behavior and must constantly verify, increasing effort and error risk. For example, the code reader must jump inside the function implementation to see what it actually does because the function name and its parameter names are too obscure. Unclean code makes it hard to quickly build a mental model.






Empirical evidence supports the claim


Multiple studies in software engineering and cognitive psychology report that code readability strongly correlates with comprehension time, defect detection accuracy, and developer fatigue. High code readability means shorter comprehension time, better defect-detection accuracy, and less developer fatigue. Readability improvements often yield double-digit percentage reductions in time-to-understand which is the key metric of code clarity.




Reading large volumes of unclean code over sustained periods can affect a developer’s cognitive and psychological state
in several ways:






Chronic cognitive fatigue


Because unclean code increases extraneous cognitive load, prolonged exposure forces the brain to work harder to perform routine comprehension tasks. Over time, this leads to sustained mental fatigue, slower reasoning, and diminished attention control.






Reduced problem-solving capacity


When cognitive resources are persistently consumed by deciphering chaotic structure,
fewer resources remain for higher-order reasoning, such as architecture,
debugging strategy, or system-level design. This can create a persistent sense of reduced capability or mental fog.






Heightened frustration and irritability


Unclean code disrupts expectations and produces repeated micro-failures in comprehension.
These disruptions trigger frustration responses similar to those studied in human-factors research on poorly designed interfaces.
Over time, this can manifest as irritability toward the task, the codebase, or even colleagues.






Loss of perceived mastery


Software developers rely heavily on a sense of mastery and flow.
Unclean code frequently interrupts flow state by forcing constant context resets.
These interruptions reduce perceived competence and can increase stress levels associated with “never getting ahead.”






Increased susceptibility to burnout


Burnout is strongly correlated with sustained cognitive strain, low perceived control, and reduced meaning in work.
Extended periods of untangling poorly designed code can create exactly these conditions: high effort, low reward, limited autonomy, and the perception of working against the system rather than building something.






Decreased motivation and job satisfaction


Internal motivation in engineering is driven by progress, clarity, and craftsmanship. Unclean code undermines all three,
leading to disengagement and, in some cases, withdrawal from challenging tasks or avoidance of specific parts of the codebase.






Defensive or risk-averse behavior


Developers who repeatedly encounter unclean code may avoid refactoring because the mental overhead of understanding the existing code is too high. This can reinforce negative patterns, leading to a feeling of being “trapped” in technical debt.










Object-oriented programming


This section provides the fundamental tips on object-oriented programming (OOP). Before diving into the tips themselves, let’s recap the brief history of OOP.




The origins of object-oriented programming (OOP) can be traced to 1967 with the development of Simula 67 by two Norwegian computer scientists Ole-Johan Dahl and Kristen Nygaard. Simula 67 introduced foundational concepts such as classes, objects, and inheritance, which are central to OOP. Initially, Simula was designed for modeling real-world simulations. Subsequently, the most influential OOP language, Smalltalk, was developed by Alan Kay, Dan Ingalls, and Adele Goldberg. Smalltalk established a purely object-oriented paradigm in which every element is an object, and it incorporated the principal OOP concepts that remain integral to contemporary programming languages:





	
Co-located data and behavior.



	
Inheritance. This, once a revolutionary idea, has lesser importance nowadays. During the 1990s, developers of large-scale apps noticed that inheritance was not such a good idea and today most seasoned OOP practitioners follow the prefer composition over inheritance principle. We will discuss that principle later in this booklet.



	
Encapsulation. In Smalltalk, all instance variables are private. Subsequent object-oriented programming languages, such as Java and C++, introduced public and protected access modifiers. Improper use of these modifiers can compromise encapsulation.



	
Polymorphism. In Smalltalk, every function operates as a polymorphic method. In contrast, modern object-oriented programming languages also support non-polymorphic functions, primarily for optimization purposes. Invoking a polymorphic method generally incurs greater computational cost than calling a non-polymorphic function.



	
Implicit interfaces. In Smalltalk, objects are dynamically typed and utilize duck typing. Duck typing allows a method such as quack to be called on any object that implements a quack method. In contrast, due to static typing, modern object-oriented programming languages require explicit interfaces: interfaces must be defined explicitly, and classes must be designated as implementing one or more interfaces.
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