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Welcome to Google Cloud Platform – Networking. As the subtitle conveys this book is a beginners-to-experts comprehensive guide to networking for the Google Cloud Platform. We do not assume any prior networking skills or knowledge so the book is designed for both the beginner in networking as well as those proficient in on-premise networking who want to transfer their skill to the GCP. It is a thorough and comprehensive guide to the entire set of core networking technologies, principles and best practices that you will need to know about for the GCP Networking Certification exam. 

Nonetheless, this book is not just for those pursuing GCP Networking certification it is also aimed at those wishing to pursue a career in GCP networking. Consequently, it covers not just the exam syllabus but goes into much greater depth and scope through practical examples and relevant networking tips and best practices. The goal being to provide you the reader with a deep and wide understanding of GCP networking and its core technologies, techniques and concepts so that you can ultimately call yourself and importantly confidently demonstrate your skills as a proficient GCP network engineer.

To that end, we have designed the book into parts: Part 1 is a network primer aimed at the beginner as it serves as an introduction to key generic network concepts that you as a beginner will need to know when we move the focus to specific GCP networking concepts; Part 2, is an introduction to Google’ internal private and global network, the underlying technologies and how it works under the bonnet. This should be of value and interest to readers of all skill levels; Part 3, is all about GCP cloud specific networking that encompasses; VPC design, planning, deployment, migration, operations and performance monitoring and management. We will study relevant use-case in each chapter to better demonstrate the use of a particular technology and to help solidify a deeper understanding. 

The final chapter is aimed at those pursuing a career as a GCP network designer or a pre-sales consultant as well as project managers as it concerns Billing. Hence we will take a deep dive into Billing from a network perspective but it is not just an appendix for your everyday reference – it is a comprehensive guide to cost forecasting, monitoring and cost management. 

Overall, this book can be read cover-to-cover, by individual parts, or as a reference for particular technologies. Take your time to browse the Table of Contents in the eBook edition to discover the scope and get a feel for the depth of knowledge within each chapter and topic.



	[image: ]

	 
	[image: ]





[image: ]


Part -1:  Networking Primer
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For most IT people networking is almost a dark science, they do not understand it but they do realise that it is the essential glue that holds everything together. As this book is for beginners that aim to be cloud proficient network engineers, we will strive to introduce you to how networking is so important and how you can accomplish much just by knowing the basics. Indeed, once you become familiar with traditional networking you will see that a whole world of interconnectivity and system integration are no longer possibilities but are now feasible in the cloud. In this section we try to introduce you to the basics of traditional networking theory and practice. However, if you are already an accomplished network engineer you might wish to skip this introduction to networking. But before you do skip this chapter take time to ask yourself are you capable in the following disciplines as they will be essential when you move on to learning GCP and cloud networking in general:


●  Traditional Network Topology

●  Switching and Routing concepts

●  Vlans and Ethernet switching

●  VPN

●  Protocols and Firewall rules

●  IP Addressing and subnetting

●  NAT

●  BGP for dynamic Routing

●  Alternative Network Architectures – MPLS, SDN and Cloud concepts



If you are comfortable in these disciplines then you should skip part one and immediately start at Part II of the book that is GCP specific.
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Chapter -1: Traditional Networking
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Computer networks are an essential part of any modern business and if you connect to the Internet, you are technically connecting to the biggest computer network of them all. Therefore, it is essential that for security and efficiency that you know how networking works before you go ahead and connect all of your important computer assets to shared resources and especially before you make them available on the public Internet.
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​Types of Networks
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Computer networks take several basic forms; a local area network (LAN), a wide area network (WAN), a metro area network (MAN), the Cloud (Public Private and Hybrid) and ultimately the Internet. The LAN is by far the most common business network because if you want to network your office you will want to build a local area network (LAN). A LAN consists of two or more computers and devices, but these computers and devices are located in the same general area – hence the name. For instance, you might have an office of 100 computers and several shared servers and printers that you need to interconnect. For a network of this size you would typically connect those using cables, switches and routers or more commonly today Wi-Fi access points and this configuration constitutes a LAN. 

The second type of network is the WAN, which is typically used to connect LANs together. For example WAN networks tend to be point-to-point or point-to-multipoint communication technologies deployed to interconnect remote sites and geographically diverse remote offices or data centres. Typical WAN technologies are deployed via long distance telecommunication carriers using optical fibre networks, broadband radio or fixed leased lines.

Metro area networks and WANs share many characteristics and typically technologies as their functions are very similar. With a MAN the purpose is to interconnect large campuses with other regional facilities using high-speed interconnects. Typically this type of network will use broadband radio or if high bandwidth is essential then optical ring technology such as DWDM to connect all the sites together. 

However all of the previous network types were generally private entities but the final networking type is the very public network called the Internet. Whereas LANs, WANs, and MANs can be considered to be private autonomous systems – under the administrative control of an organisation, the internet as a network comprises the amalgamation of all these autonomous systems but under no single administrative domain. The Internet therefore is really just one large network consisting of the interconnection of BGP-speaking routers deployed by service providers, large and small organisations and their data centres, to share routes and provide transport across a web of interconnects that spans the globe. The Internet is open to the public, as anyone that runs a BGP-speaker and advertises their routes and also the routes that they are aware of to other BGP-speakers is effectively participating in the fabric of the Internet, which is what makes it considerably different than a LAN.

Organisations typically connect and participate in the Internet for several reasons. Gaining Internet access is probably the most common reason but many organisations will also host their own websites and other public services. Intranets, which are private websites, are less common but popular in larger corporations. Intranets are internal networks usually for sharing documents, company information and news through the employees’ browser. Extranets are another type of private network that rides upon the Internet. Extranets are expanded intranets that have limited availability to partners and authorised third-parties. The only difference between an intranet and an extranet is the level of security and privacy. An intranet is typically only available to internal employees whereas an extranet is an expanded intranet that makes some of the information available to partners of in some cases the public over the Internet. For instance, a company could use an intranet for product documentation for internal developers or employees, but this same information could be available to partners and the public using the extranet. How an administrator determines and controls access to the organisation's assets becomes more difficult when networks are opened up and this necessitates the deployment of Identity and Access Management (IAM) techniques and technologies, which we will address in detail later.
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​Networking Equipment
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Years ago, networking equipment was usually just printers, routers, switches and servers, which was owned or at least under the administrative control of the organisation. Today however, things are not as simple as networking equipment can be mobile devices, Wi-Fi hotspot hardware and other mobile resources, which are employee owned. This phenomena of having employee-owned devices and even their own internet storage is termed BIYD (Bring Your own Device) and BIYC (Bring Your own Cloud) and it is now common practice. Network administrators therefore need to account for mobile device support such as tablets and smartphones and the different protocols and applications in addition to all traditional devices that make up the network stack.
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The Network Stack
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Regardless of the network type each network comprises of two or more layers in the ISO Network Stack, as shown below:

[image: image]

When discussing networks and network technologies you will come across terms such as layer-2 or layer-3 when describing a device's characteristics or capabilities. The table above is where these terms originate from. For instance, layer-2 refers to the data link layer, which is most commonly Ethernet – but there are many other technologies. Ethernet is a data-link layer protocol – it must not be confused with the cabling – as the standard is used in fixed-wire, Wi-Fi, and even optical technologies. The Ethernet standards are 802.3/RFC894 for fixed-wire and 802.11 for Wi-Fi regardless of the type of technology deployed; the underlying frame protocol is compatible. Common layer-2 devices are switches/hubs, Wi-Fi access points, Pc network cards and other devices that operate using data frames identified by source and destination MAC addresses, hence the designation of being layer-2. The issue with data frames is that to be discovered, learned and stored by other layer-2 devices means that hosts must be capable of broadcasting their MAC addresses and be able to listen to broadcasts from other hosts across the LAN. 

However, to be usable there has to be a way to resolve human understandable host-names to Mac addresses and this requires a protocol such as NetBEUI or WINS – this is how corporate networks ran in the 90’s before the internet boom. Ethernet makes the LAN effectively a broadcast domain and this can be very simple to deploy but also inefficient as the LAN grows. Ethernet is almost exclusively deployed today as the layer-2 protocol in the LAN.

On the other hand, Layer-3 devices as can be seen from the table above, are at the network layer and they utilise IP addresses as source and destination identifiers. Using IP addresses allows layer-3 devices to abstract a lot of the complexity from the underlying Ethernet Layer-2 standards. Administrators and users need not worry about host-names or MAC address resolution as it is now all handled seamlessly and transparently for them by the IP protocol stack. Furthermore, IP addresses allow a structured and logical address schema as the IP address space can be planned using a block of predefined IP addresses and be made to be contiguous. 

Typical layer-3 devices are routers, which allow traffic to pass from one LAN to another. They are also strategically deployed to isolate specific areas of a large LAN and importantly to connect a LAN to the Internet.

The Traditional ISO model is representative of all network technologies, not just TCP/IP. That is why each layer is built independently from the one above or below. For example, in the ISO table above we show the technology at layer 2 to be Ethernet but that doesn’t mean that it must use IP it could just as easily be utilising NetBEUI as was the case with early Windows LAN networks. However, TCP/IP and Ethernet are almost ubiquitous so now we tend to contemplate the TCP/IP Model as the modern reference rather than the ISO model as it more closely resembles the Internet as it is today.
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The TCP Model
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The TCP/IP Model simplifies and aggregates some of the networking functions into discrete layers. Each layer just like in the ISO model performs a specific function and it is designed to be independent of the layer above and below it. The purpose of these network models is to conceptualize how networks should work in practice and demonstrate how hardware and network protocols can interoperate. 

The TCP/IP Model of networking as opposed to the traditional and more generalist ISO model is simply a more specific way of looking at networking. This is because the TCP/IP model was developed to be the closest model of the Internet.

The TCP/IP network model breaks down into four (4) layers:
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​TCP/IP Model Layers


[image: ]




Application Layer

The Application Layer provides the user with the interface for interaction and communication. This is where your web browser, e-mail client or a file transfer client (FTP) or any other application for that matter that runs on top of TCP and/or UDP and uses a pair of virtual network sockets and a pair of IP addresses, will run in this layer. The Application Layer sends to, and receives data from, the Transport Layer.

Transport Layer

The Transport Layer provides the means for the reliable transportation of data segments across the Internet Layer. The Transport Layer is primarily concerned with end-to-end (host-to-host) communication. The TCP/IP (Transmission Control Protocol) provides reliable, connection-oriented transport of data between two hosts that are endpoints (sockets) on two computers that use IP (Internet Protocol) to establish a session and communicate. On the other hand, UDP (User Datagram Protocol) provides an alternative cheaper (no session connection required) but unreliable form of connectionless transport of data between two endpoints (sockets) on two computers that use Internet Protocol to communicate. The Transport Layer sends data to the Internet layer when transmitting and sends data to the Application Layer when receiving.

Internet Layer

The Internet Layer provides a global logical addressing scheme for network-to-network communication. The Internet Layer is responsible for packetization, addressing and the routing of data to enable connectionless communication across one or more networks. It is the role of IP to provide the packetization, logical addressing and routing functions that will forward packets from one host to another. The Internet Layer communicates with the Transport Layer when receiving and sends data to the Network Access Layer when transmitting.

Network Access Layer

The role of the Network Access Layer is to provide via the network interface card access to the physical network. Ethernet, Optical and Wi-Fi are examples of common network interfaces. The purpose of a network interface is to allow your computer to access the wire, wireless or fibre optic network infrastructure and send and receive data to/from other computers. The Network Access Layer transmits data on the physical network when sending and transmitting data to the Internet Layer.
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Encapsulation Process
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The order of encapsulation can sometimes cause confusion especially with beginners. The diagram below shows the order of encapsulation/decapsulation as a data packet is sent from a user to a recipient across the network. In the diagram we can see how data is constructed into a packet as each layer adds a header and then how it is deconstructed as it passes through the layers: 



	Sender

	Receiver
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Figure 1
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Building the Stack
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The idea behind the MAC address was that every network card manufacturer would create and deploy a unique media access control (MAC) address number to every network interface product. This MAC address, which has a vendor specific prefix, is what uniquely identifies that interface card from the millions of other network devices connected to the Internet. MAC addresses are 48-bit alphanumeric addresses, so there are trillions of possibilities. The MAC address was originally supposed to be burned into the network card and therefore immutable but that changed and now MAC addresses can usually be assigned to a network interface card (NIC) by an administrator. Regardless, once the NIC has been assigned a MAC and an IP address they collaborate in order to efficiently communicate on the network at the data-link or LAN level. Basically, the IP address is used at layer-3 and above whereas the MAC is utilised for high-speed Layer-2 switching on the LAN.

However, assigning an IP address to every host in a network can be tedious and an administrative burden. Indeed, typically most hosts apart from servers do not require a fixed IP address so it is preferable to automate the address assignment process through a technique called DHCP (Dynamic Host Configuration Protocol). In short host are not configured with a static IP instead a DHCP server on the LAN will listen for hosts that will make a DHCP request upon start up. These hosts are looking for an IP to be assigned to them by the DHCP server along with other attributes such as a default gateway and the addresses of the DNS servers for hostname/IP resolution. 

LAN Architecture

A prerequisite of any device to join a network is to have a network Interface card (NIC). You need a network card that matches the protocol you use on the network. Protocols are the “language” or “language rules” used by the hosts on the network to communicate. The network card is the physical connection and the gateway between the network media and the host devices CPU. Network cards can be wireless or wired, depending on the type of network you set up.

Hubs or switches are used to provide secondary access to devices in order that they can physically attach to the network. Hubs aren’t “intelligent” devices they are just a small number of interconnected ports that provide a convenient place to connect local devices. Hubs connect computer devices across a shared backbone so all the devices must share the bandwidth. However, hubs don’t have any intelligence such as learning and storing MAC addresses for each port. Instead, a hub simply floods traffic out of all the ports simultaneously. A switch on the other hand is intelligent and it learns which MAC addresses – devices - can be found on which port so only sends traffic out of the appropriate port for a given device. Furthermore, switches commonly support DHCP, and more advanced layer-3 switches can support IP routing tables, routing protocols, traffic policing and security features. Switches and hubs create the shared LANs. However, LANs as we have seen are broadcast domains and a router is required to connect multiple LAN networks together.

The reason for this is that hosts do not talk to each on a LAN using IP addresses – IP is a relatively new protocol for LANs it only became popular in the early nineties – instead they communicate using their MAC addresses within a data frame.

A MAC address takes a standard format where the prefix denotes the vendor, after that the vendor is free to allocate any Hexadecimal address plan they want. The MAC is therefore considered to be part of the network interface card – and the accompanying IP address is part of the software stack, which means they have to cooperate. When a host wishes to transmit data on the network to another host, it packages the data up in a payload and requests the network card to send it to, for example, the host on 172.16.1.10.  The interface card has no idea who 172.16.1.10 is, so it has to broadcast to all hosts, “Who has got 172.16.1.10?” This is, in essence, broadcasting on the network.

However, for this to work all hosts must be listening for broadcasts as upon hearing its own IP address, the network card on the host 172.16.1.10 must reply with its MAC address. All the listening hosts on the network will then update a table called the ARP (address resolution table) cache with a mapping of IP to MAC addresses. This works well on small-to-medium LANs, but there is still a problem. The ARP cache cannot remain indefinitely or there would be no way to update any stale IP addresses. Therefore, hosts must periodically flush the ARP caches to keep the contents fresh and so they must once again go through the relearning process by broadcasting, “Who has got 172.16.1.10?” With approximately 100 hosts or more, performance degradation starts to become noticeable and worse unpredictable. This means that broadcasting eventually degrades network performance and this means it does not scale well. There is also another issue and that is when loops occur in switched networks.

On large LANs, loops can occur when switches are linked together without proper design diligence. In this scenario, the switches would learn host addresses on different ports as they are coming from different switches and directions. This leads to a broadcast storm, as the switches try to resolve the conflict by continually flushing their ARP cache in order to refresh their ARP tables. Switching techniques such as VLANs and Spanning Tree Protocol (STP) mitigate some of these troublesome loops and broadcast issues. However, they introduce their own set of issues such as in the case of STP with added complexity and a tendency to limit capacity by shutting down ports to prevent loops occurring. However, the best solution for scalability and manageability is to limit the range of these broadcasts by segregating LANs into smaller sub-networks. When we are dealing with layer-2 switch networks we can accomplish this task using Vlans.
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Virtual LANS (Vlans)
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A Virtual LAN (Vlan) is a technique for segmenting logical grouping of hosts on a layer-2 switched network that may or may not be on the same switch or network segment. In fact, Vlans are used to segment and isolate computers that may well be several switches and network segments apart even so they can be in the same Vlan. Location and geographic location is not a constraint when configuring Vlans. The only requirement is that they are within the same Layer-2 broadcast domain.

Network switches and host computer network cards communicate at the layer-2 level by using their MAC (media access addresses). It is the physical network address of the network interface that computers and network switches use to forward packets to one another. This is what is termed “layer 2” or the data level of a network. A layer 2 network, such as an Ethernet LAN will consist of hosts and switches that fast switch packets around the local area network (LAN) based on their MAC addresses. Because network interface cards talk directly to other network interface cards or switch ports, using their MAC address, communication is done at a hardware level typically through silicon rather than software so it is extremely quick. The common language or the protocol used to communicate is called Ethernet.

Ethernet is commonly mistaken for the cabling system that is characterized by its ubiquitous presence in every office around the globe. However, Ethernet is not the cable with the little telephone like connector – they are Cat 5/6 cabling & RG45 connectors, respectively. Instead, Ethernet is the data framing protocol, the network standard that enables hosts to construct meaningful messages and transmit them successfully across the LAN and it is this protocol that provides us with the facility to create Vlans.

So what is an Ethernet frame? A data packet on an Ethernet link or LAN is actually constructed as a payload that is encapsulated within an Ethernet frame that conforms to the standards of an Ethernet 802.3 frame. An Ethernet frame can be represented as in diagram below.

[image: vlan]

Figure 2

The first thing to notice is that there is no mention of an IP address within an Ethernet frame. Instead, an Ethernet frame as depicted above has the very first field as the Destination Mac Address, the second Field is the Source MAC address. However, there is another field of interest that is the frame following the MAC Source address and this record is called the 802.1q tag. What the 802.1q tag represents is the Vlan 802.1p priority code and the Vlan identifier.

This 802.1q Vlan identifier is how an Ethernet frame can be marked to be different from other Ethernet frames as the Vlan tag defines its Vlan membership. Now the way this works is that a Vlan aware network switch when receiving a packet can look inside and check the frames value for not just the source and destination addresses but also the frame’s Vlan ID.

Remember how a network layer-2 switch works, a switch listens and learns, which hosts are contactable through which of its ports, and it builds tables so that it effectively learns which hosts are contactable out of each port. Well now, the switch can also listen and learn what Vlan members are located on which ports, and which Vlan broadcast traffic it should transmit or block per port. The layer-2 switch, can then, block or transmit layer two broadcasts, dependent on the Vlan identifier that is assigned to each switch port. This method has effectively segmented and isolated hosts based upon their designated ports and thereby restricted their broadcast domains. This enables network administrators to segregate hosts and their traffic even though they share the same wire and switch fabric. Additionally, administrators can now group hosts from different network segments many switches away from one another into the same virtual LAN as if they were sitting on the same local switch. This is all possible by assigning a Vlan ID to the 802.1q packet. Moreover, this segregation and isolation can be achieved without any IP address.

Vlans are a popular way for a network administrator to segment a layer-2 switched broadcast domain network by configuring the local Ethernet switches with Vlan IDs assigned to ports or groups of ports and then placing the selected hosts/ports into the designated Vlans. This is great for local administration of a single switch. However, the administrative burden accelerates when the requirement is for the Vlan to span the entire organisational network of perhaps one thousand switches? 
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Subnets
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Without routers, switches and hubs the traditional networks that are now ubiquitous could never have scaled even locally across a large company. Moreover, without IP subnets, there would be no routers, only layer-2 switched networks. Without subnets, there would be no routing protocols, such as OSPF and BGP, which make finding and communicating with hosts and services on remote networks possible. In short, without subnets there is no Internet for the vast majority of us, as there would be only one big switched network per organisation. This is why we need to understand subnets, how they came about, and why they should be part of a well-designed, planned, and implemented network.
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IP Addressing
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Prior to the 1990’s computers rarely is ever required to talk to other computers out with the organisational borders. Almost all communication was restricted to the LAN with only a few servers configured with a modem link to communicate with other LANS or remote computers. Modems were acoustic couplers that connected over the standard telephone wire or perhaps a leased line. Regardless, they were merely layer-2 bridges that allowed temporary connection between systems or LANS. However, as these links were notoriously unreliable a robust transport protocol was required that could handle the loss of data and dropped connections. That protocol was TCP/IP.

TCP (Transport Control Protocol) is a robust, reliable and connection-orientated transport protocol and it found favour with the early users of the academic internet. With the explosive growth of the Internet in the 90’s there was now an urgent requirement for a commercial solution that would allow businesses to connect their LANs to the internet. TCP/IP was the obvious answer as it was easy to deploy on Windows. All that was required was to add the TCP/IP stack to the network configuration and give it an IP address. Implementation was straightforward as Windows could operate and co-exist with both active Netbui, WINS and TCP/IP stacks.

We saw earlier how Ethernet frames encapsulated data packets it received from a higher layer application. The TCP/IP stack would now pre-empt this as it would add its own TCP and IP address headers to the data packet and encapsulate it into a datagram. The encapsulation process begins at the transport layer where protocols encapsulate the application data into transport protocol data units.

The transport layer protocol creates a virtual flow of data between the sending and receiving application, simultaneous flow are differentiated by the transport port number. The port number identifies a port, a dedicated location in memory for receiving or sending data. In addition, the transport protocol layer might provide other services, such as reliable, in order data delivery.

As the purpose of TCP is to ensure successful delivery of the data it needs to be a connection-orientated protocol. This means it must first establish a connection with the other party. It does this through a process called the three-way handshake. This is simply a conversation consisting of connection requests and acknowledgements between the parties at connection establishment time.

It is at the Internet layer that TCP/IP prepares the data segments or packets into datagrams by appending Information in the IP header. This includes the IP addresses of the sending and receiving hosts, the datagram length, and the datagram sequence order. A TCP/UDP datagram take this form:

[image: Image result for tcp datagram"]

Figure 3

The TCP protocol receives segments of data from the upper layer applications and it loads it into memory buffers determined by the Port No before it is passed for processing at the Internet layer. It is at the Internet Layer that the IP address headers are determined and added to ensure correct delivery to the intended recipient. Once the headers have been attached the IP datagram as it is now know is passed down to the data link layer. 

Data-link layer protocols, such as Ethernet, format the IP datagram into a frame by adding a third header and a footer to “frame” the datagram. The frame header includes a cyclic redundancy check (CRC) field that checks for errors as the frame travels over the network media. Then, the data-link layer passes the frame to the physical layer. 

The physical network layer of the sending host receives the frames and its job is then to convert the IP addresses into the MAC hardware addresses appropriate to the network media. The physical network layer then sends the frame out over the network media.

[image: image]

Figure 4

The receiving host will upon receipt of the data frame check that the CRC is correct before reversing the process by passing the frame up to the Data-link layer. The Data link layer again checks its CRC before stripping away the frame headers and passing the datagram up to the Internet layer.  The Internet layer reads information in the header to identify the transmission. Then, the Internet layer determines if the packet is a fragment. If the transmission is fragmented, IP reassembles the fragments into the original datagram. IP then strips off the IP header and passes the datagram on to transport layer protocols. The transport layer reads the header to determine which application layer protocol must receive the data. Then it strips off its header before it sends the message or stream to the recipient application.

TCP/IP enables computer systems to communicate across networks as the IP addresses can be routed using a next-hop basis. For example, a router just needs to know which interface to send a packet with an IP destination address out off. It does this using looking ups in its internal routing table. The routing table is populated by either static manually configured routes or by dynamic routing protocols that discover network topologies and update the routing table accordingly. 

However, at the LAN level there is still the issue of broadcast domains as the host still needs to resolve an IP address to a MAC Address. This means that to contain the broadcast domain we need to create small IP address scopes. This requires that we split large address scopes into much smaller ranges of addresses and this is called subnetting.
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How subnets came about?
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IP subnets were created to address the technical problem associated with broadcast domains, hubs and switched networks. Broadcasts are problematic because they can consume bandwidth, which in turn limits the practical size of any local area network. 
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​Designing Subnets
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Designers achieve segregation and broadcast isolation in layer-3 IP networks by limiting the number of hosts in a network using subnets. Subnets are logical blocks of IP addresses that are derived from the overall IP network address space. By creating sub-networks, the network designer contains broadcasts within the subnet’s own logical boundaries. A network designer therefore splits the larger network into several logical sub-networks or broadcast domains. For example, in practice, a designer may separate the network by department such as finance, IT, sales and marketing. Subnets optimize the performance and scalability of the network by restricting the range of the ARP requests and other broadcasts to the boundary of the subnet.

Given the above scenario, if a host in sales now wishes to communicate with a host in finance, it would be unable to do so as its ARP request would go unanswered. This is where routers come into play. 

Routers simply are devices that have multi-interfaces – one in each subnet. They also maintain a list of reachable IP subnets and their respective routes in a table. Routers may also hold security configurations along with DHCP and DNS servers. For example, a router would have one network interface in the sales subnet and another configured in the finance subnet and another in IT, and so on. In this scenario, the router would then be a member of each department’s subnet and can therefore participate in handling traffic between subnets. The router acts as an Arp proxy as it effectively answers any ARP requests from the neighbouring subnets. This works something akin to a traffic control system as it directs traffic from its interfaces located in the department’s subnets to the destination subnet. In this example, a router with four interfaces connecting sales, finance, IT and marketing would be a member of each subnet, which would allow inter-subnet traffic to pass back and forth between all departments.
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​ACls
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Combining subnets and routers will increase network performance and scalability. However, the combo also provides some other notable benefits. By segregating the network into isolated logical subnets or domains of interest, the network designer can then enforce some stringent access controls. A network administrator can for example configure access control lists on the router to allow or deny packets from entering a subnet by examining its source IP address. For example, they might limit all access to the finance subnet to only trusted-staff members based up their laptops source IP address. Initially, these access control lists were basic, though presently they have developed to inspect not just source and destination addresses, but also the time of day, the protocols being accessed, the source geographical location, and even the type of device being used. The advantages of these context-based security access lists are only obtainable when designers have planned subnets to maximize security.

Subnets are the fundament building blocks when building scalable IP networks. Hence a data architect must have a sound understanding of IP subnets as it is a pre-requisite to becoming a capable network designer or engineer.
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​Subnetting IPv4
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Today, IP is the dominant network protocol in use in both Local Area Networks (LANs) and on the Internet. However, IPv4 addressing is anything but simple. Too often, IP subnetting is a source of confusion even for experienced network engineers. Nonetheless, understanding and being competent in subnetting is an inescapable fact as most networks will require subnetting for optimization and security purposes.

Use Case: Creating Subnets?

The practice of sub-dividing a network address block often called a CIDR address block into multiple sub-networks is called subnetting. It is achieved by clever manipulation of the IP address and its corresponding subnet mask.

An IP address is in the format;

––––––––
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In the table above, the IP address components are designated as either network or host bits, as it is the configuration of the subnet mask that designates the boundaries. For example, for a class A network the mask is a /8, a class B is a /16, and a class C is /24. These demarcations points are commonly represented by decimal notation such as 255.0.0.0, 255.255.0.0 or 255.255.255.0 either way they mark the boundaries of what is a network and what is a host.

Network professionals manage to calculate subnets and masks in their head because they think in decimal, not binary. They manage to do this by extending the subnet mask by borrowing host bits from the designated host range. For example, a single 172.16.16.0/24 address range can be split into two by extending the subnet mask by borrowing one bit, transforming the subnet mask from a /24 to a /25 or a 255.255.255.128 in decimal notation. The table below outlines the options achievable by borrowing host bits to extend the subnet mask.

[image: image]

Regardless of what address range is used, class A, B or C, it is possible to use basic math to subnet. The individual subnets and hosts can be determined through two basic formulas.


	Number of subnets = 2n where n is the number of bits borrowed to make the subnet mask

	Number of hosts = 2(32 – n) – 2 where n is the number of bits in your subnet mask



For example, what subnet does the host IP 192.168.16.47/27 belong too?

The mask is a /27. So next demarcation boundary is 32, it is greater than boundary 24 but less than 32. Therefore, by applying the formula,

Number of hosts = 2(32 – n) – 2 we can easily determine its subnet.

Explanation – to determine the number of hosts per subnet, the value of n is equal to the length of the subnet mask. In the example above, the formula is thirty-two (the class boundary) minus twenty-seven (the subnet mask) therefore (32 – 27) = 5. It follows that 25 = 32 which gives us our block size – the number of hosts per subnet. However, two addresses are unavailable for use as host addresses, namely the first and last addresses. The first address of a subnet identifies the subnet and the last indicates the subnet broadcast address, which is used to communicate with all hosts in that subnet, hence the -2 in the formula.

Now, it is simply a case of counting from zero upwards in the fourth octet using the previously determined host block size, which in this case is 32.

1st Subnet 192.168.16.0 – 192.168.16.31

2nd Subnet 192.168.16.32 – 192.168.16.63 (The host 192.168.16.47 belongs to this subnet)

Its subnet address is 192.168.16.32 and it broadcast address is 192.168.16.63, it is important to remember that a subnet always starts with an even number and the broadcast with an uneven number.

The rules apply not just to Class C addresses but to the other classes as well, here is an example of a Class B borrowing bits in the third octet.

What subnet does 172.16.116.4/19 belong too?

The mask is 19 so 24 is the closest boundary therefore (24 – 19) =5, so 2^5 = 32

Counting up from zero using the host block size of 32, but this time in the third octet, has 172.16.116.4/19 in the 4th subnet, it will have a subnet address of 172.16.96.0 and a broadcast address of 172.16.127.255

1st subnet 172.16.0.0

2nd subnet 172.16.32.0

3rd subnet 172.16.64.0

4th subnet 172.16.96.0 (172.16.116.4/19 belongs in this subnet)

5th subnet 172.16.128.0

How to Subnet quickly and efficiently like the Professionals

The first step is to understand the relationship between the decimal to binary overlay, then think in decimal.
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●  The second step is to remember the powers of 2

●  The third is to remember the basic formulas



1.      Number of subnets = 2n where n is the number of bits borrowed to make the subnet mask

2.      Number of hosts = 2(32 – n) – 2 where n is the number of bits in your subnet mask

Then remember that the more host bits are borrowed to make subnets the less hosts are available and vice versa.
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Network Ports
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An IP address can be considered to be akin to a zip or post code in so much as it directly identifies the host or building. However as with our analogy a building may have many tenants similarly a network host may have many running applications. In the case of a zip/post code we can append an apartment number to complete the address so that it correctly identifies the correct building and apartment. Similarly, we need to do the same thing with applications running on a network host so that the NIC software knows which application to pass the data packets to and this is why we append a port number. For example, http:192.60.54.5:8080 

The main purpose of this port is to identify different processes which are running on a single computer and thereby enable it to share physical connection to a packet switched network. A basic example for this would be the internet. Ports have different meanings in terms of software but the basic functionality or working protocol remains the same. A port is application specific or software specific, which serves a computer’s host operating system’s communication endpoint. Every port is associated with an Internet protocol address of a host and the type of protocol being used for communication.

TCP (Transmission Control Protocol) and UDP (User Datagram Protocol) are layer-4 transport protocols that use ports. The data is first routed to the specified IP address and then directed to the particular application specified in the port number. The combination port number and IP are unique globally and this is the reason as to why different permutations of port and IP addresses are used throughout the world. Different protocols can use the same port numbers for communication provided the port is not being used by another service.

Example of a Network Port

A very typical example of how a software port is used to direct traffic to an internal application within a network node is when we consider how an email server that is used for receiving and sending email somehow manages to support two different services on the same IP address. The first email service that the server will need to support is to transport email to and from remote email servers. This is usually done via the SMTP protocol (Simple Mail Transfer Protocol). SMTP listens on the TCP port 25 for any incoming requests.

The second email related service that or server is running is POP the (Post Office Protocol) or IMAP (Internet Message Access Protocol). These protocols are typically run by clients of internet email applications to download new messages such as Microsoft Outlook. In addition, these emails can be accessed in offline mode too once they are downloaded. POP service works on TCP port number 110. These services can run on the same host computer or a remote computer (mail server).

Common Port Numbers

The commonly used port numbers are assigned by the Internet Assigned Numbers Authority (IANA), which is the global organization that manages the registration of Internet service designated port numbers. The port numbers are divided in three parts:


	Well-known ports or system ports: 0-1023

	Registered ports: 1024-49151

	Dynamic or private port: 49152-65535



For example: all the well-known applications are assigned their own well-known port, which lies between 0 and 1023. For instance, FTP (File Transfer Protocol) and HTTP (Hypertext Transfer Protocol) are two common IT applications that run on ports 21 and 80 respectively. In addition, the registered ports will range from 1024 through 49151. Lists of these ports are officially maintained by IANA. Dynamic or private ports range from 49152 through 65535.
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​Networking Protocols
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Network protocols are basically a set of rules and standards that a host running those network protocols must abide by. The most common set of protocols is the Internet Protocol suite. The basic protocol used on the Internet is TCP/IP. TCP/IP is a set of protocols that allow you to connect devices, transfer your request to web servers and read web pages. Other, older protocols can also be used on a network, but doing so just makes your network more cumbersome and since you need TCP/IP anyway to connect to the Internet you may as well use it.
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Routers
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In short subnets and routers are required to interconnect networks to other networks, whether internal Local Area Network (LAN) segments of the same company or to independent networks on the other side of the globe. Routers will route packets from one network or subnet to another therefore a router must have an interface within each network and some means of directing traffic from one interface to another. The router accomplishes routing by having a set of rules and a map of the known network. The simplest method is when the router administrator configures a static route, which tells the router; if it receives packets for this network send it out this interface.

In order for a router to receive traffic from hosts on the LAN that is destined for the Internet or unknown destinations then the LAN hosts needs to be configured with a local default gateway. By configuring a default gateway on the LAN hosts, ensures that packets, which are destined for unknown destinations are sent to the internet gateway router and then forwarded via the routing table to the destination. If there is no matching route in the router’s route table then it will send the packets out its own default gateway, which typically will point to an Internet Gateway router. Hence any public IP address that is unknown within the local network will be directed out to the Internet.

Consider the diagram above. In order for each host to communicate with each other, you will need to configure the router so it knows where to route packets. The simplest way to do this is via static routing.

With static routing, the administrator needs to configure the router to accept packets and direct them to the correct interface. A static route looks like this:

IP route 172.16.1.0 255.255.255.0 ethernet 1

A static route places an entry in the router’s “routing table,” which records the path or interface for the next best next hop. In this example, traffic is destined for a host on the 172.16.1.0 255.255.255.0 network. The router finds the static route update in the table and sends the packet out on Ethernet port 1.

If another three static routes are configured, then every host will be able to communicate with each other and the Internet.

IP route 192.168.1.0 255.255.255.0 ethernet 2

IP route 172.16.2.0 255.255.255.0 ethernet 3

IP route 0.0.0.0 0.0.0.0.0 ethernet 4 (this is a default route, which matches all less-specific routes)

By adding a default route, any packets not destined for one of the three local subnets will be sent to the Internet.

In this scenario, the router is acting as a layer 3 packet router. It accepts inbound packets and looks up each packet’s source and destination address. It then looks up the IP routing table to ascertain the best route to forward the packet. Because these are simple statically configured routes, CPU and memory overhead are not an issue.

The router also takes IP packets with local source addresses in the private range and forwards them to the Internet. It is also receiving packets from the Internet to its own network address and route them back to the correct host. This process is called Network Address Translation or (NAT).
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NAT
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NAT used to be terribly confusing because prior to ADSL, it wasn’t seen outside of corporate networks. However, with the explosive growth of the Internet and the telecom/ISP infrastructure required to support it, NAT and private IP addresses are more popular.

The reason we need NAT is that nowadays computers within a private network use private IP addresses from one of three ranges:

10.0.0.0/8

172.16.0.0/12

192.168.0.0/16

These IP addresses have no meaning outside of a network, because they are dropped as soon as they leave the network gateway router. These IP addresses cannot cross the Internet, so are only of local significance to the internal network (LAN). So how do they connect to the Internet?

They connect through the router, and the router performs Network Address Translation (NAT) on the packets as they pass through its external interface. The router looks at every packet and makes a note of the source address/port and the destination address/port in a table (the NAT table). It then rewrites the packets source address (the private one) with the router’s own real public IP address. The packet is now legal and capable of traversing the Internet.

The router accepts the packet and looks up the NAT table looking for a match against the IP addresses/port numbers. It then rewrites the private address back into the packet and sends it on its way to the private computer on the LAN.

The router only really has to do lookups and calculations once. Once the router establishes the source address, port number and destination, the address-port number pair forwards the packets as being part of a TCP stream, which makes NAT much more efficient.

The router also protects hosts from the Internet and protects hosts on corresponding subnets from each other. It protects the hosts from each other by breaking up the layer-2 LAN broadcast domains on which they reside. Hosts on an Ethernet LAN do not use IP to talk to one another. They use Ethernet interface MAC addresses. This is a globally unique address that computers use to communicate. IP is a software protocol. This means that every time a computer receives a packet, it doesn’t know, for example, 172.16.2.5. It sends out a broadcast at layer-2 on its MAC address looking for a host that has the address 172.16.2.5?

The host that has 172.16.2.5 will respond with its MAC address. If there are more than approximately 100 machines on a LAN segment, this traffic becomes problematic and degrades performance. A router blocks those layer-2 broadcasts from crossing over to other networks. A router limits the scope of broadcast domains and provides protection against broadcast storms.

Access control is the last but not least reason for having routers. A router is a border gateway for each sub-network, and the administrator can use an access control list in both the incoming and outgoing directions. This provides for security at the IP layer.
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Network Transmission Protocols
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TCP (transmission control protocol) and UDP (user datagram protocol) are the two main communication protocols used on the Internet. They are both similar in some ways, but each has a different use based on reliability, speed and bandwidth. TCP/IP is the most common transmission language used, but some of the common applications you use transmit UDP packages instead. If you’re planning to program network application, you need to know both transmission protocols.

TCP/IP and Internet Communication

TCP/IP is a suite of protocols, but since it’s used across the Internet, it’s the most important to understand. The IP part of the protocol is what you know as the address for your computer. Every computer on the network must have a unique IP address. Some IP ranges don’t route, which means that your local network IP is different than what is seen as the transmission passes from your router to a web server on the internet.

The TCP part of the protocol suite is the transmission part of the protocol. TCP determines how your data packets travel along a wire. This wire could be your internal network or across the Internet to a web server. First, TCP is a connection-oriented protocol. This means that a handshake occurs between your computer and the destination server. Your computer sends a message that basically says “hello” or the SYN request. The server responds with an acknowledgement or ACK and your computer then acknowledges the response and a connection is made.

The TCP protocol then chops up your data into packets. These packets contain the source IP address, the server or destination IP address, the data, the packet’s sequence number (to later build the full message when it reaches the server), the source port number, the destination port and several other options. Because the connection is reliable, there is a checksum and error checking ensure that the entire message reaches the destination. TCP is more bandwidth intensive than UDP, so it takes up more resources than UDP.

You probably recognize the HTTP protocol. This is the most common example of TCP. TCP is also used in HTTPS, FTP, SMTP and Telnet connections. If you create a network application, you’ll need to understand this protocol but most frameworks include a library you can use to communicate with TCP and IP.

UDP and Connectionless Communication

User datagram protocol uses a somewhat similar setup. This protocol also sends messages in packets, but these packets are not sent after a handshake. This means that the connection isn’t as reliable. UDP is considered a connectionless transfer. You send data packets across the wire, but your computer is not interested in any confirmation. Consider TCP like a phone connection. You call someone and this someone acknowledges your phone call. After confirmation, you then begin your conversation. This is your typical TCP communication.

With UDP, you have no confirmation. As a matter of fact, UDP is used in similar concepts. UDP is often used in chat programs. You send a chat message to a recipient and the only way you know the recipient got your message was if he sends a message back to you. Other transmission protocols use UDP such as DNS, DHCP, TFTP, SNMP, VOIP and RIP.

UDP is not reliable, but it does give you a more lightweight version of the TCP protocol. It’s faster and uses up less bandwidth than TCP. UDP also doesn’t use an order like TCP. With TCP, each packet has a sequence number. When packets reach the server, the server’s network card then puts all of these packets back together to build the message. This message is then what you see on your computer or the server. UDP is different in that there is no sequence with the packets. You can add some kind of sequence arrangement, but the application must handle the sequencing.

UDP packets still have a source and destination port number attached to the packets. Both TCP and UDP need a port number. The port on your computer used to communicate with the server is probably different than the server’s port. Outgoing and incoming ports are set by the application. The server listens on a particular port for your computer’s request. Your computer sends a request on a particular port, the server “hears” your request and then communication happens. These ports are open until communication ends.

Whatever protocol you use is up to you. But this choice will determine the efficiency and reliability of your application. For instance, if you plan to write a network application that connects to the server’s desktop, you probably want to have an application that uses TCP to keep the connection alive and verify that packets are sent successfully. However, if you are creating a web communication application where two users chat with one another, you probably want to use the UDP protocol.
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​HTTP
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HTTP is an abbreviation of Hypertext Transfer Protocol and is ubiquitous on the internet as the browser protocol you will use when communicating with a web server or other physically dispersed systems.  The name relates to the fact that the Hypertext itself is the text used on web pages which connects one page to another page, whether within the same system or externally. Hypertexts are therefore the crucial links that interconnects website content on the internet. Therefore, we can consider HTTP forms the basis and the protocol for describing how web pages are communicated from the web server to the user’s browser

Simply put, HTTP is an Application Protocol for transferring resources across the internet. Browsers interact and communicate with HTTP on a web server using the well-known HTTP TCP Port 80. A HTTP session is opened by an HTTP Client typically a user’s browser via a user agent. When establishing a connection, the browser sends a connection Request Message to the Web Server on port 80, which is the standard port the web server is listening on. The Request Message is also known as the ‘Client Request’ and consists of the following lines:


●  Request line

●  Headers

●  An empty line

●  An optional message body.



The interesting part about HTTP is it was designed to be a single connection and stateless. What this means is that the client sends a single request at a time and the server disconnects the session after it has fulfilled the clients request. Therefore, each client request is independent of others and only survives as long as it takes to make the data-transfer. In order to address this statelessness several technologies out-with the HTTP standards have evolved such as cookies that track and maintain client sessions and provide a stateful element to HTTP as being stateful is a prerequisite in ecommerce or eBanking.

Secure HTTP (HTTPS)

There is a more secure version of HTTP known as HTTPS. This typically involves the use of an SSL Certificate which creates a secure, encrypted connection between the browser and the web server.

HTTPS is typically used where sensitive data is transferred such as payment details or login credentials but it has recently become the norm for all data transfers. Hence, in recent years HTTPS is the default on most webservers and Google has encouraged its use by including it as a criterion in its ranking. Whereas HTTP uses port 80, HTTPS uses port 443 for communication.
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SSL/TLS
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SSL or more correctly nowadays TLS is one of the most common protocols in use on the Internet today it works along-side TCP/IP to assure confidentiality, integrity and authentication. It uses asymmetric keys to encrypt data and digital certificates for authentication through a trusted third party. SSL is commonly implemented as a client-server model, which means the server is responsible for its own authentication through signed certificates and encryption via public and private keys. In most cases, the client does not provide a certificate, as authentication of the host computer is not necessary. A typical SSL implementation is on web servers hosting email, ecommerce, banking, or other services where clients will send and receive confidential information such as passwords, credit card details and social security numbers over the public internet.
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