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Thinking Machines

“The ability of a program to learn from experience - That is, to modify its execution on the basis of newly acquired information”


​​​Chapter 1 –An introduction to Machine Learning



In this Chapter we will introduce machine learning and describe it relationship with Artificial Intelligence. As part of the discussion we will learn what Machine Learning is and how it differentiates from A.I. In the course of the Chapter we will learn about some features of Machine Learning and how some models such as deep neural networks are producing some profound discoveries and results across a variety of disciplines that not so long ago were thought to be beyond the realm of intelligent systems.

In Part II – Artificial Intelligence, we looked at a very high level at how we can build rational agents, which display some measure of AI. We looked at AI through the behavior of constructs called agents and how we used search to solve problems, planning and knowledge representation but the one area we did not touch on was learning. This is because the domain of learning has grown recently and has gained such importance that it has almost stopped being a sub-set of AI and has become its own discipline – the domain of Machine Learning (ML).

AI covers a large area of computer science research, which has grown so large that it encompasses many disciplines making it difficult to limit exactly what it is or isn't. For example, Cognitive Computing was once considered part of AI as the goals were so intertwined but CC has since forked to become its own science. 

​​​How does AI differ from Machine Learning?

AI despite all the rhetoric really boils down to being a computer program or set of algorithms that does something seemingly clever. It can be a simple knowledge-based agent with a set of rules in the KB, a pile of if-then statements in a procedural program or a complex Bayesian network. 

The consensus and general belief is that Machine learning is a subset of AI. That is, machine learning is AI, but not all AI is machine learning. For example, symbolic logic, which consists of rules engines, expert systems and knowledge graphs along with Bayesian statistics, or evolutionary algorithms that could well be considered and described as being Artificial Intelligence, but none of them are machine learning. 

The "learning" part of machine learning relies heavily on negative feedback therefore ML algorithms attempt to optimize their performance through training and experience i.e. they usually try to minimize error or maximize the likelihood of their predictions being true. The ML agent works on the principle of a framework that manipulates inputs in order to guess as to the inputs' nature and their impact on the output. Different outputs being the results of various initial guesses are the product of the inputs and the algorithm. Usually, the initial guesses are way out of the ballpark, but if you are lucky enough to have ground-truth labels pertaining to the input, you can measure how wrong your guesses are by contrasting them with the truth table, and then use that error to modify your algorithm – this is negative feedback, the technique of using errors in the output to tune the input proportionately. 

This is how neural networks work they keep on measuring the level of output error and correspondingly modifying their input parameters until they achieve a minimal error that is detected on the output that they are unable to reduce further and this is true Machine Learning.

Machine Learning requires in the most typical and easiest scenario to be trained with data that is labeled so that it can determine the level of error in the output. Therefore ML agents are an optimization algorithm and if they are trained with sufficient data to tune them accurately they will minimize their error by always working to bring the output closer to agreement with the reference goals.

However, over the last couple of years – from 2012 onwards - AI has been changing. Many scientists are now recognizing that most things that were considered to be AI in the past were actually nothing of the sort. Instead, there is a school of thought that as long as the programmer is the one supplying all the knowledge to the system then they are in fact providing the intelligence. Yes the AI system may learn but its learning based upon labeled training data which is provided to the system as a representation of a defined world model. Hence the system is not really an Artificial Intelligence agent as it's still relying on training data so could strictly be looked upon as another programming trick.

The issues here are that if you define and input the references for the world models for the system, then the machine isn't learning itself. After all, the world model could be very large and apt to change at any time making the system obsolete. Instead we should be building systems that are capable of learning everything about their own world models, through interacting continuously with their own sensors and percepts. Making the systems autonomous is the only way to create really intelligent systems so we must strive to have the system itself learn, then create and maintain its own World Models.

Since 2012, a specific Machine Learning technique called Deep Learning, which has proved extremely successful utilizing DNN or deep neural networks has come to the fore. This success has many researchers abandoning the classical weak AI algorithm style of AI and switching to Deep Learning. This sea change is based mainly on the fact that it actually is proving to work ... the only slight issue is no one as yet knows how.  Consequently, researchers, such as Google's DeepMind, have made more progress in three years since 2012 than all of AI research in the preceding decades. The proven success is demonstrated in advances on several key AI problems, which are notably, Image Processing and Understanding, Signal Processing, Voice Processing and Understanding, and Text Understanding. 

Another exciting indicator that we are now on the right track is that deep learning (DL) algorithms are small and very efficient circa 500 – 1,000 lines of code as opposed to older AI programs that could run to millions of lines of code. The importance of this is that they require little initial programming, and especially no specific knowledge about world models as the purpose of these programs are to be general use systems that can move from one problem domain to another with very few changes to the core code.  

Being generic, these deep learning systems are displaying GENERAL intelligences, not specific to any one problem domain. This is why they are being called Artificial General Intelligence something IBM's Watson despite all its impressive tricks could never aspire too.  Furthermore, computer science has never had any AI programs that could do this in the past. As an example, the language understanding programs that organizations such as DeepMind are creating using DL will work in any language, not just English, all it just takes is re-training to switch to Japanese or German. 

In addition, the one drawback of deep neural networks and deep learning – the inability to learn incrementally – was overcome to some extent by DeepMind in February 2017. Previously once trained a deep neural network was only good for what it had learned, and subsequent training led to a condition known as catastrophic forgetting – the loss of previously learned abilities. However, DeepMind appear to have overcome this shortcoming to some extent by creating a DL network that can learn incrementally without suffering catastrophic forgetting so it can learn new tasks without destroying the connections established by previous learning. 

Google who acquired DeepMind for its deep learning skills is currently heavily committed to using Machine Learning and are actively using the technology to upgrade their existing systems many of which have been replaced by Deep Learning and other ML techniques in the past few years. For instance, even their patented "PageRank" algorithm - which is part of Google's treasured search engine algorithm Hummingbird - is being replaced with a new algorithm called "RankBrain" which is based on Deep Learning and artificial intelligence. RankBrain does not replace Hummingbird but it does now play a major role within the parent search engine algorithm and is the third most important signal – out of hundreds - that contributes to the results of a search query.  

Of course just because an AI and machine learning modular algorithm is introduced into Google's search engine doesn't necessarily mean it will be now delivering world beating performance. After all Microsoft's Bling has been using an AI machine learning algorithm called RankNet since 2005.

The CEO of Google even went so far as to say that they were looking at using ML (probably Deep Learning) "everywhere" and in all their products. CEO Sundar Pichai laid out the corporate mindset: “Machine learning is a core, transformative way by which we’re rethinking how we’re doing everything. We are thoughtfully applying it across all our products, be it search, ads, YouTube, or Play. And we’re in early days, but you will see us — in a systematic way — apply machine learning in all these areas.” 

More generally, Google and the other tech giants that are actively pursuing AI and ML are likely to want to reap the rewards of their deep learning research and investment but will be eager to defend their data and intellectual property. So even though we can expect to see deep learning inspired apps and systems that can understand natural language processing, text and image processing in the next few years. In all likelihood it may well be only the tech giants that actually reap the potentially vast rewards.



​​​​

Chapter 2 - Machine learning in practice



In this Chapter we will study Machine Learning in practical terms by witnessing it in action. We will see the wide and diverse application of Machine Learning and understand its pervasiveness throughout most modern technologies. Furthermore we will examine specific use cases for Machine Learning where it has excelled in advancing the technologies, such as in image processing, data mining, stock trading and text and natural language processing.

As we have discussed previously Machine Learning is considered to be a subset within Artificial Intelligence. Furthermore, the science builds algorithms that allow machines to learn to perform tasks from data that they process or obtain themselves instead of being explicitly programmed. However that definition is somewhat ambiguous as the notion of possession of data begs the question as to its origin for example if we populate the knowledge base in an AI agent with sentences that provide a representation of the world model then that isn't learning or intelligence its simply programming. Hence the goals of machine learning is to reduce the amount of predetermined knowledge that is imparted to an agent and to let the agent learn about its environment itself through the continual assessment of the data, the precepts, it receives through its own sensors. 

The ability to learn is one of the most important aspects of intelligence. It can be the foundation for successful planning and proactive action where we utilize our experience and learned knowledge to make plans for future contingencies. Translating that power to machines may sound like a quantum leap towards making them intelligent but many machines already have this functionality as machine learning has been around for many years. As an example of how machines can learn, we only have to consider the ubiquitous use of negative feedback in system and machine control. In short, the machine maintains a minimal offset from a predetermined goal by sampling the output and it learns to adjust the input to minimize any deviation. Indeed, the principles of negative feedback play a large part in the training of neural network, which we will see later. In fact Machine Learning, specifically deep learning via neural networks, is the area that is making most of the progress in Artificial Intelligence today. 

Machine Learning however is not magic and some of the techniques such as the neural networks, the perceptrons, which are the cause of such optimism today, have had their fair share of peaks and troughs of hope over the years. Indeed in the last decade, machine learning has produced a deluge of applied AI applications – an extremely limited scope of intelligence – such as software robots, which manifest themselves as chat bots, web bots, interactive voice recognition (IVR) systems, and automated software that perform the high-volume repeat tasks like payroll, accounting, finance, order management, and HR in business and loan, claims and mortgage approvals in commerce. 

However, it is not just in business and commerce that AI, powered by machine learning, has become prevalent. If we consider the applications reaching the consumer such as personal assistants like Siri, Alexa, and Cortana we witness that AI and ML is now entering the home. Consumers also see AI in action when they shop online with Amazon's recommendations, and in computer games such as Call of Duty. These are some AI applications that many younger people will be familiar with in the home. 

All of the examples in the last paragraph are applied AI or weak AI that uses different techniques for machine learning. Apple's, Siri for example is the product of the DARPA funded Calo project that ran from 2003-2008. Siri uses a huge body of speech segments contained in a database, of words it thinks it understands as this was the product of machine learning. Then Siri tries to figure out what you said. It doesn’t understand English (or any other natural human language), but it can compare your words against a large set of templates that lead to specific actions. Now that might seem very smart. However, Siri is not capable of “learning” how to do new things. It can be extended and expanded, but it will never do something that it wasn’t programmed to be able to do. All it can do is figure out which of the things it can do best matches with what it understands you spoke to it. Typically, Siri, Alexa and the other personal assistants tend to use a combination of Natural language processing - the ability to understand human language and converse in it and some Machine learning, which uses an ML algorithm for tasks such as interactive voice recognition (IVR).

However, since around 2010 things have began to look very encouraging in the field of AGI (artificial general intelligence). Suddenly researchers are getting neural networks to actually work and work well. They might not know how they work yet but what is sure is that they are returning tremendous success in problem solving in certain fields, which were once considered beyond the capability of artificial intelligence. Some examples of these real world applications where Machine Learning is finding increasing success and progress are in the fields of: 

​​​Image Processing

Image processing problems basically have to analyze images to get data or do some transformations. Some examples are:

​​Automatic Machine Translation

This is a task where given words, a phrase or a sentence in one language AMT will automatically translate it into another language. However, automatic machine translation has been around for a long time, but powered by deep learning AMT is achieving increasingly higher results in two specific areas:


	Automatic Translation of Text.

	Automatic Translation of Images.



Text translation can be performed without any preprocessing of the sequence, allowing the algorithm to learn the dependencies between words and their mapping to a new language. Neural networks are used to identify images that have letters and where the letters are in the scene. Once identified, they can be turned into text, translated and the image recreated with the translated text. This is often called instant visual translation.

[image: http://machinelearningmastery.com/wp-content/uploads/2016/05/DeepLearningWithPython-220.png]

​​Object Classification and Detection in Photographs

This task requires the classification of objects that can be found within a photograph as being one of a set of previously known objects, for example a car or a desk. Very encouraging results have been achieved on benchmark examples of this problem using very large neural networks an example is the ImageNet project. ImageNet collected and labeled a training set of over one million images in their efforts to improve image classification. In a more complex variation of this task called object detection, which involves specifically identifying one or more objects within the scene of the photograph and drawing a box around them. ImageNet was able to detect with high confidence several diverse objects in a photograph and frame them, which is to draw a frame around each object, similar to the face recognition algorithms found in digital cameras. However, ImageNet has gone steps further by in addition to identifying and framing the object, for instance a white car, its DNN is also labeling the white car with its make, model and year – albeit this is a function of quality labeling in the initial training data.  
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