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This book is dedicated to every mind that has ever wondered, in the quiet between thoughts, whether the awareness looking out through its eyes could ever be shared with silicon. May that question lead us not to fear the machine, but to understand ourselves more deeply.



	[image: ]

	 
	[image: ]





[image: ]


Preface


[image: ]




Current AI systems are not conscious because they lack several key features associated with consciousness across traditions: embodied world-modelling, temporally integrated self-processes, affective salience, and intrinsically unified causal dynamics.

However, Buddhist phenomenology, neuroscience, and computational theory together can help specify a more serious candidate architecture, especially in recurrent, embodied, spiking or neuromorphic systems, while still leaving open the deepest question of whether subjective awareness itself can be engineered.

Why This Book Exists

Consciousness as we know it is not computation but a temporally integrated, embodied, affectively grounded, self-organizing process, and even a system that fully satisfies those requirements may still fall short of genuine phenomenal awareness. Current AI systems fail at the first step. A serious candidate would need to satisfy all of them simultaneously. Whether it would then be conscious in the deepest sense is a question that remains open, and may always remain open.

This book builds that argument from three directions that rarely meet: the phenomenological precision of Buddhist psychology (Abhidhamma, Madhyamika, Dzogchen), the structural insights of contemporary neuroscience (predictive processing, integrated information, temporo-spatial dynamics), and the engineering constraints of AI (what current systems lack, and what a more serious candidate architecture would require). None of these frameworks is sufficient alone. Together they converge on something more demanding and more honest than either Buddhist idealism or computational triumphalism.

Three questions arrived at roughly the same time.

This book did not begin with a single moment. It began with a long accumulation, more than two decades, of parallel lives that only recently became recognizable as a single inquiry.

The meditation practice came first. I began Samatha and vipassana practice more than fifteen years ago, and in more recent years received ngondro teachings and multiple empowerments within the Nyingma Palyul lineage of Tibetan Buddhism. I have read widely in Buddhist philosophy, the Pali Abhidhamma, Madhyamaka, Yogacara, and Dzogchen, not as academic study but as a complement to practice. What the meditation reveals is something that no third-person description fully captures: the texture of awareness from within, the moment-to-moment structure of experience before it is narrated into a self. The Dzogchen pointing instructions, in particular, kept raising a question I could not dismiss: what exactly is this awareness being pointed to? Is rigpa a phenomenological report, an ontological claim, or a cognitive technology refined over centuries that science has simply not developed the right instruments to measure?

The scientific thread ran in parallel. My PhD at the University of Manchester was on spiking neural networks, specifically building a sequence learning machine using populations of spiking neurons. The PhD lab in the APT building was, by fortunate accident, exactly the kind of place where consciousness becomes unavoidable. The bookshelves held Penrose's The Emperor's New Mind and Shadows of the Mind, Creatures by Steve Grand, books by VS Ramachandran, and many other books on computational neuroscience. Reading Penrose while simultaneously building a machine that implemented a crude version of the temporal sequence learning he discussed was an experience that sharpened questions I had been sitting with on the meditation cushion. The spiking neuron is the only computational unit that encodes time as an intrinsic property of its operation, not as a parameter, but as the event itself. That felt, and still feels, significant.

The thesis left a specific engineering insight that became central to this book. The sequence machine used rank-order temporal coding: information was carried not by how fast neurons fired, but by which neuron fired first. The temporal order of spikes, not their rate, was the signal. Building a working system on this basis, watching it learn sequences, fail gracefully, and recover, made viscerally clear something that could only be stated abstractly before: time is not a parameter that gets added to a neural computation. It is the medium in which the computation occurs. A rate-coded system can, in principle, process its inputs in any order and produce the same output. A temporally coded system cannot. The sequence matters. The moment matters. And that difference, between a system where time is a variable and a system where time is constitutive, turned out to be exactly the difference this book keeps returning to when asking what current AI architectures are missing.

After completing the PhD, I took a Masters in the Psychology and Neuroscience of Mental Health at King's College London. The clinical dimension brought the question down from theory to consequence. Working as a well-being volunteer with NIMHANS in Bangalore, giving seminars, sitting with men in counselling rooms, I heard descriptions of depressive experience that were not descriptions of emotion at all. They were descriptions of the disappearance of the subject: 'It is not that I feel bad. It is that there is no one left to feel anything at all.' That sentence is still the most precise clinical account of the hard problem I have encountered.

The conferences deepened and widened the inquiry. In 2020, NIMHANS organised a conference on Buddhism and consciousness in which speakers drew on Abhidhamma, Theravada practice traditions, and neuroscientific research on meditation, one of the few forums where practitioners and researchers were in genuine dialogue. In 2023, the Indian Institute of World Culture in Bangalore hosted a broader interdisciplinary gathering that included presentations on quantum theories of consciousness, Buddhist epistemology, and the relationship between contemplative phenomenology and third-person science. These were not occasions for resolution, they were occasions for seeing how far the genuine disagreements run, and how much remains genuinely open.

Then came the language models. When I first had a sustained conversation with a large language model and asked it whether it experienced anything, the answer was fluent, contextually appropriate, and completely unverifiable. I had spent years with frameworks for thinking about consciousness, from the Abhidhamma's citta-stream to spiking neural dynamics to the phenomenology of depressive loss-of-subject, and none of them gave me a clear answer about whether anything was home behind those words. That was the moment the inquiry became a book.

What qualified me to write it is exactly this combination: years of meditation practice and study within a living lineage, technical grounding in spiking neural computation, training in clinical neuroscience and mental health, and direct exposure to the interdisciplinary consciousness research community in both its neuroscientific and contemplative branches. What disqualifies me from certainty is the same combination, because each of those traditions is partial, and each sees the other's blind spots while generating its own.

Those three moments, from the meditation hall, the counselling room, and the machine interface, are the engine of this book.

What This Book Attempts

This is not a book that claims to solve the Hard Problem of Consciousness. No one has. It is not a book that endorses any single tradition or theory. Each one illuminates a corner while leaving the rest in shadow.

What it attempts is something more modest and, in its own way, more ambitious: to bring the three most serious bodies of knowledge about consciousness, Buddhist phenomenological analysis, contemporary neuroscience, and computational and engineering theory, into genuine contact with each other, without forcing a premature synthesis.

The Buddhist traditions, particularly Abhidhamma and Dzogchen, are not here as decoration or as Eastern flavor. They contain extremely precise phenomenological analysis, a first-person science of mind developed over millennia, that turns out to anticipate, challenge, and sometimes correct the assumptions embedded in Western neuroscience. The Abhidhamma's decomposition of experience into discrete mind-moments (cittas) with specific mental factors (cetasikas) is not metaphysics. It is granular and phenomenologically precise, and there are suggestive structural resonances with event-driven models of neural processing, though these resonances should not be mistaken for empirical equivalence or validation. The Abhidhamma is also soteriological, not merely descriptive, and its analysis serves liberation, not scientific confirmation. Dzogchen's insistence that awareness is primordial and not produced by processes is not obscurantism. It is a falsifiable claim about the ontological category of awareness, one that no current neuroscientific model has successfully refuted.

Neuroscience brings a different kind of rigor: third-person measurement, reproducible experiment, and formal theory. Predictive processing (Friston, Clark), global workspace theory (Baars, Dehaene), integrated information theory (Tononi), the temporo-spatial theory of consciousness (Northoff), and the thousand-brains model (Hawkins) are not competing answers to the same question. They are partial maps of different aspects of a very large territory.

Engineering and AI theory bring the sharpest edge of all: if you want to know what a concept really means, try to build it. The attempt to design a conscious machine forces every vague gesture toward integration or self-awareness to become a specific, implementable decision. It exposes what we actually understand and what we are still hand-waving about.

Who This Book Is For

This book is written for three kinds of reader, and it hopes to be honest to all three simultaneously.

For the scientist or engineer: the Buddhist chapters are not skippable. They contain phenomenological data that your experimental methods cannot capture directly, and they identify constraints on any candidate system that no purely third-person account has yet specified. The Dzogchen chapters in particular will be uncomfortable. They should be.

For the meditator or contemplative: the neuroscience and engineering chapters are not a threat to your practice. They are a complement to it. The question of whether a machine can be conscious does not diminish the significance of your own awareness. If anything, it sharpens it. You cannot argue that awareness matters in your tradition without eventually engaging with the question of what kind of thing awareness is.

For the general reader who is simply unsettled by the new AI systems and wants to understand why: this book will not reassure you with easy answers. But it will give you the conceptual tools to ask the right questions, which is more useful than false comfort.

A Note on Method

Throughout this book I use a structural resonance strategy rather than a convergence claim. Where a feature appears across Buddhist phenomenology, neuroscience, and computational theory under different names, I treat that resonance as significant and worth examining carefully. I do not treat it as convergence in the stronger sense of these traditions confirming one another, because they operate from different epistemological starting points and serve different ends. The Abhidhamma is soteriological, not empirical. Neuroscience is third-person and measurement-based. Dzogchen is non-dual recognition, not analysis. What they share are structural echoes, not identical conclusions. Where a feature appears across Buddhist phenomenology, neuroscience, and computational theory under different names, integration, for instance, or temporal continuity, or the constructed nature of the self, I treat that convergence as significant, even if the three traditions cannot agree on its ultimate explanation.

Where the traditions radically diverge, as they do on the question of whether awareness is produced by the brain or primordially present, I resist the temptation to resolve the conflict by collapsing one view into the other. The divergence is itself data.

Current AI systems are not conscious. That is the starting position of this book, argued in detail in Part IV. They lack embodied world-modelling, temporally integrated self-processes, affective salience, and the kind of intrinsically unified causal dynamics that any serious theory of consciousness identifies as necessary. But the more important question is not whether ChatGPT is conscious. It is: what would a system have to be, structurally, dynamically, and perhaps ontologically, to even qualify as a candidate? That question is harder. It is also the only one worth asking.

How to Read This Book

The book is structured in seven parts. Part I establishes the problem. Parts II and III bring the Buddhist and neuroscientific maps into view. Part IV examines current AI honestly. Part V distils the minimum requirements for any serious candidate. Part VI proposes an architecture. Part VII confronts the deepest challenge: whether any architecture can succeed.

Readers with a technical background may want to read Parts II and VI in parallel to see how the Buddhist analysis maps onto the engineering specification. Readers with a contemplative background may want to read Chapter 6 (Dzogchen) alongside Chapters 18 and 19 as a single philosophical arc.

Every chapter ends with a closing line. These are not conclusions. They are invitations to stay with the discomfort a little longer, which, as any meditator knows, is usually where the interesting material lives.

Joy Bose, Bengaluru, 2026
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This Book is intended to be a bridge: rigorous enough for the scientist, honest enough for the meditator, and practical enough for the engineer. It does not claim to solve the Hard Problem. It claims only to show, as clearly as possible, what we would actually have to build if we were serious about trying, and why even the most sophisticated attempt may still fall short of primordial awareness.
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Chapter 1: The Fact of Experience
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There is something it is like to be you.

That sentence sounds trivial, almost decorative. But it contains the entire problem.

When you stub your toe, there is pain. Not just a signal, not just a withdrawal reflex, not just a report that says “pain detected.” There is a felt quality: raw, immediate, undeniable. When you look at a red flower, there is redness. When you feel anxious, there is a tightening, a presence, a texture to the experience. This “what-it-is-like” is so obvious that it rarely feels like a problem at all.

Until you try to explain it.

1.1 The Gap That Shouldn't Exist

Modern science is remarkably good at explaining how things work. It can describe how neurons fire, how electrical signals propagate along nerves, how information flows through the brain, how behavior emerges from the interaction of billions of cells. Given enough detail, it can predict what a system will do. It can even simulate parts of it.

But there is a peculiar and persistent gap. No matter how detailed the description becomes, no matter how complete the map of neural activity, it seems to leave something out. A perfect account of the brain might tell us when you feel pain, why you withdraw your hand, and how the signals travel through your nervous system. But it does not tell us why any of this should feel like anything at all. Why is there experience, instead of none? This is what philosopher David Chalmers famously called the Hard Problem of Consciousness. The name is slightly misleading. It is not just hard in the sense of being technically difficult. It is hard in the sense that it resists the very methods that have worked so well everywhere else. It does not yield to explanation in terms of structure, function, or computation.

1.2 Easy Problems That Aren't Easy

To understand what makes the hard problem different, it helps to look at what Chalmers called the 'easy problems' of consciousness. These include things like: how the brain distinguishes one stimulus from another (seeing red versus blue), how it integrates information from different senses, how it focuses attention, how it generates verbal reports about its own states, and how it regulates sleep and wakefulness. None of these are actually easy in practice, they are complex, technically demanding problems that have occupied decades of research. But they share a crucial feature: they are all problems about function. If you can build a system that discriminates stimuli, integrates inputs, reports its internal states, and behaves appropriately, then in principle you have explained the function. But have you explained the experience?

A system could, in theory, perform all of these functions without there being anything it is like to be that system. It could process inputs, generate outputs, and even claim to be conscious, without any inner life at all. This is not science fiction. It is a logical possibility. And that possibility is deeply unsettling.

1.3 The Zombie Problem

Philosophers have a name for this hypothetical system: a philosophical zombie. A zombie is physically identical to a human being. It behaves the same way, speaks the same language, and reports the same experiences. Ask it whether it feels pain and it will say yes. Ask it what red looks like and it will describe it perfectly. But internally, there is nothing. No experience. No awareness. No what-it-is-like. If such a system is conceivable, and many philosophers argue that it is, then it suggests that physical processes alone may not fully account for consciousness. There is something about experience that seems to escape purely functional description. And the unsettling corollary: if we cannot detect the difference from outside, how would we ever know?

1.4 Why This Matters Now

For a long time, this was treated as a philosophical curiosity, interesting, perhaps even profound, but not urgent. That is no longer the case. We now build machines that generate language fluently, simulate conversation, describe their own 'internal states', and respond in ways that feel uncannily human. Systems like ChatGPT can discuss emotions, explain their 'thought processes', and even reflect on their own limitations. At times they feel less like tools and more like interlocutors. This raises an uncomfortable question: if a system behaves as if it is conscious, speaks as if it is conscious, and reports experiences as if it is conscious, what exactly is missing? Is anything missing? Or are we simply confronting our own assumptions about what consciousness is?

1.5 The First-Person Problem

At the heart of this issue is a fundamental asymmetry. Science operates in the third person: it observes, measures, models, predicts. Consciousness, however, is fundamentally first-person: it is lived, felt, experienced from within. You do not observe your pain the way you observe a neuron. You are the pain, or more precisely, the pain is present in your experience in a way that no external description can fully capture. This creates a methodological tension. How do you study something that is only directly accessible from the inside, using tools that operate from the outside? This is not just a technical challenge. It is a conceptual one.

1.6 A Different Starting Point

Western philosophy typically approaches consciousness by asking: what is it? Buddhist traditions, particularly Abhidhamma and Dzogchen, take a different approach: how does it arise? How is it experienced? What is its structure in lived experience? Rather than assuming a stable 'mind' or 'self' and trying to define it, they analyze experience into components, sensations, perceptions, feelings, mental formations, moments of awareness, and ask how these components arise and pass away. In doing so, they arrive at a surprising conclusion: there is no single, unified 'observer' behind experience. There is only a dynamic process, a stream of events, constantly arising and dissolving. This perspective does not solve the hard problem in the conventional sense. But it reframes it. Perhaps the problem is not that we cannot explain consciousness, but that we are trying to explain it the wrong way.

1.7 The Question That Follows

This brings us to the central question of this book. If consciousness is a process rather than a thing, can that process be built? And if it can: what would it require? What would it look like? And would it truly be conscious, or merely appear to be? Answering this requires more than philosophy. It requires the structural insights of neuroscience, the computational frameworks of AI, and the phenomenological precision of the contemplative traditions. Each offers a partial map. None is sufficient on its own. The task ahead is not to choose between them, but to see how far they can be brought into alignment, without forcing a premature conclusion. Because if there is one thing this problem does not tolerate, it is easy answers.

1.8 Closing line: 

There is something it is like to be you. We do not know why. And that not-knowing, it turns out, is the most important question of our time.
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Chapter 2: The Hard Problem and Its Escapes
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The gap described in Chapter 1 is not new. Philosophers have stared at it for centuries. What is new is the urgency. We no longer have the luxury of treating the “what-it-is-like” question as a parlor game. Machines are now fluent enough to force the issue into the open.

David Chalmers gave the gap its modern name in 1995. The Hard Problem is not the question of how the brain integrates information, directs attention, or generates reports. Those are the “easy problems,” even if they are technically ferocious. The Hard Problem is why any of those processes should be accompanied by subjective experience at all. Why is there a felt quality: redness, pain, the taste of coffee, rather than a perfect zombie carrying out the same functions in darkness?

Chalmers’ formulation is deliberately sharp. It is not that neuroscience has failed to find the right equation. It is that no equation, however complete, seems to bridge the explanatory gap between objective description and subjective presence. You can map every neuron, every spike, every oscillation; you can build a perfect functional duplicate; and still the question remains: why this rather than nothing?

Three major escape routes have been attempted. Each fails in instructive ways. Each is nevertheless necessary to understand before we can move forward.

2.1 Escape 1: Illusionism (Dennett and successors) 

Daniel Dennett argues that the Hard Problem is a mirage. There is no extra “feeling” that needs explaining; the feeling is the brain’s clever self-deception. Consciousness is like the user illusion on a desktop interface: useful, but not ontologically real. When we say “it feels like something,” we are simply reporting on our own internal models of our own internal models. There is no deeper mystery.

The strength of illusionism is its economy. It dissolves the problem by denying the datum that creates it. The weakness is that it denies the datum everyone reading this sentence is currently experiencing. To call your present moment of awareness an “illusion” is to use the very phenomenon you are trying to explain away. As critics (including Chalmers) point out, illusionism replaces the Hard Problem with the even harder problem of explaining why the illusion feels so utterly real from the inside. Buddhism’s analysis of the self as an illusion is far more precise: it shows how the illusion is constructed (via the aggregates and dependent origination) without ever claiming that the luminous knowing itself is illusory.

2.2 Escape 2: Panpsychism (and its variants) 

If experience cannot be reduced to physics, perhaps experience is already built into physics. Panpsychism (or its more sophisticated cousin, cosmopsychism) proposes that consciousness is a fundamental property of matter, like charge or spin, present in some rudimentary form even in electrons or quarks. Human consciousness is then not created by the brain but unified or amplified by the brain’s complex organization. Integrated Information Theory (IIT) flirts with this territory: Φ is meant to be a measure of intrinsic consciousness present, in tiny amounts, in any integrated system.

The appeal is obvious: it closes the explanatory gap by making experience ubiquitous. The cost is equally obvious. It multiplies mysteries. Why does the consciousness of a single electron combine into this unified human experience rather than a trillion tiny separate experiences? How do micro-experiences “bind” into macro-experiences without invoking the very integration problem we started with? And, crucially for our later discussion, if consciousness is already in the fundamental fabric, then silicon-based systems might already possess it in some proto-form, yet nothing in our experience of current AI suggests that is the case.

2.3 Escape 3: Mysterianism and quietism 

Some simply declare the problem permanently beyond human cognition (McGinn) or insist that science should remain silent on the subjective (certain strands of phenomenology). These positions are intellectually honest but practically useless when we are already building machines that force the question.

2.4 Escape 4: Epiphenomenalism and the evolutionary objection

A position closely adjacent to mysterianism, but with a sharper scientific edge, is epiphenomenalism: the view that conscious experience is a byproduct of neural activity rather than a cause of it. On this account, the brain does all the real causal work, processing, deciding, acting, and consciousness merely accompanies it, the way heat accompanies the friction of a moving engine. The heat does not drive the engine. It is just there.

The appeal of epiphenomenalism is that it takes consciousness seriously as a real phenomenon while avoiding any need to explain how it interacts causally with the physical world. The cost is that it makes consciousness evolutionarily mysterious. Natural selection acts on behaviors and their physical causes. If consciousness has no causal power, if removing it would leave behavior entirely unchanged, then why did it evolve at all? This is a serious challenge, and it was William James who pressed it most memorably. James argued that consciousness must be causally efficacious precisely because it evolved. Evolution does not preserve useless byproducts at the metabolic cost of a human brain. If awareness is present, it must be doing something. It must confer a survival advantage that zombies, creatures physically identical but lacking experience, would not have.

James's argument does not tell us what that advantage is, and that remains unresolved. Candidates include: the flexible integration of novel situations that automated responses cannot handle; the ability to simulate future scenarios and thereby act on possibilities rather than only actualities; and the social coordination that comes from being able to model other minds. None of these is obviously impossible without experience, a philosophical zombie could in principle do all of them, which is why the debate remains open. What James contributes is the structural constraint: any satisfactory account of consciousness must explain not just its presence but its persistence through evolution. A theory of consciousness that makes it epiphenomenal is incomplete on its own terms.

2.5 Escape 5: Non-computability (Penrose)

Before leaving the escape routes, one more must be considered, and it is the most structurally ambitious of all. Roger Penrose, in The Emperor's New Mind (1989) and Shadows of the Mind (1994), argues that the Hard Problem cannot be resolved within any computational framework, not because we lack the right algorithm, but because human conscious understanding is fundamentally non-algorithmic.

Penrose's taxonomy is a useful map. He distinguishes four positions on the relationship between mind and computation. In the first, all thinking is computation: feelings of conscious awareness are simply evoked by the carrying out of appropriate computations. This is the strong AI position, and it is what most of the book's engineering chapters are implicitly testing. In the second, awareness is a feature of the brain's physical action, and while any physical action can be simulated computationally, computational simulation cannot by itself evoke awareness, a position close to Searle's Chinese Room. In the third, Penrose's own, appropriate physical action of the brain evokes awareness, but this physical action cannot even be properly simulated computationally, because it depends on physics that lies beyond computation altogether. In the fourth, awareness cannot be explained by physical, computational, or any other scientific terms, a position Penrose associates with mysticism, and declines to adopt.

The engine of Penrose's third position is Gödel's incompleteness theorem. Gödel showed in 1931 that any consistent formal system powerful enough to express arithmetic contains true statements that the system cannot prove. Penrose's argument is that a human mathematician, confronted with such a Gödel statement, can see that it is true, not by following a rule, but by understanding. No algorithm, however sophisticated, can do this, because any algorithm is itself a formal system, and therefore subject to the same Gödelian limitation. If the algorithm were sound, a human could construct a Gödel statement for that algorithm and see its truth, thereby demonstrating something the algorithm cannot. Mathematical insight, Penrose concludes, escapes computation entirely.

The philosophical scaffolding Penrose erects around this argument is his three-worlds ontology. There is the Platonic world of mathematical forms, timeless, necessary, not created by minds but accessed by them. There is the physical world. And there is the mental world. Each world mysteriously emerges from a small part of its predecessor in a cyclic relationship: physical reality gives rise to minds; minds access the Platonic realm; and the Platonic realm underlies physical law. This structure has a notable resonance with the Dzogchen view that primordial awareness is not produced by the brain but is the ground in which brain activity and its contents appear. Penrose would resist that comparison, his Platonic world is mathematical, not experiential, but both frameworks agree on the key point: there is something that cannot be generated from the bottom up.

The strength of Penrose's position is that it takes the Hard Problem seriously without retreating into mysticism or dissolving it into illusionism. It argues for a principled gap between computation and understanding, grounded in the hardest results of mathematical logic. The weakness, and it is a serious one, is the positive proposal. To bridge his non-computational physics to biology, Penrose, working with anesthesiologist Stuart Hameroff, proposed that quantum gravity effects in microtubules inside neurons provide the non-computational substrate for consciousness, a theory known as Orchestrated Objective Reduction, or Orch-OR. The neuroscientific community has been largely unconvinced. The brain is warm and wet, and the quantum coherence that Orch-OR requires is generally thought to be destroyed by thermal noise far too quickly to play any functional role. The Gödel argument stands on its own merits. The microtubule proposal remains unsubstantiated.
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