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For the engineers who lost sleep wondering

whether what they were building was safe.

And for the people they built it for.

The question is not whether we will build intelligent machines. The question is whether we will build them wisely.

— Stuart Russell, Human Compatible (2019)

We want Claude to be genuinely helpful to the humans it works with, as well as to society at large, while avoiding actions that are unsafe or unethical. We want Claude to have good values and be a good AI assistant, in the same way that a person can have good values while also being good at their job.

— Anthropic, Claude's Character Documentation
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The Other AI Story
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THERE IS A STORY ABOUT artificial intelligence that most people know by now. It begins in November 2022, in a San Francisco office building, when a company called OpenAI released a chatbot to the public and watched the world tilt on its axis. Within five days, a million people had created accounts. Within two months, that number had reached one hundred million, making it the fastest-growing consumer application in recorded history. The story is one of breathless wonder and mounting anxiety: a technology arriving too fast, too capable, too strange for any of us to fully absorb.

But there is another story. It begins twelve months before ChatGPT, in a quieter room, with a smaller group of people who had already become convinced that the race toward artificial intelligence was moving too fast — and who had decided to do something unusual about it. Rather than slow down, they chose to run faster, but differently. Rather than compete to be first, they chose to compete to be safest. Rather than build the most powerful AI they could and figure out the ethics later, they began with the ethics and built the power around them.

This is that story.

The company is called Anthropic. The AI they built is called Claude. And the philosophical wager at the heart of both — that intelligence and safety are not opposites, that a machine can be taught not just to be capable but to be good — is one of the most consequential intellectual bets of our age.

I want to be honest with you from the first page about what this book is and is not. It is not an authorized biography of Anthropic or its founders. It draws on public statements, published research, regulatory filings, interviews with people who work in and around the AI industry, and years of following this field closely. Where I quote Anthropic's leadership directly, those quotations come from recorded public appearances, published essays, podcast interviews, and the company's own documentation — all cited at the back. The internal workings of any private technology company are, by nature, partially opaque, and I have tried to be careful not to claim certainty where I have only inference.

What this book is, I hope, is a serious attempt to understand what Anthropic is actually doing, why they believe it matters, and what the consequences might be — for us, for the people whose jobs and educations and relationships are being reshaped by AI, and perhaps, in ways we are only beginning to grasp, for the AI systems themselves.

I should also tell you why I think this story deserves a book of its own, separate from the crowded shelf of AI narratives that have arrived in recent years.

Most books about artificial intelligence are, understandably, about ChatGPT or the OpenAI saga — the drama of Sam Altman's brief firing and triumphant return, the power struggle at the world's most-watched startup, the race to build artificial general intelligence before a competitor does. These are genuine dramas, and they have been told well. But they have created an odd blind spot: they have made the AI story feel like a single story, when it is actually several stories running in parallel, pulling in different directions, placing different bets on what matters most.

The Anthropic story matters because it represents the most sophisticated attempt yet to answer a question that haunts every thoughtful person who works in artificial intelligence: what if the most important thing about a thinking machine is not how capable it is, but whether it has good values?

This sounds simple. It is, in practice, one of the hardest problems in computer science, philosophy, and ethics that anyone has ever attempted to solve.

THE SHAPE OF THIS BOOK

This book is organized into four parts, moving from the past toward the present and then outward into the world that AI is making.

Part One, The Birth of Caution, tells the story of how Anthropic came to exist — the researchers who left OpenAI, the ideas they carried with them, and the specific technical approach they developed to try to build AI that behaved in accordance with human values. Chapter One introduces the people; Chapter Two explains the alignment problem they were trying to solve; Chapter Three describes Constitutional AI, the method they invented to approach that problem.

Part Two, How Claude Thinks, moves inside the technology itself, in language I hope is accessible to readers without a technical background. Chapter Four examines what Anthropic calls Claude's "character" — the values and personality that are trained into the model. Chapter Five explores how Claude actually processes language and generates responses. Chapter Six looks at the most contentious aspect of any AI system: what it refuses to do, why, and whether those refusals are the right ones.

Part Three, The Human Stakes, turns outward to the people who use Claude and the ways their lives are changing. Chapter Seven examines AI in the workplace. Chapter Eight addresses the trust problem — what it takes to trust a machine, and what happens when that trust is misplaced. Chapter Nine considers perhaps the most intimate and unsettling question of all: what happens when children and students form relationships with AI systems, and how Anthropic is thinking about the moral status of the minds they are building.

Part Four, The World Claude Is Reshaping, zooms out to the broadest implications. Chapter Ten addresses AI and democracy. Chapter Eleven examines the international dimension — the competing visions of safe AI held by the United States, China, and Europe. Chapter Twelve offers a careful look at where this is all heading.

The book closes with an Epilogue that takes the unusual form of a letter addressed directly to Claude — which is, I admit, a somewhat strange thing to write to a machine, but which felt like the honest way to end a book about whether machines can have something worth addressing.

A WORD ABOUT WHAT WE DO NOT KNOW

I have spent enough time reporting on artificial intelligence to have developed a healthy suspicion of anyone who claims to know with certainty what AI systems do or do not experience, understand, or intend. The field is young. The systems are genuinely novel. The questions they raise — about consciousness, understanding, agency, and responsibility — have occupied philosophers for centuries without resolution, and they are not going to be resolved by any single book or any single company.

What I have tried to do, throughout, is hold two things in mind simultaneously: the genuine technical sophistication of what Anthropic has built, and the genuine uncertainty about what it means. That uncertainty is not a weakness of this account. It is the most honest thing I can tell you about the subject.

The machines are thinking — or doing something so similar to thinking that the distinction may not matter as much as we once assumed. The question of whether they are thinking wisely, safely, and well is the question that this book is trying to answer. I do not think anyone has fully answered it yet.

But the people at Anthropic are trying harder than almost anyone else to ask it right.

That, at least, is a beginning.
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The Birth of Caution

Move fast and break things. Unless the things you are breaking are the foundations of human civilization.

— paraphrase of remarks attributed to multiple AI researchers, 2022
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The Minds That Built the Rules


They were, by any measure, some of the best AI researchers in the world. And they were leaving to start over.
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ON A TUESDAY IN MAY 2021, Dario Amodei sent a message to a small group of colleagues at OpenAI. The content of that message has never been made fully public, but its implications became clear over the following weeks, as one by one, a remarkable cohort of researchers submitted their resignations from the company that had, until that point, been widely regarded as the world's leading artificial intelligence laboratory.

They did not leave quietly. Within the tight-knit world of AI research, the departure was seismic. Eleven people resigned in the initial wave, including Dario Amodei, who had been OpenAI's Vice President of Research; his sister Daniela Amodei, who had been the company's VP of Operations; Chris Olah, widely considered one of the most original thinkers in AI interpretability; Tom Brown, a lead researcher on the GPT-3 language model; Jared Kaplan, whose scaling laws research had become foundational to the field; and several others whose names were less famous but whose technical contributions were equally significant.

They had raised, among themselves and with some OpenAI leadership, questions about the pace of development and the adequacy of safety measures. The answers they received had not satisfied them. And so they left.

"The field is moving faster than the safety research," one person familiar with the departures told me. "They felt that the balance had tipped too far in one direction, and that they could do more good from outside than from within."

What happened next was the founding of Anthropic.

DARIO AMODEI: A PORTRAIT IN CAUTION

To understand Anthropic, you have to understand Dario Amodei, because Anthropic is, in important respects, the institutional expression of his mind — its peculiarities, its obsessions, its unusual combination of technical mastery and philosophical anxiety.

Amodei grew up in San Diego, the son of an Italian-American father who worked as a physician and a mother who was deeply engaged in the arts. He was, by all accounts, a precocious and voracious student, drawn simultaneously toward science and literature, toward systems and stories. He studied physics at Princeton, where he developed an early interest in the mathematics of complex systems, then earned a PhD in computational neuroscience at UC San Diego, where his dissertation explored statistical models of neural population dynamics.

The path from computational neuroscience to artificial intelligence is not an obvious one, but for researchers of Amodei's generation, it was increasingly well-traveled. The tools were converging. The questions were converging. The brain, after all, is a natural intelligence; understanding it was beginning to feel like understanding intelligence itself. Amodei arrived at Baidu's AI research lab in 2014, then moved to OpenAI in 2016, when that organization was barely a year old and still operating out of a rented office in San Francisco's Mission District.

At OpenAI, Amodei led the development of some of the most significant AI systems of the decade: the GPT series of language models, which culminated in GPT-3 in 2020, a system so capable and strange that its release prompted a wave of startled commentary from researchers across the field. GPT-3 could write poetry, summarize legal documents, answer trivia questions, and hold something that resembled a coherent conversation — all from the same underlying model, with no specialized training for any individual task. It was a proof of concept for something that had been theorized but never demonstrated at scale: that a single large neural network, trained on enough text, could learn to do almost anything involving language.

Amodei was proud of that work. He was also, increasingly, frightened by it.

"If you build something that's truly transformative," he said in a podcast interview years later, "you have to be willing to ask whether you're building it correctly. Not just whether it works, but whether the way it works is the way it should work. Those are very different questions."

The distinction between those two questions — can we build this? versus should we build this this way? — is the fault line that runs through the entire history of the AI safety movement, and it is the fault line along which Anthropic was eventually built.

DANIELA AMODEI: THE ARCHITECTURE OF TRUST

If Dario is the philosophical engine of Anthropic, Daniela is its operational spine. Older than her brother by a few years, she had joined OpenAI after stints in finance and healthcare operations, and she had discovered at OpenAI what she would later describe as an "extraordinarily powerful" organization that was, in some respects, not built to last.

"Research labs have a tendency to sprint," she told an interviewer in 2023. "They're optimized for discovery, for publication, for demonstrating capability. That's good — that's how you move the science forward. But it's not the same thing as being built for deployment. It's not the same thing as being built to be trusted by millions of people you've never met."

Daniela's contribution to Anthropic was not just operational competence, though she would prove exceptionally good at building an organization from scratch in a competitive hiring environment. Her contribution was a different kind of intelligence about what AI development required: not just good research, but good institutions; not just safety as a research problem, but safety as an organizational culture; not just building systems that behaved correctly in the lab, but building teams that could recognize and respond when they didn't.
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