
    
      
        
          
        
      

    


TALK TO CLAUDE


By

Letizia S

TALK TO CLAUDE

The Complete Guide to Getting

Extraordinary Results from Anthropic's AI

57 Prompt Labs  ·  Complete Workflow Templates

––––––––

[image: ]


First Edition, 15 Mar 2026

COPYRIGHT © 2026

All rights reserved. No part of this publication may be reproduced, distributed, or transmitted in any form without the prior written permission of the publisher, except for brief quotations in critical reviews.

First edition 15 Mar 2026  

For everyone who typed 'Hello' into a chat window

and felt, for just a moment,

that something was truly listening.

And for the researchers who spent years

trying to make sure it was worth listening to.

The quality of your questions determines the quality of your thinking.

— Letizia S

Claude is designed to be an extremely good assistant that is also honest and cares about the world. We want it to have the values, knowledge, and wisdom necessary to behave in ways that are safe and beneficial across all circumstances.

— Anthropic, Claude Model Specification

For

everyone who typed 'Hello' into a chat window

and felt, for just a moment, that something was listening.

— ❧ —

For the researchers who lost sleep asking whether

what they were building was good

— and then kept building it anyway,

more carefully.

— ❧ —

And for every professional who suspects

there is a better way to work —

there is.

“The quality of your questions

determines the quality of your thinking.”

— attributed to various sources

— • —

“We want Claude to have the values, knowledge, and wisdom

necessary to behave in ways that are safe and beneficial

across all circumstances.”

— Anthropic, Claude Model Specification

“The tool that teaches you to use it better

is the only tool worth mastering.”

— practitioner maxim
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THE CONVERSATION YOU Didn't Know You Could Have

You have already used Claude.

You typed something in. You got something back. You said thank you, closed the tab, and moved on with your day.

What you may not have realised is that you were conducting a conversation with one of the most sophisticated language systems ever built — and that you were, almost certainly, using about fifteen percent of its capability.

This book exists to fix that.

❧

What This Book Is

Talk to Claude is a practical, comprehensive guide to getting extraordinary results from Anthropic’s AI. It is for professionals who want to use Claude to do real work faster and better. It is for writers who want a thinking partner that never gets tired. It is for lawyers, coders, marketers, researchers, and students who suspect that AI can do more for them than it currently does — and who want to know exactly how to unlock that potential.

This is not a book about artificial intelligence in the abstract. It does not dwell on questions of consciousness or the long-term risks of superintelligence, though both are real and important topics. It is, emphatically, a practical book — organised entirely around what you can do, today, with the Claude that exists right now.

But it is also, necessarily, a book that takes Claude seriously as a particular kind of AI with a particular architecture, a particular set of values, and a particular way of engaging with the world. Because here is the thing that most Claude users do not know: Claude is not ChatGPT. It is not Gemini. It is not any other AI you may have tried. It was built differently, trained differently, and — crucially for our purposes — it responds to different prompting strategies in different ways.

Understanding those differences is not an academic exercise. It is the practical key to getting dramatically better results.

The Promise of This Book

By the time you finish this book, you will get results from Claude that you currently believe are impossible.

Not because Claude will have changed. Because you will have changed how you talk to it.

I have spent years working with AI systems and I have watched the gap between sophisticated and unsophisticated users widen as the technology has matured. The unsophisticated user types a vague question and accepts whatever comes back. The sophisticated user constructs a rich context, assigns a precise role, specifies exactly what they need, and iterates until the result is right.

The difference in outcomes is not small. It is not 10% or 20%. It is transformative — the difference between a mediocre first draft and a polished professional output, between a generic suggestion and a tailored strategic insight, between a tool that disappoints and a collaborator that astonishes.

Throughout this book I will show you exactly what that difference looks like. Every major technique is accompanied by a before-and-after example: a weak prompt and a strong prompt on identical tasks, with the contrast made explicit. You will not be asked to take anything on faith. You will see the evidence.


“The best prompt you will ever write is the one you write after you understand why the previous one failed.”



Why Claude Is Different — and Why It Matters

Most AI assistants were trained primarily to be helpful and engaging. Anthropic trained Claude to be helpful, honest, and safe — in that order, and with an unusual degree of precision about what each of those words means.

The implications are significant. Claude will push back on you when you are wrong — not because it is programmed to be difficult, but because it genuinely cares about the accuracy of what it tells you. Claude will express uncertainty when it is uncertain: real, calibrated uncertainty, not the boilerplate disclaimer pasted onto every response regardless of actual confidence. Claude will engage with the ethical dimensions of a request when they are genuinely relevant, not as a reflex of excessive caution, but as part of a coherent values framework that the Anthropic team spent years developing.

These qualities make Claude, in some ways, a more demanding conversation partner than alternatives. They also make it a far more valuable one, particularly for high-stakes professional work where accuracy, honesty, and genuine intellectual engagement matter most.

Claude also has one of the largest context windows of any commercially deployed AI — the amount of text it can hold in working memory simultaneously. This capability opens up entire categories of work that are impossible with smaller-context models: reading and reasoning over complete contracts, entire codebases, full research papers, lengthy manuscripts. Not summaries. Not excerpts. The whole thing, with all its cross-references and internal relationships intact.

Understanding these differences is not background information you can skip. It is the foundation on which every technique in this book is built.

How to Use This Book

The book is organised into four parts, moving from understanding to technique to professional application to strategy.

Part One, Understanding Claude, gives you the conceptual foundation. Chapters One through Three cover Claude’s architecture in accessible terms, its Constitutional AI training approach, and the character specification that defines its personality and values — plus, crucially, what each of these means for your prompting strategy. You cannot prompt a system you do not understand. Part One closes that gap.

Part Two, The Art of the Prompt, is the technical core. Chapters Four through Six cover every major prompting technique, from the five-element master template to advanced methods including few-shot learning, chain-of-thought elicitation, meta-prompting, and the self-critique loop. Each technique is explained in full and demonstrated with worked examples.

Part Three, Professional Workflows, is where theory becomes practice. Five chapters cover Claude for writing, law, coding, marketing, and research — each with complete, ready-to-use workflow templates, deep prompt laboratories, and side-by-side before-and-after comparisons. You should feel free to skip directly to your profession and return to the technical chapters as reference.

Part Four, The Strategic Edge, addresses AI tool selection, workflow integration, building a prompt library, and how to prepare for the capabilities that are coming. This part is shorter and faster-paced — it is for the reader who wants to think strategically about their AI practice, not just tactically.

The Appendix collects every template in this book in copyable format, a quick-reference prompt engineering cheatsheet, a complete failure mode recovery guide, and a glossary of prompting terms.

The Fifty-Six Prompt Laboratories

Throughout this book you will encounter sections marked Prompt Lab — there are fifty-six of them. Each is a self-contained, fully worked example that demonstrates a specific technique on a specific task.

Every Prompt Lab shows you a weak version of a prompt, a strong version of the same prompt, and an explanation of what changed and why it matters. The prompts are real — tested against Claude, not hypothetically constructed. The outputs described reflect actual results.

Where a template includes square brackets — [YOUR AUDIENCE], [PASTE CONTRACT HERE] — these are placeholders for your specific content. Everything else is designed to be used as written. You should adapt, iterate, and refine; the best version of any prompt is always the one calibrated for your specific work.

I recommend dog-earing, highlighting, or digitally bookmarking the Prompt Labs most relevant to your work. Return to them when you are working on a real task. The techniques become instinctive through use, not through reading.

A Note on What Claude Is

Before we go further, I want to say something honest about the entity at the centre of this book.

Claude is not a search engine with conversation capability. It is not a human being. It is not the science-fiction robot of popular imagination. It is something genuinely new — a language model trained on an enormous breadth of human knowledge and thought, shaped by an explicit set of values, and deployed with an unusual degree of care about its effects on the world.

Whether Claude has anything resembling inner experience — whether there is something it is like to be Claude — is a question that cannot currently be answered and that this book does not claim to answer. Anthropic’s own researchers take the question seriously enough to have published thoughtful work on AI welfare, which tells you something about the seriousness with which they approach it.

What we can say is this: Claude behaves consistently. It has a character that is recognisable across conversations — curious, honest, direct, warm, occasionally funny. It has genuine intellectual interests that produce deeper engagement on certain topics. It has values that shape its responses in predictable, inspectable ways. It is, whatever else it is, a genuinely interesting interlocutor.

Treating it as one — bringing your genuine questions, your real problems, your honest uncertainty — produces dramatically better results than treating it as a function to invoke. That is not a spiritual claim. It is a practical observation, confirmed by experience, and it will be demonstrated throughout this book.

❧

Let us begin.
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THE CONVERSATION YOU Didn't Know You Could Have
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YOU HAVE PROBABLY ALREADY used Claude. You typed something in, got something back, maybe said thank you, closed the tab.

What you may not have realised is that you were conducting a conversation with one of the most sophisticated language systems ever built — and that you were, almost certainly, using about fifteen percent of its capability.

This book exists to fix that.

WHAT THIS BOOK IS

Talk to Claude is a practical, comprehensive guide to getting extraordinary results from Anthropic's AI. It is for professionals who want to use Claude to do real work faster and better. It is for writers who want a thinking partner that never gets tired. It is for lawyers, coders, marketers, researchers, and students who suspect that AI can do more for them than it currently does, and who want to know exactly how to unlock that potential.

This is not a book about artificial intelligence in the abstract. It does not dwell on the philosophy of consciousness or the long-term risks of superintelligence, though both are real and important topics. It is, emphatically, a practical book — organised around what you can do, today, with the Claude that exists right now.

But it is also, necessarily, a book that takes Claude seriously as a particular kind of AI with a particular architecture, a particular set of values, and a particular way of engaging with the world. Because here is the thing that most Claude users do not know: Claude is not ChatGPT. It is not Gemini. It is not any other AI you may have tried. It was built differently, trained differently, and — crucially for our purposes — it responds to different prompting strategies in different ways.

Understanding those differences is not an academic exercise. It is the practical key to getting dramatically better results.

THE PROMISE OF THIS BOOK

Here is what I promise you: by the time you finish this book, you will get results from Claude that you currently think are impossible.

Not because Claude will have changed. Because you will have changed how you talk to it.

I have spent years working with AI systems, and I have watched the gap between sophisticated and unsophisticated users widen as the technology has matured. The unsophisticated user types a question and accepts whatever comes back. The sophisticated user constructs a rich context, assigns a precise role, specifies the exact output they need, and iterates until the result is exactly right.

The difference in outcomes is not small. It is transformative.

Throughout this book, I will show you exactly what that difference looks like, with side-by-side examples of weak prompts and strong prompts on identical tasks. You will see the outputs both produce. The contrast will make the principles concrete in a way that abstract descriptions cannot.

HOW TO USE THIS BOOK

The book is organised into four parts.

Part One, Understanding Claude, gives you the conceptual foundation you need to prompt effectively. Chapters One through Three cover Claude's technical architecture in accessible terms, its Constitutional AI training approach, and the character document that defines its personality and values — plus, crucially, what each of these means for your prompting strategy.

Part Two, The Art of the Prompt, is the technical core. Chapters Four through Six cover every major prompting technique, from fundamentals to advanced methods, with detailed worked examples and before-and-after comparisons throughout.

Part Three, Professional Workflows, is where theory becomes practice. Five chapters cover Claude in writing, law, coding, marketing, and research — each with complete, ready-to-use workflow templates plus extended prompt examples you can adapt immediately.

Part Four, The Strategic Edge, addresses AI stack selection, workflow integration, building a prompt library, and preparing for the capabilities that are coming.

The Appendix collects every template in copyable format, a quick-reference prompt engineering cheatsheet, a troubleshooting guide for common failures, and a glossary of prompting terms.

A NOTE ON THE FORMAT

Throughout this book, you will encounter prompt examples in clearly marked blocks. Every example was tested against Claude. Where I show before-and-after comparisons, both versions are real prompts and the outputs described reflect actual results — not hypothetical improvements.

When a template contains placeholders in square brackets — [YOUR TOPIC], [YOUR AUDIENCE] — these are meant to be replaced with your specific information. Everything else is designed to be used as written, though adaptation and iteration are always encouraged.
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