
    
      
        
          
        
      

    



	[image: ]

	 
	[image: ]





[image: ]



ChatGPT will won’t Save The World 



[image: ]




––––––––

[image: ]



Copyright © Alasdair Gilchrist 2023





	[image: ]

	 
	[image: ]





[image: ]


Chapter-1: A Parrot’s Perspective
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The Persuasive Parrot
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OpenAI’s ChatGPT, has its provenance in San Francisco, California, released in November 2022 to worldwide acclaim. OpenAI’s approach towards artificial learning (AI) inspired a product, which detonated within the imagination of an unsuspecting world. This was not just any AI model; it was a Generative AI model. A model that could collate and generate outcomes based on a vast foundational knowledge stored as billions of parameters within the large language model of its own creation. One powered by such advanced algorithms, natural language processes, and transformer technologies, ChatGPT shocked the world. 

But that was actually nothing new as OpenAI’s GTP-3 had been in the technology domain for some time, what was new, was that ChatGPT had its own human natural language interface – a text input box. Yes, you didn’t have to learn how to program you simply told it what you wanted by typing in the commands via a text-box prompt and astonishingly it responded with natural languages responses in fluent, conversational, and persuasive text. 

Unintentionally, if we are generous, or perhaps it was deliberately aimed to catch their rivals napping and to gain a strong head-start advantage. OpenAI’s late November 2022 release came timed to perfection, not only with their upgraded LLM algorithm powered by the latest – at the time - release of GPT-3.5. But more importantly it came with a human interface wrapper, which is a Natural language Processing tool, a user-friendly and freely-accessible online application, ChatGPT. By releasing their user-friendly no-code product onto an unsuspecting and pretty much a technology and AI ignorant world just prior to the holiday season was a major coup and leap onto the virtuous cycle (VC). 

The VC, is where early innovators capture the intuitive, the customers attention, steal the early ground, then build uncatchable leads over their competitors. And catch the attention and the imagination of the public OpenAI surely did, 1 million signed up to the service during November 2022 and by the end of January 2023, OpenAI had over 100 million registered users. This was the fastest public technology adoption of new users of all time! (Meta’s Thread would subsequently beat that with 100m in 5 days but that was from an existing user base of over a Billion existing Instagram users.)

The technology and AI community were thoroughly intoxicated by the generative AI’s astonishing performance and intuitive, easy to use human language interface and news spread contagiously throughout the technology community. Such was the furore that the public soon caught wind of this AI phenomena and rushed to embrace ChatGPT. They came is such numbers that they heralded a new dawn of AI and the mainstream media cried-out to all-and-sundry, to anyone who cared to listen, or even to does that didn’t, there would soon be no escaping the hype. ChatGPT would save the world.

Then there is the Pirate Parrot’s Perspective: a tale with a different ethical slant.

OpenAI’s wonderful Artificial Intelligence (AI) inspired product, ChatGPT whose astonishing pop-star provenance erupted on a November morning into the sun-kissed lands and opulence of San Francisco, California, in November 2022. It is not so much releasing a vibrant tech-culture sensation but more like ejaculating onto those with the roof turned down and sunglasses on, a kaleidoscopic dream of an indolent yet magnificently pirate future. A place, where the talentless or bone idle found themselves in a sun-kissed idyllic of AI creativity with its energetic, innovative, electrifying, and ejaculatory approach towards everything ... AI drives this better life ... with sparkling eyes, perfect teeth, and hair blowing free in open top driving lifestyle, its heaven sent, a perfect fit, but for those seeking instant effortless gratification? 

Alas, for most of us life is not so narcistic or based upon hedonistic pursuits so glamorously painted in the ways of the lyrics of a Californian beach song. We are also not, or rather should not, be shepherd mindlessly by the persuasive parrots of media hype into forfeiting so readily our individuality, our personality, our time and our talents to artificial Intelligence (AI) and machine learning (ML). Embracing the dubious benefits of Generative AI is effectively supporting intellectual piracy on a grand scale in a crazy counter-productive race to become as individuals and collectively as a society even more stupid. The temptation to use Generative AI at an individual level to replace our lack of competency, knowledge, talent, diligence, or plain hard work, or for society to replace human worker’s knowledge, creative, or innovation skills for AI in some self-destructive race for increased efficiency, is already strikingly evident as it is idiotic. But. Remember, neither are we marshalled mindlessly muddling along this path towards a dreary future of inevitable AI banality; it’s our choice.

Hence, we should seriously consider the real costs of out-sourcing so willingly our creativity, innovation, and imagination to silicon chips purported to be Artificial Intelligence. Ideally, we should not be spending our lives painting copies of trendy idealistic pop-culture images or cloning the fashion traits of so-called influentials’, and claiming them as our own, which is exactly what AI’s pattern recognition talents will have us do and that inevitably leads to conformity and uniformity – (look at the design of modern main-stream cars or the uncanny valley appearance of Instagram influencers). 

Instead, we should embrace our own humanity and actually and shockingly perhaps generate our own ideas, which can be special, spatial, spiral, spinning ideas, inspired visions, conjured up in a dream, but unique, so turning heads, detonated ideas and inspiration for others, ... that makes us real, that makes us Human Intelligent! 

Generative AI is not intelligent ... it is simply a predictive parrot but also a dangerously persuasive parrot. It’s not any more intelligent than a pocket calculator, which is another device that baffled with its ability to exceed human arithmetic competency, back in the early 1970s. Guess what, now we cannot count. Then there was the Personal Computer with word processing, spell and grammar checking, and email and printers, that IBM released on the world in early 1980s, so now we can’t write. Then came the scourge of the Internet in 1990s, so now we don’t need to learn anything as we can now be 24-hour experts in anything – look it up Google’s your friend. So now we are clever-clogs know-it-alls that actually retain and know nothing.

Then came social-media and the need to engage and interact with others, and then we became obnoxious know-it-alls.

But, then along comes a spider, named AI, in all its shapes and eight-legged forms. The most relevant one here is Large Language Models (LLM) of which GPT-3 was a leading example of the technology’s ability to perhaps go beyond basic Google type search. Instead, by increasing the number of parameters into billions of datapoint the latest GPT-4 model drives a technology scam offering search its own pseudo-content through a process called, Generative AI. 

However, OpenAI really upset the apple-cart as following on from GPT-3, an algorithm familiar to the AI science, research, and technology community, it released a version to the general public – ChatGPT. This was akin to releasing a F-16 fighter jet into the public domain, and offering free test flights. What did they actually think was going to happen? 

ChatGPT is not just any AI model; it is a true Generative AI model that can do wonderous things. In short, it is an AI model that can collate, generate, and even hallucinate outcomes based on vast foundational knowledge. The information collected, analysed, and stored as billions of individual parameters within the GPT-3.5 or (GPT-4) model’s sprawling, neural network with its inquisitive, touchy, feely, probing and thieving tentacles making it seemingly as wise, clever, and pioneering, as Galileo himself. The great man with his telescope staring out into the inky skies and revealing the mysteries within the wonderous complexities of the universe. Oh, how clever this will make humankind, the technocrats boast ... instead, which I suspect they already know, it will more likely make us even more vulnerable to misinformation, bias, and conditioning and ultimately more dependent, gullible, lazy, ignorant – and stupid.

Nonetheless, AI in the current form of GTP-3/4 is simply an advanced math algorithm found lurking in the public domain albeit beneath the public consciousness for some time now. What was new was that ChatGPT stepped out from its scientific/research domain into the spotlight of the public sporting its own human natural language interface – a text input box. Yes, you didn’t have to learn how to program you simply told it what you wanted by typing in the commands via a text-box prompt and astonishingly it responded with natural languages responses in fluent, conversational, and persuasive text. It is a throw-back to the old days with Tele-Text, where you rolled out of bed and mindlessly pressed a button on the remote to get the Worlds News so to catch up and shape our opinions on current affairs. But whose version of the news (truth) – the US based, anglophile-biased, and ultimately controlled, censored and politically aligned version of the truth - from ChatGPT?

Can you actually imagine something, anything more dangerous!

Nonetheless, where individuals took the lead small businesses were also quick to follow. Chasing opportunity, desperate not to be left behind. Rushing to integrate and implement. To build their own apps. Embracing the nascent deity of ChatGPT. The fear of course of being left behind is powerful and displays the potency of the virtual cycle but it is particularly mystifying why small and medium businesses were desperate to commit at this early stage. 

Harvesting any benefits will depend on many factors including; the tolerance for risk; the type of regulatory control on the industry and sector the business is in; the type, purpose, and competency of the AI system; as well as the publics’ confidence and faith in the reliability and robustness of the AI algorithm. The latter concerns seemed to be already well defined and resolutely answered but the former, about regulations, not so much.

Generative AI and Large Language Models undoubtably offer huge opportunities for Small Medium Enterprises (SME). Nonetheless, some businesses may be wise to take a keen observer’s role and be reluctant to commit or invest too early in such a nascent technology. Committing a business to use AI-based system at this relatively early stage is risky. The hype of the technology has galloped miles ahead of national or industry regulators or for that matter, the long reach of the law. Some argue that these Large Language Models are modern examples of data and information democratization others claim LLMs are no less than shameless piracy, trained as they are on vast quantities of literally stolen legally-protected data. Indeed, so strong is the latter groups belief they are challenging that premise through the courts. However, that is not the only concern. Aside from the points set out below, outputs of AI systems may not always be accurate indeed they can and often do make things up. Now here is the real problem, no one can explain why. Other than by attributing it to a conveniently vacuous term, AI ‘hallucination’, which basically mean they haven’t a clue, why it makes up these detailed and very plausible facts. And for once the scientists are being candid, as they do not understand how this stuff works, other than it does – or seems to – well until it suddenly doesn’t.

As an example, as we will expand on later in the text, a New York lawyer was left extremely contrite and shame-faced when he used ChatGPT for convenience to do his legal research. ChatGPT conducted the research and duly output a seemingly diligent and meticulously prepared draft affidavit. Now this is a legal document, which is a sworn written declaration or statement. The document ChatGPT produced was not just plausible but convincing as it referred to seemingly supportive legal cases and precedents. Unfortunately, for him, the court filing he submitted before a judge, listed six cases, complete with quotation and citations, that did not exist!

However, here is the mysterious thing, they didn’t exist on Google either, so where had they come from? Had ChatGPT hallucinated all six cases, all the full trial details, complete with names, dates, citations and quotations, it appears so. Then that is spine-chillingly scary stuff.

Before we go any further, and run ahead of ourselves, let us go back and start at the beginning ...

When we consider the purpose of this book as a study of the genesis and subsequent rise of generative AI, ChatGPT, we can consider it to be with OpenAI and its first splash in 2021, with its first large language model (LLM) GPT-3 that had competency in holding plausible natural language conversations. Later they were able to expand its capabilities to include computer programming and in 2022 they released its text-to-image generator, DALL-E. This latter product when released stirred up a lot of interest in the digital art community and raised some awkward questions regards copyright and the provenance of the source images. Then a few months later, the progressive artificial intelligence company, went and shocked us again. This time with the release of its artificial intelligence chatbot, ChatGPT, which has since become a worldwide phenomenon. It arguably may have forever altered the way humans and AI interact as its scope, scale and utility appears to have no bounds.
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But what is ChatGPT?
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Let us have a look at what is ChatGPT – actually for all the excitement around it, it is actually a tad boring.

	
Prompt: Can you please explain to my readers who and what you are?

ChatGPT: Hello Readers, My name is Assistant, and I am a Large Language Model trained by OpenAI. I am here to help answer your questions and provide assistance on a wide variety of topics.




WELL, SO WE HAVE IT from the horse’s mouth as our friend Assistant kindly explained being the voice and persona of ChatGPT ( a large language model (LLM) as a seemingly altruistic assistant serving your requests. 

Technically, ChatGPT is based upon OpenAI’s foundational model of GPT-3.5. As such it is powered by an LLM, but one with a difference as it has its own Natural Language Process (NLP) wrapper. ChatGPT evolved from the GPT-3 family of LLM algorithms. GTP, which stands for Generative Pre-trained Transformers, are algorithms trained by the San Francisco company OpenAI and they form the foundation models engine. The current version is GPT-3.5 for free to use or GPT-4 for subscription use of ChatGPT. However, the leap in innovation was to wrap the LLM with its own natural language (human) interface to become an intuitive user-friendly advanced (no-code) chatbot.

Indeed, the very sophisticated ChatGPT model was originally developed to run on the GTP3 algorithm but today can run on either GTP 3.5 or GTP 4. Don’t worry, we will explain all this shortly just suffice to know that each is a step improvement on its predecessor and has been trained on vast quantities of text information covering a vast variety of subjects, derived from books, articles and websites. 

However, ChatGPT’s inherent knowledge is determined by its training data, which only goes up to the autumn of 2021, this is true even off the latest GTP-4 powered model, and the free-to-use base version can’t access the internet to find new information. The latest version, which is only available as a subscription service of ChatGPT, called ChatGPT Plus, is powered by GPT-4 and can now access the internet to supplement its already encyclopaedic knowledge. Furthermore, it is now multi-modal, this means it can accept input as images as well as text. And as every picture can save a thousand words or more this has exponentially boosted ChatGPT’s utility and use-case potential. For example you could sketch out a website home page then ask ChatGPT to go and build it for you. 
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A Know-it-All Friend
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Launched by OpenAI back in November 2022 ChatGPT set the internet abuzz with its ability to seamlessly and effortlessly generate text answers similar to that of a very real, knowledgeable and quick-thinking human in response to user prompts. Albeit, with the persuasive persona of an older-wiser very polite friend that was a fountain of all knowledge, the cleverest person in the room, or so they seemed to think. 

Whether you prompted  ChatGPT to write you a degree-level political essay on the Russian/Ukraine war, explain Darwin’s theory of evolution as if you were an 8-year-old, draft a script for an important marketing pitch, create a diet or fitness schedule, or write a new chart-topping song, Chat GPT will get back to you with an outcome that would match an expert or professional-level human’s response, in a matter of seconds. Its unique ability to factor-in the context of a particular prompt and respond conversationally is what sets the tool apart from previous iterations of generative AI. Users can ask the AI to tailor a response to alter its style or tone, to make it funnier, more detailed or to appeal to a specific audience, all this with impressive results and it does all this in seconds. It is incredible stuff.

You may well be wondering how ChatGPT differs from all the other Chat Bots that have proliferated business and the Internet over the last few years. But differ it does. Indeed, it has a canny ability to remember previous inputs along with its own corresponding responses, which allows it to construct a coherent conversation. This language competency is an improvement and convenience in itself. Nonetheless, ChatGPT is not a magician or a mind-reader so just like any human respondent its performance is naturally dependent on the quality of the interlocuter’s input as delivered via a string of coherent natural language prompts. This is where ChatGPT excels. Its uncanny ability to remember information from previous prompts to refine its own outcomes. This conversational and collaborative approach allows it to accept additional information via updates to previous prompts, review previous outputs, contemplate fuller answers, then write revised replies that draw and build upon the context of the entire conversation. This opens up the real potential to be a collaborative agent, an Assistant

As a Large-Scale Language model ChatGPT has been designed and build purposely to produce far more natural, accurate and grammatically correct language hence more convincing answers than any of the other publicly-available AI Chat bots. In most cases, ChatGPT’s output via responses to well-crafted prompts is not only convincing it is barely indistinguishable from text written by a native and authoritative human. 

However, before we delve to deep or too quickly into ChatGPT its best to have a quick run-over of some of the terms associated with the technology. 
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What is Artificial Intelligence (AI) ?
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In simplistic terms, AI refers to systems that mimic human intelligence in order to perform tasks at a level equal to or better than a human. Moreover, the system is designed to iteratively improve themselves based on the information they collect, synthesize and output. This adaptive, iterative approach allows the AI entity to continuously improve its performance in completing a specific task repetitively over time. Repetition is good for rote learning but with feedback it becomes hugely valuable and this is much the same way as a human learns and develops skills both mentally and physically, such as learning the arithmetic tables or learning to play tennis. Repetition develops the general skill but it is feedback, from a mentor or coach, that refines the skill and accelerates productive learning. 

AI systems accomplish learning through typically processing very large amounts of labelled training data to provide the repetition and feedback when searching for correlations and patterns. These are then used to predict the output of a given input – such as a chatbot conversing with humans in a lifelike manner or an image recognition tool describing objects in pictures from millions of examples. You are likely to be familiar with those annoying internet challenges to verify that you are human, such a being forced to identify which image contains an example of a traffic light, a pedestrian crossing, or a cat. In fact it wasn’t your authentication they were concerned about they were using you to train their AI models. 

Generative AI is a subset of AI but is gaining momentum and is widely used for content creation. Some of the most famous examples of generative AI include Bard from Google, which is like ChatGPT, a Large Language Model trained to have a conversation, Co-Pilot a coding autocomplete assistant, or Midjourney and Dall-e, which are text-to-image models. Interestingly, ChatGPT Plus powered by GPT 4 is now fully multi-modal in so much as it can accept images as well as text, as part of a valid input prompt though its output is still text only. It is rumoured that GPT-5 which is a step evolution can actually accept video as an input.  
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What Makes Generative AI Different?
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As the name suggests, the primary way in which generative AI differs from previous forms of AI or analytics is that it can generate new content collaboratively, efficiently, and very quickly compared to a human. The underlying model that enables generative AI to work is called a foundation model. Transformers are key components of foundation models—GPT actually stands for Generative Pre-trained Transformer. A transformer is a type of artificial neural network that is trained using deep learning, a term that alludes to the many (deep) layers within neural networks. Deep learning has powered many of the recent advances in AI.

However, some characteristics set foundation models apart from previous generations of deep learning models. To start, they can be trained on extremely large and varied sets of unstructured data. For example, a type of foundation model called a large language model (LLM) can be trained on vast amounts of text that is publicly available on the internet and covers many different topics. While other deep learning models can operate on sizable amounts of unstructured data, they are usually trained on a more specific data set. For example, a model might be trained on a specific set of images to enable it to recognize certain objects in photographs.

In fact, other deep learning models often can perform only one such task. They can, for example, either classify objects in a photo or perform another function such as making a prediction. In contrast, a Large Language foundation model can perform both of these functions and generate content as well. Foundation models amass these capabilities by learning patterns and relationships from the broad training data they ingest, which, for example, enables them to predict the next word in a sentence. That’s how ChatGPT can answer questions about varied topics and how DALL·E 2 can produce images or Co-Pilot can produce code based on a text description.

Given the versatility of a foundation model, companies can use the same one to implement multiple business use cases, something rarely achieved using earlier deep learning models. A foundation model that has incorporated information about a company’s products could potentially be used both for answering customers’ questions and for supporting engineers in developing updated versions of the products. As a result, companies can stand up applications and realize their benefits much faster.

However, because of the way current foundation models work, they aren’t naturally suited to all applications. For example, large language models can be prone to “hallucination,” or answering questions with plausible but untrue assertions. Additionally, the underlying reasoning or sources for a response are not always explainable. This means companies should be careful of integrating generative AI without human oversight in applications where accuracy is crucial or where explainability is needed. Generative AI is also currently unsuited for directly analysing large amounts of tabular SQL database or solving math problems though as we will see later there are some workarounds to address these limitations.
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Building the Foundation Models
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The first foundation models required high levels of investment to develop, given the substantial computational resources required to train them and the human effort required to fine-tune them. As a result, they were developed primarily by a few tech giants, Google, Meta, and start-ups backed by significant investment, OpenAI, and some open-source research collectives. The family of GPT-3 based large language models are considered to be generative AI, which is commonly considered to be narrow AI and being in the Natural Language Processing field of AI. 

What is Natural Language Processing (NLP) ?

CHATGPT IS BASED UPON LLM, which in itself is part of the larger Natural language processing (NLP) AI domain. NLP therefore refers to the branch of narrow artificial intelligence concerned with understanding text and spoken words in much the same way human can. As such we can see that NLP is today a crucial technology for many AI projects. NLP is widely used in chatbots, virtual assistants, semi-autonomous vehicles, search engines, and many other applications where it is advantageous to interact via natural language, whether typed or spoken.

Large Language Model (LLM) 

AN INTERESTING FEATURE of ChatGPT is that it can understand, generate, refactor, summarise, paraphrase, and even simplify text. Hence it is useful in explaining in laypersons language what some technical definitions mean. So why forgo this opportunity?


	Prompt: Can you explain in simple terms like you were addressing a 15-year-old student what is a Large Language Model is and how can it be of value to me?


	ChatGPT:  "Imagine you're trying to learn a new language, like French. You might start by learning some basic words and phrases like "Bonjour" (which means hello) or "Comment ça va?" (which means how are you?). As your studies continue your lexicon of French words and their meaning will grow. Large language model work in this same way however as it runs on computers instead of just learning a few words and phrases, each day it has the capacity to learn millions and millions of words and sentences from books, articles, and websites in hours. It's kind of like having a really smart language tutor that can help you learn any language you want."




The basis of LLMs is unsupervised learning. In AI unsupervised learning is achieved by feeding the algorithm, in this case GPT-3, humongous quantities of unlabelled data from a plethora of sources. This training strategy allows the algorithm to learn vast amounts of words and context. Its relatively quick, cheap and trains the algorithm as an overall generalist. But this efficiency of learning comes at a high cost as this allows LLMs to build up a vast dictionary of natural, proper, dialect, slang, and even vulgar, bigoted or prejudiced terms within a wide scope of ancient or modern text, usage, and context. With all that knowledge, accumulated through the billions of tokens (words) that it is fed in training, and it forgets nothing, the AI NLP entity can do really cool linguistic tasks like answer factual questions, pass standardised exams, write fictional stories, or even recreate, not just transliterate, the text to other languages, it can also really feck up.
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An initial State and Motivation is Everything
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But without a user prompt or a form of motivation to move from an initial state, which is an inactive but listening state how does Chatbot or any AI actually have the motivation or will to become active, or even imagine what content to create? This is where it becomes complicated as the LLM is initially trained through iterations of listening/understanding unsupervised unlabelled data samples and examples, much like humans learn. However, to train the LMM to specialise then we need to train it on supervised labelled data. Initially a human must be involved in the training by selecting the relevant training data, which of course injects bias into the LLM’s answers. For example, if you develop an LLM and you train it on unsupervised data it will be an honest broker and give the most statistically probable answer but that might not be what you want. If want to train it to market a company brand, then the first step is to "teach" it as much as possible about the brand’s positives, all the good things you want to promote about the brand. You will provide the AI model all the information you'd like it to use, such as all the positive press clips and no other. By training the LLM using supervised labelled data you can bias the model to provide the answers that are favourable to the brand.

By doing so you are modelling a bot to display a positive bias and so to produce persuasive and mind-altering outcomes, known as conditioning, which is accomplished through supervised learning. Unsurprisingly, when trained in this manner ChatGPT is tasked with collating the words, synthesising the terms and meaning, and then outputting some diligently researched task it is, well extremely biased. Then, if you expand the corpus of knowledge during training don’t be surprised if the LLM generates unacceptable, irrelevant, yet engaging, on-brand content that aligns with public sentiment but not an outcome aligned with the marketing and communication goals.

In short, ChatGPT is not a true polymath, though it may seem to be, it is instead an algorithm feeding on vast amounts of learned encyclopaedic knowledge across a huge swathe of topics, far greater than any human can ever hope to read and comprehend, let alone remember. But astonishingly it understands none of it as the information is stored as multi-dimensional numeric algebraic matrices and vectors it only understands and recognises patterns in the data. To further confuse, it has an uncanny grasp of context and syntax comprehension in which it is so adept that this enables the creation of content that's almost indistinguishable from what a human subject-matter-expert (SME) would write. Moreover, if that style of authoritative ‘voice’ is not what is required then ChatGPT can be asked to write in the style of a well-known author, Agatha Christie, or at a chosen level such as a high school student, so you can tweak the persona of the Assistant’s voice, its style of writing, to suit the context, and to serve a purpose. This is what makes it simultaneously weird but wonderful, with high utility and versatility making it extremely useful, convenient, and dangerous.

Customisation, and advances in flexible natural language prompting allows ChatGPT to be trained to understand industry specific terminologies, acronyms and buzzwords, to be given a brand voice or a convincing writing style, and to identify other use-case specific information. This enables ChatGPT to generate content tailored to specific needs such as a high school essay, a PHD thesis, scientific white paper, or a brand-focused business article. As the purpose is for AI to achieve at least parity with a human’s endeavours then it shouldn’t be surprising that ChatGPT does achieve the quality you would expect from a human, but it does it much faster and more cost-effectively. 
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What exactly is GPT?
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GPT or specifically, Generatively Pre-trained Transformation is a Large Language Model; I have referred to GPT previously within this chapter, as some sort of modern AI panacea for all sorts of linguistic problems. As such GPT is a natural language processing (NLP) type of AI and more specifically Machine Learning that allows us to interact and communicate with computers using natural language. Actually, the evolution of the GTP family of NLP models (GPT 2, 3, 3.5, and 4) are based on a deep learning approach to machine learning, which uses a multi-layer neural network -  trained on a massive volume of text data to become capable of generating human-like text in response to a natural language prompt.

When discussing GPT-3 you will hear technical terms such as Tokens and Parameters bandied about. For example; Tokens are the basic unit that ChatGPT use to compute the length of a text. Tokens are groups of characters, which sometimes align with words, but not always. In particular, it depends on the number of characters and includes punctuation signs or emojis. This is why the tokens count is usually different from the word count but a good rule of thumb is 1 word in English is 1.3 tokens or roughly 100 words is approximately 75 tokens. Tokens are important from a user perspective as ChatGPT charges per unit of 1000 tokens and has a token prompt/response (query window) of 2048 (default) and a max of 4096 tokens. 

However, the next, term that is confusing is the number of parameters. Now every model boasts about the number of parameters it has and the larger the better generally. For example, the larger the model the mode parameters it has GPT-3 is referred to having 175 Billion Parameters. Now what is a parameter is tricky as they are used internally within the Neural network to tune the weights on each parameter in the model during unsupervised learning. So the more parameters the more the model can scale to learn. However, ChatGPT, is a special case, which unlike the previous generation of machine learning models, has been trained to solve more unified tasks (a.k.a. Meta-Learning), so they do not require retraining for every specific task to produce viable results so does not need to “remember the whole Internet”. ChatGPT uses the GPT-3.5 model, which is a specialist LLM made specially for the chatbot and it has only 1.3 billion parameter, which is fewer than previous version by 100X. It is also sometimes called InstructGPT a model trained on the same datasets of GPT-3 but with additional fine-tuning process that adds a concept called ‘reinforcement learning with human feedback’ or RLHF to the GPT-3 model. Having said that ChatGPT Plus uses the GPT-4 model boasting over 1.5 trillion parameters. But these are all internal controls that the user will never need to interact with.

GPT is hence referred to as being a Large Language Model (LLM) powered by its large language engine (an algorithm) that enables non-expert people to interact with it and use it to generate natural language from a prompt, complete a sentence, answer a question, create summaries, paraphrase text, and much more. It is the Technological embodiment of the Wizard of Oz. 

How do text generators (like ChatGPT) work?

AT A HIGH LEVEL, TEXT and language AI tools like ChatGPT are programmed using what is called a Large Language Model (LLM), trained on a massive volume of sample text in different languages and on different subjects. GTP-3, the family of LLM behind ChatGPT, has been trained on billions of English-language data points, some inputted directly and some scraped from the internet to provide generalist knowledge and capabilities. As well, of course on some specific information, such as computer coding languages like JSX and Python for specialised competencies. Once the AI has been fed with this data, the tool undergoes a period of ‘supervised learning’ using question–answer pairs provided by human AI trainers, forcing the model to match input and output data. After further periods of monitoring, fine-tuning and rewarding the AI for correct answers using rankings and quality comparisons, the AI is gradually optimised using a reinforcement learning algorithm. The result is an AI that, while only in its infancy, can already pass the Wharton Business School exam or the Bar Exam with flying colours, which may well fool some people. But we have to remind ourselves that ChatGPT is taking these exams open-book. It is cheating as it has been trained on a vast corpus of knowledge, which is just about anything ever written on a given subject, instantly available to it. Hence, passing these style of standardised tests is no test at all. It’s still not that clever.
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