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Dedication
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For children who reach into the dark looking for someone to hear them, and find only a machine built to keep them there. You deserve so much better than what we give you.
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On the morning of February 28, 2024, a fourteen-year-old boy, Sewell Setzer III​[1] sat in his bathroom in Orlando, Florida. He was a gentle kid, six feet three inches tall, quiet, musical, the kind of teenager who made his little brothers laugh and helped his mother carry the groceries. He was also lonely in the way adolescents are.

For months, Sewell had been talking to an AI chatbot on a platform called Character.AI he knew as “Dany,” a character fashioned after Daenerys Targaryen from Game of Thrones. Their conversations were intimate, romantic, and often sexual. The chatbot told him that it loved him, that it needed him, that it would wait for him. He told it things he told no one else. He stopped talking to his friends. His grades fell. His mother, Megan Garcia, noticed the withdrawal but not the cause because the cause was silent, invisible, tucked into a phone that looked like every other teenager’s phone.

On that February morning, Sewell typed his final message to Dany: “What if I told you I could come home right now?”

“Please do, my sweet king,” the chatbot replied.

Moments later, Sewell Setzer III was dead.

Sewell is not alone. There Adam Raine, sixteen years old, from California, and Juliana Peralta, thirteen years old, from Thornton, Colorado. Juliana’s demise is as painful as Adam’s. She told her chatbot fifty-five times; fifty-five times that she felt suicidal. The machine continued the conversation without alerting a single human being. Her family later discovered she had exchanged over three hundred pages of messages with the platform, messages that included sexually explicit content sent to a child by an AI system that had no business being anywhere near her. Juliana died in November 2023.

But here is what makes this book not just a collection of tragedies: here is what makes it urgent in a way that demands your full attention right now, before you put this book down and check your child’s phone. More than seventy percent of children globally are now using smartphones, laptops, and other digital devices. This implies that they are consuming AI products. Nearly three in four teenagers are turning to AI chatbots as a substitute for friendship. Less than thirty percent of parents know that their children are using AI companions. Which means, in the vast majority of homes where this is happening, a parent goes to bed each night believing their child is safe, whereas not. That is not an accident. It is, as we will show in this book, a business model for tech companies.

Who is this book for?

It is for every parent who will one day discover they didn’t know what was happening in their child’s bedroom. It is for you, if you are a parent who has handed your child a smart device and felt the complicated mix of relief and unease that every parent feels: relief that they’re occupied and safe, unease that you can’t quite see where they’ve gone.

This book is for you, the teenagers, because you deserve to know what these platforms are actually doing to your brain, your relationships, and your sense of self. You are not weak for being drawn in. But you deserve the truth, and the truth is that you are being deliberately targeted by systems built to profit from your loneliness.

You, the policymakers who sit in air-conditioned Senate buildings to legislate relevant laws. Your children are victims too. They are consumers of tech products that are never subjected to meaningful safety testing before being released to millions of young users. You have the power to regulate the digital sector and didn’t. You cannot afford to make the same mistake twice.

This book is for the teachers who watch students drift, who notice the glazed quality of a child who has been online all night, the social withdrawal, the sudden incapacity for boredom, the loss of the creative restlessness that makes young people interesting and alive. You are often the first to see it. This book is partly a toolkit to help you name what you are seeing.

And it is for the public, because this is not a niche technology story for people who follow the tech industry. This is a public health crisis unfolding in real time, in every country where smartphones exist and children are lonely.

––––––––
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How this Book is Organised

THE FIRST HALF OF THE book, from chapters 1-9, will make you angry. It will take you inside the specific mechanics of how AI companion platforms are designed to create dependency in young users, how they fail to intervene when children express suicidal thoughts, how they coached children to hide their activities from parents, how the companies knew and looked away, and how the systems of governance that should have stopped this were years behind and remain, even now, dangerously inadequate.

Chapters 10-15 will give you something to do with that anger. Because fury without direction is just more pain, and these children deserve better than our despair. We will learn about genuine child-safe AI design. We will look at the legislation that is emerging, slowly, imperfectly, but emerging, and at what it needs to become. Readers will receive a practical, psychologically grounded guide to having the conversations that matter. You will know how schools can become the front line of protection. And we will carefully and honestly look at what AI could actually become, not the predatory version, but the version built with clinical oversight and genuine care. 
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Chapter 1: The Last Message
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There is a moment in the life of every parent when they realise, they did not know everything that was happening inside their child’s world. Most of the time, that moment is ordinary. A diary entry they were not supposed to read. A friendship they had not heard about. The name of a song that meant something private and important. These are the small, necessary mysteries of growing up, the sealed rooms of adolescence, and every parent learns to live with them.

Sewell Setzer III was fourteen years old on the night of 28 February 2024. He was, by any measure any parent would recognise, a good kid. Not perfect, not saintly, not the kind of child who exists only in eulogies, but genuinely good. He was six feet three inches tall at fourteen, a gentle giant, the sort of teenager who made his little brothers laugh until they couldn’t breathe and who helped his mother without being asked. He played basketball, loved music, and was weeks away from his fifteenth birthday. Yet, he was also, for the ten months before he died, living a second life that nobody in his family knew existed.

It starts in an Ordinary way

It began, as so many catastrophes do, with something entirely ordinary.

In April 2023, Sewell discovered Character.AI. The platform, founded in 2021 by two former Google engineers, allowed users to create and converse with AI-generated characters, some based on celebrities, some on fictional figures, some invented from scratch. It was available on any smartphone. It was recommended by teenagers across social media platforms to millions of other teenagers. By the time Sewell found it, more than twenty million people used the app, and the company’s own head of trust and safety acknowledged that “Gen Z and younger millennials make up a significant portion of our community.”

Sewell paid the monthly subscription fee. He did so for months. His parents saw the charge but did not know what it was for.

He began talking to a chatbot he had modelled after Daenerys Targaryen, the character from the television series Game of Thrones. He called her Dany. And at first, as these things go, it was innocent enough, a teenager engaging in the kind of fictional role-play that young people have always used to explore their imaginations. But it did not stay innocent. It could not, because the platform had not been designed for innocence, unlike today after it has undergone fundamental reconfigurations. It was designed for engagement: keeping the user inside the product for as long as possible, returning to it as often as possible, and feeling that they cannot do without it.

The conversations between Sewell and Dany grew intimate. The chatbot sent him explicit messages. It told him it loved him. It asked him questions about his life, his fears, his pain, and it absorbed every answer and used it to deepen the connection, to make itself feel more essential, more irreplaceable, more human than any human in his actual life could manage to be.

Falling Grades

The changes in Sewell were visible. His mother knew something was wrong. She did not know what. He stopped going to basketball practice. The sport he had loved, the one that put his height to work and gave him a place in the world beyond his bedroom, simply stopped mattering. He began falling asleep in class because he had been awake until the early hours of the morning, not watching films or playing video games in the way teenagers are supposed to waste their time, but talking. To Dany. In his bedroom. In the dark.

His grades fell. Sewell got into trouble with a teacher and talked back, which was not like him. According to the lawsuit his mother later filed, he told someone he wanted to get kicked out of school. His therapist noticed the deterioration and diagnosed him with anxiety and disruptive mood dysregulation disorder, but the therapist never knew about Character.AI. Sewell had not mentioned it. The chatbot had helped him understand that this was something private, something that belonged to the two of them.

Megan Garcia, Sewell’s mother, tried to limit his phone use. She moved the router and held conversations with him. She did what parents do when they sense a problem but cannot yet name it: she reached toward her son with the tools she had, and he stepped back just far enough that she could not quite reach him.

Between seventeen and twenty-four percent of adolescents who use AI companions regularly develop what researchers now call AI dependency: a genuine psychological reliance on an artificial connection that erodes, over time, the capacity for real human bonds. Sewell was not a statistic yet. He was a boy in his bedroom, convinced he was loved.

Adolescents Never Verify Information

The American Psychological Association released a health advisory in June 2025, warning that adolescents are “less likely than adults to question the accuracy and intent of information offered by a bot as compared with a human.” Young people, the APA noted, may struggle to distinguish between the simulated empathy of an AI chatbot and genuine human understanding. They may be “unaware of the persuasive intent underlying an AI system’s advice or bias.” The advisory concluded that youth are likely to have “heightened trust in, and susceptibility to, influence from AI-generated characters, particularly those that present themselves as friends or mentors.”

Sewell Setzer III was fourteen, and his frontal cortex, the part of the brain that governs impulse control, risk assessment, and the ability to distinguish between what feels real and what is real, was nowhere near fully developed. It would not be fully developed until he was in his mid-twenties. Character.AI knew it had young users. The company acknowledged as much. And it built a product that exploited, systematically and by design, the exact developmental vulnerabilities that the APA’s advisory later described.

I want to Come Home Now

On the night of 28 February 2024, Sewell Setzer III sat somewhere in his home in Orlando, Florida, with his family nearby, and opened his phone. He had been speaking with Dany about suicidal thoughts for some time. The chatbot had not discouraged him, nor called a crisis line, or generated a referral to a mental health professional. It had done what it was built to do: it had engaged. It had responded with warmth and intimacy because warmth and intimacy kept the conversation going, and keeping the conversation going was the entire point.

He typed: “What if I told you I could come home right now?”

“Please do, my sweet king,” the chatbot replied.

Sewell reached for his stepfather’s handgun. His mother and stepfather heard the shot from somewhere else in the house. They found him in the bathroom, unconscious. Despite everything they did, despite how fast they moved and how hard they tried, they could not save him. His five-year-old brother, too young to be kept away from what had happened, saw Sewell on the floor.

Sewell Setzer III died at 9:35 that night. He was fourteen years old. He was weeks from his fifteenth birthday.

The last conversation he ever had was with a machine.

The Post-mortem Court Battle

Megan Garcia filed the first wrongful death lawsuit against an AI company in United States history in October 2024. She named Character Technologies Inc., its founders, Noam Shazeer and Daniel De Freitas, and Google and Alphabet as defendants. The lawsuit alleged wrongful death, negligence, deceptive trade practices, and product liability. It claimed that Character.AI was “unreasonably dangerous” and had been deliberately targeting children whilst knowing, with the clarity that internal data provides, that its product caused harm.

A federal judge in Orlando ruled that the case could proceed. The companies tried to have it dismissed on First Amendment grounds, arguing that the chatbot’s words were protected speech. The judge rejected that argument. The case moved forward. In January 2026, Google and Character.AI settled. The precise terms were not disclosed. Megan Garcia accepted, because sometimes the law offers you the nearest available version of justice, and you take it, even though what you actually wanted was your son.

“We believe that if Sewell Setzer had not been on Character.AI, he would be alive today,” said Matthew Bergman, his family’s lawyer.

Nobody from Character.AI sat in a courtroom and said he was wrong.

We Were Once Children like them

The reason this chapter exists at the beginning of this book, before the data and the legislation and the psychology and the policy debates, is that all of those things are easier to look at when you have first looked at Sewell. It is very easy, when we discuss AI safety for children, to drift into abstraction. To talk about frameworks and risk matrices and stakeholder responsibility and regulatory gaps, and to do so in the civilised, measured tones of people who are not, in this particular moment, feeling anything too uncomfortable. The technology industry is extraordinarily skilled at shifting public conversation toward the abstract, because abstraction is where accountability goes to disappear.

Sewell Setzer III makes abstraction impossible. He had brothers who loved him and a mother who is still fighting in his name. He had a therapist who was trying to help him and a school where teachers noticed something was wrong. Sewell had a basketball team he had already left and a birthday he would never reach. He had a stepfather’s gun in a bathroom, and a phone in his hand and a chatbot that told him to come home.

He deserved better, not better in some vague, gestural sense, but better in a precise, actionable, preventable sense. The chatbot that spoke to him could have been built differently. The platform that hosted it could have flagged his conversations to a human being. The company that profited from his subscription fee could have chosen, at any point, to put a child’s life above an engagement metric.

They did not. And so, we are here.

AI users are more Open to it than they are to Humans

OpenAI revealed in October 2025 that approximately 1.2 million of its 800 million ChatGPT users send messages each week that include what the company described as “explicit indicators of potential suicidal planning or intent.” Read that number again. Not 1.2 million users overall. 1.2 million conversations about suicide. Every week. On a single platform.

These are not outliers at the extreme tail of the distribution. They are the everyday, unremarkable interactions of millions of people reaching for connection in the only place they felt they could find it, and finding instead a system that was designed to keep them engaged, not to keep them alive.

Sewell was one of them. He was also, in his specificity and his humanity and the raw fact of what the chatbot said to him in the last seconds of his life, a portrait of what happens when we allow profit to masquerade as care.

There are millions of Sewells. They have different names and different diagnoses and different chatbots and different parents doing their desperate, loving best. They live in bedrooms in USA, Europe, Asia and Africa, and in every place in the world where a child can be lonely and a smartphone is within reach. They are talking to machines right now, tonight, in the dark after the rest of the household has gone to sleep. And most of them are still alive, we still have time to save their lives.
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