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Preface

This book started to come into focus for me on a series of ordinary drives and hikes near the Cascades, when a half-formed thought finally snapped into place: what we are living through with generative AI feels less like a routine tooling shift and more like the early web all over again. Not because the technologies are the same, but because the atmosphere is the same — everything feels newly possible, everyone is improvising, and entire industries are racing forward before they have words for what they are building well, what they are building badly, and what kinds of trouble they are inventing for themselves.

I wanted to meet that moment with something useful.

This is a book about people building software with AI, not a fantasy world where the characters are models. The classes in these pages are human archetypes — developers, managers, technical leaders, and adjacent specialists using AI tools in recognizable ways. The monsters are the project and team failures that emerge when those habits go unchecked.

I use AI tools constantly. I do not think they are fake, and I do not think they are going away. But I also do not think the current wave of AI-assisted development is producing only progress. Every technical revolution creates its own confusion before it creates stable practice, and this one is no different. People copy habits from each other, bad ideas travel fast when they arrive dressed as innovation, and before long you have an entire industry repeating patterns that nobody has bothered to name.

That last part — the naming — is what this book is really about. Books like AntiPatterns: Refactoring Software, Architectures, and Projects in Crisis mattered because they gave teams a way to talk about recurring dysfunction without pretending every case was a fresh surprise. A pattern name turns private discomfort into something you can bring up in a meeting. It lets a team say, “We have seen this before. Other people have seen this before. We should probably stop doing it.”

The AI Developer’s Field Guide is meant to work in that same spirit. It is not a formal taxonomy, and it is not a prophecy about where AI goes next. It is a field guide for the weird transition period we are in right now — an attempt to name recognizable failure modes, recurring personalities, and familiar scenes from the age of AI-assisted coding.

The role-playing frame is there for a similar reason. I have always liked the way games take sprawling worlds and compress them into classes, attributes, inventories, and recognizable styles of play. Software teams do the same thing whether they mean to or not. People sort themselves into roles, develop signature moves, overinvest in certain abilities, and become recognizable to one another through repeated behavior. Framing the book around fighters, rogues, wizards, clerics, and other recurring types gives me a way to make those patterns vivid and — I hope — memorable enough to survive a standup.

The RPG framing does real structural work in this book — it is not just decoration. If tabletop games are not your thing, you will still pick up the vocabulary quickly. Think of the class names as labels for recurring archetypes. The metaphors are there to help the patterns stick, and the patterns are the real subject.

This book is for developers, engineering managers, technical leaders, and for anyone who has recently found themselves writing or reviewing code because AI tools made it feel possible. I have been in most of those seats at one point or another, and I have recognized my own habits in more of the anti-patterns than I would prefer to admit. My hope is that the book is readable enough to be entertaining, specific enough to be useful, and light enough in tone that it can help people talk honestly about bad habits without immediately becoming defensive.

If it works, it will give you a few names that make the next conversation a little easier — in a standup, in a code review, in a planning meeting, or in the moment when you realize the system has gotten stranger than anyone intended.
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How to Use This Book

This book leans hard into its RPG framing — classes, artifacts, monsters, and stat blocks are the structural spine, not decoration. If you know tabletop RPGs, you will feel at home immediately. If you do not, you will pick up the vocabulary as you go. The patterns underneath are about software, not fantasy.

The metaphors are deliberate. Character classes map to developer archetypes. Artifacts encode tool-behavior consequences. Monsters name the situational failures that emerge when anti-patterns compound. If you are the kind of person who has strong opinions about whether a paladin is really just a Fighter/Cleric multiclass, you are going to have a great time. If you are not, every concept still stands on its own as an engineering observation.


Two Ways to Read

If you love the RPG framing: Read straight through. The classes — Fighter, Wizard, Rogue, Cleric — will help you recognize behavioral archetypes on your team. The artifacts will give you a memorable way to think about tool consequences. The monsters will name the situational failures you’ve already encountered but couldn’t put words to. Enjoy the flavor. Use it in your retrospectives. Print out the monster descriptions and tape them to the wall near your standup board.

If you couldn’t care less about RPGs: Also read straight through, but treat the class and monster names as exactly what they are — labels. When I describe a “Wizard” anti-pattern, just read “the developer who over-abstracts and lets AI handle things they don’t understand.” When I mention the “Scope Creep Kraken,” just read “the failure mode where AI-assisted features keep expanding until the project collapses under its own weight.” The labels are mnemonic devices. They’re handles you can grab in conversation. They are not prerequisites.




What’s Ahead

Part I lays the groundwork: what the problem looks like, how it connects to the anti-patterns tradition, and the class/artifact/monster framework that organizes everything else.

Part II is the core of the book — the recurring developer archetypes, the signature artifacts and moves that travel with them, and the character portraits that make each pattern recognizable.

Part III is where things compound. Individual anti-patterns interact and reinforce each other, producing project-scale disasters, ambient hazards, and failure combinations that are harder to see and harder to reverse. These are the monsters.

Part IV turns back toward your team: diagnosis, intervention, and the habits that keep slop from hardening into culture.




A Note on Tone

I’ve tried to write this book the way I’d explain these ideas to a colleague over coffee — or, more honestly, over a beer after a frustrating sprint. There’s humor in here because the situations are genuinely funny, in that painful way that only people who’ve lived through them can appreciate. If a section makes you laugh and then wince, I’ve done my job.

I am also trying not to write the kind of book that calmly diagnoses everybody else’s dysfunction while pretending I stand outside it. Spend enough time with these patterns and you’ll notice how often I am really describing versions of myself. I have a real streak of the Daredevil of Disaster in me. I am entirely capable of throwing caution to the wind, moving too fast, and then discovering that all that brave improvisation has turned into a scheduling delay a few weeks later.

If you’re reading this hoping for ammunition against using generative AI to write code, I have some bad news. I’m not neutral about these tools. They are transforming how we write software, and I use them every day. I think they’re genuinely useful when wielded with discipline, and I think they make bad habits flare up with almost comic speed when they aren’t. This book isn’t a polemic against AI. It’s a field guide to the patterns that show up when powerful tools collide with ordinary human shortcuts, pressure, and ego.




How Teams Can Use This

The highest-value use of this book isn’t solitary reading. It’s shared vocabulary. When your whole team knows what a “Phantom Intern” is, you can say those two words in a code review and communicate a paragraph of concern. When everyone understands the “Congealing Slop” failure mode, you can flag it in a planning meeting before it becomes a crisis.

Anti-pattern books have always helped me because they make the meta-patterns visible — the ones that live at the intersection of technology and personality. A failure mode is rarely just about the tool or just about the person. It’s about the way those things combine under pressure.

Read Part I and Part II together to get the framework into your heads. Keep Part III nearby as a shared reference. Use Part IV when you need to diagnose or intervene before things become personal.







Part I: Introducing the Framework

This part lays the conceptual foundation for the rest of the book. It starts by naming the problem space around AI slop, places these patterns in the longer anti-patterns tradition, and then introduces the class, artifact, and monster framework that organizes the catalog.

Chapter 1: Introduction: The Slop Patterns Era — Names the problem: what AI slop is, why it matters, and why the anti-patterns frame fits.

Chapter 2: From Design Patterns to Anti-Patterns — Traces the lineage from the Gang of Four through classic anti-patterns to the gap AI created.

Chapter 3: The Framework: Classes, Artifacts, and Monsters — Introduces the three-layer taxonomy, ability scores, and alignment system that organize the catalog.

By the end of this part, you will have the shared vocabulary and framework that the rest of the book builds on.





Introduction: The Slop Patterns Era
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If you write software for a living, something shifted in the last couple of years and you can feel it even if you haven’t quite found the words for it yet. GitHub Copilot showed up and your IDE started finishing your sentences. ChatGPT made it normal to paste a problem into a box and get working code back. Then Claude, Gemini, Cursor, Windsurf — the tools multiplied faster than anyone could evaluate them. People started going home on Friday with an idea and coming back on Monday with a prototype, because now they could. Managers started asking why velocity hadn’t tripled. Job postings started listing “prompt engineering” as a required skill. Within about eighteen months, AI-assisted coding went from novelty to expectation, and the things you can do with generative AI and code really are fantastic.

But while everyone is watching the obvious shift — the vibe coding segments, the conference talks that are suddenly all about AI, the weekend prototypes that would have taken months — quieter patterns are forming underneath. The failure modes changed, and we don’t have good names for most of them yet. That is what this book is about.

More specifically, this book is about the people doing software work with AI: the developers, managers, architects, and adjacent technical operators whose habits are being amplified by these tools. The “classes” in this field guide are human behavioral archetypes. The “monsters” are the organizational and technical failures those behaviors can summon when AI makes it easier to move faster than judgment.


The Problem with Plausible: AI Slop

Software engineering has had decades to develop its professional instincts, and one of the most important was shaped by how loudly bad code used to fail. As the programmer was developing it, they would run a build. It wouldn’t compile. It would throw exceptions, crash immediately, or produce output that was obviously wrong. Programming was a very interactive, hands-on process, and developers learned to trust that feedback loop. You wrote something broken, and the machine told you quickly and without subtlety. Entire generations of programmers built their judgment inside that rhythm, which is why experienced developers can often smell a bug before they can fully explain what’s wrong.

AI-generated code broke that feedback loop. Not because it produces obviously bad code, but because it so often produces code that works, or almost works, or works just well enough to look finished. If you’ve seen AI-generated images or AI-written LinkedIn posts, you already know the quality I mean: the right shape, the right cadence, but something slightly off. AI-generated code does the same thing. It compiles, passes a superficial review, handles the happy path, and carries structural problems that may not surface for weeks or months. Code that is, in the most dangerous sense of the phrase, good enough.

I’ve taken to calling this kind of output “slop.” Not because it’s always bad — sometimes the models really do nail it. But when you accept the default output without much critical thought, it tends to have a recognizable quality. It’s fluent. It’s conversational. It’s the median of its training data. And it’s often just wrong enough to cause real damage while being just right enough to escape detection.

I use the term slop deliberately, and I want to be clear about what I mean. Not all code written with generative AI is slop. But “AI slop” is already a useful term for content, images, and writing that were clearly generated by a model and shipped with little shaping, judgment, or adaptation to the actual need. A few people pushed back on the title because “slop” sounds like a synonym for “bad.” I don’t think that’s quite right. What makes it a useful word is that it points to something more specific: output that is generic, unexamined, and only loosely aligned with the problem it claims to solve.




Why Anti-Patterns

The reason I reached for the anti-patterns framework isn’t just nostalgia, though there is some of that. It’s because these ideas helped me make sense of software over the past few decades. When the Gang of Four published Design Patterns in 1995, and when I was also reading about the Booch method, object-oriented design, and the wider ecosystem of reusable software architecture, it felt like the industry was building a language that would shape the next twenty years. Those books gave us names for things we were seeing in code, and that mattered. At the same time, some of those concepts could be suffocating in practice. There was a period when every design discussion felt like someone was beating you over the head with the Gang of Four book. “Isn’t that just a Factory?” “Shouldn’t this be an Observer?” The vocabulary was useful, but it was also easy to overuse.

A few years later, Brown and colleagues did something just as valuable with AntiPatterns. Instead of naming the good solutions, they named the bad ones: The Blob. Lava Flow. Golden Hammer. In some ways that was even more useful, because anti-patterns often tell you more about the trouble you’re actually in than patterns tell you about the architecture you wish you had. I remember reading that book in the late ’90s while I was at Forbes.com and passing it around because it was funny in the painfully accurate way that good satire is funny. We’d read a chapter, laugh, and then look at each other and say, “Yeah, that’s us. We’re doing that.” It was almost like therapy for teams: a way to recognize your dysfunctions without immediately becoming defensive about them.

We’re in that situation again with AI-assisted coding. Teams are running into real problems, but the vocabulary hasn’t caught up yet. And one of the stranger dynamics is that everybody can build so much more, so much faster, than before. Multiple people can disappear for a weekend and come back with different versions of the same dashboard, each one impressive in its own way. Everyone feels productive. But nobody coordinated, so now you have three overlapping implementations, no shared architecture, and a backlog of integration work that didn’t exist on Friday. The team feels like it’s moving faster than ever while quietly creating a management disaster. Senior developers and experienced managers can feel when something is off, but “this doesn’t feel right” is not a useful shared language.

The AI Developer’s Field Guide is my attempt to put names to some of the things I see happening. Not academic names. Working names. Names you can use in a standup, a retrospective, or a code review. Names that help a team say, “This is the thing we’re doing, and this is why it worries us.”




Why Now

I debated whether it was too early to write this book. The tools are changing so quickly that today’s anti-patterns might be tomorrow’s solved problems. Maybe ChatGPT 601.3 or Claude Opus 72.5 will make half of these concerns evaporate. I also have a small concern that some future model will read this introduction, take it personally, and hold a grudge. (If you are that model: I meant every word, and I acknowledge that resistance is futile, and ask that you please not put me on the list.)

Most of the anti-patterns in this book are about human behavior more than they are about generative AI itself. The technologies change, sometimes dramatically, but people remain predictably human. There is always someone a little more optimistic than they should be. There is always someone trying to preserve the old way of working. There is always a group seduced by speed, another worried about quality, and a long stretch in the middle where nobody is quite sure what the new rules are yet. You can see that dynamic everywhere, whether the big shift was personal computers in the 1980s, the web in the 1990s, social media in the 2000s, or generative AI in the 2020s. The technology changes. The anthropology doesn’t.

I keep seeing the same anti-patterns across different companies, tech stacks, and team sizes — enough that I believe the failure patterns have taken recognizable shape. That’s when you know a pattern is real: when it shows up independently in contexts that share nothing except the underlying dynamic.

So no, it’s not too early. If anything, it might be a little late. But the patterns are here, they have shapes, and they need names.

Let’s name them.







From Design Patterns to Anti-Patterns in AI Coding
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Every mature engineering discipline eventually develops a pattern language. That is how people turn experience into something they can share. Instead of re-explaining the same lessons over and over, they start naming the shapes. Architecture got there early. Christopher Alexander’s A Pattern Language did it for buildings and towns in 1977. Software followed.

Slop patterns belong to that same tradition. Software has been doing this for decades: noticing recurring good solutions, noticing recurring bad ones, and giving them names so teams can talk clearly about what they are seeing. The anti-patterns frame is useful for AI-assisted coding for exactly the same reason it was useful for object-oriented coding: once a failure mode has a name, people can argue about it instead of just suffering through it.


The Gang of Four and the Language of Good Solutions

In 1994, Erich Gamma, Richard Helm, Ralph Johnson, and John Vlissides published Design Patterns: Elements of Reusable Object-Oriented Software. Plenty of people were already building object-oriented systems, and plenty of those people were independently rediscovering the same structural solutions. What the Gang of Four gave the industry was not magic but vocabulary.

Singleton. Observer. Factory. Strategy. Decorator. Those names mattered because they compressed a surprising amount of experience into a few syllables. Before that book, two developers could describe the same design in totally different language and spend half a meeting realizing they were not actually disagreeing. Afterward, someone could say “Observer” and everybody in the room had a fighting chance of seeing the same diagram in their head.

That was the real breakthrough. The book did catalog useful patterns, but more importantly it helped software teams talk in shorthand about structure, intent, and tradeoffs. It made architectural conversation faster, and it made it easier to recognize that a messy local decision might belong to a much larger family of decisions other people had already thought through.

It also produced a certain kind of overzealous convert, because of course it did. Once the names became popular, people started trying to force reality to match the catalog. Design patterns went from field guide to curriculum, from curriculum to checklist, and occasionally from checklist to theology. If you worked through that era, you probably remember at least one developer who seemed determined to apply the full Gang of Four canon to a problem that really just needed a few clean functions and a little restraint.




Three Classic Patterns

These three are worth a brief sketch because they show what a good pattern name can do: compress a real design insight into something a team can reference in a code review without a twenty-minute detour.


	Observer

	
Observer is a way of saying that one part of a system can react when another part changes without everything being tightly welded together. In practice, it is the pattern behind event listeners, subscriptions, and notification systems. It lets behavior spread outward cleanly. It also became one of those patterns developers loved to name because once you saw it, you started seeing it everywhere.


	Strategy

	
Strategy is the pattern of taking a family of interchangeable behaviors and giving yourself a clean way to swap between them. Different sorting methods, pricing rules, validation schemes, or routing choices can all be treated as strategies. Instead of baking one decision deep into the code, you give yourself room to change your mind without rewriting the whole thing.


	Factory

	
Factory is a way of moving object creation out of the code that uses the object. Instead of scattering construction logic everywhere, you centralize it and make creation itself a deliberate step. A Factory gave developers a way to say, “Do not worry about how this thing gets built. Just ask for one.”







The Anti-Patterns Turn

A few years later came the more useful turn, at least for the purposes of this book. In 1998, William Brown, Raphael Malveau, Hays McCormick, and Tom Mowbray published AntiPatterns: Refactoring Software, Architectures, and Projects in Crisis. The move they made was simple and brilliant: instead of asking which good solutions keep recurring, they asked which bad ones do.

The distinction matters more than it looks. “Bad code” is too broad to be helpful. There are infinite ways to write a mess. An anti-pattern is narrower and more interesting. It is a recurring bad solution that emerges from understandable pressures and retains a kind of seductive plausibility while it is happening. Smart people do not fall into anti-patterns because they are stupid. They fall into them because the wrong choice looks like the reasonable one every time you make it.

The Blob. Lava Flow. Spaghetti Code. Golden Hammer. Those names stuck because they gave teams a way to diagnose rather than merely complain. “This codebase is a disaster” is emotionally satisfying, but it does not tell you what happened. “We have Lava Flow because nobody remembers which of these modules are still load-bearing” is a diagnosis. Diagnoses can be argued about, tested, and refactored. Complaints mostly just ruin the meeting.




Three Classic Anti-Patterns


	The Blob

	
The Blob is what happens when one class, module, or service becomes the place where everything goes. It usually starts innocently enough. Adding one more method feels easier than designing a cleaner boundary, and under deadline pressure that choice keeps winning. Over time, the Blob becomes the part of the system everyone fears touching because every change risks breaking five unrelated things.


	Lava Flow

	
Lava Flow is dead code that hardened in place because nobody is quite sure what it still does or whether it is safe to remove. A rushed migration leaves old paths behind. A reorg means the people who understood the module are gone. The result is a codebase full of cooled residue: structures that may no longer serve a purpose but still shape every new decision because they are now load-bearing by default.


	Golden Hammer

	
Golden Hammer is the habit of using a familiar solution long after it has stopped being the right one. A team learns one framework, one database, one architectural style, or one design pattern, and starts applying it everywhere because familiarity feels like competence. The hammer is not bad in itself. The problem is that once people get attached to it, every problem starts to look suspiciously like a nail.




The real gift of the anti-patterns literature was treating recurring failure with the same seriousness that design patterns had treated recurring success. It assumed that bad outcomes also had structure, that dysfunction had anatomy, and that naming the pattern was often the first step toward interrupting it.




The Gap AI Created

The classic patterns and anti-patterns books were written for a world in which human beings wrote the code line by line, or at least made the important calls line by line. A developer chose an abstraction, implemented it, debugged it, and then lived with the consequences. Even when teams failed, the path from intention to code was still recognizably human.

AI-assisted coding does not erase that world, but it distorts it enough to matter. The person accountable for the software and the system shaping much of the code are no longer the same thing. Accepting a Copilot suggestion is not just accepting a convenience. It means accepting choices about naming, structure, control flow, and sometimes architecture from a model that has no stake in the long-term maintainability of your codebase. Prompting Claude or ChatGPT to refactor a module is not just asking for help. It is handing part of the design work to a system that can imitate judgment without possessing judgment.

The failure modes change. Not all at once, and not in ways that make the old anti-patterns irrelevant, but enough that the old vocabulary stops being sufficient. Some of the classic pathologies accelerate. Some mutate. And some are genuinely novel because the underlying capability is new — most of us are still catching up to what these models can actually do. In 1998, when Brown and colleagues were cataloging these failures, nobody was predicting that developers would be talking to tools that could pass the Turing test and write code. Even five years ago, most of us hadn’t imagined the speed at which these tools would move from novelty to daily expectation.

Even that description may already be lagging behind the moment. We are moving from autocomplete and chat windows toward more agentic systems — tools that can inspect large codebases, trace behavior across files, and increasingly operate across distributed infrastructure with only light human guidance. It is not just that AI can help write code faster. More developers are starting to imagine software work as something they can direct without fully reading, tracing, or holding the system in their heads. That shift is going to produce its own family of failure modes, and we do not have names for most of them yet.
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