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​Chapter 1 – Introducing Artificial Intelligence


In this opening chapter we will learn how AI has reemerged over the last couple of decades due to a rise in complimentary enabler technologies such as the internet and cloud technologies that have delivered data in abundance. We will learn how and why A.I. requires such abundance of raw data and how businesses are approaching the issue. We will also see some early but surprising headline successes that brought A.I. to the mainstream media’s attention. As a result, we will learn why there is so much hype surrounding AI and why it has become the darling of the press. We will also learn some of the basic realities and its history of cycles of overblown optimism.

​A.I. in today’s world

Presently, in 2017 we are undoubtedly witnessing the crest of an Artificial Intelligence wave of hype but also of unsurpassed levels of progress asA.I. has become pervasive throughout our lives. The last decade has seen unprecedented levels of progress through innovation and the introduction of disruptive technologies that have changed the way we work, live and play. Most of the algorithms have A.I. at their core however many of these new technologies have come about due to the timely maturing of several enabler technologies. 

The first wave of enabler technologies came with the birth and explosive growth of the internet and social media. By late 1990 and early 2000 the rate of uptake for both was staggering and for once data in the form of images and text content was in abundance. This sudden freely accessible and easily downloadable source of data was a huge boon to A.I. as it overcame the issues of procuring suitable quantities of test and training data to feed the algorithms. 

In addition a second wave of new technologies quickly followed, such as pervasive and affordable wireless communications, the ubiquitoussmartphone and the highly complementary Internet of things (IoT), all of which enabled products,services and devices to provide utility to the public and generate even more data. Arguably the most important precursor technology, which has boosted A.I. development over the last decade and a half has been the emergence of Cloud computing.

Cloud services emerged in the early tomid-2000s, and the providers initially brought us Infrastructure as a Service (IaaS), Software as a Service (SaaS), and even Platforms as a Service (PaaS), which revolutionized how small, medium and enterprise companies managed their data centers, hosted their applications and integrated their IT departments into the business. For Cloud services made application development, application hosting and importantly data storage, through providing pay-as-you-use models for compute, memory and storage very affordable. This meant that even startups could realistically develop and launch cloud hosted applications without any upfront capital investment as they could simply pay for more immediately provisioned resources as and when required. These benefits of course were also available and affordable to research institutes and Universities who now had available to them the vast compute, storage, memory and network resources that previous generation of scientists could only have dreamed about. 

Cloud computing played a massive role in the resurgence of A.I. over the last decade, because A.I. has at its core a need for data, lots of data, and that was previously a major constraint upon research. With Cloud services such as Amazon Web Services, Microsoft’s Azure and Google Cloud, data storage became extremely affordable with prices for storage in early 2017 at $0.021 per GB for standard storage and even cheaper for infrequent access or glacial storage. 

During the latter half of the 2000s the emergence of this cheap storage led to the concept of Big Data, cloud storage repositories, or data lakes. However, storing large data sets is one thing, extracting meaningful value from them quite another. This is due to companies not having access to the required skills and analytical engines that are necessary, whether that be in batch or more importantly, in real-time streaming, to process the raw data. Analysing vast data sets is not a trivial task and you need to know what you are looking for before you can extract and transform the data. The insights do not just manifest out of the ether, they need to be discovered within the data. Furthermore not all data is the same even within the same business unit of a company. For example in manufacturing some data's value has a long life so can be extracted from historical records other data though has a very short life span and needs to be captured in a timely manner, to gain the operational process knowledge. For those reasons only around 1% of data being captured and hoarded by companies in 2016 was ever analysed.

Cloud service providers supply the storage mechanisms to create vast repositories of data that companies previously treated as a waste product. This made storing, supporting and maintaining extremely large data sets of historical and real-time data feasible even for small to medium businesses. Fuelled by a belief that data would somehow transform their business through predictive analytics and the benefits of the IIoT (Industrial Internet of Things), companies started to hoard data. The problem was however that most of the data went unanalysed. Despite this most companies still considered it more expensive and risky to dispose of data than manage data retention strategies and processes, their philosophy is store everything, throw nothing away, it might be worth something to somebody someday. 

Perhaps unsurprisingly, as we moved into the early years of the 2010s this data retention policy paid off, with the emergence of an associated technology to A.I. – it is arguable whether it is still a subset of A.I. – of machine learning. Thankfully that vast repository of storage need not go to waste as data is the fuel that A.I. depends on. But if A.I. required vast quantities of data, then it was nothing compared to the voracious appetite of ML with it deep neural networksand supervised training.

Around 2012, the much studied and often maligned artificial neural networks (ANN) and deep neural networks in particular started to produce some staggering results. Deep neural networks are extensions (DNN) of artificial neural networks (ANN) just with considerably more hidden layers of neurons, hence the term relates to the network's depth. DNN's are closely associated with strong A.I. and the quest for Artificial General Intelligence (AGI), which is the search for human like reasoning, learning and knowledge reusability across a wide scope of disciplines i.e. the ability to apply what has been learned during a previous task and apply what is relevant to a new different task. This is difficult because up until February 2017 ANN were considered to be only usable for a specific task as the neuron network had to learn through iterations of supervised learning. Prior to DeepMind's breakthrough – they were able to retrain a neural network so it retained its original knowledge and circuits, while simultaneously learning new skills and tasks - an ANN's required to be completely retrained using the new learning data sets and test criteria. This was because attempting to repurpose an ANN already trained on a task would cause the neural network to start losing its established connections in a process called catastrophic forgetting, which resulted in the ability to perform the original task being lost.

A.I.'s machine learning algorithms require vast data sets in order to gain insightful correlations and predictions, which might not have been intuitive during the data preparation process. Indeed sometimes the cleansing and preparation of the data revealed correlations but more often was the main obstacle to analysis. Deep neural networks to a large degree have loosened that constraint as many work on an unsupervised or semi-supervised method. This lowers the barriers to entry for many companies that wish to use A.I. because they have the data, lots of data, sitting at rest in storage doing nothing but they don't have the resources or skills to process it. For these companies, A.I. algorithms could well be the answer to the problem of extracting value from the depths of their data lakes. 

As we have seen A.I. provides searches that can assist in problem solving, planning and analytics, both with historical and real-time data. The larger the training data sets and learning time, the greater the potential rewards. However this requires not just storing large data sets but to have the processing and memory capabilities to realistically process the data to provide insight and reveal hidden correlations or anomalies within the data and that is now a realistic possibility for businesses of all sizes. Data is often referred to as the new oil such is its perceived value. This in many ways is true however we must not think that A.I. is going to be the answer to all business problems. It will not be a case of simply downloading an open-source A.I. engine and feeding it data – it is vastly more complicated than that. 

What is true is that with A.I. the raw data is the oil in the machine, and that is why service providers and A.I. developers require vast repositories of data. IBM’s Watson when it played the TV quiz game ‘Jeopardy!’ was configured to have no internet access, but the IBM team provided Watson with millions of documents, including dictionaries, encyclopaedias – the entire Wikipedia, and other reference material that it could use to build its local knowledge store. Unsurprisingly witha knowledge-base containing 200 million pages of structured and unstructured content, consuming 4 terabytes of disk storage, that with such vast local knowledge Watson was the master at any general knowledge quiz. 

The hardware for Watson includes a cluster of 2,880 POWER7 processor cores and 16 terabytes of RAM, with massively parallel processing capability.The utility of having so much RAM was that it facilitated that the entire knowledge base could reside within local memory making access times significantly quicker. When Watson was repurposed to provide amongst other A.I. tasks, medical diagnosis it again consumed vast tomes and tracts of data, not just historical health records and text books but also by reading thousands of newly published scientific papers per day – no human doctor could possibly have the time or motivation to achieve this mundane task. The thing is though, neither does Watson, because Watson doesn't read as we read, it has absolutely no idea what it is 'reading' it has no sense of the meaning or context, it is just data, lots and lots of raw data. 

It is little wonder that within a year or so Watson could match or better general practitioners in medical diagnosis based on symptom and cause. Interestingly, when Watson worked in the far larger all-encompassing field of general cancer research, which is a massive field covering hundreds of types of cancer, Watson could still perform as well or better than specialist human doctors. Furthermore, Watson was a match for researchers and consultants even in their highly specific and very limited fields in providing correct diagnosis. Some critics will say that it's not intelligence it's not diagnosing a potential medical condition it is simply a battery of clever search engines with some probability algorithms thrown into to the mix to filter the results down to the most likely answer that matches all or most of the search criteria. 

However, IBM’s Watson A.I. is not just some quick database, running smart algorithms to refine speed, efficiency and accuracy, Watson has other tricks up its virtual sleeves, and Artificial Intelligence is one of them. 

​A.I. hype or reality

Artificial Intelligence – is getting hyped so much it has managed to usurp the Internet of Things (IoT) as the new darling of the media. Indeed A.I. has been discussed in the media so much that like IoT it is even crossing over into the mainstream media. The hype regards this latest’s technology would have the public confused though as it is quite hard to differentiate whether it is an all-conquering process that will transform the world for good or the folly of humankind's own making, an evil manifestation that will ultimately destroy us all. Fortunately, A.I. is likely to be neither if history is anything to go by. 

The first thing we have to understand about Artificial Intelligence is thatA.I. is not something new it has been around for a very long time. Furthermore, not only have most pensioners been through many similar A.I.'s surges in optimism and scaremongering they have also witnessed the sudden collapse in confidence, they've heard it all before. A.I. itseems goes through cyclical periods of unbounded hype followed by long periods, decades even, of disillusionment, which is often referred to as A.I.’s winters. Often the unbridled optimism and resulting hyperbole of early success leads inexorably to anticlimax when the excitement and velocity of those initial breakthroughs cannot be sustained.

This time industrial futurists are opining that it is going to be different. After all, never before have such performance gains and breakthroughs been achieved, as has been made possible with deep neural networks on speech recognition, natural language processing, and pattern recognition. These are the levels of success, which are inspiring the optimism that fuels further investment and research. The achievements are most notably in image and pattern recognition and that is directly due to the success of DNN and supervised learning which has transformed facial and image recognition to the extent the A.I. systems can almost match humans under controlled conditions. Some experts in the field believe with justification that A.I. really is on the cusp of achieving human like intelligence, which will radically change our world, providing us with vast productivity and economic growth and ... steal our jobs. 


​Chapter 2 -A.I. Conundrum


In this Chapter we will understand some of the huge diversity of software and hardware application for AI outside the fields of robotics and just now pervasive it really is. We will also learn the different approaches to AI and some of the common classifications, such as weak, strong and terms such as Artificial General Intelligence. By considering the latest concerns regarding A.I. taking jobs we will learn that it is AI and not robots that workers should fear as it is already pervasive in commerce and business today.

We will learn how AI systems are already usurping traditional workforces in many industries especially in banking and commerce. Also we will learn why technology consultancies believe an average of 30% of jobs could be lost across more than 70 diverse disciplines by late 2020’s and there are not any jobs that can be considered AI safe anymore. We will see that those human skills such as empathy, creativity and social intelligence are not so difficult to fake after all.

We will consider the question;‘will AI and automation ultimately destroy the economy?’ and we will learn the positions and beliefs from many eminent economists who have diverse views on the future outcome. We will learn some of the optimistic dreams of a utopian world of plenty and the converse dystopian nightmare of abject poverty and mass scale unemployment. We will also learn what governments in the developed world are doing about it and why it is the already present and growing inequality gap that concerns them more.

There is much confusion and angst amongst the public with regards to Artificial Intelligence, or often the term robot is erroneous used, leading us inexorably to some sort of dystopian future. The issues are twofold, the first being robots and A.I. being used as synonymous terms, which fortunately is so easily resolved that even the media is beginning to finally differentiate the two. Simply put a robot is simply one of many types of container for A.I. and a robot only becomes smart if it has A.I. embedded. A robot can exist and work as many generations have without any inherent intelligence, a robot does not need A.I. similarly A.I. does not need a robots body. Therefore, A.I. and robots are not synonymous, and hence the confusion when headlines announce, "robots will steal your job!" and this leads to people quizzically contemplating how a robot will do their or their colleagues office jobs. The fact is that it is highly unlikely that robots will do many white collar jobs, but A.I. probably will.

The second issue with A.I. is that it is being touted by the media as being one technology, Artificial Intelligence, when it is actually more akin to a Russian doll containing many different technologies. For example, what we see today, the A.I. that already exists, and is evident in products on the market such as in vacuum cleaners, autonomous vehicles and industrial robots is actually a type of A.I. called Narrow A.I. or Weak A.I. in contrast to Strong A.I. or Artificial General Intelligence (AGI). Some instances of Narrow A.I. are more often referred to in textbooks as Applied A.I. (AAI) as this is the official name for this family of highly specialised A.I. applications. 

Ironically as classification is one of A.I.'s defining purposes and strengths, A.I.'s own classification appears chaotic. As a consequence, and In order to try and clarify the situation some well-meaning experts have tried to reclassify A.I. by introducing unilaterally all sorts of new classes such as class 1 being reactive machines, class 2 being limited recall, class 3 being collaborative machines and so on which doesn't really provide much clarification instead it tends to bring machines back into the equation that muddy the waters. On the other hand other experts have gone to the other extreme and decomposed A.I. into 33 different types, which must fly against A.I.'s own principles of generalization in classification. Hence, for avoidance of doubt, in this chapter we will generalize all non-AGI as being applied A.I. or AAI.

AAI applications are notable as they do not attempt human like general intelligence, far from it they just try to do one specific task and to do it well. Examples abound such as iRobot's Roomba home vacuum cleaner, Apple’s SIRI, Amazon's Alexa, Microsoft’s Cortona are all popular examples of AAI. Not so obvious is that Yahoo’s Hadoop/Cassandra editorial system, eBay’s “Seller Insights” system should come under the AAI label. As do surprisingly Google automated car, the Ehang 184 flying air taxi, and even Airbus's futuristic flying drone/car combo. For it is not the level of technology, how complex, brilliant or ambitious the concept or technology that determines whether a product or service is applied A.I. or AGI, it is its aspirations to humanlike general intelligence – and we have nothing similar to AGI today. 

The boundaries of Applied A.I. are most evident when a project sets its aims to the holy grail of artificial general intelligence (AGI). The benchmark for AGI is to be at a level comparable to a human's intelligence, and only then it is strong A.I.  However, the applications of A.I. we have today are nowhere near that lofty goal. What we have today of notable value is applied A.I. and in some cases its dubious if it is even A.I. For example many of the A.I. products touted by sales and marketing departments, bandy about terms such as machine learning and advanced A.I. algorithms. Yet few of the products have any learning, reasoning, inference or a capability to deal with uncertainty at all – the home vacuum for example. 

​A.I. - the jobs thief

Not a day goes by without there being another report, survey or article in the media regarding how A.I. is going to steal all our jobs. However, just because the hype surrounding A.I. doesn't come close to reality in many respects doesn't mean that A.I. is not a direct threat to our jobs. AAI's sudden proliferation is surprising not just in the speed of emergence and acceptance within industry and business but the wide scope of its utility across a wide range of industries, including knowledge and white collar skills in business and commerce. A.I. is even entering the consumer market through personal assistants and IoT accessories. But what should be of more concern is that the situation is volatile and rapidly changing. 

For instance, a few years ago, A.I. and robots were touted as being the factory and warehouse workers of the future. Of course, we are conditioned to this because robots have been productive in manufacturing and heavy industry for decades. Similarly the rise of the robot is nothing especially new as robots have been doing dirty, dangerous and boring jobs for decades and their proliferation into new fields such as the military, transport and medicine is simply the march of innovation, cost savings and efficiency. 

However, we should still be concerned as A.I. as a vehicle has several desired destinations determined by the will of the driver. So let's consider briefly the three typical drivers and their goals. Firstly there is what we would class as the researchers goal to make systems smarter, a purely academic pursuit of excellence in creating and improving intelligent systems. Secondly, there is the complementary field where psychologists and biologists strive to make systems smarter in order to better understand what intelligence is and how it works, so that they can better apply that knowledge to understanding human psychology. Thirdly there is the hard-nosed investment case where researchers strive to make systems more intelligent in order to monetize them and that is simply business as stakeholders will expect a return on their investment or they wouldn't be investing in the first place. 

Consequently, systems are being produced to be intelligent in order to optimize efficiency which is heavily correlated to profits. This is demonstrated through a simple equation that profit equals revenue minus operational expense. Subsequently lowering operational expense raises profits and in most businesses wages are a significant operational cost. Therefore, if you reduce head count, wages or both then that in business terms is a good thing. The harsh reality being that workers are reduced to a line on a spreadsheet that equates to a cost, which companies strive to minimize at best and in the worst case remove all together.

Hence, there is some truth in the proposition that robots enhanced with some measure of A.I. could be taking over the world of business and industry. But frankly the proposition is nonsense, because intelligent robots – ones that use A.I. - are still mechanical and terribly awkward, expensive and slow. If we take a glance at one of the most advanced robotic nations such as China, we can see the results of a massive uptake in robots in all areas of industry and commerce. However sometimes it's more as a gimmick than a cost effective labor replacement tool. For example in some restaurants in China they are employing robot servers that carry the food from the kitchen to the table. But ironically at $7,000 a piece they actually require more human assistants to help with the final distribution of the dishes, than they would normally using just human servers. That is because a populated dining table becomes an unstructured environment that robots find difficult working in without occasional calamity. Conversely robots are doing much the same task very efficiently in Amazons warehouses were the 47,000 Kiva robots bring the stock shelves to humans to pick the items. It is not because robots are incapable of stock-item picking but simply because humans are still much quicker and far more efficient. The fact is robots today - as anyone who has actually seen a robot working in an unstructured environment where it has to observe and reason before acting such as in stock picking – are very slow. So, the problem of mass job loss is often not going to be with robots. 

Technically and mechanically robots are brilliant but they have a niche where mechanical machines excel. For example robots are exemplary in industry and manufacturing, such as robotic arms in factories, automated vehicles in transportation, and even drones serving as delivery vehicles in retail and logistics, and as selfless, efficient killing machines in the military. Without doubt many near future jobs will be lost to robots in transportation, logistics, oil & gas, energy, as well as to the usual suspects manufacturing, space exploration and agriculture but most other roles robots are presently unsuitable for or anywhere near ready to do.

There are exceptions robots will perhaps initially, with some novelty value, become conspicuous in other aspects of industry. The most commonly touted ideas are as hotel receptionists and porters, working as meters and greeters in retail by providing information or vending type sales to customers. Other potential jobs for A.I. enhanced robots are as a mobile telepresence service in conference halls or in commercial environments working as guides enabling people to virtually visit a conference and talk directly to exhibit representatives over the remote voice and video links. The robot can be directed around the hall at the person's discretion and it will provide a good virtual alternative to attending the conference in person. There are many other jobs robots could take, whether they are A.I. or not, but robots are not going to be turning up in most office locations anytime soon ... but A.I. well that’s another matter entirely. 
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