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Introduction


DIFFERENT TYPES OF MISSINGNESS


There are things known and there are things unknown, and in between are the doors of perception.


Aldous Huxley


 


 


Whether we realise it or not, during our day-to-day lives, we are constantly dealing with ‘The Missing’ – always making inferences about our complex, nuanced world in the absence of perfect information, always deducing facts from an incomplete picture, always reasoning from the evidence that is in front of us and sometimes the evidence that isn’t. Our brains are constantly filling in the blind spots of our senses or the gaps that appear in the data. Sometimes we get it right and sometimes we get it wrong. Much of the time we don’t even realise we are doing it – we literally don’t know what we are missing.


Often, when we miss something, the outcome is inconsequential. If we fail to spot a typo in an email, it doesn’t usually lead to disastrous consequences. If we miss a word in a conversation, we can usually infer what it should have been from the surrounding context. When we belt out ‘It doesn’t make a difference if we’re naked or not’ when doing karaoke to ‘Livin’ On A Prayer’, our misheard lyric probably just gives our friends a good laugh.


But sometimes when something is missed it can have huge ramifications. Each year, for example, missing a vehicle in a blind spot while changing lanes lands multiple people in hospital, or worse. Three missing letters at the start of a telegraphed warning of icebergs meant that the crucial message never reached the Titanic’s ill-fated Captain Smith. A missed warning note left by an engineer for his colleagues ultimately led to the explosion which killed 165 of the workers on the Piper Alpha oil rig. Missingness can be disastrous.


Forgetting a meeting, losing a wallet or passing up an opportunity are, perhaps, the sorts of things we most readily bring to mind when we think of the day-to-day meaning of the word ‘missing’ – failure to find or notice a specific object or achieve a particular objective. But, in truth, there are many different ways we can miss out and many different fixes we can apply to ensure we don’t. In this book, we will consider three specific layers of missingness, which broaden the scope of the usual definitions, but are crucially important in our day-to-day lives: intrinsic, extrinsic and constructive. Let’s give a quick introduction to each of these types of missingness in turn.


Sometimes, the signals hitting our senses can be contradictory and, for our sanity, our brains are forced to filter things out, meaning that we miss potentially crucial information. On other occasions, the information that reaches our senses is only partial and our brains need to fill in the gaps with their best guesses, so that our perception of reality is smooth and continuous, rather than discrete and jarring. It is these innate processes that we will come, through the course of the book, to refer to as intrinsic missingness. By better understanding when our brains are making things up or editing things out, we will learn when to make a closer inspection of the stimuli accosting our senses and when to question the evidence of our eyes and ears. Indeed, scepticism around their perceptions and reliance on unbiased automated indicators is one of the first lessons airline pilots must learn. But sometimes when the instruments go down, they are forced to rely again on the fallible inputs of their senses.


Three and a half hours after departing Rio, on 1 June 2009, Captain Marc Dubois left the cockpit of Air France flight 447, leaving junior First Officer Pierre-Cédric Bonin and his co-pilot, David Robert, in control. Fifteen minutes earlier, cruising at 35,000 feet, the plane had entered a thunderstorm and now ice had begun to build up on its speed sensors, causing them to fail and simultaneously disengaging the autopilot. Left to manually control the aircraft, Bonin pulled back on the stick, pitching the nose up and causing the plane to climb and lose speed.


The stall alarm (the words ‘Stall stall’ followed by an aggressive ringing sound) blared out. Despite the correct action being to push the stick forward in order to decrease the pitch of the plane, Bonin continued pulling back, causing an aerodynamic stall. The stall alarm sounded continuously for fifty-four seconds as the plane lost altitude but Bonin, faced with potentially unreliable instrument readings, persisted in pulling back on his stick, worsening the situation. By the time Captain Dubois returned to the cockpit, the plane was falling at over 100 miles per hour (mph). The stall alarm briefly abated as the airspeed indicators on which they relied failed due to the plane’s unusual angle.


When Bonin briefly pushed forward on his stick, the airspeed indicators reactivated, and the stall alarm resumed. For over a minute, the pilots debated their situation, trying to make sense of the confusing instrument readings in front of them, until Robert, realising they were dropping out of the sky, urged the plane to ‘Climb, climb, climb, climb’. Confused, Bonin told him, ‘But I’ve been fully nose-up for a while now!’ – revealing the fatal mistake. Captain Dubois ordered them not to try to climb as it would only worsen the stall, but as Robert pushed his stick forward in an attempt to recover, a ground-proximity warning signalled it was too late. The black box recording captures Robert’s final exclamation: ‘Putain, on va taper . . . C’est pas vrai!’ – ‘Fuck, we’re going to crash . . . This can’t be true!’ before the plane smashed into the Atlantic Ocean at 125 mph, killing all 228 people on board.


In the years that followed the crash, the picture of the events that led up to it became clearer, but investigators remained at a loss as to why, for the three minutes and thirty seconds that their aircraft was stalled between reaching its maximum altitude and impacting with the ocean, the pilots failed to act on the stall warning alarms and take corrective action. Perhaps the most likely suggestion, borne out by experiments in flight simulators, is that while dealing with the unfolding crisis and the conflicting visual information and warning lights flashing on the instrument panel in front of them, the pilots’ brains simply sifted out the noise of the alarms.1 They focused in on what seemed to be more pressing visual stimuli – their finite cognitive processing abilities absorbed by reading instruments and taking in flashing lights, with a significant degree of panic thrown in for good measure. This so-called inattentional deafness is a classic case of the brain’s streamlined processing filtering out an external signal, causing us to miss something potentially important in the environment.2


That said, when engaged in analysis, our brains usually do a brilliant job of allowing us to assimilate the most relevant data from the information in front of us: gauging the meaning of a sentence without consciously reading every single word; understanding a visual scene without needing to drink in every last detail. But while our brains take shortcuts to help us with rapid assessments, those same shortcuts can make it extremely difficult to spot mistakes or distinguish fine details, as one hapless eBay user found out to his cost.


You sometimes hear about people losing their bottle, but perhaps not in quite the same way that eBay user Peter did. In June 2007, he tried to auction a full sealed bottle of Allsopp’s Arctic Ale. The bespoke beer, bottled in 1852, is believed to have been brewed specially for Sir Edward Belcher’s ultimately fruitless mission to trace the steps of Sir John Franklin’s lost 1845 expedition in search of the Northwest Passage. The little piece of alcoholic Arctic history had been in Peter’s family for over fifty years. Sadly, when he listed the collectors’ item on the auction website, with a reserve price of $299, Peter missed off the second ‘p’ in Allsopp’s. It meant that potential collectors simply couldn’t find the item when they searched. When the allotted time for bidding was up, the winning bid (of two that were placed) from ‘CollectorDan’ stood at just $304. When Dan relisted the bottle just a couple of months later, with the correct spelling, it attracted 157 bids with 74,000 users watching the item at one point. When the auction ended, the winning bid stood at over $500,000.


Peter missed his typo when proofreading – not out of carelessness, but simply because our brains have been trained to read what we expect to see. And needless to say, what we expect is not always what is actually there. We have fine-tuned our brains to smooth over typos and efficiently extract the information we need. When proofreading, we often ‘read’ what we meant to write, rather than what we have actually written. Peter’s listing goes down as one of the most expensive missing letters in history. What, in hindsight, would he have given for an insight into his own proofreading blind spots?


Peter’s expensive spelling mistake illustrates a crucial lesson from The Missing – that we see what we expect to see. Our expectations influence our perceptions, making it hard to spot mistakes. We know what we want to see and this is often what we think we have seen, irrespective of what is actually there. Once we are conscious of this fact, however, we can start to implement fixes and use techniques to override these subconscious shortcuts, so that we take in the finer points of the scene that confronts us or we really do read every word in situations where attention to detail matters.


These intrinsic or innate forms of missingness, resulting from our brains’ inherent skill in filtering seemingly irrelevant information and in-filling the gaps in our perceptive narrative, are hard for us to recognise. We are so used to the shortcuts implicit in our everyday experiences that we take for granted the assumption that what we perceive is truly what is there.


Arguably, though, missingness imposed upon us by external processes can be even more difficult to detect and correct. Another layer of ‘missingness’, then, is extrinsic – imposed upon a scene by some external filtering process before it is even set in front of us. This can happen in many different ways and for many different reasons. Survey responses can be biased – the very characteristics of the people being surveyed influencing the responses they give or whether they respond at all. Alternatively, there may be some unseen process sifting the results we obtain, leading us to draw the wrong conclusions from the data that eventually filter through. If we are aware of the situations in which we are likely to encounter these passively or actively biased data, then we can come up with strategies to change our questions or alter our surveying techniques so that we minimise the impact of the bias.


When researchers in the Netherlands set out to understand adolescent health behaviours in 2011, they began by posting out a survey to thousands of school-age children in the IJsselland region of the country.3 They received nearly two thousand responses. When they analysed the resultant data, they got a big surprise. They found substantially lower levels of detrimental health behaviours, like daily smoking and alcohol use, than had been found previously.4 Perhaps this result was indicative of an increasingly health-conscious adolescent generation in comparison to previous years?


The researchers noticed, however, that the responses they received were skewed towards females, older adolescents and more highly educated students than the general population. To corroborate their results, they carried out a second survey on a different cohort of students in the Twente region.5 This time, however, they made the survey mandatory and had students complete the questions while in class. The difference in the results was stark. There was an almost four-fold increase in the proportion of students using alcohol, while the fraction of students who admitted to daily smoking more than doubled.6


It wasn’t that the Twente region was inherently less healthy than IJsselland – the researchers had been careful to choose two regions previously found to have similar health statistics. Instead, the different methods of surveying led to markedly different response levels. In the voluntary mail-in survey, those students who engaged in unhealthy behaviours were less likely to respond than those who abstained, giving a much rosier picture of the health of the adolescent population than was actually the case.7,8 Because there was a link between the students’ behaviours and whether or not they responded, the missing data in the voluntary-response survey could have misled the researchers. It was only noticing the skew in the demographics of the students who did respond that gave them the vital clue to suggest the voluntary-response results were biased and that a mandatory survey was necessary to get closer to the truth.9 For many real-world scenarios, surveyors don’t collect this sort of metadata which might alert them to the problem, so they end up drawing the wrong conclusion because their sample is skewed. But they don’t realise it – they don’t know what they are missing.


More disturbing than mistakes due to a lack of awareness of missing data are the instances of extrinsic missingness in which elements of the truth are deliberately suppressed to paint us a misleading picture of reality. These are the scientific studies that fail to include a control group, the newspaper reports that only give one side of the argument and the dictatorial regimes which suppress dissenting opinions. Fortunately, there are usually tell-tale signs in situations like these that can give clues to the fact that important context is missing.


As Douglas A. Samuelson and Herbert F. Spirer argue in their piece ‘Use of incomplete and distorted data in inference about human rights violations’: ‘We expect members of a persecuted group to complain.’10 We expect pushback in the form of protests, or even riots, when a group of people have their fundamental rights infringed. And in democratic societies there are numerous examples of such objections; the United States reported more riots between 1948 and 1977 than any other country in the world.11 But in truly authoritarian regimes the story is turned on its head.


The lack of reports of civil unrest in China in the 1970s was taken by some as evidence of high levels of satisfaction among the Chinese people with the governing regime. In reality, the Communist party tolerated no political opposition and maintained absolute control over many aspects of the lives of its citizens, meeting dissent with programmes of forced labour, imprisonment or even execution. Rather than an expression of satisfaction from its citizens, the lack of data on civil unrest in China was an indication of the authoritarian nature of the regime, the human-rights abuses it was perpetrating and the suppression it employed to hide them.12 If we can learn to spot these giveaways – to infer from missing data – then we can decide how much we trust the limited view we are presented with and attempt to go about reconstructing the full picture for ourselves.


Proving that something is missing is difficult. It is usually harder to demonstrate definitively the absence of something that is not there than it is to prove the presence of something that is. ‘Proving a negative’, as some logicians refer to it, is difficult precisely because it requires an exhaustive search of all the possibilities, whereas ‘proving a positive’ requires us to find only one example of the thing we are trying to demonstrate. Demonstrating the non-existence of unicorns is much harder than proving the existence of horses. Even for deeper questions that are harder to answer, proving the negative is usually harder than proving the positive. If we hope, for example, to answer the question of whether extraterrestrial life exists, we would have to search the entire universe to answer in the negative. All it would take to answer in the affirmative, however, would be to find a single example of life that evolved outside our planet. In a medical context, it is usually harder to be sure that someone has not got a disease than it is to prove that they have one. There is a seeming asymmetry in the burden of proof.


On 5 December 2021, Chad Gilbert, the lead guitarist in the pop-punk band New Found Glory, was found unresponsive in his bed. His wife called 911 and performed CPR while she waited for the ambulance. After being stabilised in hospital and following a battery of tests, Gilbert was diagnosed with a rare cancer called a pheo-chromocytoma. He underwent extensive, life-saving surgery to remove his gallbladder, parts of his liver and one of his adrenal glands. On 28 January 2022, after recovering from surgery, he shared the news with fans on his Instagram feed that he was ‘officially cancer-free’.


Just eight months later, however, Gilbert confirmed that his doctors had found a new tumour in his spine, alongside small nodules in his lungs. The cancer had returned. Despite numerous surgeries, chemotherapy and radiotherapy sessions and another hopeful ‘all-clear’ false dawn, new tumours continued to emerge.


This is why, in a clinical setting, the term ‘the all clear’ can be problematic. When a patient hears what they interpret as an ‘all clear’ or ‘cancer-free’ diagnosis, it is unlikely that the doctors are suggesting that the patient no longer has cancerous cells inside their body, although we would all like to believe this is what they mean. Instead, the doctors are saying that, given the limits of the tests they are able to conduct, they have not been able to detect cancerous cells. Oncologists will instead use phrases like ‘remission’ or ‘no evidence of disease’. This is still good news, but it is not the same as being genuinely free of cancer. As Gilbert’s experience demonstrates, one of the biggest risk factors for a cancer diagnosis is having had cancer before.


*


Even when we are familiar with a scenario or a situation, by its very absence, it is often hard to notice when something is missing from a scene. It is even more difficult when we don’t even know we are looking for the thing that is missing or what that thing might be. Despite this, or perhaps because of it, spotting that something is unexpectedly missing can be extremely useful. Correspondingly, there is one final layer of missingness that we shall investigate in this book, which we will refer to as constructive missingness. If intrinsic and extrinsic missingness captured the different ways in which things could be hidden from us, then constructive missingness is our way to draw meaning from The Missing; the implicit knowledge we can gain by actively searching for something and still failing to find it. The very process of appreciating that something is missing and attempting to get to the bottom of why it is not there can provide us with vital clues to help us solve the puzzles we are presented with.


Indeed, a key factor in securing the conviction of the murderers of sixteen-year-old Lewis Dunne was evidence that should have been expected but was found to be missing. Lewis was shot dead on a Liverpool canal towpath in November 2015 in a tragic case of mistaken identity. Three men – Jake Culshaw and brothers John and Paul Martin – were charged with his murder. Culshaw admitted taking part in the killing, but proving the direct involvement of the Martin brothers was more challenging. CCTV placed four figures at the scene, but only Culshaw’s phone was sited nearby at the time. John Martin was not carrying his phone, while Paul Martin switched his off more than half an hour before the murder, only turning it back on when he was away from the scene. The absence of these digital footprints became a key argument for the prosecution.


Prosecutor Ian Unsworth QC emphasised that Paul Martin’s deliberate phone blackout during the critical timeframe was not mere coincidence but strong circumstantial evidence of his involvement. Barristers also highlighted other missing data, including the suspects’ missing clothing, which Culshaw claimed John Martin had burned to destroy potential gunpowder traces. The judge explicitly instructed the jury to consider this negative data in their deliberations, suggesting that the very absence of expected evidence can sometimes be as incriminating as its presence.


Negative data can provide information that is just as important as traditional positive data, if we only know where to find it – or rather not find it. Clearly, the absence of data doesn’t have to mean no evidence at all. Indeed, the absence of evidence contradicting a hypothesis – despite a rigorous search for that evidence – also falls into the category of constructive missingness. On the grandest scale, the seemingly fruitless search for contradictory evidence is actually the basis of the scientific method – the reason we can confidently assert anything about anything.


Missingness is not just one thing. The word can, of course, be used in the conventional sense, in that we have misplaced something or it has been removed by someone else or, perhaps even that we have been passed over for an opportunity, but also in the three broader senses that we will investigate more deeply in this book: intrinsic missingness, in which our senses or the related functions of our brains make things disappear or fill in the gaps where there is missing information; extrinsic missingness, in which an external process – seen or unseen – has filtered the data we receive, often without leaving an obvious signature to make it clear that we are not seeing the whole picture as it should be; and finally, constructive missingness, in which the very absence of a clue or a piece of evidence can tell us something important, or in which the unsuccessful search for evidence we believed we would not find is not in vain, but in fact increases our confidence in our beliefs.


My hope is that the stories that I will tell you throughout the following pages will act as an illuminating exploration of The Missing, shining a light into dark places – the negative spaces in which you may never have thought to look. The book is dedicated to highlighting those different ways in which The Missing can make a mockery of us, leading us down blind alleys or ensnaring us in the holes created by absence. At the same time, it is about recognising the occasions on which those same holes are filled in for us in an attempt to smooth our forward passage, when instead it would be better if we could appreciate the lie of the land that stretches out ahead of us by taking in its undoctored unevenness.


Perhaps surprisingly, this book is also about how missingness can be harnessed. If we can spot circumstances in which something is missing, we can learn to use its very absence to gain profound insights into the situations with which we are faced. My purpose in writing it is to provide a clear exposition of the tools which can help us to deal with missingness when we encounter it: ways to avoid seeing what we expect to see instead of what is actually there; awareness of the warning signs that should alert us when something is being hidden from us; and the questions we should ask to help us reason not only from what is staring us in the face, but also from what is not there. My aim is that, by the time you reach the end of the last chapter, not only will you know exactly what it is you’ve been missing, but you will also be able to use that awareness to your advantage – seeing the blind spots, listening to the silences, recognising the hidden omissions – in order to read between the lines of the situations facing you in everyday life with greater clarity and perspective.










1


MAKING SENSE OF IT ALL


The senses deceive from time to time, and it is prudent never to trust wholly those who have deceived us even once.


René Descartes


 


Late in the evening of 22 December 1978, routine Alitalia flight 4128 took off from Rome. The DC-9-32, named Isola di Stromboli, was ferrying passengers, from the capital, back home to Sicily for Christmas. It was past midnight when the plane commenced its descent. As they began their final approach, through the window of the cockpit, against a background of otherwise total darkness, what appeared to the pilots as a thin strip of lights marking the edges of the runway at Palermo airport came into view. The pilots descended a little more and then held steady, waiting until they were above the runway. Unexpectedly, as the wind buffeted the aircraft, something hit its right wing. It was the sea. Losing stability, the undercarriage of the aircraft impacted the water and the plane splashed to a thunderous halt 3 km north of the airport. It is suspected that the pilots fell victim to a trick of the mind known as the black hole illusion.13


Our brains have evolved and adapted to our experiences over hundreds of thousands of years. Our typical movement speed over the ground has been about 3–4 mph. The adults of our species have usually had eyes set 1.5–2 metres above the ground for our whole existence. The rapid speeds and dizzying altitudes at which pilots routinely travel while navigating their planes can make them subject to misperceptions.


A number of factors contribute to the black hole illusion, but it almost always occurs on night descents to brightly lit runways in otherwise featureless landscapes, at the point when the pilots have switched from an instrumental approach in favour of a visually guided one.


One factor in the illusion is that we register any stimulus set against a darker background as being brighter than it actually is. Combined with the fact that we judge brighter objects to be closer to us, the intense lights of the runway set against the dark, featureless landscape may have made it appear closer than it actually was.


Another crucial factor is that our brains are predisposed to create a cohesive interpretation of the perceptual information we are fed, by filling in the missing components of a scene. For a pilot in the dark, perhaps the most conspicuously absent component in their visual field is the horizon. Researchers have demonstrated that pilots estimating the position of the horizon from the convergence point of distant runway lights tended to locate it too low in the visual field, particularly when they were further out from the runway.14 This has been hypothesised to cause pilots to descend too quickly early on in their approach (believing they are higher above the ground than they actually are) – sucked into the ‘black hole’ of the dark, featureless landscape. Tragically, in the case of Alitalia flight 4128, the complex illusion cost 108 of the 129 people on board their lives.


It’s not just pilots who suffer these misconceptions and not just extreme events which trigger them. In this chapter, we will examine the ways in which we are all subject to this intrinsic missingness. Our senses, which we trust to capture reality for us, can seem to make things disappear. What feels like a solid, concrete world is really just an illusion created by our brains. As we will see, this illusion of reality is not only surprisingly brittle, but also oversimplified and incomplete, shaped by shortcuts and filters that allow us to deal with what might otherwise feel like an overwhelmingly complex environment. We go through life believing that we are seeing everything, yet important facets of the world around us are actually hidden – edited out by the very systems we charge with reporting faithfully to us. Understanding the fragility and foibles of our senses will be our first step towards seeing the world around us, and indeed ourselves, more clearly.


It’s easy to believe, when you look around you, that you are experiencing an objective reality. You can see the texture of the ground beneath you, you can feel the rough pages of the book you are holding. Perhaps you can hear the sound of birds out in the garden or the traffic on the street. There seems to be a constant stream of information flowing to your senses, delivering an unadulterated rendering of the world.


But this is far from the truth. The pulses of air pressure that hit your eardrums and that your brain interprets as sounds are not accompanied by tags that say ‘blackbird’ or ‘car engine’. Neither do the electromagnetic light waves entering your eye say ‘green’ or ‘blue’, much less ‘grass’ or ‘sky’. It is your brain’s job to interpret all the signals it is constantly bombarded with and to figure out what they mean. This is the perception problem.


Perception is not simply the narration of the pre-written story that constitutes your surroundings. Instead, it is an inventive and creative act in which your brain attempts to weave the threads of the signals it receives into a coherent narrative – you are writing the story of the world around you in your head as you go along. And the story you end up authoring may be quite different to the narrative someone else constructs from the same stimuli.


Our brains are making their best guesses at what causes the signals around us, given the prior information that they have stored away deep in their internal architecture. Some of this prior information is well known to us. We consciously know that grass is green, so when faced with a field of green we will be able to understand why our brain has interpreted this as grass. Even so, it is unlikely that we will have consciously processed the fact ‘grass is green’ in order to make this judgement.


However, there are rules embedded in our brains that we are not even aware of. These might be, for example, the way we effortlessly pick out patterns in sounds or visual stimuli, allowing us to recognise a particular song on the radio or pick out the face of a friend in the crowd. When we receive inconsistent signals, our brains have routines that usually allow us to resolve the conflict so that we can carry on seamlessly. For most of the everyday experiences that have been important to humans, throughout the hundreds of thousands of years of our history, the interpretations our brains developed have been good working rules. But we shouldn’t be fooled into thinking that because we perceive the world in a way that usually allows us to go about our business efficiently, we are seeing what is really there.


What we perceive depends on the way in which evolution has crafted our sensory mechanisms. The main currency of natural selection, the mechanism by which evolution is brought about, is fitness: how well or badly we perform at particular tasks. At its most basic, evolutionary fitness depends on two things: survival and reproduction. These might depend on the ability to perform any number of tasks or master certain capabilities – finding food, building shelter or attracting mates, for example. The degree to which we are able to fulfil these tasks and master these capabilities depends, in turn, on our ability to successfully navigate the world around us. Consequently, our sensory systems have evolved towards mechanisms that allow us to complete these tasks efficiently. That is not to say that our ancestors were not prone to illusions, misattributions or other sensory misperceptions. We should not make the mistake of assuming that evolving to be able to negotiate the world better than a competitor is the same thing as evolving towards perceiving a more ‘accurate’ representation of reality.


Neuroscientist Douglas Hoffman argues that our perception of reality is like a computer’s graphical user interface (GUI) – the desktop environment that we interact with, rather than with the transistors and circuit boards which comprise the internal architecture of the computer.15 In the same way in which a GUI allows us to successfully interact with the complex and intricate machinery of the computer – that none of us would have any hope of dealing with directly – Hoffman argues that our senses allow us to interact with reality in an efficient way, without getting bogged down in all the minutiae.16


For example, we know that all the matter we interact with in the world is made of collections of astronomical numbers of atoms, but we don’t need to ‘see’ the individual atoms in order to make sense of the world (I say ‘see’ in inverted commas because the size of atoms makes them too small to interact with visible light in a way in which our eyes could detect). It’s also true that our eyes pick up a relatively narrow range of the electromagnetic spectrum corresponding to visual light. If we could ‘see’ the whole range of the electromagnetic spectrum (for example, UV light, X-rays, microwaves, infrared, etc.) it’s possible that we would become overwhelmed with excess information. Similarly, the range of sound frequencies that our ears have evolved to hear is that which contains the information most pertinent to our interaction with the environment, at the expense of those very high and very low frequencies whose information content might continually bombard our brains. Our senses spare us the worst of the world’s excruciating detail and present us instead with the equivalent of desktop shortcuts that allow us to function in our everyday lives.


There is a price, however, for this modified picture of reality that our senses paint for us. In taking shortcuts that subjectify reality, in conjunction with our senses, our brains select which information we see and which we don’t. Information is subconsciously filtered without us necessarily being able to see the mesh through which it is being strained. Because we have not evolved to perceive the truth, but instead to construct the representation of reality which best serves our purposes, there are inevitably glitches in the matrix: bugs in our sensory systems, gaps where there shouldn’t be and stimuli which lead to ambiguous interpretations.


The line of sight


Let’s consider an example of the ways in which our brains subconsciously interpret the signals they receive. One of the unwritten rules that our brains apply to mediate our interactions with reality (although we don’t realise it consciously) is that light travels in straight lines. Sure enough, light does not bend much when it travels relatively short distances in a medium of constant density. You will probably have noticed situations in which something unusual appears to happen as a result of this intrinsic assumption. For example, when you look at a straw in a glass of water it appears to bend at the point where it breaks the water’s surface. Of course, the straw doesn’t really kink – you can take it out of the water and it appears straight when viewed in its entirety in the air. The bending effect occurs because light travels more slowly in water than in air. Figure 1 shows light rays coming from the submerged end of the straw breaching the surface, speeding up and changing direction as they do so. This change of direction when light moves through transparent substances with different optical properties is called refraction. The refracted light waves hit your eyes at a shallower angle than you would expect if the submerged end of the straw were in air, not water. Using the usually reliable assumption that light has travelled in a straight line, our brains trace back along this shallower ray and pinpoint the end of the straw higher than it should be. And our brains’ unwritten rule that light must travel in straight lines makes us think that the underwater portion of the straw is higher up in the water than it actually is. For the same reason, the bottom of a still pool will usually appear closer to the surface than it really is.




[image: Line drawing showing refraction, illustrated by straw in water.]




Figure 1: A straw seems to bend as it breaks the surface of the water when viewed from above. The light (full arrows) coming from the bottom of the straw (X) bends when it breaches the surface of the water before hitting our eyes. Our brains work on the rule that light travels in straight lines. This means that the image of the bottom of the straw (Y) appears to lie on the straight line of the light which enters our eyes (solid lines), traced back into the water (broken lines).










Expand / collapse Extended Description

A line drawing illustrating refraction. An eye looks down at a container of water. A straight straw enters the water. Solid lines show light from the bottom of the straw bending at the water's surface to reach the eye. Dashed lines trace the path of the light from the eye straight back, showing how the straw appears bent to the observer.




With experience we can learn to override our brains’ in-built rules. In the case of refraction, even without a detailed knowledge of the science of how light bends when it changes medium, spearfishermen around the world learned that in order to improve their chances of hitting their target they should aim, not where they perceived the fish to be, but in front of (closer to themselves) and below the perceived position of their quarry. Even animals have learned how to deal with refraction. Archerfish squirt jets of water out of their mouths at insects and small reptiles luxuriating in the branches of trees hanging low above the water.17 The refraction of light as it passes from air into water makes the bugs appear nearer than they actually are, but archerfish have learned to aim their jets further away in order to accurately target their prey.18


So while humans and even animals can work around their brains’ in-built rules in situations with which they are familiar, this does not change how our brains experience the light. It’s not that we learn to see the fish in the right place; instead, we learn to recognise that our perception is incorrect and how to make allowances for it. If we have little experience with a situation then we can be easily fooled.


This same inherent rule (that light travels in straight lines), which our brains are hardwired to use, is responsible for the counter-intuitive phenomena of heat haze and mirages, although the science explaining them is slightly more involved. When a surface absorbs sunlight easily, like sand in the desert or the tarmac of the road, it can become extremely hot. As it heats up, it will also heat the air directly above it, creating a gradient in temperature. The hotter air near the surface is less dense than the cooler air higher up, allowing light to travel more quickly through it. As a light ray from a distant object (say the top of a hill on the horizon) moves towards the surface, it encounters the gradient of air density and, just as when light moved from water to air, it bends towards the denser medium. If it bends for long enough, the light can change its direction completely, so that instead of heading downwards, it is now travelling upwards and can find its way into your eye. Thus, you see light from the top of the hill entering your eye from below (as in the top panel in Figure 2).




[image: Two diagrams explaining how an inferior mirage works by showing the path of light from a distant mountain to a human observer.]




Figure 2: The top panel shows a light ray coming from the distant object bending as it passes through the hot air close to the ground. It ends up entering your eye from below. Backtracing the straight line at the angle of arrival makes us ‘see’ an object that is upside down and under the ground. In the bottom panel, the way your brain interprets the image it receives is to assume that the light rays are still travelling in straight lines but bouncing off a reflective surface (perhaps water or oil) between you and the object.










Expand / collapse Extended Description

Two diagrams showing a person looking at a distant mountain. In the top diagram, a line represents a light ray travelling from the mountain to the observer in a straight line as it passes through cold air. Below it, another line curves downwards towards the observer to show how the light bends as it passes through hot air. And another line below that shows a light ray travelling from the reflection of the mountain on the ground up to the observer. The bottom diagram shows the same first two lines. Below them, another line extends from the mountain donwards to hit the ground, before travelling upwards to the person. A dashed line extends from the reflection of the mountain on the ground to the point at which the light ray hits the ground between the mountain and the person.




Tracing the angle at which the light entered your eye backwards towards where you think the source should be (as in the bottom panel of Figure 2) suggests that you are seeing the hill upside down and underneath the ground. This specific effect is known as an inferior mirage – as the image appears as if it is below the actual object. Your brain is smart enough to realise that this is not possible. At the same time, previous experiences suggest that you would appear to see the mountain under the ground and upside down if there were a reflective surface at the point where a straight-line light ray entering your eye would intersect the ground. Indeed, the word ‘mirage’ comes from the French (se) mirer, meaning to look at (oneself), from which we also derive the word mirror. We know there isn’t a giant mirror in the middle of the desert or on a hot stretch of road, but we also know that a patch of water would produce such a mirror-like effect. So this is what we conclude: rather than bending into our eyes by refraction, our brains think the light has simply travelled in straight lines and reflected. In the desert, we see the cruel mirage that makes us think we’ve found water in the most unlikely place. On the road, we might interpret the mirage as driving towards a puddle or perhaps a pool of oil.


Out of touch


Although it sometimes feels like our perceptions are dominated by our sight – indeed, we often talk about our ‘mind’s eye’ or of ‘painting a mental picture’ – it is the brain that handles all our sensory information. Consequently, all our senses are subject to the hardwired, but implicitly unwritten rules of the brain and, correspondingly, all of them are subject to some degree of ambiguity.


Take, for example, our sense of touch. If you can, get your hands on a cookery book and a piece of metal cutlery. And I mean literally get your hands on them – hold one in one hand and one in the other. Which feels colder? Almost certainly it’s the piece of cutlery. But is it actually colder? I deliberately chose two items that might reasonably be found in the same room (the kitchen) and so are experiencing the same ambient temperature. We don’t need to get too technical, but the second law of thermodynamics essentially says that heat will flow spontaneously from a hotter to a colder body. This means that, provided the cutlery and the cookbook have been in the kitchen long enough, they will have equilibrated to the ambient temperature. The zeroth law of thermodynamics then says, in short, that they will both be the same temperature as the room and therefore as each other.


So why does the cutlery feel colder than the book? Well, the answer relies on the fact that our ability to detect temperature differences – our thermoreceptive capabilities, to put it technically – depends on how quickly heat is conducted away from our skin. Newton’s law of cooling says that the rate at which heat energy transfers from one body to another is directly proportional to the difference in temperature of the two bodies. An apple that has been in the fridge will conduct heat energy away faster than one that’s been sitting in the fruit bowl, which is how we know the refrigerated apple is colder.


But the rate at which heat is transferred away is also proportional to what’s called the object’s thermal effusivity. The effusivity of a material is a combination of its thermal conductivity (how quickly it dissipates heat throughout the material) and its volumetric heat capacity (how much energy it takes to produce a given rise in temperature for a given volume of the material). With objects made of metal, which conduct heat well, the heat spreads quickly through the object. Metal also tends to have a higher volumetric heat capacity than other materials, giving metal objects a higher overall thermal effusivity. Consequently, the metal cutlery will draw heat away from your hand faster and therefore feel colder than the book, even if they are the same temperature.


Arguably, the proxy for temperature that we employ – heat transfer – is much more useful than directly sensing the difference in temperature. What really matters if we are worried about damaging our bodies through extreme cold is not the absolute temperature of the material, but its ability to conduct heat away from our skin.


If you cool a hammer in the freezer down to -20˚C (typical home-freezer temperature), you would be wise not to pick it out by the head in case your hand freezes directly to the metal. However, you should be able to pick out the hammer safely by its rubber or wooden handle with an ungloved hand because of those materials’ lower effusivity. We recently started getting ice cream in reusable glass jars from our local dairy, and I can assure you that I very quickly found out the difference in thermal effusivity between glass and plastic. I now serve ice cream using an oven glove.


For similar reasons, we can tolerate the 80˚C air of a sauna for minutes at a time, whereas even brief contact with metal at the same temperature could cause us a nasty burn. Air transfers heat to our skin far less effectively than metal. Similarly, the seats and surrounds of the sauna are made from wood and not metal or ceramic tiles because wood has a lower thermal effusivity. It transfers heat less efficiently to our skin, making it safer than the other two materials.


What is important in terms of our well-being is to be able to sense the rate at which heat is transferred to and from our skin, rather than the material’s temperature itself. So our sense of touch conflates multiple properties of the objects with which we come into contact (in the case of thermoreception – temperature difference and thermal effusivity), meaning that we have no absolute way to tell their relative temperatures just by touching them.


In poor taste


Touch is not alone among the senses in this conflation of the different physical attributes of the world around us. For example, try holding this book at arm’s length and holding your thumb in front of one of your eyes with the other eye closed. Move your hand closer or further away from your open eye until your thumb becomes the same size as the book.


Did you manage it? Of course not. Your thumb will never be the same size as the book, but our visual system conflates the two physical properties of size and distance so that things that are further away appear smaller and things that are closer at hand appear larger. Our auditory system works on a similar principle. Sometimes we are unable to differentiate between a sound that is close to us and quiet from one that is far away and loud, especially without context to help us.


When an RAF jet was scrambled to escort a passenger plane, which had stopped communicating with air traffic control, to Stansted Airport in March 2023, the sonic boom it produced was heard over large parts of central and southern England. Inside my house in Oxford, I thought someone had fallen out of bed. Other people reported believing that their boiler had exploded, that a skip was being delivered for their neighbour’s building works or that the boom sounded like a nearby car crash. Our brains chose to interpret a loud, distant sound as a quieter, local one.


So our senses of touch and hearing both struggle to interpret ambiguous signals; but what about our closely linked senses of taste and smell? Perhaps unsurprisingly these are also extremely easy to fool, especially in combination with visual cues. One study found that serving hot chocolate out of an orange- or cream-coloured cup seemed to enhance the chocolatey flavour of the drink in comparison to plain red or white cups.19 Another study concluded that salty popcorn was found to taste sweeter when eaten out of a coloured (as opposed to white) bowl, while sweet popcorn was found to taste saltier in the coloured bowls.20


While it’s not entirely clear why this is the case, some food and beverage companies have found to their cost that the way their products are packaged can have a profound impact on their taste. In 2011, in a branding exercise for the festive season, Coca-Cola switched up the colour of their can from its traditional red to a snow-white scene featuring polar bears. The new cans received a frosty reception, with seasoned customers complaining that Coke from the white cans tasted different to the traditional recipe. Despite the company issuing strong denials that they had tweaked the drink’s formula, they eventually pulled the plug on the white cans. Coca-Cola quickly reverted to their traditional and iconic red design in order to avoid a repeat of the ‘New Coke’ disaster, in which they really did tweak the formula – to huge public outcry.


Even our sense of smell is not completely objective, although examples of olfactory discrepancies are harder to pin down. In experiments involving dihydromyrcenol (a chemical commonly found in men’s cosmetic products and soaps that can smell both ‘citrussy’ and ‘woody’), participants reported the odour as smelling more ‘woody’ when accompanied by citrus scents and more ‘citrussy’ when presented at the same time as wood-like odours, illustrating how the same chemical can be perceived differently depending on the context.21 Conversely, different smells can be induced to produce similar olfactory responses. If subjects are exposed simultaneously to cherry and smoky odours, this can have an impact on how those two odours are perceived on their own at a later time.22 When participants, who have been exposed to the mixed odour, later smell cherry alone, it is reported as smelling somewhat ‘smoky’. Similarly, the smoky flavour on its own is reported to smell ‘cherry-like’.23


Although examples of discrepancies in our sense of smell may be less readily available, this may simply be a result of smell being the least researched of all the senses. There is, however, one functionality for which, it could be argued, the ability of the olfactory system far exceeds that of the other senses – adaptation: a process by which sensory stimuli can go missing.


Fading away


In 2009, the Conagra plant in Garner, North Carolina was known across America as the home of the Slim Jim, producing over 569 million sticks of the popular jerky snack every year and employing over 900 local people. The plant needed a new water heater, so Conagra contracted a firm called Energy Systems Analysts (ESA) to come and fit one for them in a utility room at the heart of the plant. By 9 June, the job was almost complete. The last remaining task, before checking that the water heater fired up properly, was to use natural gas to purge air from the pipeline that led to the boiler. Curtis Ray Poppe, the ESA contractor charged with completing the job, opened a valve near the water heater, allowing gas to be purged from the pipe and vent into the utility room. He then attempted to ignite the heater. But it wouldn’t light.


Poppe naturally concluded that there was still air in the pipe and began purging again. The heater still failed to ignite, so he repeated the process intermittently over the course of two and a half hours. Unbeknown to him, the air had long since left the pipes. Meanwhile, as a result of the purging, the utility room was filling with invisible natural gas. Eventually, and inevitably, the gas reached a combustion source (assumed to be an electrical item in the utility room) in high enough concentrations that it ignited. A fatal explosion ripped through the plant.


The explosion caused huge structural damage, with multiple 12-tonne prefabricated concrete roofing blocks collapsing 20 feet to the floor across large areas of the building. The falling blocks killed two plant workers instantly and injured or trapped many others. After escaping safely, Louis Junior Watson, a member of the Conagra safety team, ran heroically back into the building to rescue a colleague, but was crushed by falling debris. The explosion led to the breakout of small fires around the plant, and also caused a leak in the plant’s refrigeration system, allowing over 8000 kg of ammonia to spill out. Three firefighters who were sent to the scene were later hospitalised after their exposure to the toxic refrigerant. Four people received life-threatening burns in the incident. One of these – the ESA contractor, Poppe – died in hospital five months after the incident from his injuries. Of the roughly 200 workers in the plant at the time a total of 71 were hospitalised as a result of the explosion.


A report from the U.S. Chemical Safety and Hazard Investigation Board highlighted that Poppe was not using a combustible-gas detector in order to monitor the levels of natural gas inside the utility room.24 Instead, he was relying on his sense of smell in order to detect the gas. Gas providers add the unpleasant smelling odorant, mercaptan, to inherently odourless natural gas in order to make gas leaks more easily detectable. At the Conagra plant, because the gas had been purged over the course of several hours, Poppe had likely become acclimatised to the smell of the mercaptan through a process called olfactory adaptation, and so was unable to detect it as it filled the room, building up to explosive levels.25


Olfactory adaptation, sometimes known as olfactory fatigue, is perhaps the best-known example of our brains causing us to miss external stimuli. It’s the reason why, when you go over to the house of someone who owns a dog, you might notice the smell of their animal quite acutely when you first step through the front door. The dog owners themselves may seem almost completely oblivious to the aroma as their sense of smell has adapted to filter it out, and after a while, so does yours. In the same way, when you first put on perfume or cologne, you will probably be able to smell it quite intensely. In time, though, your sense of smell usually adapts, so that you don’t notice it anymore, and it might come as a surprise to you when someone comments on the scent you’d long since forgotten you were wearing.


The word ‘sense’ in the previous examples refers not just to the sensory neurons which reside in the organ (the nose in this case), where the environmental signals are received, but also to the neurons which carry the signals and the central nervous system which processes them. Olfactory adaptation is actually performed both by the sensors in the nose and the wider nervous system in tandem. The hardware that allows you to detect smells consists of olfactory receptor neurons – special cells that sit inside the nose and are responsive to odour molecules in the air you breathe. When an odour molecule binds to a particular receptor, it initiates a signal to the brain corresponding to that specific odour. The longer the stimulus molecules are in the air, the less responsive the receptors become to that particular smell. This reduces the strength of the signal being sent to the brain. At the same time, the nervous system is also reducing the activity of the neural pathway(s) corresponding to those odour molecules, meaning you become less and less conscious of the related smell. This process of adaptation ensures that the brain’s olfactory centres do not become overwhelmed by the lingering background smell and are better placed to pick up new stimuli in the environment that might be important to respond to.


Sensory adaptation affects all our senses. I swim in the stretch of the Thames near my home with a group of friends every week, all year round. When I first get into the water on a cold winter’s day it feels quite unpleasant. The cold receptors on the ends of the sensory neurons in my skin fire strongly, sending a ‘cold’ signal to my brain. However, after a few minutes of exposure to the cold water, the cold receptors become desensitised and fire less often. Combined with adaptation in the central nervous system, this makes the cold feel less intense and the whole experience more bearable (almost pleasurable, I might argue, although it seems hard to believe).


When it comes to hearing, a similar process takes place to filter out would-be background distractions. Auditory neurons decrease their rate of firing in response to regularly repeated sounds. The auditory cortex and other, higher areas of the brain predict the sound and suppress further processing, while attention systems also deprioritise the sound when it is found to be irrelevant. These are likely the processes that allow us to filter out the sound of a ticking clock. However, studies in rats have shown that there are also ‘novelty-detector neurons’ in the brainstem which are attentive only to novel sounds.26 These neurons don’t fire if a sound is consistently repeated, but if it changes in frequency, length or volume, they can briefly resume firing, alerting us to the change.27 When we’re driving a car, neuronal adaptation and higher processes in the brain are responsible for filtering out the consistent sound of the engine, but the novelty-detector neurons ensure that we are quickly alerted to a problem if the engine suddenly changes pitch or volume.


The three previous scenarios were examples of sensory neurons changing their behaviour in response to a stimulus. However, sensory adaptation isn’t always a result of our nerve cells and cognitive processes adapting their behaviour. Our hearing can also be the subject of sensory adaptation via quite a different mechanism. When we’re subjected to sustained high levels of noise, like a rumble of thunder, loud music at a gig or even our own chewing, two small muscles in our middle ears, known as the tensor tympani and the stapedius, contract. Their contraction serves to dampen the vibrations in the middle ear, both protecting the sensitive cochlear hair cells of the inner ear (responsible for converting the sound vibrations into an electrical signal) and making the noise seem less loud.


And while the examples of sensory adaptation we’ve seen thus far typically involve the downregulation of external signals in response to overstimulation or persistent stimulation, it’s important to recognise that sensory adaptation can upregulate environmental signals as well. Dark adaptation (increasing light sensitivity in a dark environment) in our sense of sight is a particularly well-known example of upregulation, which employs both mechanical and neural adaptation.28 When we enter a darker environment, our pupils dilate to let more light into our eyes. Additionally, the light-sensitive photoreceptor cells – the rods and cones that sit in our retinas – begin to regenerate the light-sensitive molecules known as photopigments. When these molecules absorb a photon they can trigger the firing of the photoreceptor, which may send a signal to the brain. The higher prevalence of photopigments increases the sensitivity of the photoreceptor cells; the fewer photons reaching the retinas in the low-light conditions now have a higher chance of being detected.29


For me, one of the most mind-blowing and readily accessible examples of sensory adaptation is Troxler’s fading. If you stare at the black cross in the centre of the left-hand panel of Figure 3 for a few seconds (or perhaps a little longer the first time you do it), you should start to see the grey smudges on the periphery of the figure disappear, to be replaced by a uniform grey background. If it doesn’t work well for you initially, try holding the book steady on a surface and getting a little closer to the image, so it takes up more of your field of vision, and be careful not to shift your vision from the cross as the pattern fades away.




[image: Two images demonstrate Troxler's fading. One is a blurred greyscale pattern with a black cross in the centre. The other is a blurred circle with a black cross in the centre. ]




Figure 3: Two examples of Troxler’s fading – a sensory adaptation process. If you look consistently at the cross in the centre of the image, after a few seconds the background pattern will begin to fade away.30










Expand / collapse Extended Description

Two images demonstrate Troxler's fading. The left panel shows a blurry, cloud-like grey pattern with a small black cross in the centere. The right panel shows a blurry grey circle with a small black cross in the centre. 




Similarly, if you keep your head still and focus for long enough on the black cross in the middle of the right panel of Figure 3, parts (if not all) of the grey circle surrounding it should start to disappear. So effective is Troxler’s fading that it almost seems like a magic trick.*


By fixing your gaze on a particular part of the image, the rods and cones in the retina are exposed to an almost constant stimulus. Initially, the neurons which make up the visual system are responsive to this stimulus, but over time they become less responsive. Just as with olfactory adaptation, it is thought that the process of adaptation happens both in the sensory-input neurons (the rods and cones of the retina) and higher up the sensory pathway, in the visual centres of the brain.31


In theory, Troxler’s fading should cause any constant scene presented to our eyes to fade away if we fix our gaze on a given spot. Why then does the view not disappear in front of us when we focus on a landmark in the distance? Fortunately, what actually happens when we try to fix our gaze is that our eyes undergo rapid, small-scale movements known as ‘microsaccades’ or ‘fixational saccades’. Saccades are the rapid, simultaneous jerk-like movements of both eyes that occur when we are taking in a scene. Indeed, saccade in French means jerky. If you ask someone to watch you while you read these lines, they will see your eyes making these jerky saccadic movements. Microsaccades are smaller, involuntary versions of these eye movements that occur rapidly during visual fixation. These typically ensure that the image we are looking at shifts position on our retinas so that the receptor cells are stimulated by different sources of light. This ‘refreshed’ stimulus means the cells don’t have time to adapt, so the image doesn’t fade.




[image: A faint image of the Cheshire Cat with a central cross, illustrating Troxler's fading.]




Figure 4: As you focus on the cross, the surrounding face of the Cheshire Cat seems to fade away – all except for its smile.










Expand / collapse Extended Description

A low-contrast grey image of a cat's face on a light grey background. A prominent, high-contrast white smile with teeth is visible. A small black cross is positioned on the cat's nose area.




Consequently, Troxler’s fading works only on very specific types of image – like the one of the Cheshire Cat in Figure 4. When you focus on the black cross on the cat’s nose, the rest of the cat’s face, seen only in your peripheral vision, should slowly fade away (apart from its smile). This is because the rods and cones in the peripheral retina, responsible for peripheral vision, receive light from a much broader area than the rods and cones of the macular retina, which processes the detail of what you’re focused on. Even the microsaccadic eye movements, designed to refresh each neuron’s light source, fail to shift the stimulus sufficiently from one cell to another in the peripheral retina. This is why Troxler’s fading may work better when the image takes up more of your field of view – so that much of it is more peripheral. You may notice that the nose of the cat fails to disappear quite as well. This is because it is close to the point of fixation (the black cross), where the microsaccades make the most impact. Troxler’s fading is strongest when the image has low contrast and is blurred, since visual signal strength can be boosted in response to sharp contrast. The high contrast of the cat’s smile means that part of the image remains while the rest fades away. I find Troxler’s fading as incredible now – each time I see the cat’s face disappear – as I did when I first encountered the illusion. I am strongly inclined to agree with Alice’s thoughts upon parting from the Cheshire Cat in Wonderland:


 


Well! I’ve often seen a cat without a grin, but a grin without a cat! It’s the most curious thing I ever saw in my life!


 


Sensory adaptation can be advantageous – allowing the brain to focus more clearly on new or changing stimuli, rather than being overwhelmed or preoccupied by old or unchanging ones. It provides us with the ability to remain sensitive in response to a dynamically changing environment, which explains its ubiquity across all the senses. However, as we saw in the case of the Conagra explosion, the same process can have disastrous consequences when it causes us to tune out a vital signal in our environment.


Creatures of habit


Habituation is another way in which our brains filter the environment for us. The phenomenon is characterised by a decreased behavioural response upon repeated exposure to a stimulus.32 If upon receiving the stimulus on multiple occasions nothing bad or good happens to us, then we learn that that stimulus can safely be ignored: most seasoned London commuters don’t jump out of their skin when their carriage jolts over the points or when the brakes start screeching; a frequent flyer won’t usually react to turbulence in the same way that a novice might.


The definition of habituation sounds similar to that of sensory adaptation. The main difference, however, is that with habituation, we still perceive the stimulus, but we simply stop responding to it because experience has taught us that it is not important. Habituation clearly has its uses – allowing us to safely ignore unthreatening or unrewarding signals in the environment. However, just as with sensory adaptation, our brains causing us to effectively ignore potentially important cues in the environment can be dangerous. Alarm fatigue is probably the best-known example of detrimental habituation.


On 9 January 2022, just as Karen Dejesus was finishing cooking breakfast for her son and her three-year-old granddaughter on a Sunday morning, the fire alarm went off. So frequently did the alarm sound throughout her Bronx apartment block, without there ever having been a real fire, that Dejesus and her family thought nothing of it. Many of the other residents of the building did the same. ‘So many of us were used to hearing that fire alarm go off, it was like second nature to us,’ she told the media. Thirteenth-floor resident Luis Rosa also testified that he believed it to be a false alarm. Unfortunately, it wasn’t.


Too late, as the smoke started to seep in under her door, Dejesus realised that the increasing clamour coming from down the hallway was the desperate pleas for help coming from her fellow residents. ‘Not until I actually saw the smoke coming in the door did I realize it was a real fire, and I began to hear people yelling, “Help! Help! Help!”’


Having ignored the alarm, it was too late for Dejesus and many of her neighbours to escape their third-floor apartments via the smoke-filled stairwells. Terrified, she and her family sheltered towards the rear of her apartment and waited – for deliverance or for death. ‘It was so scary,’ she recalled. ‘Just the fact that we’re in a building that’s burning and you don’t know how you’re going to get out. You don’t know if the firefighters are going to get to you in time.’


Fortunately for Dejesus and her family, firefighters who had battled through the smoke-filled hallways eventually found their way to her apartment and helped the three family members to climb down the fire brigade’s ladders to safety. Sadly, many of the other residents of the apartment block were not so lucky. In total, the fire claimed the lives of seventeen residents including eight children, making it New York City’s most deadly fire for thirty years. Undoubtedly, habituation, caused by frequent false alarms, contributed to this unwanted record.


Habituation helps us to ignore those stimuli in the environment that we have learned, through repeated exposure, don’t either signal danger or offer the promise of reward. When it comes to alarm fatigue, the decision to ignore the signal may seem like a purely conscious one – the Bronx residents heard the alarm, and ignored it – but in reality, habituation to a stimulus usually involves adaptation at the neural level, too. When presented repeatedly with the same stimulus, sensory neural pathways adapt or reduce their responsiveness. An alarm that we have come to expect doesn’t produce the same unconscious neural or automatic physiological responses as one which we are not expecting.


If we really want to counter alarm fatigue, we might think about using multi-sensory cues (for example, flashing lights, as well as a noise) or changing the tone or pattern of the alarm, so we are not able to habituate to it so easily. Ultimately, though, we need to reduce the number of false positives which have taught us that the alarm is essentially meaningless. How we do this depends on the type of alarm we are dealing with. If we want to warn residents of a fire, for example, then a multi-sensor alarm, which sounds only when it detects smoke and heat, would help to reduce false alarms caused by someone burning the toast or spraying an aerosol close by.33


In high-risk workplaces, like construction sites, it would be a fair assumption that the majority of accidents occur at the beginning of a project: teams have yet to become accustomed to each other, protocols have yet to be established, workers are often getting used to novel equipment and are working in potentially unfamiliar surroundings. While it’s true that there is the potential for high numbers of workplace accidents in new projects, these shortcomings are often mitigated by extra training and caution. Among the most dangerous times of any manual job, be that on a construction site or on a home DIY task, is towards the end of a project as time is running out and workers have become habituated to the risks. The problem lies in the fact that the more we do something potentially dangerous without a negative consequence, the harder it becomes for us to remain cognisant of the risks associated with the activity.34


If you’ve ever used a chainsaw, you will know that your acute appreciation of the associated risks when you first start out is almost so strong as to prevent you using the contraption at all. Yet, as you become accustomed to the tool and survive its use multiple times with limbs intact, the idea that chainsaw use is not as dangerous as you originally thought is reinforced. Consequently, you might begin to take shortcuts that you would never have dreamed about when starting out, so increasing the risk of an accident. The UK’s Health and Safety Executive’s investigations into chainsaw accidents show that ‘most fatal and major injuries involve chainsaw operators taking shortcuts and not following good practice guidance’, usually to save time. To give you an idea of the scale of the issue, the US Centres for Disease Control and Prevention estimates that there are 36,000 chainsaw injuries each year and around 250 deaths. These injuries and fatalities are not the actions of cautious first-time users, but of more experienced, yet habituated operators.


Just as with home DIY projects, when complacency sets in at the workplace people begin to believe they can cut corners without consequences. It was estimated that 2017 saw 350 fatal and almost a quarter of a million non-fatal accidents in US construction workplaces.35 In many of the fatal accidents in which pedestrians are struck by construction vehicles, for example, the vehicles are travelling at less than 10 mph. The drivers fail to see the pedestrians, while the hapless victims may simply not heed the warning alarms of the approaching vehicles. All too often, it’s only when there is an accident that our sense of risk is properly reset.36 This is known as dishabituation.


Through dishabituation, our original heightened response to an overly familiar stimulus is recovered. It could be because of a change in frequency or appearance of the original stimulus to which we have become habituated or its prolonged or notable absence making it appear novel and noteworthy when it returns. I would say that I became habituated to the weekly fire drills that occurred at my work on Wednesday mornings, so that I hardly even broke conversational stride when a test alarm went off in the middle of a meeting. After a year of working from home on Wednesdays and, consequently, missing the alarm tests, the first Wednesday I came back, the alarm had me scrambling towards the nearest exit, until it ceased a few seconds later.


Dishabituation can also occur if the action we have become familiar with produces a different response, which reawakens us to the potential importance of the practice. Most of us who drive probably rate ourselves as very safe drivers. Some people are sufficiently sure of their abilities that they will take risks like using their mobile phone or driving well above the speed limit. The more times they undertake this risky activity and get away with it, the more habituated they will become. This is often referred to in the safety literature as normalisation of deviance, whereby a risky behaviour or deviation from the accepted standards that does not lead to a negative consequence can become reinforced or ‘normalised’. However, there is evidence to suggest that having been involved in a risky behaviour like speeding that leads to an accident does make drivers more likely to stick to the speed limit in the future.37


It goes without saying, though, that car accidents are a dangerous (and not to mention expensive) way to become dishabituated to speeding. In the UK, speed-awareness courses, offered in lieu of driving licence penalty points, aim to have the same dishabituating impact. During the course, drivers who have been caught speeding are vividly reminded of the dangers of driving too fast, without having to experience the consequences of crashes first-hand. These courses have been shown to be more effective at reducing repeat offending in drivers caught speeding than simply fining them and giving them points on their licence.38


Your undivided attention


While I don’t text while I’m driving, since it is strictly against the law and high-profile media campaigns have reinforced this message strongly, until recently I did make voice-activated phone calls. I used to call my dad every week on the motorway on the drive back from work. The physical actions associated with texting – namely, looking at the phone and taking your hands off the wheel – present very obvious dangers, seeming to provide a complete explanation for why texting is associated with crashes. 39, 40 However, some of the risk associated with texting is actually due to the fact we are not focusing our brains’ full attention capacity on the road.41 As such, despite not using our hands or looking away from the road, much of the risk associated with texting while driving is retained when making a phone call – even a hands-free one.42 In fact, most of the research into the talking-while-driving question suggests that there isn’t a huge difference in the impact of talking on hands-free or hand-held devices.43 A substantial part of the danger associated with mobile-phone usage is not the lack of physical capacity to control the vehicle, but the fact that your mind is somewhere else and potentially unable to respond to hazards in the appropriate way.44 Conversing with passengers tends to have less of an impact than talking on the phone, since people sharing the vehicle with the driver often stop talking or even assist them by pointing out hazards when conditions are difficult and the risk of an accident is higher.45


Well over 90 per cent of car crashes are thought to be caused by human error.46 Among the most frequently cited driver-related reasons for crashes are ‘recognition errors’, as opposed to ‘decision errors’ (for example, driving aggressively or driving too fast), ‘performance errors’ (for example, improper directional control or panic) and ‘non-performance errors’ (for example, falling asleep at the wheel or medical emergencies).47 Recognition errors include ‘driver’s inattention, internal and external distractions, and inadequate surveillance’.48 Studies which place participants in a driving simulator have shown that drivers having (even hands-free) phone conversations react more slowly to a vehicle braking in front of them than those who are not.49 Other simulator studies have demonstrated that the crash risk for people driving while making a call is roughly equivalent to that of people driving on the border of the legal blood-alcohol limit.50


When I used to call my dad in the car, I liked to do it on a long, quiet stretch of motorway and to have finished the call before I had to turn off, because I was aware that navigating the junction requires significantly more concentration than driving along the long, straight motorway. To emphasise this point, instead of making phone calls, I now like to while away my long commute with an audiobook. I have no problem following the story on the easy-to-navigate, straight motorways, but when I negotiate a junction to get on or off the motorway, I often find I have missed a minute or two in the audiobook because my attention has automatically refocused on the driving and not on the narrative.


Incidentally, this explains, to some extent, why listening to audiobooks or music is not associated with a hugely increased risk of road-traffic accidents. When attention is required for driving, it can automatically be diverted from the passively attended audiobook, whereas we find it much harder to do this when in the middle of an engaging, interactive conversation, which requires us to be either actively listening or speaking coherently. In fact, it has been shown that drivers listening to an audiobook in uncomplicated driving conditions tend to respond more quickly to hazards than those not doing so, although that trend is reversed in more complicated driving conditions.51 The hypothesis behind the beneficial audiobook effect is that listening to something on a long, monotonous journey might mitigate the impacts of fatigue and boredom, which are also associated with car crashes.52


Drivers engaged in mobile-phone conversations have an increased risk of accidents because they miss vital indicators on the road due to cognitive distraction. This is an example of the phenomenon known as inattentional blindness.53 When our attention is focused on a particular task, we may miss stimuli we are not expecting. We don’t miss the signal due to neural or physiological saturation, as was the case with sensory adaptation, nor does inattentional blindness result from overfamiliarity with a stimulus, as we found to be the case with habituation. By definition, inattentional blindness only applies to a stimulus we are not expecting to see. Instead, the phenomenon simply results from our attention being focussed somewhere else. The leading theory which explains the phenomenon is that we are limited by a fixed perceptual load or capacity.54 When our brains are involved in an activity that requires a substantial amount of processing, there is only limited cognitive capacity remaining to take in other perceived stimuli, so we effectively ignore them.


A spotlight is a useful and often-employed metaphor for attentịon. The world is then a scene full of stimuli competing for our atteṇtion. The spotlight cạn move around, highlighṭing different aspecṭs of a scẹne, leaving the other features unexamiṇed in the dark. Perhaps one of the most imporṭant and fascinating features of attentịon is that, to some degree, we have cọntrol over what we choose to focus the spotlight on. You will have experieṇced tạlking to someone in a crowded, busy room, with lots of conversations and other noises going on in the background – at a party, for exampḷe – but still being able to focus on and understand the person you are talking to.


This aḅility isn’t simply a function of their proximity to you. If you want to, and this is a dangerous game, you can tune out the person you are taḷking to and tune in to another conversation in the background. This is partịcularly tempting if you hear your name being spoken close by. Iṇdeed, the very fact that you may notice your name coming up in a nearby conversation, to which you are not actively listening, sheḍs light on your attention-processing machiṇery. Both the auditory stream you are paying attention to and the background noise are processed through the same neural pathways, but the strẹam you are actively attending is given higher priority. However, if, in the background, there is a potentially salient signal, like a loud noise or your name being spoken, it is possible for your brain to involuntarily switch and highlight this piece of information to you.55 You can then actively chooṣe to redirect your attention to listen to the other auditory stream. The risk, of course, is that you miṣs something important in the conversation in which you are currently involved, because sadly, it is very difficult to split the spotlight and focus your attention sufficiently on two conversations at once.


Psychologist Colin Cherry dubbed this selective auditory attention the cocktail-party effect, for precisely the reasons described above.56 In his experiments, Cherry asked his subjects to focus on one of two auditory messages played simultaneously – one in each ear – and asked the participants to repeat, word for word, what they had heard.57 He found that people were easily able to recall the message they had been asked to focus on, but could remember almost nothing of the other. In fact, he found that he could make all sorts of tweaks to the unfocused-upon message – like changing the language it was spoken in or running the message backwards halfway through – with most of the participants not even noticing.58


This is another example of inattentional blindness (a catch-all term used for all the senses, although in this case, similar to the example of the Air France pilots missing the stall alarms before they crashed, as described in the Introduction, perhaps more appropriately referred to as inattentional deafness) – our propensity to miss stimuli, not because our senses fail to capture them, but because we lack the cognitive resources to process them. The best-known example of inattentional blindness is probably the ‘Invisible Gorilla test’, dreamed up by psychologists Daniel Simons and Christopher Chabris.59 If you’ve not seen a version of the experiment, then it might be worth stopping to google it, because when I describe it, it might sound too ridiculous to be true. A particularly good version of it has been recreated by Transport for London, in which the gorilla is replaced by a moon-walking bear, highlighting the dangers of missing cyclists due to inattentional blindness on the roads.


In short, as a viewer of the original Invisible Gorilla test, you are presented with two teams of basketball players (wearing either white or black clothing) and asked to count the number of passes completed by the white team. While your attention is focused on this task and the players move about the screen, a person in a gorilla costume enters the scene and makes their way between them in such a way that they are almost never in the region of the screen on which your attention is focused as you watch the passage of the ball. It is quite possible, as you focus on the cognitively demanding tasks of tracking the ball and counting passes (and indeed, it happens to most people if they see the video without prior expectations), not to see the gorilla at all, even when it stops, turns to face the camera and thumps its chest.60 This highlights both the power and the dangers of inattentional blindness.


Inattentional blindness occurs in the real world, too. For people who work in offices, if I asked you, would you honestly be confident to tell me the location of the nearest fire extinguisher to your workstation? Despite these objects being deliberately and conspicuously placed and being coloured a bright red so that we notice them, only 24 per cent of subjects in a 2012 study were able to correctly identify the location of their nearest fire extinguisher.61 This might be partly attributable to habituation, but even when we enter new venues, many of us walk straight past these potentially life-saving objects without taking them in. If our attention is directed elsewhere, we are effectively blind to them.
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