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Introduction



Science has proven extraordinarily successful in helping us to understand and manipulate the physical world. We understand the universe we inhabit well enough to safely land a space probe on a moon of Saturn and send pictures back, after that probe has spent nearly seven years in space, travelling more than a billion miles. We understand the physics of materials so well that we can reliably engineer microprocessors with components whose size is measured in billionths of a metre. And we understand the operation of viruses well enough to develop and roll out vaccines for a deadly new viral disease within a year of its discovery, saving millions upon millions of lives. Well, so much for the physical world. But where is the comparable science of our social world? What are the Newton’s laws of motion for human relationships? What is the Higgs boson that explains why your boss ignores your demands for a raise? What is the Einstein theory of relativity that tells NATO how to navigate the crisis in Ukraine?


In this book, I want to convince you that game theory provides an important part of the answer. Game theory is a mathematical theory that aspires to understand situations in which self-interested parties interact with one another. It traces its origins to the work in the 1920s of the brilliant Hungarian-American mathematician John von Neumann, who was intrigued by the following question: Can mathematics help us to understand how to play games like poker? The parties interacting in a game of poker are the players, and it is obvious what their self-interest is: they want to win (and thus want other players to lose). Von Neumann effectively solved this problem (although not, as it turns out, in a terribly useful way), and the title that he chose for the 1928 article that presented his work was ‘Zur Theorie der Gesellschaftspiele’ – ‘The Theory of Parlour Games’. It is from this work that game theory received its name. But many misconceptions arise from this unfortunate use of the word ‘game’, for game theory is emphatically not concerned only with recreational pursuits. It is relevant to every situation in which self-interested parties interact with each other. The parties could be you and your boss negotiating over a pay rise; they could be companies deciding which new products they will take to market, while closely studying the products of their competitors; they could be a husband and wife in the daily dance to find a mutually satisfactory equilibrium in their marriage; and indeed they could be global powers trying to navigate their way through an international crisis, with nothing less than the future of human civilization at stake.


I have taught game theory at the University of Oxford for a decade. Over the last 30 years, I have taught many different subjects, from dry-as-dust mathematics to hands-on robotics, but my experience of teaching game theory has been unique. I find that students are engaged with the subject (and occasionally enraged) in a way that simply does not happen when I teach computer programming or calculus. My students find game theory so engaging because they can see it has something to tell us about why things are the way they are – and why it is, despite our fervent wishes, so hard to make a better world. It isn’t just a bunch of abstract mathematics – it really does relate directly to situations that we encounter and read about every day. When we see the UK and EU loudly making noises about ‘no compromise’ in Brexit negotiations, game theorists recognize the symptoms of what they call a Game of Chicken. Understanding that Brexit is a Game of Chicken enables us to better understand the key issues and dangers, and how these dangers might be safely navigated. When we see nations cheating on their agreement to reduce CO₂ emissions because they are worried about the effect that reducing carbon consumption will have on their economies, even though we would all be better off if all the nations of the world did indeed reduce emissions, we can see a Prisoner’s Dilemma play out, and this helps us to understand what it takes to find a solution that really works. But game theory is not some fairy dust that will magically solve all the world’s social and economic problems. Far from it: there is a long history of naive attempts to apply game theory failing embarrassingly. But, properly understood, it does help us get a better insight into the issues at stake – and, crucially, into just what it takes to make things better.


I have also found that students question game theory much more than other subjects I have taught. When I present a mathematical proof, students might be bored or uninterested, but they don’t argue with me when I tell them that 2 + 2 = 4. But that is pretty much what they do when I teach game theory. ‘That can’t be right!’ is the indignant refrain. My students respond in this way because the solutions provided by game theory can often seem at odds with our sense of natural justice, or even common sense. Game theory asks questions that make us uncomfortable. It demands that we think very clearly about the things we care about, and it asks to us to decide what our priorities are in situations where even asking that question can feel immoral. And it often tells us things that we’d rather not hear and may find difficult to accept.


For all that my students wholeheartedly engage with game theory, and I very much enjoy teaching it, game theory as a discipline is, well, a little problematic. For decades, the subject suffered from a very poor press. If economics is the ‘dismal science’, as the nineteenth-century historian Thomas Carlyle claimed, then for a long time game theory was its despised offspring: unfeeling, cold-hearted . . . monstrous. These negative perceptions arose because, as we will see in this book, game theory became closely associated with Cold War thinking about how to fight a nuclear war. The popular stereotype was that game theorists were emotionless, sociopathic robots, busy calculating with their slide rules how to inflict the maximum nuclear carnage on an enemy, while at the same time coldly deciding how many megadeaths would count as ‘acceptable losses’. Game theorists, it seemed, treated the ultimate human nightmare of global nuclear conflict as if it were nothing more than a game.


For all that the dark clouds of distrust and distaste that hovered over the subject from the 1950s to the 1970s have since largely dissipated, game theory still arouses passionate opinions. It still suffers from being perceived as advocating naked selfishness: an ‘every man for himself’, ‘greed is good’ caricature of human behaviour. According to this interpretation of game theory, we should all be heartless Machiavellis, endlessly scheming to get the best outcome for ourselves, and the devil take the hindmost. If we were indeed all like that, then our world would be grim indeed. But the world is not like that; at least, not always. We witness acts of generosity, kindness, altruism, and empathy every day. And because these things clearly exist in our world, this means for the naysayers that game theory must be wrong – or only capable of dealing with purely selfish individuals (and why should we concern ourselves with these loathsome creatures?).


While game theory is certainly concerned with self-interest, this does not mean the field is about nothing more than greed. Saints and sinners are accommodated equally well within game theory: it applies to those whose only purpose is the welfare of others just as much as to those whose only concern is their bank balance. All that game theory requires is that a decision-maker has preferences. And saints have preferences; it’s just that their preferences are very different to those of sinners. The content of those preferences is not within the purview of game theory. We might wish that the preferences of sinners were not what they are, but that is not an issue for game theory – it is an issue for society. Game theory simply asks what the consequences of those preferences will be.


The conceptual vocabulary of game theory that I will introduce in this book enables us to look at strategic settings and begin to understand their structure and how rational actors could or should behave. This is the stereotypical view of game theory: as a tool for understanding strategic decisions and for helping to make better decisions. This is the game theory of John F. Kennedy trying to find a way forward in the Cuban Missile Crisis, the game theory of companies trying to negotiate a new deal with their suppliers in a competitive market, and the game theory of global powers trying to secure a mutually satisfactory way to end a bloody conflict. But much of modern game theory comes from a completely different direction: it asks what if you could design a society – what if you could choose the ‘rules of encounter’ by which we would all live? Crucially, game theory gives us insights into how we might design the structures of society so that the result is in everyone’s best interest, and where these structures will in fact survive because they are compatible with the incentives of those that populate the society. This area (‘mechanism design’ to give it its technical name) has been one of the most active areas of research in game theory over the past 20 years. It tells us what we must do in order to build social structures that will work in reality rather than just in our aspirations. This latter point is one of the main takeaways of the book: that we can use game theory to help us understand what is needed to make things better. All too often, our plans to make a better world come to nothing because we fail to understand and take into account the motivations and incentives of those involved. Game theory provides a key part of that understanding.


The book is structured around 21 lessons. Each lesson begins with a story that illustrates a particular game-theoretic scenario. The stories of game theory (the Prisoner’s Dilemma, the Game of Chicken, the Stag Hunt) are part of the folklore of the subject – and they are part of what makes teaching it so fun. Each game introduces different game-theoretic concepts, and in each lesson I talk through these concepts, the issues they raise, and how game theorists go about analysing them. I will of course relate the games we’re looking at to situations in the real world, such as the Cuban Missile Crisis, which no book on game theory can ignore, as well as more unusual examples, such as the auction of the Roman Empire in 193 BCE.


Along the way, we’ll meet some of the main characters in the development of game theory – beginning with John von Neumann, who wanted to use mathematics to win at poker, through the troubled genius of John Nash, who produced seminal results in the field before succumbing to decades of paranoid schizophrenia, through to the present day, and the work of Hal Varian, whose work explains which adverts you see when you search for something on Google.


In telling the story of game theory, I want to dispel some of the ongoing misconceptions and myths around the field – for example, to show why it is not about greed in the everyday sense of the term. I will argue that game theory is not a Cold War bogeyman but a tool that helps us understand our world and how to make it better.


Finally, I want to convey my fascination with the subject. Game theory is a rich and deep subject, every bit as full of profound results and head-scratching paradoxes as quantum theory or relativity.


Note that this is not a textbook. Game theory is a mathematical theory, which can only really be properly expressed in the language of mathematics, but for obvious reasons I have avoided mathematics throughout. Instead, I have tried to explain the concepts and results without being technical. (This is not easy given that I have spent my entire professional career learning to use the language of mathematics to express myself.) I have tried to be as precise as possible, but I trust that readers familiar with game theory will accept that in writing a book like this I am painting a finely detailed picture with a very broad brush. I hope I have not misrepresented things too much, even if at times I have resorted to explanations that may be perilously close to what mathematicians call hand waving (when they say this, it is not a compliment).


Before I leave this introduction, I should add an important caveat. This book is called Life Lessons from Game Theory. I chose this title because I wanted to emphasize that game theory is applicable not just to parlour games or nuclear standoffs but throughout our economic, political, and social lives. I also wanted to emphasize that game theory can truly help us understand our world and perhaps gives us some insights into how to make it better. But game theory is not some magic elixir that will turn you into a strategic mastermind. That would be exactly the wrong message to take away. Every concept in game theory relies on a raft of assumptions, and, if these assumptions don’t match the scenario you are contemplating, then that game-theoretic concept will likely be of no value in helping you to understand it. Moreover, any real-world scenario of reasonable complexity will have so many features (many hidden from view) that producing a faithful game-theoretic model may for all practical purposes be impossible. There are many, many ways in which naive attempts to apply game theory can go wrong. So, don’t blame me if you lose your job after presenting your boss with an ultimatum.


One final point. As I noted above, the book features many of the characters who defined the field of game theory. As such it reflects the historical demographics of the field – dead white men feature prominently. Women and ethnic minority groups were historically under-represented and marginalized in mathematics and economics. The field is different now – but like so many subjects in science and technology, there is still a long way to go before it reflects the makeup of society.


Enough. Let’s move on to our first game, and our first lesson.










Lesson 1



It isn’t all about money and it isn’t all about greed


Alice and Bob can share a dollar,1 on condition that they can agree how to share it. The rule they must use for making an agreement is as follows:




	Alice first makes a proposal for how to divide the dollar between them.


	Bob must then either accept or reject Alice’s proposal: if he accepts, then the dollar is divided as per Alice’s proposal; but if he rejects, then neither of them get anything.





If you were Alice, what would you propose?


And if you were Bob, how would you respond to that proposal?


This is the Ultimatum Game. It’s one of the simplest meaningful games considered by game theory. Simple as it is, the analysis of it – how we can understand it in game-theoretic terms, and how people actually play it – is very revealing. We’ll begin by analysing the game; then we’ll see how this analysis stacks up against reality. In order to do that, though, we first need to fix the conceptual vocabulary that game theorists use to understand games.


Game theory aspires to understand all situations in which self-interested parties interact. The parties involved – the players, in the terminology of game theory – could be human beings, companies, governments or governmental organizations, animals, or even computer programs. They might be a couple arguing about whose turn it is to clean the dishes, or a parent and child negotiating about how much screen time the child is allowed before bed. They might be two companies competing in a global market, independently deciding what products to send to market and how to price them. Or they might be governments trying to reach an international agreement on reducing CO2 emissions. Indeed, they can be anything you can think of that can be interpreted as if it has preferences and makes decisions. There is even an argument that genes – the basic building blocks of life on Earth – can be interpreted as players in a game, in which they prefer to maximize their chances of proliferating. The scope of game theory – and its implications for social interactions of all kinds, from microscopic genes up to global conflicts – is thus very broad indeed.


The game-theoretic analysis of all such situations starts from a very small set of assumptions:




	Players must make choices, and these choices have consequences – but individual players don’t uniquely determine the consequences; the consequences also depend upon what other players choose.


	Players have preferences with respect to the possible consequences of their collective choices.


	Players will try to bring about their preferences, given the resources that they have at their disposal (the information they have, the time they have available to figure things out, and so on).





That’s it. Pretty much everything in game theory follows from just these assumptions. So, before we go any further – and before we can dig into our first game – we’d better try to understand what they mean.


First, choices. We spend our lives making choices, either consciously or subconsciously. My choices began this morning when I had to choose whether to get up or stay in bed a little longer, what to have for breakfast, whether to walk or bike to work, and so on. In one sense, everything it means to be human reduces down to the choices we make. We are, ultimately, defined by the stream of choices we make from infanthood through to the final moments of our waking life. Game theory restricts the consideration of choices to the particular scenario at hand. For example, in navigating an international conflict, the belligerents must choose a strategy that defines how they will make their choices. Such a strategy need only be concerned with issues and choices relating to the conflict at hand. It will specify a decision for all possible eventualities (‘if House Lannister invade the North, then we will cut off the Kingsroad; if they invade the Vale of Arryn . . .’). In playing a game of chess, we similarly choose a strategy, and this strategy need only be concerned with the game itself: a strategy for the respective player will define a move to be made for all possible plays of the game. Strategies, in the sense of game theory, thus include everything from individual decisions through to highly complex conditional plans.


When every player has made their choice, and enacted their chosen strategy, then the game will have an outcome: one player will win the game of chess (or possibly the game will be a draw); the conflict will reach a conclusion of some kind; one company will win out in the marketplace, the other will lose out; and so on.


The second assumption of game theory is that players are not indifferent about these outcomes. They care about them: they have preferences over them. These preferences may be obvious: normally, we prefer to win a game of chess rather than lose; a country prefers to win a war rather than lose it; a company prefers to succeed in the marketplace rather than fail. Sometimes, preferences may be less obvious, and we may not even be aware of them.


The way that game theory captures preferences is very simple. It simply demands that, for every possible pair of outcomes of the scenario at hand, players can rank them. Let’s see an example.


I offer you a choice between an apple and a pear.


Which do you choose?


If, when presented with this choice, you reliably choose a pear, then you have revealed your preferences: you prefer pears over apples. Suppose I then change the offer:


I offer you a choice between an orange and an apple.


Which do you choose?


If, in response to this offer, you reliably choose apples, then we might conclude that we have completely nailed your preferences: through the choices you made, you have revealed that pears are your most-preferred fruit, then apples, and finally oranges.2 But suppose I make you the following offer:


I offer you a choice between a pear and an orange.


Which do you choose?


Now, suppose in response to this offer you reliably choose oranges. At this point, a game theorist would throw up their hands in despair and have nothing more to do with you, because the preferences you have revealed are irrational. They make no logical sense. If you prefer pears over apples and apples over oranges, then logically you should prefer pears over oranges. But you just contradicted that: you prefer pears over apples, apples over oranges, and oranges over pears. Preferences of that kind are irrational, and to get anywhere with game theory we need rational – logically consistent – preferences. Game theory can only work with players that have coherent preferences – but that is the only demand that game theory makes about preferences.3


It isn’t hard to see why we demand preferences that are consistent in this sense. If you are irrational in the way I just described, then I can turn you into what economists charmingly refer to as a money pump. Suppose you are currently holding an apple, and I hold a pear and an orange. Then I can offer to swap your apple for something you would rather have – a pear – for a small amount of money (let’s say one penny). Now you hold a pear, and I hold an apple and an orange (and a penny). But you prefer oranges over pears. So again, I can offer to swap your pear for an orange in return for a small amount of money (say one penny again). Again you accede, since you prefer oranges over pears. Now you have an orange, I have an apple and a pear (and two pennies). But you prefer apples over oranges, so I can generously offer another swap . . . and we’re back where we started from. I have an orange and a pear, and you have an apple – except that you are now three pennies worse off, and I am three pennies better off. And since you clearly aren’t very smart, we can start the whole process again and repeat it ad infinitum: eventually, I will grind you down into poverty. You don’t want to go through life as a money pump: rational preferences are called rational for a reason.


The final element that makes up our foundation for game theory is the assumption that a player will try to accomplish their preferences as best they can, given the resources at their disposal. The mathematics of game theory assume a version of this idea called perfect rationality. Essentially, this amounts to assuming players are perfect reasoners and have infinite resources at their disposal when deciding what to do. This doesn’t of course match the reality of humans – or human organizations – very well, so it’s important to understand that this is an idealization. But if the scenario at hand is sufficiently simple (and many of the examples we’ll look at are indeed simple), then it isn’t an unreasonable idealization.


We have now seen all we need to define Homo economicus, the ‘economic human’ who will feature in all the games we will look at, and all the lessons in this book – and whose modest back is laden with the entire edifice of game theory and much of economics besides. We say someone is ‘rational’ in game theory if we can understand them through the lens of Homo economicus. A rational player is simply someone (or something) whose behaviour can be correctly predicted by attributing to it a coherent set of preferences, and rational choice (i.e., doing their best, given the resources available to them, to make a choice that will bring about their most-preferred outcome).


It’s a simple idea, but it is surprising how contentious it is.


A common fallacy occurs when we argue that someone (or something) is not rational because they aren’t revealing the preferences that we think they should have. Consider the case of Russian president Vladimir Putin and his behaviour since the beginning of the Ukraine conflict in February 2022 (ongoing at the time of writing). A common refrain has been that Putin’s actions in taking his country to war in Europe have been irrational because his actions have not been in the interests of Russia. The war has turned Russia into a pariah state, has led to the deaths of tens of thousands of members of the Russian military (and countless more injuries), and has been economically catastrophic for the country. Surely no rational leader would take their country down such a disastrous path? Such arguments utterly miss the point. Putin is a rational actor if, and only if, there is some set of coherent preferences that explain his actions. Those preferences do not need to be aligned with the best interests of the Russian state or (a different thing) the Russian people. And Putin himself doesn’t need to be able to articulate what those preferences are; he needn’t even be aware of them. All that matters is that we can explain his behaviour by attributing some logically coherent set of preferences, and rational choice. The questions of whether or not you or I like those preferences, whether or not they are ethical, and indeed whether or not they are in the interests of the Russian state or Russian people, have nothing to do with the question of whether Putin is or is not rational.


As an aside, notice that what Putin says about his preferences – what game theorists call a preference report – is largely irrelevant. We can’t rely on preference reports to help us understand a player’s preferences. Preference reports are notoriously unreliable as a tool for understanding rational action. UK voters say they support the National Health Service – but historically they have repeatedly voted for a party with a track record of underfunding the NHS. We say we care about the environment – but then we fly thousands of miles for a short holiday in a far-off country three times per year, and we run a two-car household. We say we value the arts – but we decline to support them with anything more substantial than words of encouragement. In each case, our preference reports – what we say we care about – are at odds with the preferences we reveal through our actions.


Thus, the content of our preferences is completely outside the scope of game theory. If we can find a logically coherent set of preferences that explains your choices, then you are a rational actor and your behaviour is amenable to game-theoretic analysis.


A related misconception is that game theory is solely concerned with selfishness or greed. The following example illustrates.


A teenager has a seat on a crowded bus. An elderly person gets on the bus. The teenager gives up their seat for the pensioner. It seems obvious that keeping the seat would have been the best thing for the teenager. And so game theory cannot account for even this small act of altruism.


Again, game theory in fact has no problem at all embracing the preferences of our saintly teenager, or any other altruist. Acting in pursuit of our preferences doesn’t mean being ‘selfish’ in the everyday sense of the word. To reiterate the point I made earlier, all that we demand is that we can attribute some coherent set of preferences that explain our teenager’s actions. It doesn’t matter whether those preferences are saintly or despotic: the theory will work equally well in either case, and, in particular, it has no difficulty embracing altruism (in Lesson 10, we will see that game theory interpreted in the context of evolutionary theory actually explains altruism in some cases).


Yet another fallacy is that game theory assumes avarice. This arises in part because of the mathematics that underpins game theory, and in particular the concept of utility. Game theory aspires to reduce questions of preference and rational choice to mathematical calculations. In order to do that, we need some way of representing preferences mathematically. The standard approach is to use numbers to capture preferences: for every outcome, we associate with it a number – the utility of the outcome – where bigger numbers mean more preferred. So, to capture the fact that Alice prefers pears over apples, and apples over oranges, we might define utilities accordingly:




	Utility of pears = 10


	Utility of apples = 5


	Utility of oranges = 1





Since 10 is greater than 5, and 5 is greater than 1, these utilities correctly capture the preferences.


The reason for using utilities in this way is that this makes it possible to reduce rational decision-making to a mathematical calculation. To find the rational choice, we simply have to calculate the outcome with the highest utility. In mathematics, this is called an optimization problem, and mathematicians have devised many clever ways of solving optimization problems.4


Utilities are completely ubiquitous in game theory, but we need to be very careful when we use them – it is easy to misunderstand what they are supposed to mean. It’s very easy to say things like the following:


Alice chose the pear because that maximized her utility.


Don’t ever say things like that. You’ll never have a game theorist for a friend if you do. Alice did not choose the pear because that choice maximized her utility. She chose it because it led to her most-preferred option out of the outcomes available to her. Nevertheless, if our utility values for Alice correctly capture her preferences, then she will act as if she is making choices so as to maximize her utility. This may seem like a fine distinction, but it is important, because game theory emphatically does not claim that people are trying to maximize utility. Rational individuals with coherent preferences will behave as if they were maximizing utility, because we chose the utilities to reflect their preferences. But game theorists absolutely do not claim that they are doing utility calculations every time they make a choice.


The use of utility values, and the idea of modelling rational choice as choosing an outcome that maximizes utility, is a fundamental cornerstone not just of game theory but of economics in general, and, more recently, of artificial intelligence (AI). In AI, we want to build computer programs that will do things for us. For example, we might want Siri on our iPhone to book us a holiday package. If Siri is going to be able to do this well, then Siri needs to know our preferences (I am uncomfortable with temperatures over 30 degrees Celsius; I don’t like long flights; good food and wine are important; a nice pool is more important than a beach; and so on). If Siri is given our preferences, then it can derive utilities for them, and book the holiday package that maximizes utility for me – the holiday package I most prefer.


The dream of having AI programs that can do this kind of thing is not new – I have been carrying out research on building these software agents for more than 30 years. A major obstacle that stands in the way of making it a reality is the problem of preference elicitation: how does Siri find out my preferences? Siri might give me a questionnaire, asking me about my holiday preferences, but, as I noted above, we are notoriously unreliable narrators when it comes to describing our preferences, and the preferences revealed by our actions frequently contradict those we describe. Instead, a standard idea in AI is to have Siri learn our preferences, by metaphorically looking over our shoulder and watching what we do.


Let’s return to the story from the beginning of this chapter. It’s called the Ultimatum Game. How would a game theorist go about understanding what’s going on here? The first question to ask is what are their preferences? The use of money in the game suggests that we should interpret money directly as preferences: Alice and Bob only care about money, the more the better. If Alice and Bob have preferences of this kind – where the only thing they care about is monetary reward – then consider the following strategy for Alice:


Alice proposes that they divide the dollar so that Alice gets 99c and Bob gets 1c.


Bob can either accept the proposal (and receive 1c) or reject it and get nothing. Now, if the only thing Bob cares about is money, then indeed his best response to Alice’s offer would be to accept, and he’d be 1c better off than he was before. You might find this analysis a little suspect, but I emphasize that the point here is that money is the only thing Bob cares about in this scenario, and even 1c is better than nothing. If he has such preferences, then it would be rational to accept.


However, that’s not what people actually do when they play this game. In experiments with people playing the Ultimatum Game,5 it turns out that the Alice player will typically offer something like 40c to Bob (i.e., Alice gets 60c, Bob gets 40c), and Bob will accept. We are at the very beginning of our game-theoretic journey, and we have already found what looks like a flaw in game-theoretic analysis. So, what is going on here?


There are two main issues. The first is that our analysis assumed that utility is equated with money. That is certainly allowed by game theory, but it is not demanded. Game theory would perfectly well cope with a player that preferred as little money as possible, or with individuals like my University of Oxford colleague Toby Ord, who in 2010 committed to giving away at least £1m of his lifetime earnings to charity.6 Remember, all that the theory requires is that each player’s preferences are coherent – the content of those preferences and why you have those preferences is irrelevant for the mathematics. We might personally think that such preferences are peculiar, but, frankly, it’s none of our business.


These experimental results show us that, for people playing the Ultimatum Game, utility is not the same as monetary reward. That is, players do not simply prefer to maximize income – other factors are influencing their preferences. Probably the most prominent amongst these are the norms that pervade societies – the informal rules of society that our parents and teachers try to instil in us, the ones that we pick up subconsciously in the playground, and the ones that our grandparents try to encourage by giving us worthy books as birthday presents. These are not laws – if you disregard them, you won’t go to prison. But you might suffer nonetheless. A teenager who fails to give up their seat on the bus is transgressing a norm (albeit one that is much less prominent today than it was 50 years ago). Transgress such norms repeatedly and society will, in the end, judge you.


Norms of fairness and cooperation are common. For example, a common fairness norm in many societies seems to be that a ‘windfall’ such as the dollar in the Ultimatum Game should be shared equally. Norms of cooperation tell us to be helpful as our default behaviour, rather than otherwise. When we try to understand the preferences – and hence incentives – of players in such scenarios, we need to take these other factors into account: money is not the only issue at stake.


It’s worth concluding this lesson by saying a little bit more about the relationship between money and utility. In the Ultimatum Game, above, we assumed that they were the same thing: money was the only determinant of a player’s preferences, the more the merrier. While this is not the right way to understand human preferences in general, for most of us money is nevertheless a crucial factor in determining the quality of our lives. More money means we can afford a better standard of living: better housing, education, healthcare, leisure activities, and so on. And most of us feel we would prefer some more of it. So, while money isn’t a magic ingredient for a happy life, for most of us our preferences are such that, if you try to model them using utilities, you’ll find that more money implies higher utility. If we dig a little deeper, though, the story gets more interesting.


In a seminal series of experiments in the late 1950s, US business researcher C. Jackson Grayson Jr did a series of experiments with workers in the oil industry to try to understand their attitude to money, risk, and utility.7 He was particularly interested in how different individuals, who might be called upon to make similar decisions, might in fact view risk differently, and how that might affect their decisions as a consequence. Through a series of questions, asking the workers to rank various possible alternatives, he was able to tease out utilities that describe their preferences over money. A typical graph of money (on the x-axis) and utility (on the y-axis) for small losses and gains is shown in Figure 1.


Individuals with a graph like this are not too concerned about a small loss of money, but as those losses increase they reach a threshold and they start to be much more concerned: utility drops off very sharply. Eventually, though, there will be a point where the graph has an inflection point: losing more money starts to matter less. This matches our common-sense understanding: there is frankly not much difference between owing $1 billion and owing $10 billion – they are both catastrophic, but one is not really much more catastrophic than the other in any practical sense. But what is particularly interesting in this case is what that says about attitudes to risk when severely in debt.


[image: A graph with money on the X axis and utility on the Y axis. A line curves gradually upwards.]

Figure 1: Money and utility.




Take the case of ‘rogue trader’ Nick Leeson. While working as a trader in Singapore for Barings Bank in the early 1990s, he made some unauthorized and risky trades. In the beginning, he got lucky – his trades made a lot of money for the bank and he was lauded as a trading genius. But Lady Luck eventually caught up, as Lady Luck inevitably does, and his reckless bets began to fail. Hiding his losses in an ‘error account’, he made progressively wilder gambles on the markets, apparently doubling the size of his bet every time. But one crucial bet went disastrously wrong when he gambled that the Japanese markets would remain healthy, only for Kobe, a major manufacturing and trade centre in Japan, to be hit by a devastating earthquake. His bets ultimately resulted in losses of $1.3 billion, and Barings – the second oldest merchant bank in the UK – went bankrupt as a direct consequence.


Put yourself in Leeson’s position after losing (say) $400 million. At this point, if you stop gambling and confess, you are going to go to prison. That’s pretty much a worst-case outcome for you. If you make another gamble and lose, you’re $800 million in debt. But for you that isn’t objectively any worse than the $400 million loss scenario: you are going to prison in both cases. But if the gamble pays off, you’ll be (possibly) off the hook, or perhaps looking at nothing worse than dismissal (which is much better than prison). So why not make the bet? Of course, if you lose, then a lot of other people are going to be much worse off – but for you, it’s not really any worse. The same reasoning explains why despotic leaders approaching the end of an unsuccessful war can be very dangerous indeed.


Looking at the right-hand side of the graph, as money increases so does utility – though the improvement in utility is not so dramatic as the decrease in utility for losing money. At some point, though, the curve starts to flatten: we see diminishing returns from increasing wealth. Again, this isn’t hard to understand. As I write this, the world’s top two richest people are Elon Musk (value $474 billion) and Jeff Bezos (value merely $251 billion). Musk is thus close to twice as rich as Bezos. They are both far out on the right-hand side of the graph. But what additional utility does Musk gain from that astonishing additional wealth? Bezos can do essentially anything that you can do on this planet with money. Musk can’t realistically get better accommodation, healthcare, education, food, wine, or entertainment than Bezos. That astonishing additional wealth just isn’t going to add anything meaningful. Perhaps we can all take some comfort from that.










Lesson 2



Don’t be a sucker


Career criminals Alex and Bob are collectively charged with a crime and held in separate cells, with no way of meeting or communicating. This is what they know:




	
if one of them confesses to the crime and the other does not, the confessor will be freed and the other will be jailed for three years (in the UK, we call this ‘turning King’s evidence’ – it tends to make you unpopular with other villains);



	if both confess, each will be jailed for two years; and


	if neither confesses, each will be jailed for one year.





The prisoners must each decide whether to keep quiet or to confess to the crime.


Alex and Bob are hard-boiled criminals, and the only thing they care about is minimizing the amount of time they spend in prison: nothing else matters to them.


How should they choose whether to confess or to keep quiet?


This is the Prisoner’s Dilemma: the most famous and, perhaps, the most infamous member of the game theory canon. Its notoriety derives from the fact that, as we will see, the game-theoretic analysis of the Prisoner’s Dilemma confidently advocates a course of action that runs strongly counter to our common-sense assessment of what is reasonable in this case. This has led many people to conclude that the game-theoretic analysis must be wrong, and it has even been taken as evidence that the entire field of game theory itself is fundamentally flawed. As a consequence, probably more nonsense has been written about the Prisoner’s Dilemma than on any other subject in game theory. If the Prisoner’s Dilemma were just an abstract mathematical invention, then I daresay nobody but insiders would have heard of it, still less have an opinion about it. But it is far from being an abstract mathematical puzzle. The reason we care about it is that it is ubiquitous: versions of the Prisoner’s Dilemma are all around us in the real world, relating to some of the most fundamental problems that we face in society and international affairs. If we can’t safely navigate through this most classic of problems, then we may all suffer as a consequence.


Let’s begin by looking at how game theorists analyse the scenario. Put yourself in Alex’s place, and consider the following reasoning:




	
Suppose Bob were to confess. Then I have a choice of confessing, in which case we both go to jail for two years, or keeping quiet, in which case I would go to jail for three years. Clearly, serving two years is better than serving three: so if Bob confesses, the best thing for me to do is confess.


	
Suppose Bob were to keep quiet. Then I have a choice of confessing and going free or keeping quiet and serving one year in jail. In this case, the best thing for me would be to go free – so if Bob were to keep quiet, I would do best by confessing.


	So, no matter what Bob chooses to do, the best choice for me would be to confess.





Based on this analysis, it seems very clear what Alex should do: confess. Alex has discovered that confessing is what game theorists call a dominant strategy. A dominant strategy is a choice that would be the best thing to do no matter what your counterpart does. From a game theory standpoint, the presence of such a choice is about as transparent and clear cut as it gets when it comes to deciding what to do: if a player has a dominant strategy available, then it could never be beneficial to choose anything else. Observe that the Prisoner’s Dilemma is symmetric: the analysis from Bob’s point of view is the same, and so Bob will conclude that confession is a dominant strategy for him also. In this case, we say that we have a dominant strategy equilibrium. It is called an equilibrium because the outcome is stable against the forces of self-interest – nobody has any incentive to move away from this outcome, because if they did, by the argument above, they could never be better off and may end up worse off.


The result of our analysis is thus that both players will confess to the crime and, as a result, both will serve two years in jail. So, imagine Alex and Bob pacing the exercise yard in Wormwood Scrubs, or Strangeways, or one of our other colourfully named British prisons. ‘But this doesn’t make any sense,’ says Alex. ‘The game theory experts told us to confess and so we’re doing two years in here; but if we’d both just kept quiet, then we’d both have been better off – we’d both only be in here for a year!’ Alex has put his finger on why the Prisoner’s Dilemma is called a dilemma: game-theoretic analysis gives a very strong recommendation (as strong a piece of advice as game theory can provide) and yet this leads to an outcome that is worse for all players than an outcome they could have obtained had they all chosen differently.


At first blush, therefore, it seems that game theory is giving Alex and Bob very bad advice indeed. Well, nothing compels them to follow my advice: they are free to choose whatever they want. So why don’t they just both choose to keep quiet? The problem is that if, say, Bob was to remain silent, then Alex’s best choice would be to confess – remember, the only thing that they care about is minimizing the time they spend in prison. This would give Alex the best possible outcome (going free) but would result in the worst possible outcome for Bob – the ‘sucker’s payoff’ – three years in jail.


Of course, if there were some way in which Alex and Bob could make an agreement that would bind them both to keeping quiet, then the dilemma evaporates. But if they can do that, then they are not playing the Prisoner’s Dilemma: we explicitly ruled out any way of meeting or communicating. In the real world, of course, binding agreements between people and organizations are often possible, for example in the form of legal contracts. As in the Prisoner’s Dilemma, the possibility of binding agreements makes outcomes feasible that would be impossible if players must make decisions and act alone. Game theory with the possibility of binding agreements is called cooperative game theory, and we will encounter it later in this book. Unfortunately for Alex and Bob, however, they are playing the Prisoner’s Dilemma, in which there can be no binding agreement.


The Prisoner’s Dilemma, then, appears to raise questions about game-theoretic analysis. And it’s important to confront these questions because our world is full of Prisoner’s Dilemmas, some of which relate to issues of global concern – possibly even up to questions about the continued existence of humanity.


The Tragedy of the Commons is an example of a Prisoner’s Dilemma that has a lot to say about the parlous state of our global environment and the challenges we face if we are serious about improving it. The idea was first described by the American ecologist Garrett James Hardin in a 1968 essay,8 in which he introduced the scenario through the idea of common land in a village. The land can be used by villagers to graze their livestock. If the villagers exercise moderation, then the land remains in good shape and they can all get some value out of it; but if they all overuse it, then it becomes of less value to everyone. More generally, any scenario in which there is some resource that can be shared but which degrades if it is overused is a Tragedy of the Commons. This is a Prisoner’s Dilemma because individual overgrazing takes the role of confession, while moderation takes the role of keeping quiet. The problem is that from any individual villager’s point of view the best outcome possible is for them to sneakily overgraze, while the other villagers exercise moderation. In this case, the land stays in good shape while our cheating villager exploits the common resource at will. But if everyone overgrazes, then the commons are degraded, and everyone ends up worse off as a consequence.


In the modern world, we see the Tragedy of the Commons play out in overfishing of international waters. A century ago the waters of the North Atlantic were teeming with cod, but, because of industrial overfishing and lack of regulation, by the 1990s the cod population had collapsed to just 1% of its pre-industrial levels. Now, in response to a situation like this, the fishing nations around the North Atlantic might sign an agreement to impose fishing quotas. If they all adhere to the quota, then the fish stocks recover and become sustainable. However, just like our sneaky medieval villagers, the best thing from the point of view of any one signatory would be to secretly ignore the quota and extract all the fish all they want, while everyone else adheres to it. If they all did that, though, then the fish population continues to plummet, and they are all worse off than if they had all exercised moderation.


Nuclear arms reduction treaties are also Prisoner’s Dilemmas. Suppose that during the Cold War the USA and Soviet Russia had agreed to eliminate, say, 50% of their nuclear stockpile. The world would have surely been a safer place if both parties reduced their arsenal. But arguably the best thing for the USA would be if Soviet Russia got rid of their weapons while the USA secretly held on to theirs, and the best thing for Soviet Russia would be if they held on to their weapons while the USA got rid of theirs.


Buying tickets for public transport is another Prisoner’s Dilemma: if we all buy tickets honestly, then we have a well-funded public transport system. But the best thing for me is to secretly cheat and not buy a ticket, while you buy yours. Then, public transport is still well-funded, but as a free rider I’ve saved myself some money. However, the same temptation is there for everyone, and if we all free-ride in this way the system gets no funding, and we all end up with poor service as a consequence.


The Prisoner’s Dilemma also seems to explain why companies pump money into advertising. Suppose Coca-Cola and Pepsi are each deciding whether to invest in a new advertising campaign. If neither invests in a new campaign, they both maintain their current market share and save money on advertising. However, if Pepsi invest in a campaign and Coca-Cola don’t, then this is bad for Coca-Cola – Pepsi takes a bigger market share. Likewise, if Coca-Cola invest and Pepsi don’t, then that’s bad for Pepsi. But if they both invest, they will likely both end up with the same market share they would have had without advertising – except they’ve both spent a fortune on marketing. This seems crazy – the only people who benefit are advertising executives. But the alternative – not to invest in a campaign – runs the risk of the sucker’s payoff.


Finally, the Prisoner’s Dilemma also has something to say about climate change. Carbon dioxide emissions created by burning fossil fuels are the key driver behind climate change. If we want to prevent climate change (or at least stop it getting worse), then reducing fossil fuel consumption is the only way to do it. So, imagine every nation on our planet solemnly signing an agreement to reduce fossil fuel consumption. The problem is any individual country has a temptation to quietly cheat on the agreement. If they do this while everyone else respects the agreement, then the planet will be saved, since just one nation cheating is unlikely to make a material difference to the global climate. But every nation has the same temptation: a Prisoner’s Dilemma.


Look around you: now that you understand the symptoms, you will see the Prisoner’s Dilemma everywhere – at work, in your family, in society, the economy, and international relations.


Because the Prisoner’s Dilemma leads to such a counterintuitive outcome, and because it seems so ubiquitous, a vast literature has sprung up trying to justify why it is, in fact, rational for players to keep quiet. Part of this literature uses the game to try to discredit game theory as whole. A standard argument goes as follows: ‘My alternative theory says that players should keep quiet in the Prisoner’s Dilemma. If Alex and Bob used my theory, then they would both do better than with game theory. So, my theory is better.’ Unfortunately, this is just wishful thinking. Alex and Bob have a choice of whose theory to follow (if they don’t have a choice, then they aren’t playing the Prisoner’s Dilemma). And if one player were to follow the alternative theory, then the other would do better to ignore it and confess. In the Prisoner’s Dilemma, remember, the players don’t care about each other: they only care about minimizing their amount of time in prison. I emphasize that game theory can cope perfectly well with players that care about each other, but, if Alex and Bob are worried about how much time the other spends in prison, then they aren’t playing the Prisoner’s Dilemma.


Another argument is that both players will recognize that they are dealing with a dilemma, spot the apparent absurdity, and somehow rise above it. Unfortunately, we are again in the territory of wishful thinking: if Alex thought like that, Bob’s best response would of course be to confess.


Yet another argument goes as follows (this is called the ‘Fallacy of the Twins’): ‘Alex knows that Bob will think like he does. And so, if Alex chooses to keep quiet, he knows that so will Bob.’ But then Alex and Bob are not really individuals making choices, and so the game isn’t the Prisoner’s Dilemma. The Prisoner’s Dilemma is a game in which individuals must make choices.


I think many people object to the game-theoretic analysis of the Prisoner’s Dilemma simply because they find the conclusion unpalatable. They see it as promoting conflict (confessing) over cooperation (keeping quiet): telling us we should make a choice that leads to conflict when ‘obviously’ it makes sense to cooperate. I don’t give much credence to such arguments. The Prisoner’s Dilemma is a game in which rational players will not choose to cooperate. That doesn’t imply that game theory is opposed to cooperation, or that if we all followed the prescriptions of game theory we would be doomed to eternal conflict. Getting upset with game theorists when they say that cooperation is not rational in the Prisoner’s Dilemma makes no more sense than getting upset with Isaac Newton because an apple falls on your head when you sit under an apple tree.


If you are still struggling to accept that the only rational outcome in the Prisoner’s Dilemma is for both players to confess, then it may help to consider this:


An eccentric but honest millionaire funds the following game:


You and an anonymous counterpart are paired at random on the internet; neither of you knows the identity of the other. You must each decide whether to immediately take a cash prize of $1,000 or give the other player a cash prize of $3,000 (the prizes are paid by the millionaire). You and your counterpart cannot do both: you must each choose just one of these alternatives.9


Now, take a moment to convince yourself that this is nothing more than the Prisoner’s Dilemma. From your point of view, if your counterpart were to give you $3,000, then your best choice would be to take the $1,000 cash prize as well, giving you a total income of $4,000; if your counterpart chose to take the $1,000 cash prize, then clearly your best choice would be to do likewise. No matter what your counterpart does, you would do better to take the $1,000 rather than donate $3,000 – even though you would both have been substantially better off if you had both donated.


Would you donate $3,000 in this game? If your answer is ‘yes’, then, bless you, my considered advice is that you should stay well away from the internet.


What does all this mean in practice for nuclear arms reduction treaties, overfishing in the North Atlantic, and so on? The answer is simple: If you are playing the Prisoner’s Dilemma – if you are really playing the Prisoner’s Dilemma – then a mutually cooperative outcome cannot rationally be obtained without some help. If the mutually cooperative outcome is important to you, then you will have to look for some other way to get to that outcome – to change the game, for example by introducing some mechanism that enables mutually binding cooperation. What might such a mechanism be? Legally binding contracts might work – but would it be wise to just assume that players will respect the contract? You would need to police it, and there would need to be penalties for transgression that would truly provide players with an incentive to cooperate. In the overfishing scenario, it isn’t enough for the North Atlantic nations to agree not to overfish and then trust that everyone will play nice. They need to introduce enforcement mechanisms, for example, spot checks of fishing vessels and penalties for transgression that actually bite hard enough to influence behaviour.
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