
	  		

 








Rita Carter is an author, journalist and lecturer who specializes in neuropsychology and neuropsychiatry. She contributes to a very wide range of newspapers and magazines in the UK and USA, and has twice been awarded the Medical Journalists’ Association prize for outstanding contribution to medical journalism. Mapping the Mind was short-listed for the Rhône-Poulenc Prize for science books.


Rita Carter is an author, journalist and lecturer who specializes in neuropsychology and neuropsychiatry. She contributes to a very wide range of newspapers and magazines in the UK and USA, and has twice been awarded the Medical Journalists’ Association prize for outstanding contribution to medical journalism. Mapping the Mind was short-listed for the Rhône-Poulenc Prize for science books.






	  		





	  		







Rita Carter


Rita Carter






	  		







































































































A PHOENIX EBOOK


First published in Great Britain in 2002 by Weidenfeld & Nicolson.


First published in ebook in 2012 by Phoenix


Text copyright © Rita Carter 2002


Design and layout copyright © Weidenfeld & Nicolson 2002


The moral right of Rita Carter to be identified as the author of this work has been asserted in accordance with the Copyright, Designs and Patents Act 1988.


All rights reserved. No part of this publication may be reproduced, stored in a retrieval system or transmitted in any form or by any means without the prior permission in writing of the publisher, nor be otherwise circulated in any form of binding or cover other than that in which it is published without a similar condition, including this condition, being imposed on the subsequent purchaser.


A CIP catalogue record for this book is available from the British Library.


This ebook edition has been created using CircularFLO from Circular Software


ISBN: 978 1 7802 2556 2


Orion Books


The Orion Publishing Group Ltd


Orion House


5 Upper St Martin’s Lane


London WC2H 9EA


An Hachette UK Company


www.orionbooks.co.uk



A PHOENIX EBOOK
 
First published in Great Britain in 2002 by Weidenfeld & Nicolson.
First published in ebook in 2012 by Phoenix
 
Text copyright © Rita Carter 2002
Design and layout copyright © Weidenfeld & Nicolson 2002
 
The moral right of Rita Carter to be identified as the author of this work has been asserted in accordance with the Copyright, Designs and Patents Act 1988.
 
All rights reserved. No part of this publication may be reproduced, stored in a retrieval system or transmitted in any form or by any means without the prior permission in writing of the publisher, nor be otherwise circulated in any form of binding or cover other than that in which it is published without a similar condition, including this condition, being imposed on the subsequent purchaser.
 
A CIP catalogue record for this book is available from the British Library.
This ebook edition has been created using CircularFLO from Circular Software
 
ISBN: 978 1 7802 2556 2
 
Orion Books
The Orion Publishing Group Ltd
Orion House
5 Upper St Martin’s Lane
London WC2H 9EA
 
An Hachette UK Company
 
www.orionbooks.co.uk















For Rose and Norman,


with eternal thanks for this small spark of it.


For Rose and Norman,
with eternal thanks for this small spark of it.






	  		











































How does the feeling of this book in your hands, the perception of these words, the thoughts they provoke – this whole, private inner world that you are experiencing right now – arise in a universe that is made of molecules? What is this thing we call consciousness? 


The question is known, famously, as the ‘hard problem’. It is so hard, in fact, that when I started to research and write about the brain and its workings I planned to steer well clear of it, just as cognitive scientists had contrived to do for a century. My previous book, Mapping the Mind, therefore dealt only with the (relatively) ‘easy problems’ – the biological underpinnings of emotion, perception and thought. 


Consciousness is the frame that embraces all experience. Thus, like the air we breathe, it is remarkably easy to ignore so long as you hurtle forward with your sights set to laser-beam focus. For me, however, writing about the ‘easy’ problems only brought the more essential mystery into stark relief. Why should the oh-so-physical fizz and buzz of electrically charged brain cells be associated with this other, apparently non-physical thing we call consciousness? And so the hard problem got to me, as it does, eventually, to everyone who is unwise enough to Think Too Much. 


Alas, I cannot claim that, Having Thought, I have solved the problem. This book will not let you into the secret of consciousness, because I don’t know it. Nor, I think, does anyone else. Nor does it propose a radically new, improved theory. And it certainly doesn’t tell you everything there is to know on the subject.


However, assuming such an unlikely paragraph has got past my editor, I will explain what it will do …


Those who have thought long and hard about consciousness have come up with a solid body of work – empirical findings and theoretical proposals – which contains, I think, more than a hint of an answer to the hard problem. What I present in this book is an overview of that hard-won information, in a form which, I hope, anyone can understand. 


It reveals the subject of the inquiry – human awareness – as it really is and not how we intuitively think it is. This newly realized view of the phenomenon requires new ways of thinking about it and I show – through the work of those who have struck out on such paths – where they might lead. Most of 
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all I have tried to show how the traditional approaches to the problem, the philosophical, scientific and experiential routes, might be brought together. 


As in all fields dotted with ivory towers, the study of consciousness has until recently been carved up between different disciplines with the practitioners of each seemingly convinced that their approach, and theirs only, will eventually lead to enlightenment.


Neuroscience, for example, has revealed a great deal about the biological processes that accompany consciousness, and many books have been written that claim to explain how physical events give rise to subjective experience. On closer examination, however, most of them turn out to be theories about the ‘easy’ problems – how the brain processes information, not how it turns it into feelings, thoughts and perceptions. The only comprehensive theories which deal directly with the hard problem are those that claim it does not exist – that consciousness simply is physical processes and everything else is illusory. That is a neat idea and may turn out to be correct. But few people – myself included – are satisfied by it. 


Conventional psychology ignores the hard problem and concentrates on creating models of mind which are essentially practical; while philosophy has traditionally dealt with mind as though it is something entirely unconnected with the brain – as unsatisfying, in its way, as a purely physicalist approach. Most infuriatingly (for those of us who seek both intellectual and emotional satisfaction) many mystical and religious traditions simply claim to ‘know’ some ineffable truth through being. They offer no ‘solutions’ because they do not acknowledge a problem.


This rigid demarcation is finally collapsing because it is becoming clear that the puzzle of consciousness will not yield to an explanation on any one level. Suddenly, there is a search for synthesis. Today, the study of consciousness is like a huge neighbourhood feast to which everyone is contributing their favourite concoction. What follows is – if you like – an aerial view of those offerings, with suggestions as to how they might be combined. Even if (as is quite likely) you end the book with more questions than answers, I think you will find it has not been a waste of your time. Consciousness is the means by which our view of the world, including ourselves, is derived. But, as you will discover, it creates a curiously distorted view because it is not the transparent ‘window’ it seems to be but a filter – allowing through only that which we are disposed to take account of. Exploring consciousness itself – identifying its limitations and illusions – may therefore help us not just to know ourselves better, but to see everything else more clearly too. And so, please – enjoy.
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Some (Possibly) Boring but Important Notes on Language


Consciousness is the frame through which we see the world, and language has evolved to describe things as seen through it. This book, however, goes outside the frame – and normal language does not always stretch to accommodate the expanded view. 


For example, seen through the frame it appears to me that ‘I’ am separate from my brain. But one of the strongest schools of thought in modern neuroscience is that brain function and self are one and the same. If this is correct, every sentence that contains a statement like ‘you move’, or even ‘your brain tells you to move’, perpetuates a myth. It is more accurate to say ‘the brain (that is you) moves the body’. But even that is not quite right. The brain and body are not separate either – the brain extends its tentacles to the tip of your toes and the body owns the brain as much as the brain owns the body. If every reference to ‘brain’, ‘me’, ‘you’ or ‘I’ in this book was written to accord with this view it would read like mumbo-jumbo. I therefore use normal sentence construction throughout, unless I am making a particular point. Please bear its limitations in mind. 


The other language problem is lack of vocabulary. There are no ordinary words for many of the concepts surrounding consciousness. Consciousness itself is a relatively new word – it seems to have arrived only in the seventeenth century. Until then the word ‘conscience’ was used both for what we now think it to mean (a sort of inner moral dictator) and for what we today call consciousness. Shakespeare, for example, was probably referring to consciousness when he wrote ‘conscience doth make cowards of us all’. And in some languages the two notions are still served by a single word.1


Nor are there commonly accepted single words to distinguish various states or levels of consciousness. The flickering smidgeon of awareness we might imagine to exist in a mayfly shares the same label as intense human emotion. Some writers make up their own terms for various states: ‘core’ consciousness; ‘creature’ consciousness; ‘phenomenal’ consciousness; ‘access’ consciousness; and so on. As yet, though, none of them are universally agreed, and different writers sometimes use the same term to refer to different states. For this reason I have not adopted any of these terms, but use instead everyday words. However, I sometimes use them in an uncommon way. 


‘Information’, for example, means any sort of signal that is capable of affecting a living organism, including things like light waves or vibration. And 
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by ‘knowledge’ I mean the effect of that information (the firing of brain cells, for example) whether it is conscious or not.


‘Concept’ is another word that has an odd meaning here. I use it both in the normal sense – to mean an idea – and to refer to the physical mechanisms that lead or force us to see the world in a certain way. An example is the interpretation of certain wave lengths as ‘red’. The idea ‘wavelength x = red’ is not conscious, but it is an ‘idea’ nevertheless, because ‘red’ is not ‘in’ the wavelength but ‘in’ our brains and minds. 


I use the word ‘unconscious’ not to mean some Freudian pit of suppressed desires but simply to mean a state in which there is (almost certainly) no subjective sensation – no ‘what it is like to be’. An example would be dreamless sleep. 


‘Subconscious’ means a state that (like unconscious knowing) is not reportable – but which might be conscious and unreportable only because the person does not lay it down in memory. (I try not to use this word too much.)


As for the word ‘consciousness’, I hope its meaning is made clear in each case by the context. Generally I mean by it the ‘lights-on’ state in which we are aware of our surroundings and aware that we are aware of them. I use experience in a similar way.


Another word problem is this: there are two very broad views of consciousness. One (mainly associated with the Western materialist tradition) is that experience is generated, or simply is, neural activity. The other is that it can be separated from brain function, and that neural activity is merely the means (or even just one means) of tuning in to  it. I lean, personally, towards the first view, but I think the other is interesting and could possibly be correct. To reflect this open-minded (though not gaping) stance consistently through the book I would frequently have to resort to painfully elaborate sentence constructions, e.g. ‘neural activity which generates, or is, or is (usually) associated with, or gives access to, consciousness.’ To spare myself (and you) this I generally refer to neural activity as generating, producing or being associated with consciousness. 


One final point: there are lots of ‘isms’ in this book. There is no way around this, as far as I can see. Every ‘ism’ is a shorthand term for an idea, theory or concept which, if described in full each time, would lead to dullness and repetition. Please bear with them.
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1 Antonio R. Damasio, The Feeling of What Happens (London, William Heinemann, 1999), 232.
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‘When you are a bear of Very Little Brain, and Think of Things, you sometimes find that a Thing which seemed very Thingish inside you is quite different when it gets out into the open and has other people looking at it.’


Pooh Bear from Winnie the Pooh, A. A. Milne


Please do not think about your nose. Just forget that you have that fleshy protuberance altogether.


Successful? I doubt it. Your consciousness, like mine, constantly roves in time and space – switching from a passing face, to the origin of the universe, to tonight’s dinner or the tickle in your toe – seemingly at the behest of your will. It is like an all-enveloping movie, behind which the self lurks like some shadowy director calling the shots. 


The intuition that this ‘I’ is in control is, however, almost certainly illusory. Your brain is subjected to a continuous barrage of cues – light waves that activate your retinal cells; vibrations that ruffle the hairs in your cochlea, molecules that latch on to the receptors on your tongue and in your olfactory bulb; molecular assaults on the nerve endings in your skin and changes in body cells that send urgent messages up your spinal cord. It is these stimuli that dictate where the action goes next, even if you are not consciously aware of them. The most compelling cues are immediate, personal and odd. They snag your attention, and where attention goes, so does consciousness. So if you are asked not to think about your nose – an immediate, personal and decidedly odd request – it is almost impossible not to do so.


By now, however, your brain will have checked out the status of your nose and (I hope) found it to be okay. The show has moved on. 


So, what are you conscious of at this very instant? Start with the obvious: certainly you will say that you are conscious of these words; their meaning; the look of them on this page; perhaps the book itself and maybe even the place in which you are reading it. You might say you are also conscious of the state 
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of your stomach (if you are hungry); the temperature (if it is too hot or cold);  or maybe you are conscious of a slight headache; the drone of traffic; or  some lingering feeling of irritation or elation from a recent social  encounter. Sensations, thoughts, emotions; all jostling for attention … a rich and full mix.


Question two: Are you clear about the contents of your consciousness? Can you say, precisely, which things are conscious and which are not? Of course (given a cue like this) your mind may rove around and yank up memories and ideas which were not conscious an instant ago. But at any precise moment would you say there were things that were in consciousness (this question, for example) and things that – though known to you, like your middle name or the rain outside – are definitely not? In other words, do there seem to be two distinct levels of mind – conscious and unconscious – with a clear division between them?


Question three: How does it feel from moment to moment? Does your consciousness flow smoothly, continuously, and in real time? Or does  it lurch along, punctuated by jump-cuts and freeze-frames, flashbacks  and fade-outs? 


Final question: Whose is it, this consciousness? If that seems a daft thing to ask it is because, if there is one thing about consciousness that seems incontro-vertible it is that it is yours – your own, single, private, unshareable world.


Now, impertinent though it is to throw doubt on your private introspection, the assessment you have just made of your own consciousness is almost certainly incorrect. The contents of one’s own mind seem to be the single thing we can talk about with absolute confidence, but in fact we are very unreliable witnesses and nothing about consciousness – not even the assumption that it is yours and yours alone – is as clear-cut as it might at first appear.


Take that seemingly fulsome contents list. Sight plays a huge part in human consciousness, and visual perception is probably better understood than any other sort, so it is a good place to start. Glance up, momentarily, at your surroundings. What were you conscious of in that first split second? Not everything, certainly – you are limited, after all, by your field of vision. But within that field you probably thought you took in more or less the whole scene, albeit not in detail. If you are inside a building, for example, you would probably report seeing the walls, the carpet, the door, a table, the window and the view beyond. Certainly you would say you were aware of the main objects, at least to the extent that if you looked up again you would notice if one of them disappeared.
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So try this. At the end of this paragraph, without looking up again, close your eyes and try to bring the scene around you to mind. Recall the table – what sort of legs does it have? What does it have on its surface – was there a cup? A magazine? If you are in your own home you may be able to visualize the table clearly, and you may know there is a magazine and a cup on it because you just put them there. But exactly where on the table is the cup? Which way does its handle point? What does the magazine cover look like? 


Do this for each element of the scene and note exactly what appears in your mind’s eye. Unless you are one of the few people with eidetic (photographic) memory, when you concentrate on these images you will find they become hazy. If you are in unfamiliar surroundings the image you conjure in your mind will be even hazier. In fact, the chances are that in that first glance you were fully conscious – that is, conscious enough to give a report – of no more than four or five objects or aspects of the scene. This seems to be the limit of our capacity at any one moment.1 
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The lines show the eye movements  and the circles the resting-points of  a person looking at a painting as detected by eye-tracking apparatus, Only the regions within the circles  are consciously registered. Such experiments show that an observer typically focuses on four or five small parts of a scene, and continues to scrutinize only these details even when they go on looking at the same thing for some time. Yet their subjective impression is that they have observed the whole image. The fact that they have not studied the whole scene usually only becomes apparent when they try to recall it and find they can’t.
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A gorilla (actually someone in a gorilla suit) walks through the middle of a basketball game. An observer,  intent on the game, will often fail to notice such an extraordinary event  – a phenomenon known as inattentional blindness.4
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Our startling lack of consciousness of what is in front of our eyes was demonstrated in an experiment, carried out at Harvard University, in which students were invited to sign on for an (unspecified) experiment by filling in a consent form. The form was handed to them, from behind a counter, by a young man with blond hair, wearing a yellow shirt. When the form was completed, the man took it and moved behind a bookcase, ostensibly to file it away. In fact, while he was out of view, another man – dark-haired, and wearing a blue shirt – stepped into his place. The second experimenter then emerged from behind the bookcase, handed the student an information pack and directed them to the ‘experiment room’ – where 75 per cent of the students were found to be totally unaware that they had just dealt with two entirely different people.2 


In another experiment, subjects watched a competitive ball game being played in a room. They were told to watch the moves carefully. Halfway through the game a woman carrying an umbrella walked slowly across the foreground of their vision, from one side of the room to the other. Barely anyone noticed.


Our tendency to miss things we are not primed to look for is called, in neurospeak, ‘inattentional blindness’. Scientists have been studying it for just a few years, but magicians have used it since the year dot.


‘Change blindness’ is a similar phenomenon, and demonstrates that, even when you are invited to concentrate on a scene, huge changes can take place in it without you noticing. If you look at the two pictures on page 15 you will probably spot almost immediately that they are different. The change is not small or marginal – it is quite big, and right there in the centre of the picture. If these pictures were presented to you one after the other, in quick succession, you would expect that the difference in them would leap out at you, much as it does when you see them next to each other. And, indeed, if you alternate between the two pictures without leaving a time-gap between them, the change does show clearly. But if you alternate the pictures with a tiny period – just one fifth of a second – of blackout between them, most people fail to see any change at all.


In one series of change blindness experiments, none of the subjects noticed when a large building, smack in the centre of the picture, shrunk by a quarter between glimpses. None of them saw that two men exchanged hats of different colours and styles. And 92 per cent failed to spot the sudden disappearance of a group of 30 puffins on an otherwise uninhabited ice floe.3


Recent research into change blindness shows you don’t even have to leave a gap. If you alternate two different pictures rapidly and, at the moment of each change ‘splatter’ unaltered areas of the image with a few small blots, 
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the difference in the pictures can go unnoticed for more than half a minute.5 The only changes that are not masked by the splashes are those which capture our attention instantly – typically the central or ‘action’ part of the image, or something that has particular emotional salience, for example a facial expression or a scene of social interaction like a kiss.


Within-the-moment visual consciousness is not, then, the rich and detailed panorama we think it is. It is limited to a handful of clear perceptions, and the apparent detail is an illusion. Our minds are fooled because consciousness 
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It is quite easy to spot the difference between these two pictures when they are side-by-side (the plane’s engine is missing in the bottom picture). But if the images are shown in succession, with a brief blackout in between, very few people notice the change, even though the engine is in the centre of the picture.
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Professor J. Kevin O’Regan


Laboratoire de Psychologie Expérimentale


CNRS and Université René Descartes, France


Vision – The Grand Illusion


When we look around we get the impression that we see everything that is out there. The conventional way to explain this is that the scene is represented inside our brains and what we are aware of is that internal ‘picture’. But change blindness demonstrates that this isn’t so. We are only aware of a tiny bit of a scene at any moment – even though it doesn’t feel that way. 


The way I explain this is that the knowledge which gives us sensory awareness is not of objects but of an ability – an ability to act in a particular way. For example, we ‘see’ something when we know we can do certain things with our eyes and bodies and expect very particular changes in our sensory input. 


Take the sensation of redness. Most people would say that you see red when there’s activation of a brain mechanism that represents redness. But that just won’t do, because it doesn’t explain why that mechanism should give us a feel of red. This problem evaporates, however, if you think of seeing red as knowing that certain things will happen if we do certain things. If I shift my eyes off a red object, for example, the differences in the way the retina samples colours in peripheral vision changes incoming stimulation in a way that is typical of red. Knowing this law – and knowing that it is currently applicable, constitutes the feeling of red. It is a practical kind of knowledge – know-how, like the feeling of driving a car. You can’t describe the ‘what it’s likeness’ of driving  in every detail, but all the things you can do, like press on the accelerator and know the car will whoosh forward, are what it’s like. Similarly, all the  red-related things you can do constitute the feeling of red. 


So qualia (the elements of conscious experience) are not what we tend to think they are. In particular, although we talk about particular qualia as though they are going on continuously, if you really think about it you realize this ongoing quality is actually just a consequence of the fact that every time you check to see whether you are having that particular quale – well, you have it! It’s like looking in the fridge to see if the light is on. Every time you do it, it is – so you think it is always on. 


One of the interesting consequences of this view of sensation is that it suggests that if you could ‘beam into’ a person’s brain a stimulus that produces the changes we expect from, say, a red-related action, the person would ‘see’ 
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red even if the stimulus was not itself red. There is even some evidence to show this happens: in one experiment, blind people were equipped with video cameras which turned images into vibrations, and these were then transmitted to their skin. When they manipulated the camera, so the vibrations altered in response to what the camera registered, they learned very quickly to sense the presence of objects in front of them – to the extent that they behaved as though they could see them. If something loomed up in front of them they jumped back.1 Another related finding is what’s called the ‘face sense’ of the blind: they sometimes feel the presence of nearby objects as a light touch on their faces. Although this is felt as a tactile experience, it is actually derived from auditory stimulation – if you block their ears with putty they no longer get it. So it might be possible to create devices which allow blind people to ‘see’ and deaf people to ‘hear’ – or even to create entirely new sensory experiences by combining sensory experiences – a sort of acquired synaesthesia.


1 Paul Bach-y-Rita, Brain Mechanisms in Sensory Substitution (New York and London, Academic Press, 1972). 
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Our patchy awareness of what is in front of our eyes can be dangerous. NASA researchers put commercial airline pilots in a flight simulator  and asked them to ‘land’. On some approaches they superimposed the image of a stationary aircraft right  in the middle of the runway. One in four pilots blithely landed on top of  the obstruction. 


Our patchy awareness of what is in front of our eyes can be dangerous. NASA researchers put commercial airline pilots in a flight simulator  and asked them to ‘land’. On some approaches they superimposed the image of a stationary aircraft right  in the middle of the runway. One in four pilots blithely landed on top of  the obstruction. 






	  		

























unfolds in time, and the construction of our experience depends on merging the consciousness of one moment with that of the next. Our impoverished visual perceptions are fleshed out by our memories of the perceptions that went before, and our expectations of what will come next. So great is the illusory nature of vision that it is possible to construct the entire experience of seeing without any sensory input at all. In a rare condition known as Anton’s delusion people who become blind (usually due to a severe stroke) continue to believe that they can see.6 Such a state seems hard to credit, but it is may be just a very extreme example of something all of us do the whole time.


Kevin O’Regan, an experimental psychologist at the Université René Descartes, France, believes that almost everything we see is, in effect, a ‘grand illusion’. The few items which catch our attention in a scene are directly sensed while everything else consists of nothing but the knowledge that it is there, and that if we turned our attention to it we would bring about certain neurological changes which would provide us with direct knowledge of them. We get an impression of rich, all-round cinemascope not because we have a picture in our brain but because whenever we think about whether we can see something, our attention is drawn to it and information about it therefore immediately becomes available. The sensation of seeing something comes, not from a replica of the thing being created somewhere in the brain, but from the knowledge that information about it is at this moment available.


It is, says O’Regan, rather like being rich. A person with a billion pounds in the bank feels rich because she knows it is there, not because she spends her entire time taking wads of notes out of a hole-in-the-wall. If the money was not there she would not know until she next needed some and found she could not get it.7 Of course, says O’Regan, seeing has much more of a ‘real feel’ than feeling rich. To account for this difference, O’Regan notes that, among other things, seeing is intimately linked to body motion: the slightest eye or head shift brings new information flooding in, so we don’t have to think about how we are going to get it. To feel similarly ‘really’ rich, a person would need to be able to access their money just by reaching for it. 


If O’Regan is correct, a person with Anton’s delusion would be rather like a person who had spent their fortune but – due to an administration error – kept receiving bank statements that showed it to be intact. They would not realize the truth until they wrote a cheque and found it bounced. Similarly, a person with Anton’s delusion can operate very happily as a fully sighted person until they physically collide with objects that happened not to be in their imaginary picture of the world. 
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The difference, then, between the person with Anton’s delusion and one with normal vision shows only in their interaction with the world. The former will trip over things rather more often than the latter on account of their sight being wholly illusory rather than mainly so. But their visual experience will be  similar. 


If normal sight is a matter of ‘knowing’ you can see, blindsight is the opposite: seeing without knowing it. During the First World War stories emerged from the trenches about soldiers who – though apparently blinded  by head injuries – still dodged bullets. They seemed to be guided by some sixth sense. In 1917, a possible explanation for the phenomenon emerged, when the English neurologist George Riddoch described what is now known as blindsight.8 


Blindsight is observed most easily in people who have patches of dead tissue in the primary visual cortex (V1). V1 is, in one way, like a mirror: if an object is at the edge of the visual field, it is processed by neurons at the edge of V1, and if the object is in the centre of the field central V1 neurons respond to it. Dead tissue in V1 therefore create spatially corresponding blind spots (scotomas) in the visual field. Although people with scotomas claim to have no visual awareness in their blind spot, when a moving object crosses it some of them are able to report with 100 per cent accuracy the direction in which it is moving. Because they are unaware of it, however, they only report it when they are prompted to ‘guess’. The subjects themselves are usually, at first, staggered to discover that their guesses are correct. 


Recent research on blindsight subjects has revealed that it is not just movement that can be reported on – one ‘star’ blindsighter can tell the shape and colour of a target as well as its motion, and even the expression on an ‘invisible’ face.9 Blindsight – or something very like it – has also been demonstrated, in cleverly devised laboratory experiments, in people with normal vision.10 So has ‘blindtouch’ and even ‘blindsmell’. In one experiment, for example, people were asked to smell two phials of liquid, each of which  had a very weak odour – one pleasant (amyl acetate, similar to bananas)  and the other nasty (butyric acid, a bit like rancid butter). The smells were so weak the volunteers claimed they could not detect them at all. However,  when prompted to ‘guess’ which one smelt nice and which was nasty, they were very successful.11 


Studies such as this suggest that sensory information which does not make it to consciousness may nevertheless influence our behaviour. Places that somehow don’t ‘feel right’; people who seem curiously attractive for reasons we can’t work out – perhaps the effect they have on us is due to our unconscious processing of their aversive or attractive odour. 
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The Elusive Quale


Subjective experience is something that it is ‘like’ to have. This description was introduced by philosopher Thomas Nagle in a famous paper: ‘What is it like to be a Bat?’1, and although clumsy, so far no-one has come up with anything better. 


A single element of experience is known as a quale (plural qualia). The most obvious examples of qualia are sensations – individual sights, tastes, smells, and so on. But qualia may also be thoughts, emotions and memories. Thoughts might not seem as obviously ‘like’ something as, say, a smell. But if you examine it you will find that the experience of, for example, thinking about an elephant is quite distinct from that induced by a thought about your tax bill. They share a certain type of cognition (just as seeing red shares colour perception with seeing blue) but they are not exactly like one another. 


It is easy to reel off examples of qualia, but they are maddeningly difficult to define. Are they – as they seem – some ineffable ‘mind-stuff’ that can never be pinned down in the material world? Or some special, condensed kind of ‘knowing’? Or are they more like know-how – the ability to transform a wave of light into vision, for example? 


One of the most famous thought experiments, devised originally by philosopher Frank Jackson, illustrates these three competing views of qualia.


Mary is a colour scientist who has spent her entire life locked up in a room which is entirely black and white. Her skin has been treated to disguise its pigment, there are no mirrors in which she could see the colour of her eyes, and there is no window through which she can see the outside world. (In practice, anyone brought up in this environment would soon lose the ability to see colours even if they were presented, because the colour-processing parts of their brain would atrophy or be hijacked by another sense. But anything can happen in thought experiments, and in this one Mary’s colour faculties are somehow preserved despite her weird situation.) 


Mary is not just any old colour scientist – she is the best in the world. In fact, she knows everything there is to know about colour. That means everything – not just what we know today, but everything that can ever, ever, be known about it. She knows about the properties of various wave lengths, the way they are processed by the human eye and the brain, and the way that processing affects the body. She knows which colours are usually attached to which objects, and how they alter in different light conditions. She knows the lot. 


One day her captives decide it is time to test Mary’s knowledge, so they 
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present her, for the first time in her life, with a coloured object to look at and ask her if she knows what colour it is. To make it a proper test they take a banana, which they know Mary will expect to be yellow, and colour it blue. Now, the question is: when Mary sees the banana, will she have a new experience – a colour ‘quale’? Or not?


There are three putative answers to this. The intuitive one is that Mary’s first sight of blue will give her a new quale. She will gasp and say: ‘So that’s what blue is!’ (Or, more likely, ‘So that’s what yellow is like!’) Another is that she will react in the same way – but only because at the moment of seeing the colour she gets a new ability – the ability to process information she already has but in a different way. A third possibility is that she won’t gasp at all, but will say something like: ‘So who had the bright idea of colouring the banana blue?’


The first option (favoured by dualists) reflects the view that qualia are ‘real’ things that Mary is experiencing for the first time. The second (the functionalist argument) maintains Mary is just using her existing knowledge in a new way. The third view supposes that qualia is what Mary has already – incredibly complete, but essentially ordinary knowledge. 


1 Thomas Nagle, ‘What is it like to be a Bat?’, Philosophical Review, 83 (1974), 435–451.
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Blindsight probably occurs because some of the light-borne information about a moving object is sent directly to the motion-processing area of the cortex, bypassing the primary vision area V1. This short-cut prevents the information from contributing to consciousness, but it does allow it  to be used to direct movement – hence a blindsighter, when prompted, can point to a moving object
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Blindsight is used extensively in consciousness research because it seems to offer a testable way of distinguishing between mere knowledge and qualia. At first it seems obvious to say that a blindsighter has the first, but not the second, and this, by extension, seems to support the idea that qualia are ‘real extras’ to simple information processing. This assumption doesn’t necessarily stand up to closer scrutiny however, as philosopher Daniel Dennett, in his book Consciousness Explained demonstrates.


Suppose, says Dennett, that we have a ‘superblindsighter’ – someone, say, that has half his visual field obliterated, yet has the ability not just to know about motion within that blind area, but to know all incoming visual information, colour, movement, shape, form … in other words, all the information we usually associate with normal vision. The superblindsighter will not, at first, be able to report any of it unless they are prompted to guess. But suppose he teaches himself to make spontaneous guesses, instead of waiting to be prompted from outside. And suppose he prompts himself repeatedly, second by second. Suppose further, that he comes to have complete confidence in his guesses – stops being surprised that they are right and accepts that the guesses are necessarily what is ‘out there’. To an outside observer he would now be behaving precisely like a normally sighted person. Not only would he be able to move around the area in which he is ‘blind’ without bumping into things, 
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he would be able to use objects within it, respond to gestures, read books; he would also report on it – could read aloud, for example, or select a red tie from a blue one. Internally, too, the two halves of his visual field would be in many ways similar in that they provided identical information, even though the brain activity which produced it was different. But would what he got from these two brain states be exactly the same? Or would the blindsight half lack that crucial element – qualia?


Dennett argues that it would not. Qualia, he claims, is just this state of knowing, and knowing you know. Like a person with Anton’s delusion the superblindsighter would believe he could see normally – and he would not be deluded, because (unlike the person with Anton’s delusion) his perceptions would be accurate in that they would be triggered by external stimuli. ‘Superblindsight’ and normal vision are therefore one and the same. 


In theory it should be possible to tell if this is true just by finding a blindsighter, training him, and then asking what it is like (if it is ‘like’ anything). One blindsighter, Graham Young, does seem to have got better at his peculiar skill since taking part in countless studies, and has sometimes said that the visual stimuli give an ‘impression’ of motion. But the nearest thing there is, to date, to a superblindsighter is a monkey who behaves perfectly normally despite having had her whole primary visual cortex surgically lesioned.12 Her astonishing ability to know what is there – to reach for food, move around obstacles, manipulate objects and respond to others – proves that it is possible to function normally without the ‘normal’ brain states that produce sight. Unfortunately, though, she cannot tell us what it is like. 


Just as we enjoy an illusion of spatial completeness of visual consciousness, so we also feel as though experience is continuous in time. This is reflected in the words ‘flow’ and ‘stream’ that we commonly use to describe it. Yet even this smooth progression turns out to be illusory.


Take the words on this page. You probably think you are conscious of most, if not all of them, even though you are only actually reading this particular line of print. And that consciousness seems seamless, does it not? It doesn’t flicker or jump – so long as you continue to look at the page the words stay stolidly within your consciousness.


In fact your consciousness of the words is punctuated by gaps – it is  only in retrospect that these gaps are edited out. This has been demonstrated by an ingenious experiment. Your eye is travelling along this line in a  
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traverses the space of three or four words. A computer-controlled tracking device, locked onto your eye movements can calculate at the start of each saccade precisely where your eye will alight. It can be linked to a computer with a VDU displaying a page of text in such a way that, while your eyes are in the middle of a jump from one group of words to another, the text which your eye is about to land on is changed. If you are not linked to the eye tracker, the lines of print on the VDU are seen to be in continual, squirming motion. But if your eyes are linked to the tracking device you see a solid chunk of text, just like the words on this page. Providing the word changes which are made while your eyes are jumping make sense, you will not notice that anything odd is happening. Anyone not locked into the eye tracker will see the changes because their saccades are out of synch, so their eyes will be landing on the words as they change. But for you, with your eyes in mid-air, the changes go unnoticed and your consciousness of the text appears to be unbroken. 


Similarly you could watch the text change from an upper/lower case arrangement 


	LiKe ThIs


to one 


	lIkE tHiS


without spotting it. When David Zola, the psychologist who devised the experiment, first tried this on himself he thought his equipment had broken down because he could not see that anything was happening.13


These unnoticed gaps are present in our perception of everything. If you look, consciously, at one particular thing, it effectively blinds you to anything else for up to half a second. This period is called the ‘attentional blink’ and can be demonstrated by flashing a visual stimulus to a person, then flashing a second stimulus up in its place for a fraction of a second. The more complex the second stimulus, the longer it can be left in view before the subject becomes conscious of it.14 Asked about it afterwards, however, subjects never report a ‘blank’ between the two stimuli – their brains retrospectively ‘fill 


in’ the missing moment. This filling in is similar to the spatial infilling that occurs in the visual field where each of us has a blind spot created by a gap in retinal nerve cells which react to each part of the field. You can experience it by holding the image opposite about 40 centimetres (fifteen inches) from your face, closing your right eye, fixating on the small yellow circle, and moving the page slowly towards you. At some point the square in the centre of the circle will fall into your blind spot – the area of the retina where the optic nerve leaves the eye and there are no light receptors. The area covered 
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by the square will not suddenly go black, however – rather you will have the impression that it is filled by wavy lines, like the rest of the circle. You do not see a gap – what happens instead is that your brain fills in the blind area with what surrounds it, in this case white. 


We also feel that our subjective flow of time is synchronous with outside events – something happens ‘out there’ and we know about it ‘in here’ immediately. 


Wrong. Consciousness is not immediate – it takes time to be fleshed out. There is a full fifth of a second delay, on average, between the time a visual stimulus arrives at the brain and the time it becomes conscious. And the gap between receiving information about a complicated stimulus and becoming conscious of what it means – that you are in the presence of a person wearing a blue coat, for example, rather than just being in the presence of a large blue form – is about half a second. During this split second, the brain does a phenomenal amount of preconscious work in order 
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Do you really ‘see’ the centre, or do you just think you see it? Visual awareness of a particular area in space is generally thought to be created by the activity of the visual cortical neurons that are concerned with that spot. And that activity, in turn, is generally thought to be the result of light information travelling from the eyes and triggering the neurons. In this case, though, there  is no light-borne information coming from the centre of the circle. The  wavy lines in that patch are illusory. 


What seems to happen is that the brain (unconsciously) assumes that  the centre of the circle is the same as the rest and this idea is subjectively indistinguishable from sensation produced directly by external stimuli. 


Some researchers think that the (literally) sensational effect of such an idea is brought about by the ‘higher’ brain areas that create it stimulating appropriate activity in the ‘lower’ areas of cortex which normally respond directly to outside stimuli. The experience of seeing the centre of the circle is therefore created by the same type of neural activity that produces awareness of the rest of it – it is just that the activity is triggered by the brain itself rather than by information coming in from outside. Others argue that the neural activity which encodes the idea is sufficient to produce the conscious experience. 


So far experiments have not resolved the debate. It may be that visual, and other types of awareness, can be created by neuronal activity either at  a ‘higher’ or ‘lower’ level. Or it may  be that both levels of the brain must be active.
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to turn a stream of electrical pulses into a conscious sight, sound, emotion, thought or perception. The signals that come into the brain from the sight of the person in blue, for example, are shunted to various parts of the brain where each element is separately dealt with before being put together to form the conscious recognition of the person. The visual areas distinguish colour, distance, size and movement; the face recognition area detects that it is a person; the limbic system (a clutch of organs, mainly beneath the cortex, which generate emotion) attach familiarity to it; and memory regions contribute information such as the person’s name, their personal attributes, what they are doing standing in front of you and so on. All these activities finally combine in a conscious perception: ‘It’s John!’, complete, perhaps, with something like: ‘Early, for once!’ 


The more complicated an incoming stimulus, the longer it takes the brain to process, so different inputs take slightly different periods to emerge into consciousness. We don’t usually notice the time lag, or experience things in a different order to that in which they occurred, because our brains either backdate, or rearrange our experiences (rather like an editor cutting a film)  so they seem to happen in logical order and in real time. We are not generally aware of any of this back-room processing – all we get, consciously, is the perception, and not any inkling of how it is produced. It is as though the gateway to consciousness is too narrow to allow this deluge of information-processing to pass. 


Such an arrangement makes perfect sense if you assume that consciousness is an evolved method of dealing with the external world, because to be aware of all the part-formed perceptions that are being processed in the brain at any time would be hopelessly confusing. Consciousness, it seems, arises on a need-to-know basis and it doesn’t need to know about anything until that something has been constructed by the brain into an object or an event that can be acted upon. It needs to know about the presence of a person in a blue coat – not the presence of blue lightwaves, movement and form in a particular part of the visual field, and so on. Similarly, if we want to know what day of the week it is, we just want to know it is Thursday – not that yesterday was Wednesday, the day before Tuesday and so on (which may, or may not, be how a normal brain works out what day it is – we don’t know if it is precisely because we are not conscious of it. Indeed, every brain may do it differently). Damage to certain parts of the brain, however, can sometimes provide conscious access to these backroom machinations, resulting in bizarre sensory experiences, like a colour in a different place from the object it is attached to. 
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There is a problem, though, with this idea of evolved consciousness. If it  is like it is because being that way is more useful than it being another way, it implies that consciousness itself – rather than the brain mechanisms associated with it – has an effect on behaviour. And, as we shall see, it is very difficult to see how that could be the case because consciousness itself is not (apparently) a physical force, and only a physical force can affect a physical system and thus change its behaviour. This is just one of the ways that consciousness, on close examination, slithers out of the explanatory systems that can so neatly account for almost everything else.


It gets weirder still. Not only does consciousness not progress  continuously in time – it is not even locked into the present moment. The immediacy of consciousness is yet another illusion. In fact it is constantly backdating itself in time, and under certain circumstances it can even appear to reverse time.


Imagine living in a state in which the physical things you encountered exerted their effects half a second before you were conscious of them. Time and again you would find yourself constantly ‘not knowing what had hit you’ – sometimes very literally – until after the event.


In fact that is the world in which we live. Although it takes on average half a second for the unconscious mind to process incoming sensory stimuli into conscious perceptions, we are not aware of this timelag: you think you see things move as they move, and when you stub your toe you get the impression of knowing about it immediately – even if the pain (for different reasons), takes a little longer to get through.


This illusion of immediacy seems to be created by an ingenious brain mechanism that backdates conscious perceptions to the time when the stimulus first entered the brain. If you stimulate certain parts of the brain directly, however, the backdating mechanism does not kick in. In a series of extraordinary experiments (of which more later) neuroscientist Benjamin Libet, now of the University of California at San Francisco, discovered that direct brain stimulation could be used to produce an effect that seems for all the world like precognition.


Libet worked with patients whose brains were exposed during surgery for epilepsy. This type of surgery is often carried out with the patients awake, in order that they can report to the surgeon what happens when a particular area is touched and thus help identify the spot(s) which need to be operated on. Brain tissue does not have pain receptors, so the patients do not suffer – and several researchers (with the patients’ consent) have taken advantage of 
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such operations to find out what happens when an electrode stimulates the exposed brain directly.


Libet’s experiments involved stimulating an area of the brain known as the somatosensory cortex. This is a strip of tissue which curves around the surface of the brain like an Alice band, and is divided into sections, each of which responds to information from a different part of the body. Touching a spot on the somatosensory cortex produces the same subjective feeling as touching the corresponding part of the body. So a stimulus applied to the ‘hand’ area on one side produces the sensation of a touch to the hand on the opposite side of the body (human sensory wiring crosses over in the brain so each hemisphere controls the opposite side of the body). 


He also stimulated the patients’ hands in the normal way. Libet’s first finding was that it took about half a second for the patient to report conscious awareness of the stimulation. There was barely any difference in this delay whether the stimulus was given to the hand, or directly to the brain, because the nerve pathway from hand to brain is so fast that the brain registers the stimulation almost immediately. The half second, then, seemed to be due to the brain going through the process of ‘spreading the word’ about the event to wider-flung brain regions which turn it into a conscious perception. This demonstration of the processing time required for consciousness is not surprising now, although when Libet’s experiments were carried out, in the 1970s, it was a revelation. But what Libet went on to discover was something that is astonishing still. 


Although the processing-to-consciousness time had been established as being similar in both hand and direct brain stimulation, Libet found that when two stimuli – each of them lasting a quarter of a second or longer – were applied to the hand and brain respectively, the one given to the hand was reported as occurring first. Further, if the direct brain stimulus was given and then the hand stimulus was applied 150 milliseconds or so later, the hand stimulus was still reported as coming first. Somehow, the order of outside events had been turned around in the patient’s brain, so the latter one was experienced as happening before the earlier one. 


On the face of it, this seems impossible because, as Libet established, cortical signals take the same ‘real’ time to process to consciousness whether they were originally sent from the hand or created by a direct touch from an electrode. So consciousness of them should have been reported as occurring in the order that they were applied. That this did not happen in Libet’s experiment raised the possibility that consciousness can trick itself into sensing that it occurred before it actually did.
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And that, indeed, is what seems to happen. Not just in experiments, but all the time, in our day-to-day life – consciousness of events are ‘backdated’, so that consciousness seems to arise at the same time as the events actually take place. We actually live our lives half a second out of synchrony with the external world – but when we report on the external world we do so in the belief that we are keeping pace with it.


This trick seems to be contrived by a part of the brain which lies beneath the cortex, and by nerves in the body. Sensory signals coming from the sense organs and the peripheral areas of the body travel to the cortex along very fast pathways that pass (with the exception of olfactory signals) through the thalamus. This centrally located brain nucleus acts in part as a sort of relay station, directing sensory information to the appropriate part of the cortex. Although signals arriving at the cortex seem thereafter to be processed to consciousness in the same way as those given by direct cortical stimulation, it seems that their means of arrival affects the way we ‘report’ them – even to 


And that, indeed, is what seems to happen. Not just in experiments, but all the time, in our day-to-day life – consciousness of events are ‘backdated’, so that consciousness seems to arise at the same time as the events actually take place. We actually live our lives half a second out of synchrony with the external world – but when we report on the external world we do so in the belief that we are keeping pace with it.
This trick seems to be contrived by a part of the brain which lies beneath the cortex, and by nerves in the body. Sensory signals coming from the sense organs and the peripheral areas of the body travel to the cortex along very fast pathways that pass (with the exception of olfactory signals) through the thalamus. This centrally located brain nucleus acts in part as a sort of relay station, directing sensory information to the appropriate part of the cortex. Although signals arriving at the cortex seem thereafter to be processed to consciousness in the same way as those given by direct cortical stimulation, it seems that their means of arrival affects the way we ‘report’ them – even to 
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ourselves. We ‘know’ about the sensation half a second after the arrival of the information at the cortex, but in that moment of ‘knowing’ we slide the event back in time by almost precisely that same half second it took for it to become known. So our conclusive consciousness of it – the one that we know we know and can thus report on – is that it occurred at the time when our brains first registered it, not the time when our brains first made us aware of it.15 If you cannot be sure about the what, the where and the when of your consciousness, can you be sure that at any given moment you were conscious at all?


Think of a stomach rumble that alerts you to the fact that you are hungry. Your body must have been wanting food for a while (stomachs only rumble when they are empty). But were you hungry for that time, or did your hunger only arise when you heard your stomach complain? Compare it to something else: your body sends signals from its periphery to the brain the whole time, not just on demand. If you think, now, about the bottom of your feet you will become conscious of the feeling of the ground, or your shoes, on the soles of your feet. The signals carrying this information from your feet to your brain have been flowing all the time, but was the feeling they now convey there before you thought of it? And what about your mood? Are you a bit down, today? Or slightly anxious? In love, or in mourning? Whatever your current disposition, is it something you were consciously aware of before you read those words? Or did reading the words act as a cue that turned a mere brain state into a feeling that you supposed had been there all along?


Whatever your answer, there is no way you can be sure you are right. The question is a bit like asking whether your refrigerator light is permanently on. It may seem to be because every time you open the door, there it is, shining. If you didn’t know about fridges, it would be logical to assume the light is there the whole time. And so long as opening the door is the only way to look into the fridge, the question must remain unanswered.


It is possible that a huge amount of our lives is lived in a state of mind which is, in a similar way, unreportable. Most people, for example, know what it is like to get lost in a daydream while driving, and to travel miles without any memory of doing so. Only when something happens to alert us to our situation – a child runs into the road, say – do we snap back into full awareness of the present moment. Our inability to remember anything before our attention was engaged suggests that we were not conscious until that moment – that we lapsed into a robotic state in which our bodies went on acting even though no-one was ‘at home’. It is a reasonable assumption, but it is not necessarily true, any more than it is necessarily true that the light goes 
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off when we close the fridge door. Maybe consciousness is permanently on, even when we subside into what seems like unconsciousness. It may be that we are conscious, at the time, of those seemingly blank miles, but we simply fail to lay down any memory of it. 


Similarly, it is conceivable that we are conscious when we are in dreamless sleep, or under anaesthetic. The reason we do not remember anything about  an operation could be because we fail to remember the pain, rather than that we fail to experience it at the time. This possibility is implicitly acknowledged by anaesthetists – along with the drugs which put their patients to ‘sleep’,  they also routinely use drugs which prevent the laying-down of memories, ‘just in case’.


Unlike the fridge-light conundrum, the uncertainty surrounding the presence of consciousness is profound. If you really wanted to find out about the light you could rig up a camera inside the fridge, with a timing device which would set it off after you’ve closed the door. Assuming the camera  did not have a flash, if the resulting photograph showed a panorama of chilled  foods you could deduce with some confidence that the light stayed on, and if  the photograph was black you could be pretty sure it went off. But there is no comparable way of deducing when consciousness is ‘turned on’ – even in your own head. Behaviour is no guide: the distracted driver, for example, reacts appropriately to things like red lights, lines on the road, other vehicles, as  well as steering, braking, and accelerating. But there is no way of knowing if she is conscious. There is no way, even, for her to know, because the moment she poses the question she ceases to be distracted. It is perfectly possible that things like braking, steering and so on, are merely the effects of unconscious brain processes. But it is also possible that they were conscious acts, which were instantly forgotten.


In order ever to know which is correct, what is needed is some overt marker of consciousness – the equivalent of taking a photograph inside the fridge. The ability to observe and detect brain processes directly through brain imaging machines and EEG has given hope that such a marker can be identified, and the pursuit of ‘neural correlates of consciousness’ (NCC) is currently top of the consciousness research agenda. The ultimate ideal would be to devise a sort of ‘consciousness meter’ – a helmet-type device, perhaps, which could be popped on a subject’s head to indicate if the lights were on inside. But, of course, the search for NCC is itself snagged by the reportability problem: the only way to correlate brain activity with subjective states is to get your subject to report on their state. Which brings us full circle... So, even if neural correlates 
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Higher and Lower Orders


The idea of a conscious state being one in which there is a ‘doubling-up’ of knowledge is a ‘higher-order representational’ theory of consciousness.


‘Representational’ means that the contents of consciousness are ‘representations’ of things rather than the things themselves. The feeling of ‘redness’, for example, is brought about by neural events in the brain (a representation) – it is not redness itself. 


Representational theories are of two kinds: first-order and higher-order. First-order theories state that the initial representation of red is directly experienced. For example, the neurological changes brought about by the impact of ‘red’ light is the first-order representation of red and it is also the experience of red.


‘Higher-order’ theories state that the first representation (the neural event(s) correlating with the impact of red light on the retina) requires a second representation in order to endow the representation with the subjective ‘feel’ of redness which is experience. The second representation is an additional neural event (or events) which reflects the first and brings about awareness of it. (For a more detailed description of one such theory see David Rosenthal on The Higher-Order Thought Model of Consciousness, page 45.)


At first sight, first-order representational theories seem to have the advantage over higher-order theories. Intuitively it seems that the effect of, say, red light, automatically brings awareness of redness – to add another layer seems unnecessary. But the evidence shows that this is not the case. Apart from blindsight – a clear demonstration of visual knowledge which is not conscious – there are cases of people who, after brain injury, find they can no longer consciously see the form, position or spatial orientation of objects, yet can grasp them accurately. 


One woman, for example, can only see colour and texture – so if you place a banana in front of her she is aware only of something yellow and smooth – somewhere. Yet if asked to grasp the ‘yellowness’ she will reach out and pick up the banana as competently as anyone else – her hand goes to precisely the right spot in space, and her fingers are poised to curl around the fruit – there isn’t the hesitant feeling about and clumsiness typical of a truly blind person. Clearly the knowledge of the banana’s position, shape and size is represented in her brain and is able to guide her actions.1 The only thing that is missing is her awareness of that knowledge. Higher-order theory accounts for this strange phenomenon – what is missing is the second-order representation that would ordinarily make her aware of the first.
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One obvious objection to higher-order theories is that they invite what philosophers term an ‘infinite regress’. If a representation requires a second one to make the first one conscious, that higher representation further requires a third order one to make that conscious – and so on. However, higher-order theory does not demand that a second-level representation is conscious – indeed, most higher-order representations are thought to be unconscious. They are rather like the unconscious processing that underlies language – all we know about is the end result (a flow of meaningful words) not the brain mechanisms that produce it. 


However, higher-order representations can be conscious. This is what happens when we introspect – the second-order representation of, say, red, becomes the conscious ‘I am aware of red’ by virtue of the unconscious third-order representation ‘I am aware that I am aware of seeing red’. And if a  fourth-order representation makes the third-order representation conscious the contents of consciousness becomes ‘I am aware of being aware that I am aware of seeing red’. 


Another objection to higher-order theories is that if every conscious perception (or thought or feeling) has to have a concomitant second-order representation attached to it, our brains would simply become overcrowded. But this is not such a problem if you accept that the apparent richness of consciousness is largely illusory. If the ‘stream’ of experience is as gappy and impoverished as close scrutiny suggests, at any one moment we only have a maximum of four or five things which are mirrored by higher-order representations. So the cognitive load is not impossibly burdensome at all.


Higher-order theories come in two main types:


Higher-Order Experience (HOE) theories posit a second-order representation which is more or less a perfect reflection of the first order. Like the initial representation that underlies it, this higher experience is ‘fine-grained’ – that is, dense, indescribable and concrete – not an abstraction but, if you like, a ‘sense’. It is created by a sort of ‘inner scanner’ mechanism, which monitors brain states such as those produced by the impact of red light, and produces another state which is the feeling of redness. 


Higher-Order Thought (HOT) theories, by contrast, say that the second-order representation is an abstraction rather than a direct reflection of the base experience. It is not a ‘sense’ of redness, but a belief of redness, and the neural events associated with it are correspondingly different in type from those which produce the first-order representation. HOT theory – in 
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recasting concrete knowledge (direct sensory information, for example) as an abstraction, allows for that knowledge to be interpreted flexibly, so the conscious experience of it is more like a drawing than a photograph. For example, the conscious experience of redness could be ‘it seems red’ rather than ‘it is red’. It seems unlikely, however, that many animals, apart from humans, are capable of this sort of abstraction – so HOT theory, if accepted as the only means by which experience can occur, rules out the possibility of awareness in non-human animals. 


This flies in the face of one of our deepest intuitions – when our dog (for instance) greets us with wagging tail it is almost impossible to believe that he is just an automaton, responding to our return with no more awareness than a security light which flicks on as we walk into the porch. Although intuition is not a good guide to scientific accuracy, in this case the consequences of denying the intuition that animals are sentient – and being wrong – are potentially awful. So to act in accordance with HOT theory would be reckless.


Accepting the HOE idea (and rescuing animals from zombiehood) does  not necessarily require that the HOT theory be abandoned. HOEs and HOTs  are usually considered to be different kinds of representations, and as such they would be expected to arise through entirely different neural mechanisms. However, it is possible that they are simply different levels of higher representation, both of which arise through similar mechanisms but at different stages of the cognitive construction process which gives rise  to awareness.


The line between higher- and lower-level representation is a grey one because, strictly speaking, every representation bar the very first brain responses to a stimuli is a higher-level representation in that it reflects the representation that preceded it. In this sense a higher-level representation is not sufficient to bring knowledge to awareness – it has to be a higher-level representation of a certain complexity.


The lowest higher-level representation that we seem normally to be aware of is one in which all the sensory elements are bound into a whole. In the visual modality for example, we see colour, form, location and so on all in one – not as separate elements. However, the sensory content is all we are aware of. You may look out of the window and see something small and black flashing across the sky. If asked what you had just seen you might say ‘a bird’ – but at the time you were probably not aware that is was a bird at all. It was just a sensory blip. You didn’t name it, wonder where it was going, reflect on its ability to fly. Indeed, you had no thought about it all. This type of higher-order 
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