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			Author’s Note and Acknowledgements

			This book is about the universe on the smallest scales. And looking on those smallest of scales, everything seems to be made of the same stuff, the most fundamental things that we know: particles. The aim of this book is to give some idea of what these particles are, how they behave, where they might all have come from, and how we know all of this. The first thing to know about particles is that they don’t behave like anything else in the universe, certainly unlike anything we experience in our day-to-day lives. This is part of what makes the world of subatomic particles so interesting, but it does present some challenges when describing them. 

			The main challenge is that the best language used in the field of particles is mathematics. So if you really want to understand particles, you would have to learn their language – and that means maths. Having said that, I think the big ideas, the interesting concepts, can be separated from the equations and presented in everyday terms, and that is my aim with this book: to bring the subatomic world to life using analogies to more everyday things. But analogies are figurative, they have limits, and any failure of those you’ll find here is mine. The mathematics is usually right!

			The other choice I had to make while writing was what to include. Particle physics has been around for over a century, with many thousands of brilliant people involved in that time – and this provides a lot of material to draw on. This book contains an overview of the history, and some of the most exciting areas of research today, but it cannot be comprehensive. It is also a story of people, but here again I had to make a choice: when things are clearly history, and Nobel Prizes already acknowledge them, I have generally given the names of the people usually associated with each idea. But for current work the picture is less clear. To me it would seem to be unfair to pick out just one or two people responsible for discovering the Higgs boson, or for the theory of Super-Symmetry as we know it today. Science has always been collaborative, and nowhere is this more true than in particle physics – both on the experimental side and on the theoretical side. So rather than get bogged down in lists of names, I have decided to focus just on the big ideas in play in active areas of research. 

			It would also be impossible for me to thank everyone who has been involved in this book. I’ve really been developing these ideas throughout my research career, so everyone I’ve worked with, and everyone I’ve spoken to about the Higgs boson down the pub, has played a role. Having said that, the process of actually writing all this down is a different skill altogether, so I’d like to thank my editor, Wayne Davies, for suggesting this whole thing, and Erica, without whose love and support this almost certainly wouldn’t have come together.
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			1: The Fundamental Nature of Reality

			Beauty is perhaps a strange word to use when describing science, not least because it is so hard to define. But we know it when we see it, and I was seventeen when I first saw the beauty in physics. The way certain ideas draw an unexpected connection between two seemingly different topics. How particular concepts appear over and over again. And how all of this can be expressed in a few simple yet powerful equations. When studying these ideas, it is hard not to feel that we can touch, even for just a moment, a deeper truth about the world around us.

			The history of these ideas is a history of human creativity and imagination in discovering them – as well as of culture and politics, errors and luck, dead ends and breakthroughs. But the beauty of science is that it can also transcend this: a single equation really can tell us something about the universe that is as true today as it has been for billions of years, and can also tell us what will happen billions of years in the future. 

			But this story is not finished, and the future of science is about continuing to make sense of the world around us. Particle physics is perhaps the most extreme form of this quest, trying to understand the universe by studying the smallest things in it: the fundamental particles. The smallest pieces of matter. The basic building blocks that make up you, me, and the whole world. The same particles that form the Sun, our entire galaxy and the billions of other galaxies, and have existed for almost the entire history of the universe.

			This book is about those particles. It’s about what they are, how they behave, and the possibilities that exist in the world around us. But it is also about where all these particles came from, how everything began, and how it might end. These are some of the biggest questions we can ask, and the search for answers has revealed a universe that is far stranger than we could have imagined. This is the story of what we know, of what we don’t, and of our quest to learn more. It is the story of quarks and leptons, of bosons and symmetries, and of the biggest experiment in history studying the smallest things that we have discovered up to this moment.

			Experiments really play a crucial role in this story. Only by measuring the universe can we understand it, and the experi­ments I’ll describe vary from the biggest, the Large Hadron Collider, a huge 27-km particle accelerator studying the most extreme conditions ever created in a laboratory, to some of the less famous, like a giant tank of dry-cleaning fluid down a mine in South Dakota which studied the heart of the Sun. Over a century of investigation has revealed an entire zoo of exotic particles, and led to the most successful scientific theory ever developed: the Standard Model. This theory describes how particles behave, how they interact, and explains everything from how atoms form to how the Sun burns, and the way these particles shape the world around us. The Standard Model has also predicted the result of every experimental test we have so far been able to devise – the real sign of scientific success.

			As for me, well after getting hooked on physics I pursued a career in research at the energy frontier, the highest-energy particle accelerators in the world, finding new ways to test the Standard Model under more and more extreme conditions. Now as a lecturer in Experimental Particle Physics at University College London, I was lucky enough to be working on the ATLAS experiment at the Large Hadron Collider in 2012 when we answered the final question about the Standard Model. The missing piece that had been predicted almost forty years ago – and hunted ever since – was finally discovered: the Higgs boson. This particle started out as a mathematical trick, but eventually became the key to the whole theory – it really holds the Standard Model together, and its discovery tells us about the deeper rules governing the behaviour of the universe.

			We are really in a golden age for fundamental physics: we have the greatest experiment ever built pushing back the frontiers of human knowledge. But what is most exciting is that we may be on the threshold of a completely new discovery, something much more significant than the Higgs boson, a discovery that could lead to a new revolution in our thinking about the universe and our place in it.

			The atomic world

			Before revolutionising physics, I need to introduce the main players in this show: the basic building blocks of the universe, and the forces that move them. This story begins with atoms.

			We are taught at school that everything is made up of atoms, but this is still quite surprising when you stop to think about it. All of the dazzling array of different stuff around us, solid objects like this book, liquids like water, all the creatures on Earth and the air we breathe, everything is made of atoms; we just don’t notice them because they are so small. Take any everyday object, like a piece of paper, and start slicing it up. You get smaller pieces of paper – a centimetre, a millimetre, a fraction of a millimetre in size. If we had a magic knife that could keep on slicing, we would eventually cut the paper up into some molecules, and if we sliced those apart we would be left with atoms. It’s hard to really visualize how tiny an atom is, but a million of them would fit across the width of a single hair.

			The idea of atoms, of basic building blocks of matter, existed in several ancient philosophical traditions, but the modern concept dates from the nineteenth century. Solid experimental evidence proved that atoms were more than an idea, from Brownian motion (the jostling of tiny pollen grains by water molecules visible with a microscope) to the behaviour of gases and the way different chemicals combine to form new compounds. In all of these experiments, atoms seem to behave like tiny solid marbles – something reflected in the word ‘atom’, which derives from the Greek for indivisible.There are different types of atom, and they can stick together to form molecules – like two hydrogen and one oxygen atom making H2O, or water. Molecules can stick together to form different materials, like water molecules forming ice. Atoms and molecules can also move around and bounce off each other, and we perceive this motion as pressure and temperature: more bouncing means higher pressure, and faster bouncing means higher temperature.

			If atoms behave like tiny marbles, then they must be a little solid lump of something, and it’s sensible to ask what that something is – this is the search for the fundamental nature of reality after all. However, because atoms are far too small to be seen directly, it required some new experiments in the early twentieth century to learn more about them. We now know that atoms are not indivisible, but consist of a cloud of electrons orbiting a small, heavy nucleus made up of protons and neutrons – a little bit like the planets orbiting the Sun in our solar system. Building on this analogy, our solar system has 8 planets, so we can compare it to an atom with 8 electrons: an oxygen atom. If we could take one oxygen atom and enlarge it almost a million billion billion times, then the nucleus would be roughly the size of our Sun, and the rest of the atom would also look fairly similar to the solar system, just a bit bigger: the closest electrons would orbit a little way beyond Jupiter; the furthest electrons would extend far beyond Neptune. Just as the solar system is a few small planets in millions of kilometres of empty space, an atom is just a few electrons orbiting the tiny central atomic nucleus. This is one of the most surprising things about atoms: they are almost entirely empty, but can still stick together to form all of the solid objects around us. This is thanks to the way electrons in neighbouring atoms interact, and the first clue that while particles are important, it is their interactions that really matter.

			Now, just as we asked what an atom is made of, we can ask what the particles inside atoms are made of, and we now know that protons and neutrons are made up of smaller particles called quarks. Two kinds of quarks, which we call the ‘up’ and the ‘down’ quarks, combine in different ways: up,up,down make a proton, and down,down,up make a neutron. Everything is made of atoms, and atoms are made of just these three particles: electrons, up quarks and down quarks.

			[image: ]

			The structure of matter, from atoms to particles.

			As far as we can tell, these quarks and electrons really are fundamental: they do not appear to be made of anything smaller. They may be the basic building blocks of the universe.

			From atoms to particles

			A fundamental particle is quite a strange thing. Take an electron: it is not a small lump of some material, because we could always ask what that material is, and an electron would not be fundamental if it is made of something else. The electron just . . . is. We don’t know how big it really is, and in the mathematics of particle physics, all fundamental particles are treated as if they are infinitely small. They are a collection of different properties like mass, electric charge and so on, but with no apparent physical size.

			With such strange objects, it is probably no surprise that they behave in strange ways: they live in the unusual world of quantum mechanics. This theory was developed in the 1920s, and was a true revolution in our understanding of the universe – it describes how these particles behave, and it is very different from the world as we know it. Chapter 2 explores quantum mechanics and the randomness and uncertainty that make particles odd. 

			The true nature of fundamental particles is still something of a mystery. Sometimes they behave like solid little lumps, but at other times as a kind of fuzzy cloud, like a tiny fly constantly buzzing around. Trapping an electron in an orbit around an atom is like trapping this fly in a bottle, and it will zip around all over the place, completely unlike the planets in the solar system, which travel in nice regular orbits. But the failure of the solar-system model of the atom was just the first of many surprises about the fundamental particles, which can travel backwards in time, bend the laws of physics, pop in and out of existence and turn into entirely different particles.

			While the fundamental particles all behave strangely, they do at least have some things in common, and we use these similarities to organise the subatomic world. Electrons are a type of particle called a fermion, named after Enrico Fermi (who also has a space telescope, a particle physics laboratory, a chemical element, a few streets and several nuclear reactors named in his honour). We know of 12 different fermions, which include the up and down quarks as well as the electron, and these are the ‘matter particles’, the particles that make up the solid things in the universe. The basic characteristic of all fermions is that their fuzzy clouds don’t overlap, but stack up instead like little plastic building blocks – the stacking of electrons in atoms gives different chemical properties to different elements, and structure to the world around us.

			These fundamentally strange particles make up everything around us, but at the same time are hard to pin down. They are objects with no size, yet still take up space. We smash them together in particle accelerators to study how they behave, but the closer we look, the stranger they are. And in the rest of this book I’ll explore some of that strangeness, and what it tells us about nature on the most basic level.

			Forces of nature

			Every particle is fascinating, but it is forces that really bring the world to life. In many ways, forces are much more familiar to us, as we experience gravity every day. We take it for granted that if we drop something, it’s going to fall. Isaac Newton realised that the force that makes an apple fall from a tree is the same force that keeps the Moon going round the Earth and the planets going round the Sun, and that is the force of gravity.

			The other main force that shapes our world is electromagnetism. This usually appears as separate things, electricity and magnetism, but these are really two sides of the same coin, two effects caused by the same underlying force. The electricity that powers our modern world is related to the magnetism that makes compass needles point north. In fact, without the connection between the two, we would have no mains supply: moving magnets produce electrical currents, and most of our electrical power is generated using this fact. The only difference is the way that the magnets are moved: by the wind or water, by a nuclear reactor, or by burning coal to power a steam turbine. And just as gravity holds the planets in orbit in the solar system, it is the electromagnetic force that holds electrons in orbit in the atom – without it, no matter.

			Forces may be familiar, but the ways they actually work are actually quite mysterious. How does gravity pull apples out of trees? How does electromagnetism hold electrons inside atoms? In the twentieth century, our understanding of these forces was totally rewritten, providing deeper answers to this question. In 1915, Einstein’s General Theory of Relativity recast gravity as a bending of space and time. In the 1920s and 30s, a new theory of electromagnetism was developed, one that works with quantum mechanics and the world of the fundamental particles. This is the nature of scientific progress: older ideas are not wrong, they are just limited, and deeper explanations supersede them. General Relativity and quantum mechanics are the two great theories in physics today, but they give two very different ideas for how forces work. Combining these ideas into a common theory for all forces remains one of the critical open problems that I’ll come back to later in this book after exploring the quantum picture of the world.

			Exploring the subatomic world

			If the aim of particle physics were to provide a simple description of the world around us, we could almost stop here: many things can be explained with just some electrons, up quarks, down quarks, electromagnetism and gravity. But nature had many more surprises in store, and after looking inside the atom in the early twentieth century, experiments uncovered a whole subatomic world. New quarks. Forces that we don’t experience directly. Particles that seem to be overweight electrons. The ghostly neutrino. It required a new way of thinking about the universe to make sense of this, and it wasn’t until the 1960s and 70s that a clear picture emerged: the picture known as the Standard Model of particle physics.

			The reason the Standard Model has survived to this day is that it really works, and the latest and greatest testing ground for its predictions is the Large Hadron Collider (LHC) at CERN (Conseil Européen pour la Recherche Nucléaire: the European Organization for Nuclear Research), near Geneva, Switzerland. The LHC sits in a circular tunnel around 100 metres underground, accelerating beams of subatomic particles round at 99.999999% of the speed of light, in a pipe that’s both colder and emptier than outer space. These particles are smashed head-on in four different places around the circuit, where four different experiments are located: ATLAS, CMS, LHCb and ALICE. When these collisions happen, which is over 40 million times every second, they reach temperatures over a trillion degrees, and for a tiny fraction of a second they recreate the conditions of the universe less than a billionth of a second after the Big Bang.

			It’s almost impossible to imagine what happened 13.8 billion years ago at the Big Bang, but we know that around that time the entire universe squeezed into a tiny, rapidly expanding space. Particles were packed in so tightly that high-energy collisions filled the entire universe – so if you did ever wonder what the Big Bang was like, the LHC is the closest we can currently get. In the collisions there, we create new, exotic particles – particles that live for just a tiny fraction of a second, but that, just after the Big Bang, must have filled the whole of space. Understanding these particles tells us not just about the very early universe, but also how it evolved into the form we see today.

			It’s amazing to me that we can do this, and it’s a huge technological achievement to make the LHC and all the experiments work. I am one of over 3,000 people from six continents working on the ATLAS (A Toroidal LHC ApparatuS) experiment, with similar numbers on CMS (Compact Muon Solenoid) – these are the two largest experiments. While any project involving this many people has strengths and weaknesses (the number of meetings comes to mind), it is a truly exciting place to be. There is a huge range of stories and motivations for doing what we do, but curiosity is one thing we all have in common. Curiosity about the world around us, and how it works. Curiosity about something that reaches far beyond our day-to-day life. But it is curiosity with a purpose: the LHC is the first laboratory in history to reach such a high energy, and the only place in the world to study what happens. We all want to be involved in discoveries, and the biggest so far came in 2012 with the Higgs boson, the final missing piece of the Standard Model picture, as we’ll see later in this book.

			The search

			The discovery of the Higgs boson was really the end of a chapter in the story of particle physics, and we are now writing a new one. In 2015 the LHC returned after two years of upgrades, now smashing particles at even higher energies, taking us one step closer to the beginning of the universe, and to discovering previously unknown particles. But there are also many smaller experiments around the world, pushing new ideas and new levels of precision, testing things that are impossible to reach at the LHC. And all of these experiments are searching for something new. As successful as the Standard Model has been, we all want to find the point where it breaks.

			And we know that this must happen, because there are problems – big questions that the Standard Model cannot answer. Telescopes measuring distant galaxies tell us that the Standard Model is somehow missing 95% of the stuff out there. We have no idea how gravity fits into our picture of the subatomic world. Or why there are 12 fermion ­particles in the Standard Model when it seems that only 3 are needed to make up the world around us. Current theories have taken us as far as they can, and there is no definite signpost pointing to what comes next. Later on I’ll discuss some of the ideas, which include Super-Symmetry, extra dimensions, string theory and quantum gravity. One of these may combine all the different parts of the Standard Model into a ‘Grand Unified Theory’. Or it may even complete the picture, giving us the instruction manual for the entire universe. A true ‘Theory of Everything’.

			Right now, the future is open. A Theory of Everything might be close, or nature may have many many more surprises in store for us yet – and I believe that only experiments can tell us the answer. To find the next breakthrough we must go out and discover. We are at a unique point in history, a time of pure exploration, a time for new data, new measurements and new directions. The next few years are crucial: if we do not make a breakthrough, it might be time to go back to the drawing board, and not for the first time it may require a technological leap to progress our understanding of the universe. On the other hand, we may discover a host of new particles at the LHC, a new understanding of neutrinos from the SuperNEMO experiment under the French Alps, and the true nature of dark matter at the LZ experiment deep in a mine in South Dakota, USA.

			But I’m really hoping for a complete surprise, something that requires a radical change in our thinking, like the development of quantum mechanics in the early twentieth century, or the Standard Model forty years later. We are due a revolution in our understanding of the universe, and it’s time to join the search for the fundamental nature of reality.

		

	
		
			2: A Visit to the Particle Zoo

			One of the most appealing things about particle physics is that we are studying the world in its simplest form, the most basic building blocks, the things that all matter has in common. If we can understand the fundamental particles, well, it might be possible to understand everything else in the entire universe. But of course this is not a simple story, because even though these particles are all around us, they still remain something of a mystery. We don’t yet know exactly what they are, and trying to find out is like trying to piece together a puzzle: we can study how they behave in different conditions, learn their characteristics, and look for clues to their true nature. And so the first thing to do is to get to know some particles a little bit, and to do that we have to spend some time with them. In this chapter I’ll introduce some of the things we do know, the strange things which are true for all of the fundamental particles that make up the universe, and which are described by quantum mechanics.

			The 1920s saw a revolution in our understanding of the universe, a fascinating time in the history of science as a brilliant young generation from across Europe invented the new theory of quantum mechanics. The names are synonymous with the ideas they developed: Niels Bohr (the Bohr model of the atom), Werner Heisenberg (Heisenberg’s uncertainty principle), Wolfgang Pauli (the Pauli exclusion principle), Erwin Schrödinger (the Schrödinger equation), Enrico Fermi (fermions), Louis de Broglie (de Broglie waves) – and Paul Dirac, a reclusive Englishman who, in 1928, discovered an equation. It contains just 6 symbols, and describes the behaviour of an electron. But not just an electron: the Dirac Equation describes all ‘fermions’ – these are the matter particles, the electron and the quarks that make up atoms. And here it is:

			iγ.∂ψ = mψ

			It states that the mass (m) of the particle (ψ) affects how it moves (the iγ.∂ part). I find it amazing that something so elegant and simple can describe the behaviour of every particle we find in an atom, every fermion in the universe, and every fermion that has ever existed, or ever will. This is powerful stuff. The language of Nature on the smallest scales, or at least the best language we have been able to learn so far, and the equation appears on the memorial to Dirac in Westminster Abbey, near the graves of Isaac Newton and Charles Darwin.

			But of course, appearances can be deceptive – the Dirac Equation can become very complicated very quickly, and produces some surprising predictions about how particles behave. And when I imagine a particle I don’t imagine an equation, I use a mix of pictures and some intuition for what that particle might be doing, how it might behave. So in this chapter I’ll try to explain what a particle physicist thinks about when they think about particles, and by far the most common answer is Feynman Diagrams, so these will be our guide through the quantum world.

			Cartoon physics

			You can’t get far in particle physics without hearing about Richard Feynman. Feynman’s mathematical intuition made him one of the greatest physicists in the twentieth century, but he is also known for his science communication, bongo playing, safe-cracking and other antics. His contemporary Freeman Dyson called him ‘half genius, half buffoon’ after first meeting him, but later revised that to ‘all genius, all buffoon’. But unlike most other brilliant physicists from the middle of the twentieth century, Feynman’s name still crops up regularly in scientific meetings at the Large Hadron Collider because he was instrumental in developing the theory of particles that we use to this day. There were actually three versions of this theory, developed largely independently in the 1940s by Richard Feynman, Julian Schwinger and Shin-Itiro Tomonaga, who shared the Nobel Prize in 1965 for this work. It took a fourth person, Freeman Dyson, to realise that all three were really equivalent, three closely related descriptions of the same underlying reality. We use Feynman’s method today because it is simpler and more intuitive – and comes with pictures. These Feynman Diagrams follow a simple set of rules, and give us a fairly realistic picture of how a particle moves and interacts without having to carry out complex calculations. Almost every presentation of results from the LHC will feature Feynman Diagrams, and it is not much of an exaggeration to say that all particle physicists think in the language of these pictures at least some of the time.

			In this chapter I’ll show how Feynman Diagrams are used to study a simple question: What happens when two electrons collide? This might not sound as interesting as making Higgs bosons at the LHC, but it will tell us a lot about how that is possible. The LHC collides protons at almost the speed of light, completely destroying them in the process. These collisions are messy, as we’ll see later in the book, but we can start to build a picture of what happens by looking at the simplest type of collision: two electrons meeting head on. This situation amounts to the Rosetta Stone of quantum mechanics: it is relatively easy to study experimentally, and the findings have opened up the mysteries of quantum theory, testing ideas and predictions as the theory was developed. It also provides the basic template for the way we understand almost all particles and interactions, which we’ll meet throughout the rest of this book.

			First things first: we need an idea of what an electron is. In chapter 1, I mentioned that particles can do some strange things, but for now let’s go back to basics, and the simplest picture for any particle is just something like a tiny marble. We already know how things like marbles move, by rolling along in a straight line, so this is how we’ll start. The first Feynman Diagram represents an electron moving from A to B, and it’s just a straight line between two points. In these diagrams, time flows from left to right, while the vertical direction corresponds to different positions. So far so good (a).
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			(a) The Feynman Diagram for an electron moving from A to B.

			(b) The Feynman Diagram for a photon moving from A to B.

			(c) The Feynman Diagram for an electron absorbing a photon, and changing direction.

			Electrons don’t just move, they also feel the fundamental forces of nature, and the one covered in this chapter ­is ­electromagnetism, a force which is felt by everything that carries electric charge. There are two types of charge, positive and negative. If things carry the same charge they repel; if they carry opposite charges, they attract. When two electrons collide, the electromagnetic force will make them repel each other because they are both negatively charged.

			To see how this works, we need the quantum version of the electromagnetic force, known as quantum electrodynamics (QED). In QED the electromagnetic force is transmitted between the two electrons via ‘messenger particles’ known as bosons, and the boson associated with the electromagnetic force is actually the particle of light, the photon. In the language of Feynman Diagrams, a photon moving from A to B is also represented by a line, and to distinguish it from an electron it is shown as a wavy line and represented by the symbol γ, as shown in the middle diagram (b). (Bear in mind that this is not the same γ that appears in the Dirac Equation; Greek letters are used so often in physics that inevitably there is some recycling!)

			For an example of how photons can transmit a force, imagine two people standing on skateboards. If one of them throws a ball forward, it will make the thrower roll backwards; this is the conservation of momentum. If the other person catches the ball, they will also roll away: this time in the direction the thrown ball was travelling. So, by throwing a ball between them, our two volunteers end up moving away from each other. This is what happens when our two electrons collide: they can exchange a photon, and move away from each other.

			It is also possible for two particles to move towards each other by exchanging photons. If skateboarder 1 now throws a boomerang in the opposite direction, they will now roll towards skateboarder 2. The boomerang will loop around behind skateboarder 2, so when they catch it they will now also roll towards skateboarder 1. So by throwing a ball, our skateboarders can repel each other, and by throwing boomer­angs they can attract. In QED, photons play the role of the boomerangs pushing opposite-charge particles together, and of the balls pushing same-charge particles apart.

			We need to add one more component to our Feynman Diagrams to complete this picture: electrons absorbing or emitting photons are represented by a ‘vertex’, at which an electron line and a photon line combine, as shown in the third diagram, (c).

			We now have everything needed to explain what happens when two electrons collide – they exchange a photon – and we can draw this as a Feynman Diagram. Reading from left to right, we can see what is happening in sequence: straight lines show electrons moving towards each other, photon being emitted, photon moving, photon being absorbed, ­electrons recoiling.

			[image: ]

			Two electrons recoiling by exchanging a photon.

			Each of the component parts of this diagram represents a real piece of mathematics, and by joining them together we can build the full equation to describe ths collision. Performing that calculation is the tricky part, but drawing the Feynman Diagram that tells us what calculation to perform is easy.

			This is an example with electrons, but any charged particle can be represented in the same way: by a straight line in a Feynman Diagram. With just these three simple components – particle moving, photon moving, vertex – it is possible to build the full theory of QED. They can be combined in any way, and from them it is possible to draw a picture of every electromagnetic interaction, and all of these interactions involve particles exchanging photons. Photons literally hold the world together: electromagnetic attraction keeps electrons orbiting protons in the atom, and even though atoms are almost entirely empty space, the electromagnetic repulsion between electrons in neighbouring atoms prevents those atoms from simply moving through each other. It’s hard to imagine what the world would be like without photons – if I try to clap my hands, they would fly through each other without making a sound! But then without photons, there wouldn’t be any atoms in the first place; the world as we know it simply wouldn’t exist.

			Most electromagnetic interactions are actually very complicated, involving countless photons: clapping my hands involves trillions and trillions of electrons repelling each other, and drawing a Feynman Diagram for that would take quite a long time. So quantum electrodynamics, QED, the most fundamental form of the theory, is only used in relatively simple cases, like two electrons colliding. For more complex situations, approximations like electric fields are used to calculate things, but ultimately it all comes down to QED. This theory explains how light reflects off mirrors, how electricity is generated and supplied to our homes, and how all our modern electronics work. The predictions of QED have been tested to an accuracy of around one part in a trillion, making it arguably the most thoroughly tested theory in the history of science. And it has always been found to be correct: one of science’s most powerful theories really can be created from cartoons!

			Playing dice

			If you’ve ever gone bowling, you’ll know there are different types of collision: a glancing blow knocking over one pin, or a solid hit for a strike. So when we collide two electrons, do they barely glance off each other, changing direction just a little bit, or do they bounce back from each other as if hitting a solid wall? The Feynman Diagram, being just a cartoon, is not very specific on this: the photon in the middle might be carrying just a little energy in the case of a glancing collision, or a lot of energy in the case of a head-on collision. The answer has to come from the underlying mathematics.

			And this is where some of the unusual things about quantum mechanics start to appear. In reality, all we can calculate is probabilities: how likely it is that the two electrons just barely glance off each other, or completely change directions after a ‘hard’ collision, or anything in between. We cannot say for certain which one will actually happen when two electrons meet. Perhaps the mathematics tells us that there is an 80% chance of a glancing collision, and 20% for a hard collision. If we go and run an experiment where we collide electrons over and over again, we will find that this is exactly what will happen: on average 2 in 10 of these collisions will be a hard collision – if only I could bowl a strike that frequently! The problem is, just like me bowling a strike, we can’t say in advance when this occasional hard collision will happen. The outcome of any collision is random, but for electrons at least, it follows probabilities that we can calculate precisely.

			But the randomness in particle collisions is not the same as the randomness in my bowling. If I could measure the trajectory of the ball down the lane, it would be possible to calculate quite precisely whether it is going to be a strike or not. The randomness in particle interactions is different: even if we were able to set up an experiment where we knew everything about the electrons, the outcome would still be random. It is as if the ball only decides if it will hit a strike once it reaches the pins. Until that point, there is absolutely no way to know, no matter how precisely we measure the ball moving down the lane. This randomness lies at the heart of all quantum mechanics: for example, there is no way to know in advance exactly what will happen in each high-energy collision at the Large Hadron Collider. We can calculate incredibly precisely what is possible and how likely these different possibilities are, but then we just have to wait and see which one takes place in each collision. This turns particle physics into a numbers game. If we want to study something like the Higgs boson at the LHC, there is no way to set up a collision that is guaranteed to make one. Instead we have to produce many many collisions, and wait for the few random ones when a Higgs boson is made. And make sure we don’t miss them amongst the billions of others.

			This randomness troubled a lot of people early in the development of quantum theory, as it seemed to be a huge step backwards in our understanding of the universe. It is telling us that we cannot know exactly what is going to happen; not because we cannot solve the equations precisely, or because we don’t fully understand the theory, but because the universe seems to be randomly choosing from a list of its own from the possible outcomes for each experiment. How is it doing this? This prompted Einstein’s famous remark ‘God does not play dice’ – surely the universe is not really just deciding randomly what to do all the time, as if based on the roll of some dice? Niels Bohr’s less famous retort was: ‘Stop telling God what to do!’ Quantum mechanics is unexpected, and in many ways unsatisfying, but it is a realistic description of nature. We can’t tell nature how to behave, only learn how it does behave. And it seems to behave randomly.

			One way or another

			To get back to the example of two electrons colliding, there is a certain amount of randomness in what happens when they recoil by exchanging one photon. Maybe it is a glancing collision, or a hard collision. But there is also another possibility. Using the rules of QED, we can draw another Feynman Diagram where the two electrons interact not by exchanging one photon, but by exchanging two.

			[image: ]

			Other things that can happen when two electrons collide.

			Taking a very simple approach, exchanging two photons is likely to lead to a stronger interaction. Returning to the analogy of people on skateboards, if they ‘exchange’ one ball, they start to roll away from each other. Exchange another, and they will roll even faster. The more photons get exchanged, the more strongly two electrons will push each other apart. There is also another possibility: the electrons may interact by exchanging one photon, but then radiate another photon later on – this photon can then travel out, like light leaving a light bulb. In this case, the energy is now shared between two electrons and one photon, so the electrons will be moving a little more slowly.

			There is no way to know in advance whether the electrons will interact by exchanging one photon, or two, or even more; or if they will produce extra photons before or after the collision. All we can do is calculate how likely each of these outcomes is – and the probabilities are not equal. There is a cost to throwing a ball, or exchanging or producing a photon, and this is determined by a quantity known as the ‘coupling constant’.

			The coupling constant tells us how likely a charged particle is to ‘couple’, or interact with a photon, and it is given the symbol α. This α appears at every vertex in a Feynman Diagram, every time an electron line and a photon line meet, and it tells us what the likelihood of the electron producing this extra photon is – a bit like saying how likely it is that a coin will land on heads (which is ½). The value of α is not something we can calculate, we just have to go and measure it, and it turns out to be almost exactly 1/137. In other words, while there is a ½ chance of a coin landing on heads, there is roughly a 1/137 chance that an electron will emit one photon. The chance of two heads in a row is ¼ (which is ½ x ½), and for two photons it is roughly 1/19,000 (1/137 x 1/137).

			The value of α is closely related to the strength of the electromagnetic force: if α were larger, there would be a higher probability that an electron will emit photons, and more photons would mean a stronger force pushing the two electrons apart. But it turns out that α is quite small, extra photons are quite rare, and this makes QED much easier to work with. The simplest possible Feynman Diagram for each process – known as the ‘leading order’ or LO part – gets us pretty close to the right answer. We can find a more precise answer by also calculating all the possible Diagrams with one extra photon – called the ‘next-to-leading order’ or NLO part. Very complex interactions involving many photons are extremely unlikely, so they can usually be neglected – just as we don’t usually consider the unlikely result that a coin will land on its edge instead of heads or tails. But including these rare possibilities does give very precise answers: the magnetic properties of an electron have been calculated to NNNNNLO (yes, that’s next-to-next-to-next-to-next-to-next-to-leading order) involving over 12,000 possible Feynman Diagrams and over 12,000 separate calculations. The result is accurate to better than one part per trillion: equivalent to calculating the distance between the Earth and the Moon to within the width of a human hair.

			But there is a question here – why does α have the value 1/137 and not ½, or 1/150, or any other number? It seems as though there must be a reason for this, and some well-respected names even dabbled in numerology to try to explain it. Wolfgang Pauli, Nobel Prize winner and giant of theoretical physics in the first half of the twentieth century, struck up an unusual collaboration with the psychoanalyst Carl Jung seeking a meaning to 137. Pauli remained fascinated by this number for the rest of his life, right up to his death from pancreatic cancer in a Zurich hospital in 1958 – in room 137.

			This is actually the first time we meet what is known as a ‘free parameter’ in particle physics, and this means that we don’t yet know the reason α has the value 1/137, but once we have measured it, we can plug the number into the equations and calculate accurate predictions for how particles behave. The deeper meaning of 1/137 may come once we have a deeper understanding of the universe, but for now we simply don’t know. There are actually 26 of these free parameters in particle physics, 26 numbers we cannot yet explain – in other words, there are at least 26 reasons to think that our current understanding of particle physics is incomplete.

			‘I said to him “You’re crazy.” But he wasn’t.’

			Up to now, things might seem a bit unfamiliar, but there shouldn’t be much here that is fundamentally odd. Electrons and photons seem to travel in straight lines, and charged particles interact by firing photons at each other. We can calculate to high accuracy the various types of interaction that could take place, starting by drawing some Feynman Diagrams. There is an element of randomness, because there are several ways that things can happen, such as exchanging one photon or two, and no way to know in advance exactly what will happen, only to calculate probabilities.

			But it’s time for the really strange things about quantum mechanics. These Feynman Diagrams don’t just represent different possible things that can happen, they represent different possible things that do happen. And they all happen at the same time. When two electrons collide, they exchange one photon. They also exchange two photons. And three. And four. And so on. To make sense of this, it is necessary to completely change the idea of what a particle is. Up to now it has been possible to think about particles as tiny marbles rolling around, emitting and absorbing photons. In reality, particles are much stranger, and most of the time we really don’t know what they get up to. Because it seems that they get up to everything, all at once.

			One way to think about this is that the electrons split into multiple copies of themselves. Each copy will do something slightly different: it might move in a different way, it might fire off two photons instead of one, it might recoil in a different direction. For every possible path a particle might travel from A to B, and every possible number of photons it might fire off or absorb, there is a copy. All of these copies come back together again at the end, so that when we next make a measurement of each electron, we find just one particle again. But in between measurements, when we are not looking at them, particles seem to split into many copies, and explore all possible ways to behave. In order to correctly calculate what might happen in a collision we have to add up all these copies, and to treat the electrons as if they are doing all of these things all at the same time. Only by doing this do we arrive at a realistic description of the universe. And this is not an analogy: it is a description of the real mathem­atics. It is known as the ‘path integral’ version of quantum mechanics, because that’s what the mathematics does: adds up every possible path a particle might take, every possible interaction a particle might have. This was Feynman’s real insight into the nature of particles, and prompted Freeman Dyson’s reaction to it: ‘I said to him “You’re crazy.” But he wasn’t.’

			Because this account is so unlike anything we experience in the everyday world, it is worth exploring some more. For example, when I take the journey to work, I could either travel by bus or by train. I may not know in advance which one I will take – it might depend on which one comes first. And when I arrive at work, my colleagues may not know which one I took – but that does not mean that I took both! Of course I only took one, they just don’t know which one. But quantum mechanics is different. An electron me really would split into two copies and take both the bus and the train. The electron me that takes the bus would also split many many more times, as thousands of copies of that bus spread out in all directions, taking every possible route across town. All of these different routes converge on my office, and only by accounting for them all can we correctly account for how an electron behaves.

			As an aside, it is also possible to formulate quantum mechanics in another way, describing particles as waves that spread out like a ripple on a pond, in a way that is similar to the many different bus routes spreading out across town. This ‘wave–particle duality’ version of the theory is easier to use for some applications, like electrons in an atom. But for high-energy particle physics, Feynman’s path integral approach is much simpler – at least mathematically, if not conceptually – and this version of quantum mechanics is part of what is known as ‘quantum field theory’.

			If the randomness of quantum mechanics was a problem for Einstein early on, this idea was even worse. Not only can we not calculate exactly what is going to happen, we also can’t know exactly what did happen – because everything happened, all at once. At least, this is what the maths says. But just because it’s possible that electrons take any route, and it’s possible that they emit one, two or many more photons, does it mean that they really do all of these things, all at once? Particles are so very small that we can’t see directly what they are doing, so perhaps the electrons actually only did one of these and, like my office colleagues not knowing if I took the bus or train, we just don’t know which one. This type of explanation is known as a ‘hidden-variables’ theory, as it states that there is a perfectly normal explanation for what particles are doing – we just can’t see it.

			One of the names most strongly associated with early quantum theory, Erwin Schrödinger, was strongly against this ‘everything happens, all at once’ idea, which he parodied with his famous cat-in-a-box experiment. The idea is this: a cat is in a box, along with a device that contains a lump of uranium and a vial of poison. Uranium is radioactive, and if the device detects some radiation, it will release the poison and kill the cat. Now, radioactive decays happen randomly, driven by the rules of quantum mechanics. And if we take quantum mechanics seriously, everything should happen at once: the uranium emits some radiation and the cat dies; the uranium doesn’t emit radiation, and the cat doesn’t die. According to quantum mechanics, the cat is both alive and dead at the same time, and one of these possibilities is picked at random when we open the box. According to a ‘more sensible’ hidden-variables theory, the cat is either alive or dead all along, and we just don’t know which until we open the box. (This is just a thought experiment of course; no cats were harmed in the testing of quantum mechanics.)
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