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Preface to the 2025 Edition



Poor Economics, Fifteen Years Later


We wrote Poor Economics between 2008 and 2011. It drew on our experiences as field researchers working among the poor. The goal was to confront the often quite reductive narratives that seemed to dominate the economics of poverty. Our contention was simple: policy-makers (and, of course, philanthropists, activists, and businesspeople as well) would do better in addressing the needs of the poor if they let go of the oversimplifications and prejudices that all too often characterized their views of them. And for this to happen, the attitudes of researchers also needed to change. We had to start thinking of the poor as very much like the rest of us: curious and confused, generous and selfish, subject to misjudgments and multiple contradictory impulses.


One consequence of acknowledging this complexity of the poor is that we don’t have the comfort of a theory that tells us how people will react to any possible intervention. We need to try things out and keep checking with the data, and to allow ourselves to be surprised by the results, and what they might mean for policy or any future interventions. Policy action and research became necessarily intertwined: the only way to know that a potential program was effective was to study it, and this research often offers new insights into how the poor truly live their lives.


This became our main research agenda toward the end of the 1990s. We started doing randomized controlled trials, or RCTs, modeled on drug trials, aimed at evaluating the impacts of specific interventions. In 2003, we set up the Abdul Latif Jameel Poverty Action Lab, or J-PAL, as a way to facilitate and promote this way of doing research in economics and to present our learnings to the world. We were, however, quite aware that we had very few results to show for all our earnest efforts: there were only eight of us in our organization in 2003, with just around 40 completed or ongoing RCTs between the lot of us. But we were young (or youngish), willing to sleep little and travel around the world on a shoestring, and excited about what we were trying to achieve and what we were learning. Many of our friends and a large fraction of our PhD students caught the RCT bug, and by 2008, J-PAL was a network of fifty-one researchers. The number of RCTs went from 103 in 2003 to 327 in 2008.1


A lot of the material we used in the first edition of the book came from these. And on some issues, there was quite a bit. Many of the early RCTs tried to test various solutions to improve primary education and the use of preventive health care, and there we could see a clear pattern emerging and had interesting stories to tell. Why people did not buy insurance against risks that they clearly worried about had been an important focus on several early projects, and we felt that there was enough of a pattern to support certain hypotheses. The same was true of credit, and in particular microcredit, despite or because of the somewhat underwhelming impact found in early experiments.


On other issues, like improving governance, or voter mobilization, or changing gender relations and family dynamics, the first edition was on much thinner ground. There were one or two intriguing pieces of research but not enough to form a firm opinion; we had no choice but to speculate.


All that has dramatically changed since then. The number of completed RCTs within J-PAL went from 327 in 2008 to more than 2,204 in 2024, and other organizations, including the World Bank, the Inter-American Development Bank, and many others, also added trials of their own. Somewhere along the way, the American Economic Association established a registry for social experiments, and by August 2024, it had registered more than 9,000 projects.2


Although we were surprised by just how fast things changed, this is how social networks often work. Our PhD students became professors and had their own PhD students, who in turn had their own. By the mid-2010s, we had academic great-grandchildren who were doing RCTs, and this led to an explosion of new questions and new ways of doing RCTs that went very far beyond what either of us had thought of doing. Some of them were kind enough to include us in these new projects, so we got a firsthand opportunity to admire the explosion of creativity that this infusion of youth and energy brought about.


At the same time, there was a broader cultural shift within the field of economics. Many of those who had initially expressed skepticism about the value of field experiments, and others who were simply busy with other work, seemed taken by the new insights that were coming out of the RCTs and decided to dip their feet in. Other fields of economics, focused on rich countries rather than the developing world where we were doing most of our work, also discovered or rediscovered the joy of experimentation and brought in a whole slew of new talent. All of this together is what we spoke about when in 2019 we were awarded the Nobel Prize in Economics (along with fellow RCT pioneer Michael Kremer) and called it a prize for “the movement.”


But there was something else: the world had also changed. The year 2008 was a very different time from 2023. It was, of course, the beginning of the Great Recession in the rich world. There was, as in most macroeconomic crises, some hand-wringing among the rich about whether capitalism had lost its way, and there was much genuine anger among the poor in rich countries about how quickly their lives had fallen apart yet again—which would soon feed Brexit, MAGA, and other forms of xenophobia—but by the end of 2008, the United States had its first Black president and the time seemed pregnant with possibilities.


Meanwhile, in the world’s poorer countries, the 2008 crisis was mostly business as usual. For the group that the World Bank calls the Heavily Indebted Poor Countries, growth rates in 2008, 2009, 2010, and 2011 were 5.6 percent, 3.7 percent, 6.1 percent, and 4.5 percent—not stellar, but much higher than in the 1980s and early 1990s.3 And while the large Asian countries reaching the cusp of the “middleincome” group—Bangladesh, India, Vietnam, and China, where a large fraction of the world’s poorest used to live—initially took a hit, they continued to power forward. People there began to talk about “decoupling” from the West.


For those at the center of Poor Economics, those in extreme poverty, the years 2008–2019 were years of clear progress. The fraction of the world population in extreme poverty (defined by the World Bank, as of 2023, as those living under $2.15 per person per day, after adjusting for purchasing power) went from 18.6 percent down to 8.9 percent between 2008 and 2019 (just before the COVID-19 pandemic).4 And not all of this progress came from East Asia, famously the one superstar performer. Sub-Saharan Africa, the area with the lowest per capita incomes, had a similar reduction that we saw elsewhere in the world, going from 44 percent in 2008 to around 37 percent in 2019. According to the World Bank, the country that had the biggest reduction in the fraction of people living in poverty between around 2000 and 2015 was Tanzania.5


It is not just income poverty that went down. In fact, starting in the early 1990s, and until 2019, quality of life improved across the board, in fundamental ways. Infant mortality in sub-Saharan Africa went from 107 per 1,000 births in 1990 to 50 in 2021, while under-five mortality went from 179 to 73 over the same period,6 and the percentage of children in primary school went from 63 percent in 2000 to 79 percent in 2019.7 Maternal mortality was almost halved around the world since 1990.8 Life was getting better in the poorest countries of the world even in this period of global crisis.


In part, this reflected rising incomes. But that’s not all: some of the countries that had the largest improvements in infant or maternal mortality since 2000 (such as Zambia or Malawi) did not have particularly fast economic growth during that time.9 Their progress was in large part due to better social policies: more focus on concrete humandevelopment problems rather than chasing the mirage of growth, less of what we call the three i’s—ignorance, ideology, and inertia—and more experimentation and evidence-based decisions, helped by the availability of more reliable results, including from the growing bank of RCTs. The dream of ending poverty with which we started J-PAL was still very far away, but there seemed to be more and more baby steps toward it. Part of it was reflected in the success of J-PAL itself. In 2023, at the ripe old age of twenty, J-PAL had indirectly touched 680 million lives through policies that had been adopted or scaled up as a result of an evaluation carried out by one of its affiliates. In fact, in the last years of the second decade of this millennium, we worried a lot about the rich world (our second book, published in November 2019, was called Good Economics for Hard Times), but when we turned back and looked at what had been accomplished in (and by) the poorest countries in the past thirty years, we saw a big bright spot.


Our optimism has dimmed. It is impossible to think of the world since 2020 without a sense of constant crisis. In 2008, despite everything that was clearly broken in wealthy economies, there was still some of the residual optimism from Y2K and a faith that it could all be figured out. But by 2025, that seems to have been replaced by a sense of a global malaise that has no obvious end. The United States is in a particularly perilous spot, but this time it has engulfed the poorer part of the world as well.


First, of course, there was the global pandemic, which moved from country to country, killing many millions in its wake, shutting down economies and school systems, leaving debris that we are still clearing up. Poorer countries could not afford the aggressive support policies that rich countries paid for, and the economic impacts were much stronger, and much more durable, even when the number of deaths was much lower (which was the case in most of sub-Saharan Africa).


Then in 2022, the decade-old debt problem in many of the poorer countries turned into a full-blown crisis,10 thanks to the explosion of commodity prices as a result of the Russian invasion of Ukraine and the hikes in interest rates in the United States and Europe, as they tried to fight the inflation that took off after the pandemic.


In January 2025, Donald Trump was sworn in as president of the United States. On day one he withdrew from the Paris Agreement and the World Health Organization. Within a week, his administration shuttered USAID, the main aid agency of the United States, leaving a trail of broken contracts and promises in its wake and many poorcountry governments and antipoverty organizations stunned. It then threatened all countries with high tariffs, potentially reversing success stories based on trade, from Lesotho to Cambodia.


Looking a little further ahead, the long-simmering inequality crisis, once more of a rich-country problem, is now coming for the rest. The advent of generative artificial intelligence (AI), developed in a few rich countries, threatens to eat up medium-skill jobs that have fueled the growth of an urban middle class in many countries (coding, accounting, copyediting, back-office support), leaving us with the very stark world of the ultrarich and the rest.


And, of course, in the longer term that does not seem so distant anymore, there is the climate crisis. While mainly the product of unbridled consumption of the rich, it most directly threatens lives and livelihoods in the poorer parts of the world, which are in the double jeopardy of being already hot and too poor to afford protection.


This generalized malaise is now palpable in every country, rich and poor: poor mental health has become an epidemic, causing “deaths of despair” in the United States,11 but also, more silently, affecting millions of poor people around the world. And, perhaps relatedly, our social fabric also seems to be coming apart, with conflicts along gender, ethnic, and religious lines multiplying and intensifying, to the point of bringing entire political systems, which had seemed functional enough before, toward either chaos or tyranny.


For those in the research community interested in the problems of poverty and better policies to fight them, two contradictory impulses represent a new set of challenges. On the one hand, thanks to the explosion of the RCT movement and the echo it has found in policy, there are more opportunities for research than ever before, more talent than ever, and, at least in some quarters, more interest in the results. On the other hand, the problems seem broader, more diffuse, and more menacing. We still try to be as precise as possible and ask well-defined questions that can deliver usable answers. But a lot of the low-hanging fruit has been picked—what was a “revolutionary approach” in 2008 is now very much the mainstream.


This puts pressure on researchers to be more ambitious, take more risks, and think even further outside of the box. Remarkably, many of them responded with a groundswell of new and exciting research, which is a constant source of inspiration and awe for us. Some of this research returns to the questions asked in Poor Economics, but a substantial part of it takes on questions we had not anticipated.


In particular, four of the core chapters of Poor Economics (on education, health, credit and business, and political economy) now benefit from the new research and scholarship. We revisit them here. Another new chapter at the end of the book highlights the new areas of exciting research.


EDUCATION


The central point of the chapter on education is that while getting children into school is important for those who don’t have parents with advanced degrees—a lesson large parts of the West had to relearn when schools shut down during the COVID-19 pandemic—what matters once they are in school is the approach to teaching.


In other words, neither fancier school buildings nor higher teacher salaries, nor even access to computers, seem to make a big difference to learning levels, unless they are put in the service of better pedagogy. Moreover, better teaching is first and foremost teaching that is attentive to what children actually know and focused on helping them acquire basic skills (comprehension, logic, mathematics, writing) that they need, rather than some idealized notion of what content, at a certain age or grade, they ought to know. This might seem obvious, but it goes against the grain of most educational systems, which want teachers to cover a set curriculum, even if most of the children are way behind grade level. Children who fall behind in the early grades never really catch up and often, discouraged, eventually give up. The end result is that children in Africa, South Asia, and many countries in Latin America spend years in schools but learn very little, not even the basic life skills central to the primary grades.12 Half of fifth graders in India are at second-grade level or below in math, and the situation is even worse in Africa.13


A number of RCTs in the 2000s showed that there is a simple remedy for this rather basic but devastating problem: identify what individual kids need to learn—and help them get there. It can be done by teachers, but it can also be done by high school–educated volunteers with a modicum of training.14 In other words, it is relatively easy, but implementation at scale within government school systems encountered an unexpected difficulty. The idea that completing the curriculum is their primary duty is so ingrained with teachers that it takes some effort to make them comfortable taking time away to separate kids in groups and go back to teaching basic skills. But this can be done, and when it is, it is effective.


This is where we leave it in Chapter 4, “Top of the Class.” But experiments have continued to accumulate in the education field, and during the pandemic a consortium of international organizations (including the World Bank, UNICEF, and aid agencies in the United Kingdom and the United States, among others) asked Abhijit to cochair a working group to take stock of the evidence. The Global Education Evidence Advisory Panel, or GEEAP, examined more than thirteen thousand documents covering more than four hundred highquality studies.15 This is considerably more than what we had to work with when we were writing the first version of Chapter 4, yet the message was surprisingly consistent. The GEEAP classified interventions into categories of great buys (interventions that work reliably and cost relatively little), okay buys, bad buys, and those requiring more evidence. All the investment infrastructure (buildings and so forth) were “bad buys.” Interestingly, even computers were generally a bad buy, unless they were used to change pedagogy (as, for example, in a study in Delhi tuition centers that used an AI-powered platform to give students questions targeted to their level).16 Yet it is hard to imagine that this is the end of the line for the use of informationtechnology educational instruction given that the world is currently transfixed by possibilities, positive and otherwise, of generative AI and the explosion of digital learning tools during the pandemic.


The only two “great buys” identified by GEEAP were two interventions that targeted pedagogy. The first one is the targeted-instruction intervention we identify in Chapter 4. Since then, it has acquired a name, Teaching at the Right Level (TaRL), and has been the subject of more experimentation and replication. It has also been scaled up in India (today, it reaches several million children in the country, and it was even more widely adopted after the pandemic, with great success in some states). Encouraged by the results, J-PAL and Pratham, the Indian nongovernmental organization (NGO) that came up with the idea of Teaching at the Right Level, helped create TaRL Africa, an organization dedicated to working with governments in Africa to embed TaRL within their educational systems. In 2023, TaRL Africa worked in twelve countries in sub-Saharan Africa. In Côte d’Ivoire, one of the countries with the lowest educational performance in the world, TaRL is now national policy.


The second “great buy” is a program that requires teachers to follow a very specific method for teaching that leaves little autonomy to teachers. Teachers must follow very detailed lesson plans that build in multiple alternative explanations of each point (wherever possible) and frequent checks with the children to make sure that they are following. This model, described as structured pedagogy, was pioneered by Bridge Academy, a for-profit network of private schools and an off-shoot of a successful charter-school chain in Boston. Michael Kremer and several of his colleagues found large impacts on learning levels in a trial in Kenya.17 Some version of a scripted-curriculum model has been replicated in several countries by other organizations, improving learning in some places, like the Gambia or Guinea-Bissau, where initial learning levels were extremely low, and a bundled intervention including a scripted curriculum led to large learning gains.18 (However, Bridge Academy itself was embroiled in a scandal, after an investigation revealed sexual abuses at some of its schools.)19


In many ways, the research results from the past decade line up well with our original assessment of the central issue in education. This view has become widespread both in academia and among international organizations and, especially after the pandemic, is finally gaining some ground in educational systems around the world. Even in France, famous for its commitment to a rigid curriculum for all children, in 2023 the education minister announced that there would be achievement-based grouping starting in 2024.


However, it has also become increasingly clear over the years that we underestimated the problem and perhaps oversimplified it by reducing it to a question of content. The problem is not just that schools do not teach the right things. Hemmed in by an inflexible curriculum, teachers also appear to be incapable of identifying, leveraging, and rewarding the skills and competencies that children already have. We had firsthand experience of that in two sets of studies we carried out with Liz Spelke, a child psychologist at Harvard who specializes in how young children learn mathematics.


Liz and Esther did a project that started by measuring how well children in the slums of Delhi, too young to have been taught any formal math, understood basic mathematical concepts (comparisons of numbers, orientation in space, shapes).20 Using games designed and piloted in Liz’s Harvard laboratory for building and measuring math skills, they found, when piloting the games in India and Cambridge, Massachusetts, that Indian children aged between four and six from low-income families performed comparably to children living near Harvard (many of whom were from families of faculty, students, or alumni). Kids, apparently, are just kids.


In the next step, the games were arranged into a curriculum, taught over several weeks in preschool classes in slums, as part of an RCT. The kids who were exposed to the games made great progress on a range of intuitive mathematical skills. When these kids reached school age and joined school, they continued to have these skills—the gains persisted for more than fifteen months. But surprisingly, their mastery of the formal mathematics that is taught in school was no better than that of the children who did not have the early exposure to the games. It is only in a later experiment, when the gamesbased curriculum explicitly included training in the symbolic skills taught in school (the numbers, the meaning of operations, the names of shapes) that the preschool program improved child outcomes in school math tests.21 The teachers, perhaps because they were used to a particular top-down way of teaching that is blind to the way the students respond, had not noticed the kids had math skills they could make use of.


The second example is one that we had been thinking about for a long time. While writing Poor Economics, we had wondered how the many kids selling vegetables in India managed the math of the sales, giving the right change, since a majority of children that age in India do rather poorly in standardized math tests. We finally turned this curiosity into a study.22 We sent three pairs of mystery shoppers to each child seller in a set of fruit and vegetable markets in Kolkata and Delhi, with the instruction to ask for a somewhat nonstandard amount (for example, 250 or 400 grams rather than a kilo) of two things the child was selling. They would then give the child more than what the vegetables cost and ask for the change. They found that the children did the mathematics involved in the sale (multiplying, adding, and then subtracting for the change) instantly and correctly by the second try more than 95 percent of the time. The buyers then went back to the shops, revealed who they were, and asked the child’s guardian permission to test the children’s math. Remarkably, the same children who could so effortlessly do the market math, froze up when they saw written math problems that should have been, if anything, easier. They did better if the written questions were framed as a market problem, but nowhere near as well as they did in the market itself under much greater time pressure. Incentives, in the form of reward for the correct answer, did not help. From our observation of their attempts to do the math, it appears that the invocation of the idea of a math test brought back memories of half-understood strategies taught in school, which their teachers had insisted were the one right way to solve various math problems. Their own (excellent) intuitive understanding of arithmetic got parked somewhere as soon as they smelled school math. As one market child told us, “If I could do that I would still be in school.”


Math teaching in school, instead of working with what children are good at (most children use math in their everyday lives—for example, when they discuss cricket scores in South Asia), seems to discourage them by insisting that there is one correct method that only “good students” can access. One reason teachers take this route, and why they are not very responsive to where the children might be stuck, could be that they are themselves insecure in their understanding of the material they are teaching and therefore prefer to hide behind the language of the textbook. Following the textbook line by line, covering the material prescribed in the syllabus for a given day, as a few of Abhijit’s teachers in India used to, is a way to avoid making an obvious mistake, but it’s very limiting as a way of teaching. We have also encountered teachers who clearly essentialize children and have the view that explaining more elaborately is a waste of time since those who don’t get it the first time are unsuited to education. Schools can be fixed only when that mindset changes.


TaRL, scripted lessons, and math games all partially fix this problem, in different ways: math games develop children’s intuition of basic arithmetic and geometry and leverage the desire to play and win, scripted lessons force teachers to spend more time explaining the rules they are trying to teach, and TaRL does not move a child up until they have mastered that particular competency. But these interventions are focused on improving basic skills. Once they are widely adopted and children are confident in the basic skills they need, there will still be a need for better learning, and those interventions won’t be the answer. There are obviously more ways for students to get confused with more advanced material, and teachers are even more likely to find the material challenging. Training teachers how to teach more effectively children who have already mastered the very basic skills remains a key hurdle. Since most children in the world attend primary school, and many countries are moving to provide middle and high school for free, this is probably the key challenge of the next generation.


In recent years, research on “metacognition,” the general term for skills that help learning, has left the laboratory and reached the field. There are several promising directions.


One is critical thinking. Abhijit was involved in the evaluation of a critical-thinking program in Uganda, inspired by FUNDEAC, an organization that, in the 1970s, conceptualized “democratic learning” as essentially discursive and based on debating issues directly relevant to the lives of the students.23 At the heart of the model is changing the teachers’ relation to their own knowledge by involving them in extensive discussions of basic concepts (for example, “What is a cube?”) with each other. The idea is to give them both more confidence in their own understanding of ideas (or at least their ability to figure them out) and more empathy for those students who had trouble understanding what they were being taught. The study found evidence of large gains in the children’s understanding of what they were being taught in program schools. And they were able to translate that understanding into better results in the high-stakes public exam that acts as a gateway between primary and secondary schools in Uganda—the pass rate went up from 51 percent to 75 percent.


Several other pieces of research reinforce the importance of meta-cognition. In Turkey, several experiments found promising effects on school tests, but also on life skills, of teaching “grit” (following the recommendation of Angela Duckworth), patience, and “perspective taking” (the ability to understand a situation from the perspective of another person, who may have a different background).24 In India, researchers discovered that education is as valuable in training cognitive endurance as it is in teaching concepts.25 The right kind of teaching may not just help students learn content, but also give them the habits and confidence that will help them in life.


The agenda of focusing on basic skills that we laid out is far from being completed. The COVID-19 pandemic gave it only further urgency. But its greater acceptance makes us hopeful that, ten years from now, educational systems in poor countries will have more sensible objectives and better tools.


HEALTH


The COVID-19 pandemic highlighted just how important, but also how difficult, it is to get people to make the right choices to protect themselves and others, not just in poor countries, but really everywhere. By the second half of 2020, there was a fair amount of consensus among experts as to what this entailed: masks in public places, at least indoors; social distancing; meeting outdoors rather than in homes or offices; regular testing, ideally with contact tracing; and extra care for the elderly and other at-risk categories, such as diabetics and the immunocompromised.26 Then the vaccines arrived, almost miraculously fast in most rich countries—and in China and India, thanks to concerted efforts by researchers and vaccine makers—but harrowingly slowly in sub-Saharan Africa.27 The public health advice was then expanded to getting vaccinated as soon as possible.


Generally, in places where most people followed these rules, many fewer people died, both before and after the availability of vaccines. Especially early on, countries such as the United States and United Kingdom, where compliance was often halfhearted or worse, had much higher mortality rates than most countries in continental Europe or in East Asia, where the rules seemed to have been followed better.28 Within the United States, there was enormous variation in the death rates from COVID-19 from state to state—the death rate in Arizona was nearly five times that in New Hampshire. And while some of that difference can be attributed to demographic differences (age and comorbidities mainly), controlling for the effect of those factors does only a little to shrink the gap between the best- and worst-performing states.29 Early in the pandemic, many factors were correlated with death rates across race and states.30 But once vaccines became widely available, vaccination rates started to emerge as the key factor that separated the regions. And in turn, one factor that strongly related to vaccination rates was the percentage of people who voted for Donald Trump in 2020. This might seem unsurprising, given how vivid Trump was in his pooh-poohing of the disease. On the other hand, the vaccine was available and free, even Trump was in favor of taking it and tried to encourage his supporters to do so, and the media was full of warning stories of the hundreds of thousands who had died, so the risk posed by the disease was very clear. One might imagine that getting vaccinated would be a worthwhile investment even if one was somewhat skeptical.


This is closely related to the question at the heart of the health and health-care chapter “Low-Hanging Fruit for Better (Global) Health?”: Why do so many people fail to take simple actions that can save their own lives and those of their loved ones, even when they are available and for free or almost free? We don’t systematically add chlorine to our water to kill the germs for diarrhea or cholera, even though we know that chlorine works and these diseases can kill. We start vaccinating our children but don’t finish the course. We don’t always put up the antimalarial bed nets that we own, even though we know that malaria kills young children. We forget to wash our hands; we pass over the carrot sticks and reach for the potato chips. We say that we should exercise, but we don’t. The COVID-19 experience brought home the message that resistance to following good advice is not just a problem for people who live in poverty. It is a problem for everyone.


We suggested that this was often about the price but rarely about the money. Even very poor households can afford to buy a bottle of chlorine or pay the price of an insecticide-treated bed net when it is highly subsidized. As for the vaccines, they are often free, as is the hand wash, but they require time and attention. People might not make the right choices because they are impatient. The cost (say, the cost of walking to the vaccination site) is now, but the benefits (the possibility of a life-threatening case of measles) lie in some unspecified probabilistic future. Simple inattention—the fact that we all have many things on our minds and some things will slip through—might also account for failing to complete tasks that will keep us healthy.


One key difference between rich and poor people we emphasized is that, in many rich countries, and in rich neighborhoods in lowincome countries as well, the environment naturally takes care of many of those tasks without requiring a decision by every individual family: the water from the tap is drinkable, vaccinations are required before children can attend school, and windows are equipped with antimosquito netting or stay closed with air-conditioning. We don’t need to be constantly alert, to make decisions at every turn, and remember to act in a responsible way for each of them.


What we knew from the experiments circa 2010 is that when the environment does not automatically put you on the right track, prices and incentives matter.


For example, cutting the price of antimalarial bed nets to zero is a very effective way to get people to acquire them and to make use of them.31 This is good news, since there was initially some concern that people would not use bed nets if they got them for free—in fact, there does not seem to be a “I got it free and therefore don’t value it” effect. Experiments since have established a similar fact about chlorination of drinking water: easily available, free chlorine for adding to the water at the source increases usage, small money even by local standards. In turn, the increased usage of chlorine cuts child mortality by 63 percent.32


A related phenomenon is the power of small incentives in getting people to make the right preventive choices. Chapter 3 discusses how a gift of a kilo of lentils every time a child received a vaccination and a set of plates for completing the course more than doubled the completion of the immunization recommendations when added to an intervention that provided reliable access to vaccination in local camps.33 Since then, there have been a series of experiments of increasing size in various countries, including India and Pakistan, with the lentil rewards replaced by cell-phone minutes or cash of a similar value (one dollar per shot, roughly), which also found large positive results.34 The success of the study in Pakistan inspired the government of the province of Sindh to adopt it as policy, and there was a new study that covered the entire province of Sindh and enrolled a half-million children every year.35 The intervention increased the number of children receiving the BCG vaccine by 16 percent.


Since then, these kinds of small incentives have also been used to encourage regular walking and hand washing, two other favorites of doctors and public health officials. Small financial rewards are effective in getting people to do both, recent RCTs show.36 Moreover, the effect of incentives on hand washing continues after the incentive is discontinued, suggesting that it can become a habit. Even more interestingly, the prospect of the incentive helps to build a habit. When told that there will be rewards for hand washing in the future, the families start working on it some weeks ahead of time, showing that they know that this is the way to cultivate a habit and that habits are key to being able to stick to the task.


But fifteen years ago, we had not really been able to answer the question of why the incentives mattered so much. Since then, we have learned some more.


One simple reason parents might react to these small incentives is that they act as a reminder, a reason to not forget the vaccination window. If the reminder function is paramount, one could imagine simply sending reminders, perhaps by SMS, now that everyone has a phone. In fact, SMS reminders are a ubiquitous policy instrument. In the recent experiments, their effect is mixed. They help in Pakistan, but have no effect on their own in India, although they help reinforce the effect of other interventions.37


Another reason could be that the gift, even though it is small, is enough to make the visit a plus rather than a minus. That so many parents respond to these relatively small incentives suggests that the failure to vaccinate does not come out of some strongly held antivax preference, ideological or otherwise. On the other hand, it also suggests that these parents probably don’t feel particularly strongly about the need to vaccinate their children either. Perhaps they know it is something they should do, but given everything else they have to do, it is not at the top of their priorities—unless there is a little nudge.


But does the nudge need to be financial? People can be quick to judge others who may not be “doing the right thing.” Perhaps this social pressure can be exploited. Seeing whether this social dynamic can help has been the focus of a recent crop of research.


In fact, this was a part of the incentives for the hand-washing study mentioned above. The study found that simply monitoring regular hand washing (with the clever device of a soap dispenser that records if it is being used), without offering incentives, had an effect on its own. And in Sierra Leone, Anne Karing offered silicone bracelets to parents when they came to vaccinate their children in a timely manner.38 In some villages, parents chose upon the first vaccination either a yellow or a green bracelet, which the child kept for all subsequent vaccinations. In other (randomly selected) villages, the color of the bracelet signaled the vaccine they received: a yellow bracelet for the first vaccine, a green one for the last two. The silicone bracelets were popular regardless of their color, but vaccination increased even more in villages that got two colors of bracelets, especially when the second color was for the last one in the sequence: this suggests that parents are keen to show off to others that they have fully vaccinated their children. This thinking inspired a project in Germany, early in the COVID-19 vaccination drive, where researchers offered people the option to signal their vaccination status to other participants, either before or after those participants decided to get vaccinated.39 They found that having the chance to share one’s vaccination status with a peer after they made a decision increased immunization by a little bit, but doing it before more than doubled the immunization rates of the would-be influencers. It seems we relish a chance to influence others.


The role of social connections may explain why, in an experiment in India, the most cost-effective strategy to get children vaccinated was to get someone local to deliver the message that there was going to be a vaccination camp, combined with an SMS reminder campaign tailored to their own child. This built on a previous experiment that showed that people in a village knew who the local “gossips” were: contacting the gossips with a piece of information and asking them to spread the news worked extraordinarily well.40 In the vaccination experiment, we returned to the gossips, somewhat pompously renamed information hubs, as a way to get the vaccination message out. And they did. In fact, the reach of a gossip far exceeded not only that of a random citizen, but also that of the most trusted members of the community.


In the experiment, individual families also got an SMS reminder. On its own, this had no effect. So, to be more effective, the gossip probably included more than the bare details, such as the date and place of the camp. Or perhaps they were just more convincing. Our hunch is that being very good at spreading information makes gossips a natural source of social pressure—people may not want the gossip to tell the world that they hadn’t vaccinated their child despite being reminded to do so. This echoes the finding from an interesting recent experiment on whether a savings “buddy” could help people to reach their savings goals.41 That experiment found that if people are monitored by particularly well-connected neighbors, they save more—again, probably because they worried that the gossip about their irresponsible behavior would spread if they did not.


The COVID-19 pandemic highlighted the key role of the messenger in spreading health news and advice. At the beginning of the pandemic, Indians were bombarded with messages about must-dos and don’t-dos. In West Bengal (in eastern India), residents reported that on average over two days, they heard about the importance of social distancing 20.2 times, about washing hands 16.9 times, and about wearing masks 17.2 times.42 One might have imagined that any new messages would be drowned in that cacophony—indeed, there is evidence from an experiment on Facebook that messaging about one kind of healthy behavior may crowd out others.43 So when there was a need to reach people with a fresh message on reporting symptoms to local health workers and not traveling out of the village if at all possible, to make it possible to trace and limit the spread of the pandemic, a memorable messenger was used to get past the natural resistance. Abhijit, as a newly minted Nobel laureate and someone quite visible in the press, was chosen to be the unusual “messenger.” He recorded a two-and-a-half-minute video sent by SMS to almost 25 million cellphone numbers in West Bengal located in 1,214 postal codes, chosen at random out of the 1,264 postal codes in the state. The intervention had large effects on both reporting of symptoms and health-preserving behaviors, such as reduction of travel and reported hand washing, but the content of the message, which we had carefully manipulated to highlight different motivating factors, made absolutely no difference to the response. Moreover, the wearing of masks went up despite the fact that it was never mentioned in the video. It seems that the viewers already knew that they were supposed to wear masks—getting the message simply made them more mindful of it. The details of the message were less important than the messenger.


During COVID-19, the United States was in some ways a much more fraught landscape than India. Dr. Anthony Fauci, the chief medical adviser to President Trump and lead messenger on COVID-19, was reviled in right-wing circles for what they saw as a direct assault on individual liberties (“It’s my choice not to wear [a mask]”; “This is about politics and social control. The Biden administration has decided it owns your body”).44 This was at the same time as the “Black Lives Matter” movement, which started after several innocent Black men and women died at the hands of the police. There was widespread concern, at least in the physician community, that this might have made the Black and perhaps also the Hispanic communities resistant to the vital COVID-19 messages from the government.


In May 2020, with the help of the Center for Diversity and Inclusion at Massachusetts General Hospital, we shared a series of videos recorded by forty-two physicians, both white and Black (also men and women, young and old) with about fifteen thousand Black and Hispanic respondents, who saw them before they answered a set of standard questions about the dos and don’ts in the context of COVID-19.45 A control group did not see the videos until after they had answered the questions. The first discovery from the study was that most people already knew the correct answers—more than 70 percent got all of our questions right in the control group, without getting any information. Information had somehow reached many of them. Despite that, the intervention taught them a little bit, and the randomly assigned race of the messenger made no difference. Nor did it make a difference that the messages included statements about the various challenges faced by the Black community with respect to access to health care and economic opportunities (and the Hispanic community with respect to immigration). Even messages that included a video by Dr. Deborah Birx, the government’s head of COVID-19 response, had the same effect, despite the fact that she herself was not particularly popular, especially in minority communities, as our participants readily confirmed.


We repeated this experiment in the early fall of 2020, but with a greater focus on measuring behaviors such as wearing a mask and social distancing rather than just knowledge.46 We found, as before, that those who were sent the videos were somewhat better informed about COVID-19 and, albeit based just on their self-reports, more inclined to wear masks and practice social distancing. This study, unlike the previous one, had both white and Black subjects, and, strikingly, they behaved very similarly in response to the intervention. It also made no difference if the doctor who recorded the video was white or Black or whether a previous video made an explicit acknowledgment (via an official message of the American Medical Association) of the fact that the unequal treatment of race is a public health concern in America. Equally striking, while Republicans were less likely to follow the strictures to wear masks and keep a safe distance, as is well known, watching the videos (and even videos recorded by Black physicians) raised their compliance in the same proportion as it did for Democrats. Ideology clearly played a role in what people decided to do in general, but it did not close their minds to new messages.


Later that year, there was concern that people going to visit their parents or grandparents for Thanksgiving and Christmas would bring the disease with them, and the advice of the Centers for Disease Control and others was to avoid traveling for the holidays. In partnership with Facebook, we reached many millions of users with ads where doctors and nurses recorded short videos urging people not to travel.47 The randomly assigned intervention reduced travel (as measured by where they were accessing Facebook from), and the COVID-19 infection rate in targeted areas went down by 3.5 percent. Here again, the interventions seemed to be just as effective in places that had voted for Trump as those that did not; it was still possible to convey the message at that point.


The next year, as a new wave of COVID-19 was raging (the “omicron wave”), we did a similar information campaign with Facebook, in France and the United States, that aimed to raise vaccination rates.48 It had no effect whatsoever. It also did not work to try to encourage already vaccinated people to persuade their friends. It is quite possible that, by then, everybody who was willing to be vaccinated had already received the vaccine and that the view of others had hardened. There were, perhaps, few “undecideds” left.


The fact that the race of the messenger didn’t matter in any of these experiments also contrasts with the results of an important experiment in Oakland, California, where patients were randomly assigned to doctors of either their own race or a different race for cardiovascular care.49 Black patients were much more willing to take preventive steps when that message came from a Black doctor.


This may be because Black patients find it easier to trust Black doctors. But why does trust in the messenger matter in Oakland and not in India? While we can only speculate, one big difference is that the injunctions to immunize a child are well known, often repeated, and generally accepted. In the Oakland experiment, the race of the messenger mattered for the most invasive tests. People may be willing to get a simple reminder from someone they don’t particularly trust when the targeted action is something very familiar, but not when the choices are difficult and scary.


Trust is even more of an issue in health care in the developing world. There is a large literature showing that drugs, including life-saving drugs, are often counterfeited in countries where regulators are not doing their job.50 However, when a chain of pharmacies with an established reputation entered the market in the city of Hyderabad, India, people switched to buying from them, and the quality of the drugs went up substantially.51 And sellers respond to that shift: in Uganda, when a popular NGO started selling high-quality antimalaria medicine, the other pharmacies stopped carrying the fake one.52


Trust also helps explain a puzzling fact about health-care markets in the developing world. In Chapter 3, we painted a picture of these markets, emphasizing just how easy it is to assume the mantle of a doctor—you don’t need any qualifications, just the willingness to put up your shingle and treat patients. This is partly sustained by the shortage of qualified doctors, who prefer to serve the local rich or immigrate to the developed world. The Indian government is very aware of that, which is why it doesn’t actually try to stop the quacks.


Here is the puzzling fact we have since learned about these practitioners: they know little, but they do even less than they know. To demonstrate this, Jishnu Das and his colleagues pioneered a clever test: they sent actors, posing as patients, with a specific set of (serious) symptoms, such a chronic cough, or chest pains, or other set of symptoms, to large numbers of practitioners.53 Such studies were conducted in parts of China, India, and Kenya.54 Strikingly, healthcare practitioners recommended unnecessary and contraindicated 80 percent of the time. In India, only 21 percent of standard patients presenting with possible tuberculosis cases were correctly managed.55 More interestingly, even when they knew the answer to the conditions presented by the actors, and had been capable to articulate it when the question was asked to them in an exam format, they still got it wrong in their practice. In other words, Das observed a “know-do” gap.


The other striking fact is that most interactions with patients were extremely short (two minutes or less in public clinics in India, for instance) and rarely involved a physical exam or a test of any kind.56 So it seemed that those who spend more time and more effort talking to patients and checking their symptoms could double their income by being a bit more diligent.


Why didn’t they? Not because they were busy: the doctors spent hardly 10 percent of the time in their “clinic” actually seeing patients.57 Our guess is that trust is what makes the difference. Patients in these settings know that most practitioners they see are at best self-educated amateurs and that there is no reason to believe they are competent. The only assurance they have is based on their own experience and, perhaps to some extent, the experience of the community with this particular person: Did the past treatments work? Therefore, unless they already have a record of success with a particular practitioner, and therefore a reason to trust him, they will be reluctant to take his advice to do something expensive. Knowing that, the quack (strangely, these practitioners often refer to themselves as “quack doctors”) will often prefer to limit himself to doing the minimum and hoping that the patient gets better—as they often do regardless. If this theory is right, it is only when trust builds up through these baby steps that the practitioner will spend more time, charge more money, and make use of all of his knowledge.


To build trust, a local NGO offered a random set of these practitioners a comprehensive training; Abhijit was involved in the evaluation of this effort.58 This improved their reputation and reduced the know-do gap: the trained health workers spent more time treating individuals, used their knowledge more, and made more money (patients are willing to pay more for correct care, it turns out). Finding ways to equip these de facto health practitioners with some more skills and some incentives to do better could improve the provision of health care. Unfortunately, governments, under the influence of the formal doctor associations, refuse to formally recognize the existence of the quacks, which makes it harder to regulate or help them upgrade their skills.


Trust is not a given; it’s earned. Two studies illustrate how easy it is to lose it and how long lasting those shifts can be. One study compared the vaccination rate of today’s children and willingness to undergo a blood draw in regions in the former French Equatorial Africa where France, when it was the colonial power, conducted aggressive vaccination campaigns against sleeping sickness, using a vaccine that was not particularly effective and had nasty side effects.59 To this day, vaccination rates are lower in French Equatorial Africa than in the neighboring British colonies, which did not insist on that particular vaccine. Strikingly, it is even true among people who live on either side of the erstwhile border between the French and the British zone in Cameroon, in what is now the same country.


More recently, the Central Intelligence Agency’s “vaccine ruse” provided a chilling example of the willingness to squander trust in the name of tactical expediency. In an attempt to make sure that Osama bin Laden was in fact present in the compound in Pakistan where they thought he was hiding, the CIA collected DNA samples from children under the guise of a vaccination campaign.60 Bin Laden was killed. But when the ruse was exposed, vaccination rates collapsed in that region.61


Scientists, doctors, and nurses generally enjoy a high level of trust (much higher than economists).62 The COVID-19 pandemic should have been a triumph of science, further increasing this trust. The virus was sequenced within a few weeks. Within a few months, we had a good understanding of what needed to be done to prevent transmission. In less than a year, an effective vaccine was developed and produced in large quantities.


Unfortunately, health care, like so many issues, has become a political battlefield, starting with the United States. In the United States, trust in medical scientists, after rising early in the pandemic, has declined, from 89 percent in April 2020 to 78 percent in December 2021.63 Almost four years after the beginning of the pandemic, Dr. Fauci, now retired and mostly quiet, is still a divisive figure, from whom Donald Trump removed the security clearance. Meanwhile, Robert Kennedy, a vaccine skeptic, was confirmed as health secretary in February 2025 and funding for medical research came under severe strain in the first few months of 2025. In low-income countries, where vaccination rates were low but most people did trust vaccines,64 vaccine hesitancy is on the rise, fueled by stories circulating on social media. A UNICEF report warns that in fifty-two out of fifty-five countries studied, the public perception of the importance of vaccines for children fell during the pandemic.65


In the next few years, doctors and policymakers will have to rebuild and protect trust in a sector that is less and less insulated from the rest of society’s divisions. They will have to do this just as new challenges crop up in health care in poor countries: Noncommunicable chronic diseases, such as diabetes and hypertension, are exploding.66 Air pollution is becoming a major killer, particularly in South Asia.67 Mental health, long neglected and still largely untreated, is emerging as a huge problem in poor countries—recent measurement efforts suggest that the fraction of depressed people is higher in lowincome countries than it is in rich countries, contrary to the idea that depression is a “rich people’s indulgence.”68 And finally, the rise in global temperatures will bring its own set of health challenges, as we will discuss in the (new) penultimate chapter.


CREDIT AND BUSINESS


The chapters on credit and the businesses of the poor (Chapter 7, “The Men from Kabul and the Eunuchs of India: The (Not So) Simple Economics of Lending to the Poor,” and Chapter 9, “Reluctant Entrepreneurs”) were perhaps the hardest to write. We didn’t fully understand it then, but the challenge came from walking a particularly thin line. The book was written in the high age of microcredit, a still novel idea that was seen as a “market” solution to the world’s problems, from extreme poverty to HIV/AIDS. We had evidence from what was the first RCT of a standard microfinance-group lending product, carried out in partnership with Spandana, one of the largest Indian microfinance institutions (MFIs) at the time.69 And, frankly, it didn’t look great. There was no evidence that it had a transformative impact on the lives of the beneficiaries. A lot of them didn’t want loans; others who took the loan had no plans of starting a business, and even the businesses that got started were mostly tiny and not very profitable. Overall, microfinance did not lead to increased consumption for the median person.


This study brought us a fair amount of (not very positive) notoriety in the microfinance community, and there were even attempts to get us to retract it. In 2010, there was at least the possibility that these disappointing results were unique to the setting of Spandana. However, there were soon many other RCTs that found very similar results, in very different settings, from rural Ethiopia to Bosnia and Herzegovina.70 The microfinanciers eventually changed their tune—they may not be solving poverty, but they were helping the poor solve some of their problems.


We agreed. In fact, we had tried quite hard to avoid sounding antimicrocredit, but we mostly failed. Our previous research confirmed that microfinanciers were right in saying that the poor needed credit: there seemed to be high-returns projects available to them that they did not undertake. Moreover, the interest rates charged by MFIs, while high, were lower than what poor people usually paid to the informal lenders they usually borrowed from. Though we didn’t think they were doing very much to promote business creation, we genuinely believed that MFIs were doing something useful—the poor, like the rest of us, need credit for all kinds of daily activities, even if it is not running a business.


With the benefit of fifteen years’ hindsight, it’s likely that we were too pessimistic about the ability of microcredit to help grow businesses. That’s mostly because, looking under the lamppost lit by the microfinance movement, we were asking the wrong question. Mohammed Yunus, the doyen of the movement, had proclaimed that the poor were natural entrepreneurs—naturally gifted in setting up and growing businesses—and we took him at his word. We were therefore looking for evidence that many of those who got loans were going to start dynamic businesses. We didn’t find it. One of the conclusions of our chapter on credit and business is that the poor are not natural-born entrepreneurs, any more than the rich.


Indeed, nowhere in the developed world do we see a large fraction of the population setting up businesses and successfully operating them. Some people run businesses and hire; most others work for them. In low- and middle-income countries, on the other hand, a very large fraction of the population is self-employed and effectively running their own business (small farmers, vegetable vendors, cycle taxis, and so on). But this does not imply they want to be entrepreneurs—in fact, when asked, many clearly say that they want a job. It seems more likely that the weaknesses of the labor and capital markets leave them with no choice but to be self-employed.


What is tricky is that even in this world where most people do not really want to be entrepreneurs, microcredit may lead to some business creation. Suppose that you want a new television. You may take a loan to buy it. But then you need to generate some extra income to repay the loan: a dosa-selling operation at breakfast time might do the job.


New clients might therefore start a small business that generates just enough revenue to make the loan payments. Perhaps they will get their wife to run them, since “she is not doing anything right now” (meaning she is running the home, cooking, cleaning, getting water, and more).


These businesses are unlikely to have a very dynamic existence; nor are they meant to. In Sri Lanka, when researchers randomly allocated grants (not loans) to small businesses, they were at first surprised to see that the female-owned businesses appeared to be much less productive than the male-owned businesses.71 When another team looked at the same data, they realized that the money given for the wife’s business had generally been invested in the husband’s.72 In families where there is only one business and it is owned by the woman, the return to the grant was just as high as for male-owned businesses.


This suggested how to look for businesses that would really benefit from microcredit. In the communities that got access to microcredit as a part of the RCT, as well as those that did not, there were businesses that existed before there was any microcredit around, businesses that weren’t launched simply because they could now get microcredit. It seemed plausible that we might see a more positive impact of microcredit if we restricted our attention to those.


And indeed, the results from the various RCTs on microfinance around the world showed a dramatic difference between preexisting businesses and the rest.73 A finding common to all experiments is that the effect on profits is positive for those who already ran a business before access to microfinance was made available to them. However, the benefits were small or nonexistent for the majority of businesses, even those preexisting ones. Only the most successful entrepreneurs seem to account for most of the gains. Microcredit does lead to very substantial income growth for some—but they are a small minority.


In Hyderabad, India, we found that the positive impact of microcredit access for preexisting businesses grows over time.74 Six years after getting access to microcredit, those who had a preexisting business and who got early access to microfinance owned businesses that had 35 percent more assets and generated double the revenues as those in control neighborhoods (where microcredit arrived two years later).


In contrast, businesses started after microcredit appeared to generate less profits than the control comparisons. Assuming that credit itself did not directly hurt them, this meant that the newly created businesses were less productive. This is consistent with the story of the newly minted dosa seller: microcredit encouraged people who have no particular entrepreneurial talent to give it a try (perhaps to reimburse the loan), and many of those new ventures were underwhelming.


Fast growth for a small minority of firms was not the success the microfinanciers had anticipated. Their vision was more egalitarian: they imagined they would help a large fraction of their borrowers to achieve a certain modest business success. When we asked our friends in the industry about making bigger loans to their most successful borrowers, they demurred. They worried that it would quickly become too much, that these firms would find it hard to succeed on a much bigger scale. This was entirely consistent with the idea that there would be many small successes—if everyone bought cows and started selling more and more milk, for example, who would do the drinking?


As it turned out, the successful business did not wait for their microcredit loans to increase. They went elsewhere to look for capital. In 2010, four years after the start of our microcredit experiment in Hyderabad (the capital of Andhra Pradesh), and at the height of the microfinance movement in the state, the average preexisting business in neighborhoods randomly selected to get early access to the MFI had about 13,000 rupees in microfinance loans, but their total informal business borrowing was 2.6 times as much. These informal loans tend to be fully repaid, implying that the firms were making enough money to cover much more borrowing than the microfinanciers wanted to grant them, even though the interest rates on these other loans were likely much higher. And over the next few years, these entrepreneurs benefited enormously from a relatively small injection of cheap capital and could have absorbed more.


So, the real challenge may be to identify the potential profit makers among the vast multitude of tiny businesses that populate almost every developing country and to give them more. The original microfinance pioneers may have been too optimistic when they thought small profitable entrepreneurs were everywhere. But we were far too pessimistic when we implied that they were so few and far between that finding them would be impossible.


A fascinating recent study by three young and intrepid professors at Harvard Business School, Reshma Hussam, Natalia Rigol, and Benjamin Roth, suggested that it might not be so hard to identify the would-be high-fliers.75 The idea was simply to ask the neighboring businesspeople. Their experiment started with 1,345 small businesses that they split into groups of five neighbors each. The owners of those businesses were then asked to rank themselves and their peers in their neighborhood group in terms of how much extra profits they would make from a $100 investment. Of course, Natalia, Reshma, and Ben worried that these rankings may be biased—say, toward putting oneself on top—and took a number of precautions to prevent it, including getting people to announce their views in public. Once this was done, they gave a third of the firms, chosen at random, a grant of $100 each that they could in principle invest. The idea was to check how well the peer predictions worked.


They turned out to work very well indeed. Those ranked in the bottom third made no money from that extra $100. The ones in the top third make an astronomical 30 percent per month. Human knowledge was superior to artificial intelligence: the peer ranking did better in predicting performance than a machine-learning algorithm using all the observable data on those firms.


Could microlenders use this or some related method to target their loans to the most profitable or most trustworthy clients?


Whatever the answer to that question may be, this evidence confirms that, contrary to the presumption of the microfinance movement, even among the owners of very small businesses, there is huge variation at the individual level at how “entrepreneurial” they seem to be. Some may be able to grow their businesses enormously if they could only get the capital, while others may just be in business for want of a better opportunity.


That said, it is worth emphasizing that we are talking about performance and not necessarily innate talent, as economists are often wont to do. The less “productive” entrepreneurs, like the women in the experiments we described earlier, may simply have other constraints that affect how they run their businesses. And many people who might have had innate talent are entirely shut out of opportunities.


In fact, for the last many years, we have been closely tracking a program that targets a population that, in the world of traditional economics, would be seen as highly unlikely to have much entrepreneurial talent. The program, already described in Chapter 9, was an innovation by the impressive Bangladeshi NGO BRAC. At the time, different people called it many different things. BRAC now calls it the “graduation” initiative, which reflects the idea that the program is meant to help the poorest of the poor graduate out of extreme poverty.


It targeted extremely poor people, identified by fellow villagers in a participatory program. In India and Bangladesh, beneficiaries were often destitute women with little or no education, who lived off of the occasional odd job and the kindness of their neighbors. The program gave them a productive asset of their choice such as a cow, a sewing machine, or a starting stock for a small shop (within a fixed budget); a small amount of financial support for the first months before the asset started yielding an income; and some training. It also assigned a staff member to keep an eye on them and provide some encouragement and emotional support (“You can do it”). We reported the first round of results from an RCT of the West Bengal version in Chapter 9, from about eighteen months after the beneficiaries entered the program—at this point they were about 10 percent richer than the control group. Similar results were found in Bangladesh.76 A set of coordinated experiments conducted in several other countries has since then found very similar results in all countries but one.77


We continued to track the West Bengal experiment for many years and have data from year three (measured from the start of the program), year seven, and year ten.78 Strikingly, the gap in per capita consumption (and earnings) between these two groups of households did not close and even continued to grow. By year seven, it was more than 25 percent, which is where it remained at year ten. This is despite the fact that the control group is also much richer by year ten, a result in part of the greater availability of jobs in cities and the expanded social support that the government of India was offering—but the treated households continue to be able to take better advantage of the available opportunities.


The fact that a gift of an asset (with some other help) continues to have an impact ten years later is remarkable. It hints at the possibility of a virtuous cycle, an idea at the heart of Poor Economics, where the initial gift makes the households more productive, and that in turn encourages and enables them to make further investment, which further increases their productivity, and so on.


Indeed, we see direct evidence of this kind of transformation: At eighteen months, the extra income for the selected households comes directly from the asset. By three years, they have set up a second (or second and third) business that is contributing to their advantage over the control group, and by year seven, these new businesses are the main reason they are doing better.


We had connected the idea of this kind of virtuous cycle that enables households to permanently exit extreme poverty (“springing a poverty trap”) with an S-shaped relation between current and future wealth. At the time, the theory was well understood, but the data was scarce, so we were going a little bit out on a limb. The long-term follow-up of the Spandana microcredit experiment has made it possible to provide a little bit of direct support for this hypothesis. As mentioned, the effect of getting microcredit for two extra years on those businesses that existed before microcredit became available continued to grow over the next four years.79 This is true despite the fact that by the beginning of the third year, both the (randomly chosen) early microcredit group and the late microcredit group had access to microcredit. And at the end of year four, everyone in the state lost access to microcredit because of a state ordinance. We built a model to try to explain why a temporary boost (from early access to microcredit) would have a large and growing effect four years after the boost ended, consistent with there being a virtuous cycle. The model that best fits the data indeed has an S-shaped relation between current and future wealth for the group that started their business before getting access to microcredit.


This idea of a virtuous cycle is clearly important for the design of social policies, since it offers the option of a onetime relatively expensive intervention that creates a permanent or at least long-lasting benefit to the beneficiary and therefore spares the government any further social-support spending. Thus, even an expensive program may turn out to be a really valuable investment. In West Bengal, the program pays for itself after four years, and the benefits are almost four times the costs by year ten.80 If the benefits continue at this rate, after ten years, households would have earned more than ten times what the NGO spent on them.


So in terms of the entrepreneurship of the poor, perhaps a less pessimistic conclusion than the one at the end of Chapter 9 is warranted. There are certainly many tiny entrepreneurs who earn very high returns on their capital—in the study discussed earlier on identifying entrepreneurs, we emphasized the enormous variation in the returns to capital, but the average return they estimated was also an impressive 9 percent per month (the US average stock market return is roughly 9 percent per year). These are entrepreneurs who could certainly use quite a bit more capital than they have. And if they get it, as the example from Hyderabad proves, they will start hiring the other poor people, who will no longer need to run the businesses they don’t love running.


The harder question is if and how these firms can get the capital they need faster. After six years, only one in ten businesses that were in the Hyderabad control group has an employee. This is really not very much. Banks are still mostly too conservative and expensive to deal with these tiny firms, while MFIs remain unwilling to provide large amounts of relatively flexible capital to the group of talented entrepreneurs who still have no way to secure their loans. We keep hoping there will be innovations in the sector and that we will then see an effulgence of new entrepreneurship from the bottom.


POLITICAL ECONOMY


Chapter 10, “Policies, Politics,” the political economy chapter, was written very much in response to a view we were often confronted with and one that still keeps coming back: What is the point of figuring out what works, we often hear, given that only good politicians are interested in good policies and such politicians are few and far between (especially in developing countries, though that was often left unsaid)? We had argued that this is simply not true—“bad” politicians are often interested in what works, because they need something to be reelected (or, if there are no elections, to maintain themselves in power). On the other hand, good politicians, meaning those who are not corrupt and are well intentioned, are not necessarily free from what we call the three i’s—ignorance, ideology, and inertia—and don’t always choose the best policies. So both kinds should benefit from, and perhaps want, better data on how to conduct the day-to-day business of policymaking.


There is some exciting recent research on whether politicians indeed want data to make decisions. Eva Vivalt and Aidan Coville carried out an experiment with policymakers and researchers who were part of workshops organized by the World Bank and the Inter-American Development Bank.81 They showed their study participants details of certain interventions and then asked them to predict their impact. Policymakers turn out to be more optimistic about the interventions than the researchers and more confident about their responses, despite the fact that they were on average less familiar with the programs. One might imagine that this is ideology (perhaps one becomes a policymaker because one is optimistic there are things that are likely to work?), but it could also be inertia (perhaps policymakers feel a strong need to keep doing new things?).


A related recent study shows that ideology makes a difference in how politicians read data. The researchers invited almost three thousand development policy professionals from the World Bank and the Department for International Development in the United Kingdom (the British aid agency) to interpret some evidence on the impact of raising the minimum wage on poverty.82 When the evidence suggested that raising the minimum wage increased the incomes of the bottom 40 percent, those of a right-wing political bent misinterpreted the results. When it suggested the opposite, it was the left-wing policymakers who tended to misread the data. On average, fewer than 50 percent read the evidence correctly. When they gave the same people a less ideological example—judging the efficacy of a skin cream—they were much more likely to read the data right.


The fact that people have ideologically inflected views does not mean that the evidence does not push them in the right direction. In the Vivalt and Coville study, the participants were given some information from research papers relating to the interventions and asked for their updated predictions. They adjusted their views in the direction that the evidence supported, though there was a tendency to pay more attention to good news.


A rather remarkable study asks the next question: Does this type of updating of beliefs influence policy? An experiment recruited about half of more than eighteen hundred mayors (elected heads of municipalities) in Brazil at a conference and randomly selected them to receive information about the effectiveness of reminders for taxpayers in raising tax revenues.83 Those who received the information had much more accurate beliefs about the efficacy of the reminders, and over the next two years, the municipalities they governed were a third more likely to send out these reminder letters than the control.


Given that there seemed to be a willingness to learn and use relevant information, one might wonder if the various biases in learning uncovered in the first two studies might, at least in part, be unconscious. Indeed, when a group of the staff members of the UK aid agency were invited to deliberate with a colleague before expressing their opinions on the effect of the minimum-wage change, it changed their judgments, suggesting that discussion with a colleague helped them consider different facets of a problem. This suggests that they indeed cared about getting the answer right but were not aware of their own biases.


It also turns out that many policymakers in Vivalt and Coville’s experiment did not fully understand the way results were reported in the study. Their misinterpretations may come from a lack of training rather than a reluctance to be persuaded by data. Presenting the data more clearly may be a way to make them more responsive.


This echoes what is perhaps the core idea on political economy in this book. As we wrote, “Politics is not very different from policy: It can (and must) be improved at the margin, and seemingly minor interventions can make a significant difference.” This is quite contrary to the view that politics is very different. This view argues that politicians want bad policies because their prime goal is to fulfill their own ambitions. Therefore, unless one changes their incentives, policy improvements are possible only when the politicians just happen to be socially minded.


While there is no way to actually disprove this view, the study of Brazil’s mayors gives us some reason to be more optimistic. Many of the officials who participated were interested enough in the evidence to agree to spend either some private money or several hours of their time learning about it, and some later ended up putting what they learned into action, suggesting that many politicians seem to be “socially minded enough,” though this could easily reflect their longerterm electoral incentives.


The obvious pushback against this is that reminding taxpayers, which was the intervention that the mayors learned about, is an easy win. Taxpayers can always ignore the reminders if they want to, but intervention looks good to the voting public. And when we wrote the first edition of the book, we were genuinely unsure about whether other more aggressive interventions would be feasible, even as experiments. For example, the biggest problem with tax collection in most developing countries might be corruption, not taxpayers forgetting to pay. Any attempt to substantially improve tax collection might be successfully blocked by the tax collectors or their political masters. We never expected that in the next few years there would be some RCTs in Pakistan that effectively upended the existing (notoriously corrupt) system of collection there.


In the first of these experiments carried out by Adnan Khan, Asim Khwaja, and Ben Olken, all the 482 circles (tax units) in the provincial urban property-tax department of Pakistan’s largest province, Punjab, were randomized into four groups, three of which had different incentives for tax collectors; the last was kept as a control.84 The basic incentive scheme, which simply allowed tax collectors to keep an average of 30 percent of the amount they collected above a certain minimum level (which was enough to double the earnings for many of them), worked the best, and it worked very well indeed: over the two years of the experiment, tax collection went up 64 percent faster in the circles assigned to this treatment than in the control group! Bribes also went up, suggesting that the tax collectors were using the incentive scheme as a bargaining chip with the taxpayers, but at least consumer satisfaction and the accuracy of the tax assessment did not go down.


In a follow-up experiment, the same team used the incentive of a transfer to a more desirable district.85 A randomly chosen set of tax collectors was told that if they outranked other tax collectors in terms of revenue growth, they would get to choose their next posting. Relative to the control group, where status quo prevailed, this led to a 41 percent faster growth in tax revenues in the first year of the experiment and 30 percent higher growth in the second year.


These and many other studies show that it is possible to dramatically improve tax collection by tweaking the way it is done.86 A study in Indonesia found that the creation of well-resourced tax offices dedicated to the biggest corporate taxpayers effectively doubled corporate tax collection.87


These are all examples of what we have called the “plumbing” of policymaking. Often, the difference between success and failure of an intervention depends less on the idea of the policy (the tax rate, for example) than on the details of the implementation (how many tax collectors are on the job and how they are incentivized). Those details can be numerous and are often hard to forecast. Therefore, the job of the economist (or any expert helping the government) is more that of a plumber than that of a scientist or even an engineer. Try out something to see if it improves the way a program works; if it does not, try something else.


In the past ten years or so, there has been a large number of such “plumbing RCTs” to help improve the performance of large-scale government interventions, such as social transfers and regulation. When they are successful, they cause both large improvements in efficiency and a substantial redistribution of rents, which of course brings back the question of politics.


One experience in India provides a particularly vivid example—it could be described as an intervention on how the pipes are laid out.88 In the early 2010s, the rural development ministry in the state of Bihar wanted to rationalize the flow of funds for the government’s main rural workfare program, the MGNREGA. Under this program, villagers are, in principle, entitled to a minimum number of days of work on construction projects in their village, paid at the minimum wage. Salaries and materials are paid by the village heads, but the funds come from the central coffers. A key set of important and perhaps underappreciated choices are the following: How should the money get to the village? Who can authorize expenditures? Does it make any difference?


The funds used to be sent to the district government, who then sent them to the accounts of each “block” (the Indian equivalent of a county), who relayed them to the village government. The amounts transferred were based on proposals made by each village and aggregated by the block and the district. But since the approval process took time, it was customary to send the money in anticipation of expenses, based on past needs in each village. There was very little ex post facto monitoring of proper use of funds.


The innovation we studied involved sending money directly to the villages, skipping the intervening bureaucratic layers, through online transfers to their bank accounts, against an invoice they could transmit electronically. Since the transfer could be almost instantaneous, the money would be sent in response to the village uploading the data from their current spends. Sixty-nine of the 195 blocks in twelve districts of Bihar, home to thirty-three million people, were randomly chosen to get the faster fund flow.


Our expectation had been that this change would increase spending and perhaps reduce fraud and money leakages—the district and block authorities were rumored to take a share of all the funds that they authorized at the village level. In fact, spending went down by a quarter, as measured by how much money was sent, but not by how much money the participants in MGNREGA reported getting. In other words, leakage seemed to have gone down very substantially, both because the money was sent against an invoice and because the district and block officials were cut out. In fact, we saw a 53 percent drop in the median movable wealth of district officials and 19 percent in that of block and Gram Panchayat (the lowest administrative unit in India) officials. Plumbing 1, politics 0.


But politics started to interfere with the plumbing. The bureaucrats were, naturally, quite upset to be cut out and fought hard to restore the status quo. The fact that the new fund-flow mechanism had some initial teething problems also made it easy to claim that it wasn’t working. In particular, since payments were made based on actual expenditures, village officials had to learn to submit expenditures on a real-time basis. Until they got used to that, the payment of wages was delayed, expenditures went down, and it was easy for district officials to claim that the reform was gutting the program. The new payment mechanism was withdrawn before we could show the results, and its main proponent was sent away (to work in the central government in Delhi). Plumbing 1, politics 1.


However, the results from the experiment did eventually emerge: they showed that while expenditures had gone down, overall wages paid and employment provided did not—the reform was a success. When, a few years later, there was a push to reform fund-flow mechanisms at the national level, a nudge from that same bureaucrat, now working in the national government, made sure that the Bihar model was summoned back from the dead. Coupled with some improvement at the front end to make sure villagers were paid quickly and efficiently, it became a part of a broader policy that was implemented nationwide. Plumbers 2, politics 1. For now, the plumbers win.


A second example of this political interplay was a project we conducted in Indonesia.89 We worked with the national government to reform its very leaky rice subsidy (Raskin) program in which poor households were entitled to subsidized rice. Due to various forms of waste and corruption, on average they were only getting one-third of their subsidy. The reform was based on the suspicion that eligible people probably were not certain of their eligibility or what their entitlements might be, which made it easier for the village leaders to divert a lot of the rice. The main intervention was to send each eligible household a card with their family name on it saying that they were eligible; this was implemented in 378 villages out of 572 spread over three provinces.


We found that on average, the villagers in the villages where cards were distributed received 26 percent more of the subsidy they were entitled to. It gets better: printing the price people were supposed to pay for the subsidized rice on the card, which was also randomized across villages, doubled the effect compared to the cards that did not contain that information. Publicly announcing the list of who was eligible helped even more, and the whole package (cards, the printed price, the public announcement) helped claw back more than half the leakage.


The village leaders were clearly taking advantage of the fact that people had not been properly informed of their rights. And indeed, when they could, they tried to avoid distributing the cards. Around two-thirds of the cards were not distributed in the treatment group. On the other hand, they couldn’t simply ignore the legitimacy of the villagers’ claims once the information was public. And at a later stage, when the national government mailed cards to everyone who was eligible, there was little they could do to block the implementation of a reform that clearly went against their interest.


These kinds of “plumbing experiments” generally occur when a government official approaches a researcher because they have the feeling that something is not working the way it should. This is what happened in Gujarat. A lawyer for the Gujarat Pollution Control Board (GPCB), who was visiting the Harvard Kennedy School, approached Rohini Pande with an interesting conundrum: the Gujarat Pollution Control Board had been instructed by the High Court of the state to supplement their regular inspections by privately run audits. The idea was that the state was not doing enough to control pollution (citizens were suing) and that the principle of “polluter pays” should apply. The court ruled that the polluting firms needed to hire and pay for their own auditors to come measure pollution three times a year and submit a report to the firm and to the government. It is a worthy principle, but it led to a simple problem: since the firms were paying and hiring auditors, the auditors quickly learned that the best way to get rehired was to provide a clean bill of health to the firms, no matter how much pollution they found. Furthermore, if they were going to falsify the reports, it would be cheaper to not do the measurement at all.90 A cottage industry of auditing companies ready to provide clean reports for very little money soon sprang up. Everybody knew that the system was rotten. But the lawyer who represented the GPCB thought that the scheme could be improved, which is why she requested to meet Rohini.


This meeting led to a visit to Gujarat and a project where we got to slightly alter the third-party audit scheme to make it more useful. In our revised scheme, firms were randomly assigned an auditor and paid a fixed fee for the audit. A fraction of auditors’ reports were back-checked, and they could be penalized or fired for imprecise reports. Remarkably, we got a chance to test this scheme in an RCT. We found that the accuracy of auditors’ reports greatly improved in the new scheme, and pollution went down. Because the scheme had been designed to be compliant with the law and the High Court order, our GPCB partners were able to convert the entire state of Bihar to the new system.91


This was not the end of the collaboration with the GPCB. Over the years, the projects carried out by Rohini’s team became more and more ambitious. They culminated with an experiment with a market for tradable emission permits, the first in India and an example for the world.92 Each establishment was outfitted with a device that continuously monitored its emissions. Then the government distributed permits to each company, allowing pollution up to a certain limit. The permits could be bought and sold. Plants with spare abatement capacity (for example, those who had scrubbing machines that they were usually not using) were able to sell the permit to other companies, and the plants that wanted to produce and pollute more than they were allowed could buy additional permits.


The results from this experiment showed that the firms polluted much less despite being equally productive. This was because the cost of abatement was very low—because only the firms for whom it was cheap to remove pollution ended up doing it. As a result, the government was able to progressively lower the overall number of permits, which led to a sharp reduction in overall pollution. Beginning with the tweak to the system of audits, the collaboration has evolved all the way to the creation of an entirely new institution: a tradable market for pollution permits.


As these stories make clear, it is sometimes difficult to enforce the laws and regulations on the books. Politicians, bureaucrats, and citizens try to undermine the functioning of government programs. Preventing them improves performance and equity but creates losers (including the politicians and bureaucrats themselves, obviously). Nevertheless, the reforms are not always blocked, and some changes are tremendously effective.


This is in part because not all corrupt politicians have the same interests, if only because they have different electoral incentives. In Chapter 10, we briefly discuss results from RCTs showing that electoral success depends on delivering to the voters: when voters are provided a report card on a politician, it affects their vote.93 Over the past fifteen years, many experiments have confirmed those early results. In turn, politicians respond to what they expect voters to care about: the announcement that a newspaper will publish results of their public spending choices before the election, for example, makes them tilt their spending toward what the voters want, an RCT in India shows.94


Moreover, not all politicians are corrupt (or at least not all the time). In Indonesia, we found that when local elites got the right to distribute the Raskin rice, they gave only a slight advantage to their relatives, and in other ways their distribution was fairer than the one based on official lists.95


Yet the concern that the politically powerful are trying to capture all the available resources remains extremely influential. This is why programs don’t trust local elites to distribute resources and rely instead on bureaucratic processes that are often leaky and inefficient or (as we did in one of our projects) use community-driven processes that are time-consuming and hard to implement. This is also often the argument given to justify why the rich countries should not redistribute more to poor countries or why when they do it should be managed by international bureaucracies. This was the argument for why even the Loss and Damage Fund created at the COP28 to compensate the low-income countries harmed by climate change was placed at the World Bank.


Yet between 2003 and 2024, J-PAL estimates that more than 650 million people have been touched by policy or programs that a researcher from J-PAL has evaluated and found to be effective. Most of these scale-ups have happened with little involvement of J-PAL: policymakers either scaled up what they had tried on a small scale (as in Gujarat or Indonesia) or copied what had been evaluated elsewhere. This probably would not have happened if policymaking had been entirely dominated by cynical leaders trying to advance their own private interests. At the same time, it remains true that the process of policymaking is deeply affected by politics: in good ways, because it reflects the preference of citizens; in bad ways, when ideology takes over; and in ugly ways, when decisions are made by selfish politicians for the narrowest of selfish reasons. But as the work on political economy issues over the past decades demonstrates, plumbing and politics coexist in messy ways but, surprisingly, in ways that often bend toward progress.



THINK AGAIN


The world has changed in frightening ways, but the main premise we started with fifteen years ago continues to apply in most of the world. The way to provide meaningful solutions to the problems faced by the poorest citizens of the world is often not by brandishing “big ideas” or sweeping ideological premises (“Aid is good [or bad],” or “The market will solve all the problems,” or “Nothing cannot be done until corruption is sorted out”). The best way to go forward remains “Think again, again,” as we encourage the reader to do in Chapter 1 of the book, and confront the problems faced by the poor one by one, armed with humility and doggedness. Many have joined this movement in the past fifteen years, and we have learned many new lessons, but the core insights in the book about how the poor live their lives, and what can be done to help them, remain essential and hope that we can persuade you to accompany us on this journey through them.
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