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Meet the author


Welcome to Statistics: A complete introduction!


Hello, my name is Alan; I’ve been a lecturer in Mathematics Education at the Open University for over 30 years. My particular interest is statistics and I’ve written a number of books and Open University course units in this field. I’ve given numerous workshops and lectures to teachers on a variety of themes, including calculators, spreadsheets, practical mathematics and statistics.


Most statistics textbooks are too difficult to understand. This is not the fault of the people who read them but is owing to the unrealistic expectations of the people who write them. Most learners starting statistics are, unsurprisingly, not very confident with handling numbers or formulas, so why pretend they should be?


This book is my attempt to present the basic ideas of statistics clearly and simply. It does not provide a comprehensive guide to statistical techniques – if you want that, you will need a different sort of book. Instead, the focus is on understanding the key concepts and principles of the subject. Increasingly, much of the technical side of statistical work – performing laborious calculations, applying complicated formulas and looking up values in statistical tables – is these days handled by computers and calculators. What really matters is to understand the principles of what you are doing and be able to spot other people’s statistical jiggery-pokery when you come across it.


I believe that the ideas in this book will provide you with a bedrock understanding of what statistics is all about. I have enjoyed writing it. I hope that you will enjoy reading it.



Alan Graham, 2013




Introduction


For most people, the word statistics conjures up working with numbers and doing calculations. Well, accuracy in calculation is certainly important, but these days machines can take care of this side of things. With cheap but powerful calculators and computers around, the job of humans like you and me is to have a clear sense of what you want to do with your data so that you can set the machine to do the correct calculation, and then interpret the answer sensibly. Actually, it is the thinking and understanding that are key here, rather than the mindless number-crunching.


There are two main aims of this book. The first is to make you more confident about handling statistical information (percentages, tables, charts and so on). With this understanding, not only will you be able to grasp what is being said when figures are used, but you should also be better able to protect yourself when scam-merchants try to take you for a ride! A second aim of the book is to give you an understanding of some of the big themes of the subject.


So what are the ‘big ideas’ of statistics? At the most basic level, they include collecting data (including questionnaire design), summarizing data (including calculating averages) and plotting data in a graph or chart. At a more advanced level, they include sampling, regression and correlation, and carrying out a statistical test of significance (see the diagram below).
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Carrying out a statistical investigation


Imagine that you were to tell a student of music that they were required to spend years practising scales and arpeggios but would never get to play a tune. Next try telling a student of soccer that they must devote months to learning how to head, trap and kick a ball but never get to play a game. As you can imagine, both of these students would waste no time showing their displeasure. Yet this is often what happens when students learn subjects like mathematics and statistics. You can easily go through an entire statistics course learning how to work out averages, plot charts and graphs, calculate coefficients of correlation and so on, but never get to use them in a meaningful investigation. One of the themes of this book is to relate the statistical ideas that you are studying to the bigger picture of what happens when statistical ideas are used for real in a statistical investigation.


In many textbooks on statistics, the main stages involved in carrying out a statistical investigation are presented in three steps, as set out below:
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A statistical investigation with only three stages


However, my concern with this picture is that there is no indication of where these data came from in the first place or why they were ever collected. Without some sense of purpose and direction, statistical activities can easily fall flat on their face, leaving students none the wiser about the power of the statistical ideas they had been using and where they fit into a wider picture.


I would suggest that the vital missing box is located just before the ‘collect data’ stage and so I suggest adding a fourth stage at the beginning called ‘Pose the question’. By starting with a clear, well-formulated question that you really want to investigate, the remaining stages follow naturally and your use of statistical skills and techniques can have a sense of purpose.


So the revised diagram looks like this:
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The four stages of a statistical investigation


These four stages of a statistical investigation can be summarized by the letters PCAI. These are set out in the table below.
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	Stage 1  

	P  

	Pose the question






	Stage 2  

	C  

	Collect the data (collecting and recording)






	Stage 3  

	A  

	Analyse the data (summarizing and plotting)






	Stage 4  

	I  

	Interpret the results
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In practice, of course, investigations rarely follow the neat linear path suggested by these sorts of diagrams. It may be more helpful to see the model of statistical investigation as a cycle which you may need to travel around several times before reaching a satisfactory conclusion. This is shown below, with the important, and often neglected, first stage, Pose the question, highlighted.
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The four stages of a statistical investigation as a cycle


When you are tackling a statistical investigation yourself, this PCAI cycle can be a very useful aid to your planning. In particular, an awareness of the four PCAI headings can:


•  help you to think through what needs to be done and when;


•  provide criteria by which you can judge the quality of your outcomes;


•  offer a useful set of headings for a write-up or oral presentation of your work;


•  help you to generate a sense of what it means to be constructively critical of your methodology, always looking for alternative interpretations of the data;


•  help you to focus attention on the links between successive stages of the cycle and use these as the basis of asking key questions about what you have done and why (for example, the P–C link prompts the question, ‘Do the data being collected help to answer the question posed?’, and so on); and


•  encourage you to see the bigger picture of what statistics is really all about and so give a sense of purpose and direction to your statistical work.


Models such as PCAI are familiar enough in educational circles. However, for me, this approach is not just about trying to place statistical work in a practical everyday context. What makes it special as a model for learning about, and learning to use, statistical ideas is the ‘P’ stage at the beginning. The posing of a question is what gives a purpose to the whole enterprise and it is a constant reminder to you of what you are doing, and why. It is the key that reveals the need for statistical ideas to be used and brings them to life. Engaging with a variety of purposeful questions helps you to develop an intuition about the sort of statistical judgements that we all take when making choices and taking decisions. And, of course, if you want to develop your problem-solving skills, you really need to be given the opportunity to solve a few problems.


How to succeed at studying this book


To end this section, here are four useful tips to help you to make your statistical journey through this book an exciting and successful one:


•  go at your own speed and be prepared to re-read sections if necessary;


•  where possible, relate the ideas to your own personal experiences;


•  try to learn actively (this means actually doing the exercises, rather than saying vaguely, ‘Oh yes, I’m sure I can do that’); and


•  be prepared to explore and experiment with ideas, particularly by taking every opportunity to exploit technologies such as the calculator and computer.
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Introducing statistics
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In this chapter you will learn:


•  why learning about statistics might be a worthwhile thing to do


•  about some everyday situations where having a better statistical understanding might be useful to you


•  what sort of questions might be seen as ‘statistical’ questions


•  whether it might help to use a calculator.
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Some good reasons to learn about statistics


Statistics are all around us – in newspapers, on television, in general conversation with friends. Here are a few typical examples of headlines, graphs and advertisements that you might easily find in a daily newspaper.
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Although it may not yet be immediately obvious to you, each of these examples embodies an important idea in statistics. They suggest just a few of the choices that we make all the time, with or without an understanding of statistical ideas. An underlying aim of this book is to suggest to you that statistics isn’t just something you learn about from a textbook, but it can actually change the way you see the world and inform your judgements. There are a number of more specific reasons why it makes sense to have a basic grasp of statistics. Below are listed just some of them.


•  As these examples suggest, much of the information we have to process in our different life roles – at home, as consumers, at work, in the community and as citizens in a wider economic and political setting – comes in the form of numbers, graphs and charts. A statistical awareness helps us to understand the forces acting on us and to process the information that confronts us, particularly when it is being used in a deliberately misleading way.


•  Many of the important decisions that we have to make involve handling numbers and weighing up risks. A knowledge of statistics and probability won’t guarantee that you always make the correct decision, but at least your decisions should be better informed.


•  From archaeology to zoology, almost every subject covered at school, college or in the media has become increasingly quantitative, so it is becoming ever harder to hide from the need to have a basic understanding of statistics. This is particularly true of business.


•  Statistics can be enjoyable – see how you feel about this idea by the time you have finished this book!


Statistics in everyday life


It seems that there is no escape from statistics! Increasingly, a statistical awareness is an essential requirement of the workplace. For the majority of people, a day in work will include some time spent processing and interpreting information in the form of numbers, percentages, tables, graphs or diagrams.


But even outside the world of work, statistical and mathematical skills are an essential part of being a functioning adult, whether you are listening to the radio, watching television, reading a newspaper or magazine, cooking a meal, following an instruction manual, assembling furniture, making curtains, planning a garden, checking train times, deciding on the safest and most convenient way to travel … The list goes on and on.


When engaging in these sorts of everyday events, you are probably never fully conscious of the statistical thinking that you are using. But sometimes it is valuable to make your thinking explicit, if only to be aware of your own strengths and weaknesses and discover where you might need to brush up your skills and understanding. Below are just two particular areas where most of us could do with a bit of a brush up: handling very small and very large numbers and evaluating risk.


SMALL AND BIG NUMBERS


For most people, the sort of information that they handle on a day-to-day basis tends to involve whole numbers in the range 0 to 1000. For example, in a typical week you will certainly bump into the numbers 12 (the hours on a clock face), 30 (speed restrictions in miles per hour), 180 (playing darts or setting the oven temperature) and so on. And if you are a sports fan, numbers in the form of scores, times and distances will come at you in a constant stream. However, our exposure to very small numbers such as 9.1094 × 10−31 (the mass of an electron at rest in kg) or big numbers such as 299 792 (the speed of light in km per second) is much rarer. As a result, most people are not good at handling these sorts of numbers with confidence, and indeed human intuition is often flawed in situations where very small or very large numbers are involved. For example, the estimates of the number of people attending a public demonstration, football match or concert will vary enormously from one person to another. If you want to improve your number processing skills, try thinking up, in an idle moment, some questions to ponder similar to those shown below. Then try resolving them using rough, common-sense estimates and simple calculations (a calculator will help with any awkward numbers).














	QUESTIONS TO PONDER

	RESOLUTION (ROUGH APPROXIMATES ONLY)






	How fast, in kilometres per hour, does human hair/human fingernails grow?

	When I have my monthly haircut, on average, about 2 cm is trimmed off. Using 30 days per month and 24 hours per day, this works out at roughly 2 ÷ 30 ÷ 24 = 0.0028 cm/h, or 0.0028 ÷ 100 ÷ 1000 = 0.000 000 028 km/h.






	Roughly how many cigarettes are smoked annually in the UK?


	If roughly one adult in three smokes, that is about 12 million people. Assume that the average consumption of cigarettes amongst smokers is around 15 per day. Then the total number of cigarettes smoked annually is 12 million × 15 × 365 or roughly 66 billion.







	Could you fit the entire population of the world on the Isle of Wight?


	It will help to know that the approximate area of the Isle of Wight is 380 km2 (or about 147 square miles). If we assume that everyone is standing up, you might fit four people into each square metre. There are 1 million square metres in one square kilometre, so the total number of people that could be accommodated is 380 × 1 000 000 × 4 or roughly 1.5 billion people. This is only just over 20% of the current population of the world, so it would seem to be theoretically impossible, although in practice I doubt if everyone would accept the invitation to try anyway!
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Nugget: scientific notation







You may have spotted earlier the rather odd-looking number, 9.1094 × 10−31. It may not have been obvious to you that this is an extremely tiny number. In fact this is a number so tiny it would be difficult to write out using conventional decimal notation. In fields such as science and astronomy, very large and very small numbers crop up often. In order to write them down clearly, an alternative notation has been devised called scientific notation (also known as standard form). Here is a simple example of scientific notation.


The number 2 × 103 means 2 with three zeros after it, or in other words 2000. The number 5 × 104 means 5 with four zeros after it, or in other words 50 000. In order to describe a tiny number less than 1, we use negative powers of 10. So 7 × 10−2 means 7 divided by 102 and is equivalent to 0.07. The number 6 × 10−5 means 6 divided by 105 and is equivalent to 0.000 06.
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Here are two more estimations for you to think about.


•  After a portion of clear plastic food-wrap has been used once, most people simply discard it. I have a friend who washes these little sheets of plastic after use, hangs them out to dry and then recycles them. This has never seemed to me to be a particularly economic use of her time! Assuming that this act of eco-enthusiasm takes my friend roughly 3 minutes per portion, and assuming also that a new 30-m roll of food-wrap costs about £2, estimate how much money she is saving per hour?


•  In a newspaper article it was claimed that roughly 1 million Barbie dolls had been sold worldwide over the last 40 years and that this was at an average rate of roughly 2 every second. Are these two facts consistent with each other?
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Nugget: coincidences







Recently, I flew on an aeroplane from Birmingham, UK, to the beautiful Canary island of Lanzarote. The seat beside me was occupied by a very pleasant stranger called Barry. When I told Barry that I was interested in topics such as luck and coincidence, he pointed out that it was something of an amazing coincidence that he and I should have booked a flight from the same airport to the same destination, flying at exactly the same time and with our seats next to each other. But is this really a true coincidence? After all, the likelihood is that someone would have occupied that seat if it hadn’t been Barry. A true coincidence would have been if I had already known Barry well and we had both booked the flights completely independently of each other.
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RISK


Can you estimate the risk of being involved in a road accident, contracting a fatal disease, getting in the way of a terrorist’s bullet…? Most people find it difficult to quantify risk and use it to make sensible decisions. For example, it has been observed that in a week immediately following a serious rail accident, many people prefer to travel by road on the grounds of safety. However, based on measurements of safety in terms of the number of deaths per passenger mile travelled, car travel is approximately 5 times as dangerous as rail travel. Travelling by motorcycle, bicycle or on foot is much more dangerous again than travelling by car! So, using comparisons based on comparable distances travelled, rail travel is actually much safer than road travel.


Perhaps one reason why risk is hard to comprehend is that it involves small probabilities arising from calculations involving big numbers (such as the total number of kilometres travelled by passengers on trains over the period of a year, and so on).


Other examples of dodgy deductions about risk are as follows:


•  A few years ago, a man from Chicago was overheard to say, ‘Jenny and I have cancelled our trip to Ireland, what with all the terrorists.’ In fact, even at the height of the troubles in Northern Ireland in the 1980s, the number of gun deaths per head of population in Chicago was roughly ten times that in Belfast!


•  People sometimes believe that having two possible outcomes means that they are necessarily equally likely (‘I will either pass my driving test or fail it, so I must have a 50-50 chance of passing’). This line of argument may be true of tossing a coin, where the two outcomes of ‘heads’ and ‘tails’ really are equally likely, but not necessarily true in other situations. For example, imagine that you are rolling a die once, hoping to get a 6. Can you see why the following argument is dodgy? ‘I will either succeed in rolling a 6, or I won’t. That’s just two chances, so I should have a 50% chance of rolling a 6.’


•  Risk comes up in weather forecasting where you might hear that there is a 40% chance of rain next Friday. What exactly does this mean? Let us suppose that it did turn out wet on Friday. People might claim that there was therefore a 100% chance of rain because it happened. However, prediction is about making claims into the future and these are always uncertain by their nature – it is easy to have 100% hindsight!


If you meet a stranger, what is the chance that you share a common acquaintance? This is a probability that most people tend to underestimate. The reason is that these two people are not just randomly selected from the 7 billion people inhabiting the world. For a start, the very act of meeting each other means that you are sharing the same tiny part of the globe. Also, the circumstances of the meeting will narrow the possibilities even further (it might be an event linked to work or some social event or travel arrangement, which suggest other characteristics that the two people might have in common). In general, the significance of coincidences is a greatly over-rated phenomenon that can be explained by the fact that many ‘unlikely’ events are actually more likely than you’d think. For example, suppose there are 25 strangers in a room. What is the probability that two or more of them share the same birthday? Most people would say that this was very unlikely and might come up with a probability estimate of less than 1 in 10 (presumably based on a calculation such as 25/365). However, it turns out that the likelihood of at least one shared birthday amongst 25 people is actually greater than 50-50! If you want to know why this is, think about the possible number of pairings that there are between any two people, any of which might yield a shared birthday. You could start by numbering each person 1, 2, 3, … 25 and then write down the possible pairings, as follows:




1/2, 1/3, … 1/25 (there are 24 pairings here)


2/3, 2/4, … 2/25 (there are 23 pairings here)


3/4, 3/5, … 3/25 (there are 22 pairings here)


…


23/25, 24/25 (there are 2 pairings here)


24/25 (there is 1 pairing here)





By setting the problem out in this way, you can see that there are actually many more than 24 possible pairings (there are actually 24 + 23 + 22 + … + 2 + 1 = 300 pairings), so the number of possible ways of achieving success (i.e. of getting a shared birthday) is greater than you might initially have thought.


Nowhere does an understanding of risk crop up more forcefully than in the area of health and the treatment of illness. A major problem here is that, if you have been ill and then get better, it is by no means clear whether this happy outcome was due to the ‘cure’ or whether you would just have got better anyway. There is an old saying that ‘properly treated, you can get rid of a cold in 7 days but left to its own devices it can drag on for a week’. A key problem with processing data in the area of risk and coincidence is that most people tend to talk about their successes but remain silent on their failures. Added to this, there is usually enough random success to justify almost anything to someone who wants to believe!


What sort of statistical questions can be asked?


There seem to be three basic types of question that crop up regularly in statistics. These are listed below, with an example of each.


(A) CAN YOU SUMMARIZE THE DATA?


Looking at a lot of facts and figures does not always provide you with a clear picture of what is going on. It is often a good idea to find a way of summarizing the information – perhaps by reducing the figures to just one representative figure. For example, in order to get a sense of the extent to which women smokers reduce their smoking during pregnancy, 1000 women smokers might be asked to record the number of cigarettes they smoked before and during pregnancy. The raw data will yield two sets of 1000 numbers each – too much information to take in at a glance. An obviously useful way of summarizing the data in this case would be to calculate the average number of cigarettes smoked before and during pregnancy.


There are a number of statistical techniques for summarizing data – for example, ‘summary statistics’ such as graphs and averages. You can read about these in Chapters 2, 3, 4 and 5.


(B) IS THERE A SIGNIFICANT DIFFERENCE BETWEEN THESE TWO SETS OF RESULTS?


Many of the decisions we make are based on our judgement of whether one thing performs better, lasts longer or offers better value for money than another. It is easy enough to show that one set of results is different from another, but just how significant that difference might be is less easy to decide on. So, following on from the previous example, let’s just make up some numbers here and say the researchers found that:
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Average daily number of cigarettes smoked


     before pregnancy    .....15.2


     during pregnancy    .....14.9
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Clearly there is a difference between these two results (although it would be very surprising if they had turned out to be identical) but it is by no means obvious whether we can place any great significance on the degree of difference.


This is where the idea of ‘significance tests’ comes in. These give a way of assessing the differences that you observe to help you decide whether or not two results are ‘significantly different’ from each other. This idea is discussed in Chapters 14 and 15.
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Nugget: an aside on smoking in pregnancy







These days (in the Western developed world in the 21st century), most mothers will choose not to smoke during their pregnancy. So, in practice, the differences in smoking patterns would be much greater than those suggested in the made-up figures above.
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(C) IS THERE A CLOSE RELATIONSHIP BETWEEN THE TWO THINGS UNDER CONSIDERATION?


Sometimes we are less interested in differences between two sets of results than in exploring the possible relationship between two things. For example, the researchers on smoking may wish to try to identify the main factor, or factors, that are linked to smoking. They may use their data to test whether there was a close connection between, say, a person’s level of psychological stress and the number of cigarettes smoked, or if disposable income provided a stronger link with smoking. (Of course, the factors of stress and income are themselves closely intertwined and part of the task for the statistician is to try to isolate each of the factors that they choose to consider.)


This idea of a relationship between two things is discussed in Chapters 11 and 12. Chapter 11 is concerned with describing the sort of relationship, while Chapter 12 deals with measuring how strong the relationship is.


How are statistical questions investigated?


Data are usually collected in response to a question. The decision as to which technique is to be used will depend on the sort of question that has been asked at the start of the investigation. Posing a clear question is normally the first stage of any statistical work. For example, a doctor might be interested to investigate whether a new treatment for asthmatics is more effective than the old one. A sales manager may wish to find out which of a variety of different company advertisements was actually the most successful. A teacher could plan to catalogue and summarize the most common errors committed by students in a particular topic. These are the sorts of questions which give a purpose and a direction to statistical work and they breathe life and interest into the subject.









	[image: image]

	

Nugget: data







The word data refers to facts and figures or indeed to any information that people might use to inform their judgements. The singular of data is ‘datum’, which means a single fact or figure. So, data is a plural word and that is the way it has been used here. However, in many textbooks it is used in the singular; for example, ‘Where is the data?’
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As was indicated in the introduction, there are four clearly identifiable stages in most statistical investigations, which can be summarized as follows.


THE STAGES OF A STATISTICAL INVESTIGATION


•  Stage 1: pose a question


•  Stage 2: collect relevant data


•  Stage 3: analyse the data


•  Stage 4: interpret the results


Not surprisingly, there are different statistical techniques suitable for the different stages. For example, issues to do with choosing samples and designing questionnaires will tend to crop up at the second stage, ‘collect relevant data’. The third stage of analysing the data will probably involve various calculations (perhaps finding the average or working out a percentage) while the final stage of interpreting the results will raise questions such as whether the relationship under consideration is likely to be one of cause and effect. Table 1.1 summarizes some of these connections.


Table 1.1   Connecting the stages and the tools of statistics














	STAGES OF AN INVESTIGATION

	TOOLS AND TECHNIQUES OF STATISTICS






	1 Pose a question

	 






	2 Collect relevant data


	•  Choose a sample
•  Design a questionnaire
•  Conduct an experiment







	3 Analyse the data


	•  Calculate a percentage
•  Calculate a mean
•  Draw a helpful graph







	4 Interpret the results


	•  Make a prediction
•  Make a comparison
•  Test for cause and effect
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Although this book has been written with these stages clearly in mind, the chapters do not follow rigidly through them in sequence. For a start, there are no chapters specifically concerned with Stage 1, ‘pose a question’. Also, it seemed sensible to devote the first part of the book (Chapters 1 to 6) to providing a basic explanation of some of the simpler statistical graphs and calculations. For example, Chapter 2 explains some basic ideas of maths that you will draw on later in the book. Thereafter, the second stage of ‘collecting the data’ is dealt with in Chapters 7 and 8 (on sampling and sources of data). Stage 3, ‘analysing the data’, deals with the tools and techniques of the subject and is central to Chapters 3 and 4 (on graphs), Chapter 5 (summary statistics), Chapter 9 (spreadsheets) and Chapter 10 (reading tables of data). Lastly, the interpretation phase of statistical work is discussed in Chapter 6 (Lies and statistics) and in the final five chapters of the book (covering regression, correlation, probability and statistical tests of significance). This is summarized in Table 1.2.


Table 1.2   Themes and chapters of the book






	THEME

	CHAPTER






	General introduction  

	  1 Introducing statistics
  2 Some basic maths






	Pose a question  


	 






	Collect relevant data  


	  7 Choosing a sample
  8 Collecting information







	Analyse the data  


	  3 Graphing data
  4 Choosing a suitable graph
  5 Summarizing data
  9 Spreadsheets to the rescue
10 Reading tables of data







	Interpret the results  


	  6 Lies and statistics
11 Regression ...
12 Correlation ...
13 Chance and probability
14 Probability models
15 Deciding on differences
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For a more comprehensive guide to the key ideas of statistics and how they are connected, turn now to the appendix at the back of the book, entitled ‘Choosing the right statistical technique’. Here you will find a flow diagram which takes you, in a sensible sequence, through the sort of questions that users of statistics tend to ask. The diagram indicates the common statistical techniques that are required at each stage and where they can be found in this book. If at any time, when reading later chapters of the book, you are uncertain where the ideas fit into a wider picture, you may find it helpful to turn to this diagram again.


Choosing and using your calculator


Finally, you may have been wondering whether it would be a good idea to use a calculator (or perhaps buy a new one) to support your learning of statistics. Take courage! The calculator has a very positive role to play. In the past, a feature of studying statistics was the time students had to spend performing seemingly endless calculations. Fortunately, those days have gone, for, with the support of even a basic four-function calculator, the burden of hours spent on arithmetic is no longer necessary. These simple calculators are both cheap and reliable. However, if you are prepared to spend just a little more and buy a rather more sophisticated calculator, with customized statistical keys, the proportion of your time spent actually focusing on the central ideas of statistics will greatly increase. You may be thinking of buying a calculator, in which case the keys that you will find particularly useful in statistical work are shown below. Don’t worry if they seem unfamiliar, as these topics will be explained in later chapters.


It is possible that some extra statistical keys are available on your calculator, but the chances are that these are just variants of the ones listed below.
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	(x bar) calculates the average, i.e. the mean (see Chapters 2 and 5)
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	(sigma x) adds all the x values together (see Chapter 2)
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	(sigma x squared) adds the squares of the x values






	n

	finds the number of values already entered






	
xσn


	(x sigma n), sometimes written as σn, finds the standard deviation of the x values (see Chapters 2 and 5)






	r

	finds the coefficient of correlation (see Chapter 12)






	a, b

	finds the linear regression coefficients (see Chapter 11)
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Although this book has been written with such a calculator in mind, explanations will also be included based on pencil and paper methods only.


Finally, you may have access to a computer with a spreadsheet package. If so, this will be a most valuable tool for analysing data and gaining a better grasp of statistical ideas. Don’t worry if you have never used a spreadsheet before – in Chapter 9 you will be provided with a basic introduction, from scratch, of how to use one.


The next chapter deals with a few important topics in maths which should help you to make the most of some of the later chapters. These are simple algebra, graphs and some of the mathematical notations commonly found in statistics textbooks.
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Some basic maths
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In this chapter you will learn:


•  the basics of algebra, including the meaning of symbols and some useful definitions


•  how to draw and interpret graphs


•  some important statistical notation, including the symbols used for ‘sum of’ and ‘mean’.
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If you flick through the rest of this book, you will find that complex mathematical formulas and notations have been kept to a minimum. However, it is hard to avoid such things entirely in a book on statistics, and if your maths is a bit rusty you should find it worthwhile spending some time working through this chapter. The topics covered are algebra, simple graphs and statistical notation and they offer a helpful mathematical foundation, particularly for Chapters 5, 11 and 12.


Algebra


Algebraic symbols and notation crop up quite a lot in statistics. For example, statistical formulas will usually be expressed in symbols. Also, in Chapter 11 when you come to find the ‘best-fit’ line through a set of points on a graph, it is usual to express this line algebraically, as an equation.


Clearly it would be neither possible nor sensible to attempt to cover all the main principles and conventions of algebra in this short section. Instead, your attention is drawn to two important aspects of algebra which are sometimes overlooked in textbooks. The first of these is very basic – why do we use letters at all in algebra and what do they represent? The second issue concerns algebraic logic – the agreed conventions about the order in which we should perform the operations of +, –, × and ÷.


WHY LETTERS?


Can you remember how to convert temperatures from degrees Celsius (formerly known as centigrade) to degrees Fahrenheit? If you were able to remember, the chances are that your explanation would go something like this:
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Suppose the original temperature was, say, 20°C. First you multiply this by 1.8, giving 36, and then you add 32, so the answer is 68°F.
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The explanation above, which is perfectly valid, is based on the common principle of using a particular number, in this case a temperature of 20°, to illustrate the general method of doing the calculation. It isn’t difficult to alter the instructions in order to do the calculation for a different number, say 25 – simply replace the 20 with 25 and continue as before. What we really have here is a formula, in words, connecting Fahrenheit and Celsius. A neater way of expressing it would be to use letters instead of words, as follows:


[image: image]
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(where F = temperature in degrees Fahrenheit and C = temperature in degrees Celsius).


Reading the formula aloud from left to right, you would say ‘F is equal to one point eight C plus thirty-two’.


The formula is equivalent to the word description shown earlier but here the letter C stands for whatever number you wish to convert from °C to °F. The F is the answer you get expressed in °F. The choice of letters for a formula is quite arbitrary – X and Y are particular favourites – but it makes sense to choose letters that make it is easy to remember what they stand for (hence F for Fahrenheit and C for Celsius in the formula shown above). The main point to be made here is that, in algebra, each letter is a sort of place-holder for whatever number you may wish to replace it with. A formula such as the one above provides a neat summary of the relationship that you are interested in and shows the main features at a glance.
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Nugget: fruit salad algebra







The term ‘fruit salad algebra’ refers to a common misconception about the meaning of letters in algebra. Teachers sometimes introduce apples and bananas to represent the letters a and b. Their aim is to help students distinguish between letters in algebra and not mix them up. However, drawing on this sort of lesson, when students see an algebraic term such as 5a, they sometimes mistakenly think this refers to five apples. In fact, the letter a refers to the unknown number in the question and 5a means five times that number. So, 5a might mean five times an unknown number of apples rather than simply five apples. This misconception, for obvious reasons, is known as ‘fruit salad algebra’.


[image: image]


There are certain conventional rules in algebra which you need to be clear about. Firstly, have a look at the following examples where a number and a letter are written close together:


[image: image]


Although it doesn’t actually say so, in each case the two things, the number and the letter, are to be multiplied together. Thus, 5X really means 5 times X. Similarly, 1.8C means 1.8 times C, and so on.


Let us now go back to the temperature conversion formula. The table below breaks it down into its basic stages, with an explanation added at each stage.


Table 2.1   The temperature formula, F = 1.8C + 32, stage by stage














	MEANING






	
F = 

	The temperature, in degrees F, is equal to...






	1.8C 


	... 1.8 times the temperature in degrees C...







	+32 


	... plus 32
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Exercise 2.1 Using the temperature formula







Use the formula F = 1.8C + 32 to convert the following temperatures into degrees Farenheit.


a  0°C


b  100°C


c  30°C


d  −17.8°C


[Comments at the end of the chapter]


[image: image]


A formula is really another word for an equation. Usually a formula is written so that it has a single letter on the left of the equals sign (in this case the F) and an expression containing various numbers and letters on the right. We say that the equation F = 1.8C + 32 is a formula for F (F is the letter on the left of the equals sign) in terms of C (C is the only letter, in this case, on the right-hand side of the equals sign).


To satisfy a formula or an equation is to find values to replace the letters which will make the two sides of the equation equal. For example, the values C = 0, F = 32 will satisfy the equation above. We can check this by substituting the two values into the equation, thus:


[image: image]


If you feel you need a little practice at this idea, try Exercise 2.2 now.
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Exercise 2.2 Satisfying equations







Which of these pairs of values satisfy the equation Y = 3X − 5?


a  X = 3, Y = 4


b  X = 0, Y = 5


c  X = –2, Y = −11


[Comments at the end of the chapter]
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Nugget: equation and expression







Students often mix up the meanings of the words equation and expression. The key to distinguishing them is to observe that the word equation contains, in its first four letters, a reference to ‘equals’. So, an equation must contain an equals sign, whereas an expression will not. Another key difference between these two algebraic ideas is what you do with them. Equations exist to be solved (that is finding the value of the unknown letter) whereas all you can do with an expression is to simplify it.
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