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PREFACE


I was unashamedly greedy in writing this book. In search of the biggest business story I could find that was anchored, like me, in the UK, but touching every part of the globe, I quickly alighted on microchips, even before the semiconductor shortages of 2021 propelled these tiny devices to the top of the news agenda.


It is a story that has everything: brilliant science, dogged entrepreneurialism, great rivalries, huge financial risk and reward, and technology that delights consumers and spooks politicians.


And the perfect way to tell it all was through Arm, a young company by British standards whose microchip designs operating at low power and selling at low cost have populated billions of machines and helped to break new ground in dozens of industries.


During the research process I recalled an encounter with Google co-founder Larry Page, back when I was writing for the Sunday Times. He likened his business, which was then largely an internet search engine, to making toothbrushes. As he hunted for the next innovation, Page aimed to create something simple that people would use every day from which he could take a small cut, just as he had monetised mouse clicks with advertising so effectively.


The ubiquity that means Google still dominates its market by carrying out billions of searches every day has a direct read-across to Arm, which has also created something too convenient, too reliable and too cheap for users to hunt far for an alternative.


When the UK craves more home-grown technology leaders, it is instructive to discover how one company manages to serve – and serve simultaneously – Apple, Amazon, Samsung, Qualcomm, Alphabet, Huawei, Alibaba, Meta and Tesla – modern industrial titans and very often arch competitors.


And, in an increasingly politicised industry, where governments are spending billions of dollars to capture a slice of the strategically important microchip supply chain, it feels important to understand how Arm came about with little more help than some profits left over from an early-1980s state-sponsored effort to boost computer literacy. Arm takes its place in an industry governed by paradox, where great litigation runs in parallel with great collaboration. However logical and methodical the processes of computing, success depends on near religious fervour for one technology over another, the magic of marketing, momentum with customers – and a dash of luck.


This book is a study of corporate Darwinism over decades: how IBM grabbed hold of the personal computer market in the 1980s but the real winner was Intel; how Nokia beat Ericsson and Motorola to popularise and dominate mobile phones in the 1990s; how Apple, Samsung and Huawei overthrew them all in the 2000s; how Amazon in the 2010s captured cloud computing; and how Arm pulled ahead of numerous other microchip architectures to prosper magnificently. At almost every stage, the answer to ‘why?’ lies with the tiny components behind the brands, buried in the devices, doing the hard work.


I have presented the Arm story in three parts. First, the origins of its core technology, the company that commercialised it and the vital role played in the mobile-phone revolution it could have been made for. Second, how Arm branched out, leaping from ‘dumb’ phone to smartphone, and the success that attracted stiff competition from US chip giant Intel and an offer it could not refuse from SoftBank, the Japanese investment firm. Third, forging new markets in low-energy sensors and high-end data centres, and navigating the pitfalls its pervasiveness has brought.


Laced throughout is the long-standing relationship with Apple, kicked off during co-founder Steve Jobs’ 11-year absence from the firm, which contributed to Arm’s formation, the breadth of its commercial success and appeal to its acquirer SoftBank, as well as Apple’s return to financial stability and its transformation under Jobs from a computer company into a consumer electronics leader.


Such is the range of the microchip industry, some chapters step away from the Arm story to add context: how chips originated in the United States but production quickly gravitated to Asia; why China has sought to become self-sufficient in chips and the US has sought to stop it; how numerous nations are now jostling to produce their own.


Two more companies deserve walk-on parts for their indispensability to this ecosystem that helps to explain Arm’s own. The most intricate chips in the world are manufactured by Taiwan Semiconductor Manufacturing Company (TSMC), without whose supply both the US and China would struggle. Those intricacies are etched onto silicon using machines built by ASML, a Dutch company that has fought off American and Japanese rivals over decades to become the undisputed market leader. Both also find themselves in the crosshairs of the bitter battle for semiconductor supremacy that is being fought between the US and China.


In writing this story, at times I have felt like a chipmaker, poring over intricate plans and etching ever more information into a relatively minute space. This is a mainstream telling of a complex history and geography, honouring the science while trying not to be blinded by it. It is just technical enough, I hope, without slowing the narrative, and careful not to narrow from the awesomeness of what semiconductors have made real.


More than anything, beyond the torrent of electrons and some magical machinery, I discovered it was a story of people. We live in an era with a rising tide of artificial intelligence – for example, ChatGPT – that makes it possible to sense the point at which computers will take over. Nevertheless, innovation remains a human pursuit, with trust, respect and often friendship at its heart. The ideas behind the next breakthrough will be just as fluid as the last: shared, stolen, enhanced by colleagues and competitors, no matter who employs them – or where.


The people who won’t be told what is impossible continue to power remarkable progress that the whole world stands to benefit from. At Arm and beyond, they must not be constrained from continuing.


James Ashton


January 2023




Chapter 1


EVERYTHING, EVERYWHERE: HOW THE MICROCHIP TOOK OVER


A Silicon Shield


A little after 10.45pm local time on 2 August 2022, a Boeing C-40C jet touched down on the tarmac at Songshan airport in Taipei, the capital of Taiwan.


Since leaving Kuala Lumpur, Malaysia, seven hours earlier, the US Air Force craft had taken a circuitous route. But as it headed towards the Indonesian part of Borneo and then turned north to skirt the eastern edge of the Philippines, all eyes were on it. FlightRadar24, a flight-tracking website, registered 2.9 million viewers during its journey, making it one of the most closely tracked flights of all time. And most of those that logged on knew precisely why the pilot had chosen to avoid the most logical, direct route over the South China Sea.


Emerging into the night, an elderly woman dressed in a smart pink trouser suit and face mask grasped both handrails as she gingerly descended into the melee on the runway. There, Nancy Pelosi, the Speaker of the US House of Representatives and her country’s second-most powerful politician, was greeted by Taiwan’s foreign minister, Joseph Wu, and the US representative in Taiwan, Sandra Oudkirk.


It was an arrival freighted with meaning. In anticipation, Hong Kong’s Hang Seng index had fallen 2.5 per cent, China’s Shanghai Composite dropped by 2.3 per cent and yields on 10-year US Treasury notes touched a four-month low.


For 25 years, there hadn’t been a US visit of this magnitude to Taiwan, an island that China regarded as its own. Under its ‘One China’ policy, Washington had been careful to acknowledge Beijing’s position that there was only one Chinese government, and it did not have formal diplomatic relations with Taiwan, although its unofficial contact and ‘strategic ambiguity’ included supplying weapons and offering tacit support in case of emergency.


But the status quo was fraying. The Chinese President, Xi Jinping, had stated that ‘reunification’ with Taiwan ‘must be fulfilled’ and warned US President Joe Biden not to overstep the mark, informing him on a recent call that ‘those who play with fire will perish by it’. In the days running up to Pelosi’s rumoured arrival, China massed warships and planes near the median line, an unofficial border in the waters between China and Taiwan, and tanks were mobilised on the mainland.


Undeterred, on her whistle-stop tour Pelosi declared that US determination ‘to preserve democracy here in Taiwan and around the world remains ironclad’.1


There wasn’t just political tension. The situation was overlaid by vast economic risk too. Over many years, the build-up of China’s military might in the region was matched only by Taiwan’s growing pre-eminence in producing the most valuable commodity of the 21st century: microchips.


Geopolitical ructions of the past stemmed from the pursuit of resource-rich land or religious ideology. But in the digital age, these tiny slivers of silicon that powered cutting-edge weaponry, as well as smartphones, cars and medical equipment that had taken on new importance since the devastating Covid-19 pandemic, were the ultimate prize.


In less than two generations, an island with a land mass slightly larger than Maryland and less than twice that of Wales had grown to account for 92 per cent of the world’s most advanced chips. They are defined as those produced using manufacturing processes carried out at 10 nanometres (10nm) or less.2 That so-called ‘node’ is a measure of the spacing between transistors packed on the chip, or roughly four times the width of a strand of human DNA. The rest originated from South Korea. Neither the US, the inventor of this industry decades earlier, nor China, which was striving for self-sufficiency from the US, could cope without Taiwanese output that fulfilled the goods their factories made and consumers and businesses faithfully bought.


Demonstrating how closely entwined the two opposing sides were, China consumed 60 per cent of global chip output, but about half of that volume departed the country in finished goods, and many of those were destined for the US, the product of an intricate global supply chain that had been established in better times.


All of this explained why Pelosi, alongside the Taiwanese President, Tsai Ing-wen, found time to sit down for lunch with Mark Liu, the chairman of Taiwan Semiconductor Manufacturing Company (TSMC), and its talismanic founder, Morris Chang.
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TSMC was the world’s largest contract chipmaker, making chips to the specification of its customers but not designing its own. In 2021 it manufactured 12,302 different products using 291 distinct technologies for 535 different buyers. Its largest customer was widely thought to be Apple, which accounted for roughly one-quarter of TSMC’s output for its iPhones, iPads and watches, but it also served a who’s who of the industry – Qualcomm, Nvidia, NXP, Advanced Micro Devices (AMD), Intel – all of which supplied chips to numerous market ends. TSMC also made chips for US military equipment, including, reportedly, F-35 fighter jets and Javelin missiles.


In the past, TSMC’s strategic importance was regarded as a ‘silicon shield’ sufficient to protect Taiwan from Chinese attack and maintain US backing. Now military experts were not so sure. A war between the US and China would be devastating, and potentially redraw the world order. But shutting down Taiwan’s chip factories would cripple the world economy. In this tinderbox, both outcomes were possible.


Most of TSMC’s fabrication plants – known as fabs – were directly in the line of fire. Clustered at Hsinchu Science Park, along Taiwan’s west coast facing China, they were close to the ‘red beaches’, so-called because they were likely landing sites for Chinese forces.


But if China invaded, there was no saying it could secure the fabs intact. And even if it did, running the production lines was not as simple as flicking a switch. They needed Taiwanese expertise for that, plus thousands of support engineers based at partner companies all over the world, who communicated with Taiwan-based staff remotely, often via augmented reality. TSMC’s Liu warned that an invasion would bring about the ‘destruction of the world’s rules-based order’ and render its factories as ‘non-operable’.3 And, in the unlikely case the Chinese could overcome that hurdle and keep the facilities running, their output would quickly be cut off from the rest of the global supply chain.


‘How do we get it resolved?’ Liu said. ‘It’s very simple. Keep Taiwan safe.’ He added: ‘If you don’t do that you have to spend hundreds of billions of dollars, (over) maybe 10 or 15 years, before you get back to this point.’


A year before the Pelosi trip, veteran semiconductor industry analyst Malcolm Penn sketched out the catastrophic impact of an attack. ‘Chip inventories would quickly become exhausted and end equipment production lines everywhere would grind to a halt within a matter of weeks, even days,’ he wrote in his FutureHorizons briefing. ‘The near instant impact on global trade and the world economy would be orders of magnitude greater than the 2008 Lehman Brothers crash or the 2020 Covid-19 lockdown.’4


A 21st-Century Horseshoe Nail


Early morning on Thanksgiving in November 2021 and the line outside GameStop in Murphy Canyon, San Diego, snaked into the car park. Many retailers had chosen to close for the holidays but this store had good reason to open its doors.


At the front of the queue, Joland Harper, in green beanie hat, black T-shirt and sporting a nose ring, had been waiting since 6am. ‘I’ve got my snacks here, got the umbrella, got the comfy chair – so I was ready for the wait,’ he told the local CBS news channel with a smirk.5


Harper and the small crowd stood behind him had turned up on this bright and cool day for just one reason. Word had got out that GameStop had taken delivery of 24 Sony PlayStation 5 consoles, the must-have gadget that had been resolutely hard to get hold of ever since its release the previous Thanksgiving.


Consumers used to the instant gratification of online ordering and delivery had been going to great lengths to track down the machine. Many who rarely bothered with bricks-and-mortar shops resorted to forming an orderly queue for a change. The Twitter account @PS5StockAlerts, dedicated to tracking deliveries, gained a million followers. And in one normally sedate Tokyo department store, shoppers rushing to grab the machines resulted in the police being called to restore order.


The reason for all this inconvenience was hard to compute. A global shortage of microchips, the low-profile but essential power inside games consoles – as well as every other device imaginable – was wreaking havoc on production lines and with warehouse supplies around the world. In many instances, the absence of a single critical chip that cost less than a dollar prevented the sale of a device that cost many thousands of dollars.


Demand had grown steadily over the past decade as more chips were packed into each product. But it skyrocketed when consumers’ lockdown lifestyle called for new electronics for work and play. Supply was stuck when chip factories were forced to down tools during the pandemic, especially in the ‘back end’ stages of production such as packaging and testing, which remained fairly labour-intensive.


The problem was widespread. Between the start of January and October 2021, microchip lead times – the gap between when a semiconductor was ordered and when it was delivered – ballooned from 14 weeks to 22 weeks, according to Susquehanna Financial Group. Waits for some specialist components were longer.6


The snafu served as a reminder that chip supplies were strategically important, the industry relied heavily on a handful of major players, there wasn’t much slack in the system – and the cost of entry for anyone else was vast. From flying under the radar for so long, chipmakers, designers and essential tool providers were catapulted into the public eye in the same way the 1970s oil crisis focused attention on that industry’s production and practices. There were several reasons behind Pelosi’s trip to Taiwan, but one of them was clearly to ensure US consumers like Harper would never have to queue in line again.


In July 2021, Sony was able to celebrate that the PS5 had passed the 10 million sales milestone a few weeks faster than its predecessor, the PS4, but the Japanese electronics giant would have sold many more if it could have kept up with demand.


‘While we continue to face unique challenges throughout the world that affect our industry and many others, improving inventory levels remains a top priority,’ said Jim Ryan, the chief executive of Sony Interactive Entertainment.7 By March 2022, Sony had shifted some 19.3 million consoles, some 3.3 million fewer than had been hoped at that stage.


[image: Image]


Meanwhile the car industry, which scaled back chip orders when it thought vehicle sales would slow, scrambled to catch up with demand and felt the squeeze keenly when their capacity was taken up by other industries. With up to 3,000 chips per model – powering everything from braking systems to in-car entertainment – the world’s biggest auto makers were forced to operate fewer shifts and extend holiday closures. What chips they obtained were allocated to higher-profit vehicles, but that was little comfort to Volkswagen’s board chairman Herbert Diess, who said his group, whose brands included Audi, Lamborghini, Seat and Skoda, was in ‘crisis mode’.8


In September 2021, the consulting firm AlixPartners forecast shortages would cost the global industry $210bn in lost revenues that year and 7.7 million fewer cars would be produced, up from its May prediction of $110bn and 3.9 million fewer units.9 Second-hand car prices soared.


The industry’s dependence on chips was only going to increase. Electronics would account for an estimated 45 per cent of a car’s manufacturing cost by 2030, according to a Deloitte report, up from 18 per cent in 2000. Over the same period the cost of the semiconductor-based components used in those electronics was estimated to quadruple to $600.10


The shortage had companies, industries and countries all jostling for position, hoarding what they had and ordering more than they needed. Players in niche but vital industries took to pleading in public for their supply. ‘Due to the urgent need for these in the medical technology industry, representing just 1% of the total supply, we call for chip allocations to be prioritized to a level that enables the industry to meet the medical-device manufacturing demands of today,’ wrote Frans van Houten, the chief executive of Dutch electronics firm Philips, in June 2022.11
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The crisis turned thoughts from chip usage today to security of supply tomorrow. Rather than merely carrying out tasks as requested, the most advanced chips powered artificial intelligence (AI) that would churn through streams of data and make decisions faster than any human.


In his 2005 book The Singularity Is Near, the futurist Ray Kurzweil predicted that singularity – the point at which a computer’s abilities would overtake those of the human brain – would occur in about 2045. Experts have since predicted it could be much sooner, given indicators such as the defeat of Lee Sedol, the world champion in the ancient Chinese board game Go, by the AlphaGo computer program in March 2016.


Whatever the date, AI promised to revolutionise every aspect of life – including warfare – which made nations nervous. In a report submitted in March 2021 to US Congress, the bipartisan National Security Commission on Artificial Intelligence warned starkly: ‘America is not prepared to defend or compete in the AI era.’


The report tried to capture the game-changing nature of AI, beyond any single technological breakthrough. To encapsulate an AI-powered future, it leaned on words by the great inventor Thomas Edison as he tried to describe the potential of electricity. ‘It is a field of fields,’ he said. ‘It holds the secrets which will reorganise the life of the world.’


The US was exposed because it no longer manufactured the world’s most sophisticated chips. ‘We do not want to overstate the precariousness of our position,’ the report said, ‘but given that the vast majority of cutting-edge chips are produced at a single plant separated by just 110 miles of water from our principal strategic competitor, we must re-evaluate the meaning of supply chain resilience and security.’12
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One month after his inauguration, on 24 February 2021, President Biden labelled the shortage of computer chips as ‘a 21st-century horseshoe nail’, recalling the proverb that suggested small acts or items could have vast, unforeseen consequences. ‘For want of a nail the shoe was lost,’ it begins, concluding with the lines: ‘For want of a battle the kingdom was lost, and all for the want of a horseshoe nail.’


The message was clear: tiny microchips were the bedrock on which the modern knowledge economy was built. Two years of shortages translated into $500bn of lost revenues across numerous industries that relied on chips, one analysis found.13 Chips translated into earning power and, increasingly, political power. The US, cradle of microchip invention, still accounted for about half of global industry revenues, but its share of manufacturing capacity, which had been 37 per cent in 1990, had slumped to just 12 per cent.14


‘We need to stop playing catch-up after the supply chain crisis hit,’ Biden said, holding up a chip smaller than a postage stamp. ‘We need to prevent the supply chain crisis from hitting in the first place.’ He ordered a 100-day review of four vital products, including semiconductors, and a longer-term review designed to ‘fortify our supply chains at every step’.15


Thirty-two years earlier, the same technology was on the mind of one of Biden’s predecessors, Ronald Reagan. His first overseas speech after leaving office was delivered in the Gothic splendour of London’s Guildhall in June 1989. It was soon after China had crushed the student-led demonstrations held in Beijing’s Tiananmen Square. In November that year, the Berlin Wall would fall.


‘Information is the oxygen of the modern age. It seeps through the walls topped by barbed wire, it wafts across the electrified borders,’ Reagan said. ‘The Goliath of totalitarianism will be brought down by the David of the microchip.’16


Sadly, it hadn’t panned out like that. In fact, a new Cold War was brewing – with the supply of microchips at its heart.


Industrial Rice


The printing press educated, the light bulb illuminated, the agricultural plough changed diets and landscapes, the motor car broadened horizons. But the microchip could be the most remarkable invention of them all.


It stakes a claim among centuries-old breakthroughs – making fire, handwriting, the wheel, the compass – that have transformed how humans live and learn. A tiny device that makes ‘dumb’ items ‘smart’ today extends its influence over the fabric of society in which individuals cannot complete simple tasks without at least basic computational support.


Chips are quietly at work everywhere. Even in a year supposedly riven with shortages, a record 1.15 trillion of them were built and sold in 2021, installed in computers, phones, TVs, cars, refrigerators, oil pipelines, security systems, data centres, pacemakers, pets, toys, toothbrushes, nuclear missiles and more.17 That is a cache of 125 tiny new devices for every human on the planet, on top of the trillions already out there.


Since the integrated circuit was invented on a sliver of semiconducting silicon in the late 1950s, these mini-machines have become omnipresent in modern life. Microchips – also known as semiconductors, integrated circuits, systems-on-a-chip, microprocessors and microcontrollers – power connectivity and creativity, enabling human endeavour to go further, faster, better.


Opportunities have expanded as components and prices shrank. The industry has tried relentlessly to do more for less. It is the ‘global race’ writ large – itself invoked by politicians the world over as they urge their populace to work faster and smarter and more efficiently or else face obsolescence at the hands of nimbler economies. Microchips are a vital staple that feed progress. No wonder Yun Jong-yong, the one-time vice chairman of Samsung Electronics, one of the world’s largest chip producers, labelled them as ‘industrial rice’.


They have borne the internet to ubiquity, generating untold wealth – and not just for the tech billionaires whose social media software skates over chip-laden hardware. Over decades microchips have catalysed a sustained increase in productivity. Today, they are a $550bn-a-year industry that drives earnings across manufacturing, ecommerce and transport. In fact, every industrial sector has been transformed by technology with chips at its heart.


About 30 per cent of all chips still go into personal computers, some 20 per cent into smartphones, 10 per cent each into data centres and cars, with the remainder taken up for industrial and defence use, including tiny sensors installed as part of the ‘internet of things’ wave that will draw ‘dumb’ items into the ‘smart’ communications network of the future. Their constellations control and monitor and are heavily responsible for generating the world’s store of data that conservatively doubles every two years.


Chips have scaled up or overshadowed the inventions that came before them: processing libraries of content, controlling cities of streetlights, improving crop yields and turning cars into computers on wheels as the internal combustion engine is readied for retirement. Their computational power handles tasks that humans alone could not fathom: cracking the code of life to combat disease, helping mankind conquer space – as well as less vital endeavours, such as mining bitcoin.


And there is more to come. Microchips continue to power the mobile revolution that freed devices from home, office and power supply. Compared to second- and third-generation (2G and 3G) wireless communications technology that underpinned most consumers’ first cellphone, the coming fifth-generation (5G) standard promises to unleash high-resolution video games and mixed-reality viewing with the bandwidth to support permanent connections. Response times that are almost delay-free, taking place in the blink of an eye, give rise to confidence that robot surgery, autonomous driving and critical infrastructure can be managed remotely via communications networks.


It is a trend that the chip industry enables but will also feed off. More powerful networks mean more devices connected to them – and many of them will be more powerful devices, containing more advanced chips. Since their invention, microchips have been seen as a passport to prosperity, for governments eager to house high-value, strategic industries and for parents seeking to enrich their children’s education with the latest personal computer.


Yet they also suffer from negative connotations, a symbol of invasive technology in dystopian fiction that controls thoughts or conducts Big Brother surveillance.


This point of view has seeped into real life. Witness the conspiracy theory that the Covid-19 vaccination programme was cover for a sinister plan to track the population in their everyday lives. When one survey of 1,500 American adults asked whether the US government was using the vaccine to microchip the population, 20 per cent of respondents said it was definitely or probably true.18


What cannot be argued is that for more than 60 years, chips have continuously improved, in price and processing power: a metronome of technological evolution. Consequently, their supply and the secrets required to make them efficiently are today worth more than the world’s stock of gold or oil. They are already being fought over – verbally at first – and, because they are essential components in precision weaponry, are already fought with too.


Chip-powered progress is not without cost. Semiconductors are also great consumers, expanding to fill the political agenda, but also, when a new manufacturing plant costs $20bn to build, of large sums of capital.


That isn’t all they expend. Harvard University research predicted that information and computing technology would consume 20 per cent of global energy demand by 2030, with most of that taken up by building hardware, notably microchips.19 One-third of a mobile device’s carbon dioxide emissions stem from manufacturing the chips it contains. In carrying out that process, a large fab can consume up to 10 million gallons of water every day through cooling and cleaning. Reducing chips’ environmental footprint has become just as important as meeting the demands of every industry on the planet.


Narrowing the Field


Imagine the maze-like tunnels of London’s underground train network or the roads that crisscross a major city like Beijing. And then multiply them, billions of times, and shrink that grid of spaghetti junctions to something far smaller than the naked eye can see.


As an idea of how intricate a microchip is today it isn’t bad, except that the latest chips are not simple street scenes, however tiny, they are high-rise tower blocks pulsing with activity. Each chip contains billions of transistors, the tiny switches that flick the flow of electrons on and off billions of times per second to run the computations that control the product they are embedded in or solve a problem. To pack more transistors in so each chip can do more, more quickly, latticeworks of circuitry are stacked as many as 150 layers high.


Each transistor, the building block of modern computation, is hewn from silicon, a perfect ‘semiconductor’, halfway between metal and non-metal, whose conductive properties can be dialled up or down depending on how they are mixed with other substances such as phosphorus or boron.


Chips smaller than a thumbnail feature structures as small as 3nm – that is, smaller than a biological protein, a fraction of the width of a human red blood cell, or a quarter of the size of the average virus. And the race is on to shrink further. More transistors on a chip means more computations can be carried out – increasing its power but at less relative cost.


In August 2021, Intel announced a breathtaking breakthrough: the first microchip to contain 100 billion transistors. ‘Actually, I’m not even sure if it is accurate to call it a chip,’ said Masooma Bhaiwala, the chief engineer of what was christened Ponte Vecchio, created to handle advanced artificial-intelligence tasks. ‘It is a collection of chips that we call tiles that are woven together with high bandwidth interconnects that are made to function like one monolithic silicon.’20


Such was the relentlessness of the industry that few paused to consider this feat. In fact, seven months later, Intel had been trumped. Apple’s new M1 Ultra chip, designed for use in its Mac Studio desktop computer system, boasted 114 billion transistors.


There is little chance the iPhone maker will stay out in front for long. ASML, a little-known Dutch company whose equipment is vital for pushing the boundaries of microelectronics, is plotting a path to over 300 billion transistors on one logic chip by 2030. Intel has one trillion transistors in mind in the same time frame. Meanwhile, the US artificial-intelligence company Cerebras Systems has already put 2.6 trillion transistors on a chip, although it was the size of a silicon wafer, the disc from which hundreds of square chips – also known as dies – are usually cut.


Engineers and customers alike are primarily interested in what these chips are capable of, rather than numerical bragging rights. Progress is shrinking a room-sized machine to a portable gadget; it is the iPhone, the ‘everything device’ that offers 100,000 times more processing power than the computer that guided Apollo 11 to the first moon landing in 1969. It is collapsing together numerous appliances – the phone, camera, calculator and games console – because it can, because the technology meets the vision.
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Making microchips is a global endeavour. The sand from which silicon is extracted could be dug from one of several leading mines such as the Quartz Corporation’s Spruce Pine facility in North Carolina and then shipped to the village of Drag in northern Norway for refinement – the first sign that high-value, light-weight goods mean distance is no object. From there, the rocks could go to Japan, where materials firms specialise in making silicon wafers, the thin, rainbow discs onto which chip designs are printed.


In the vast factories, or fabs, mainly based in Asia, the wafers are whisked noiselessly from process to process in robot pods that travel along ceiling-mounted conveyor belts. They clock up thousands more miles without leaving the building as they undergo 3,000 processes over a three-month spell. In these cleanrooms, into which purified air is pumped to ensure the atmosphere is pristine with 1,000 times fewer dust particles than in a hospital operating theatre, technicians dressed in head-to-toe white ‘bunny suits’ look on.


It is also a hugely expensive business. TSMC spent the best part of $20bn to build Fab 18 in Tainan, southern Taiwan, which went into production in 2020 with floorspace of 950,000 square metres (over 10 million square feet) – the same as 133 football pitches.


Inside, wafers are coated with layers of light-sensitive materials and repeatedly exposed to patterned light through a photomask, or stencil, which itself costs millions of dollars to make. The parts of silicon not touched by the light are then chemically etched away to reveal, gradually, the intricate details of a chip that are built up, layer after layer. The cleanroom is bathed in yellow to filter out light at short wavelengths that would cause an adverse reaction during the production process.


When complete, each wafer disc is laser-cut into perhaps thousands of chips, carefully packaged, tested and sent to the customer’s own production line for installation and, ultimately, into the hands of the consumer.


The complexity of the manufacturing process is matched, detail for detail, by the design process. Developing chips can take several years, thousands of engineers and millions of dollars. Just like building a house, there are architects and floorplans to pore over, plus functionality, cost and speed to consider. With fabrication so costly, so much must be simulated first to avoid expensive mistakes later.


Taken together, an industry that was born in the 1960s with many companies doing many things has splintered into a series of specialists. The search for better processes and reality of great cost has narrowed each field within design, manufacture, manufacturing equipment and packaging so that one or two players dominate. As demand for more – and more capable – chips rises over time, fewer companies are capable of fulfilling the world’s requirements because a small handful have performed awesomely well – often over decades spent perfecting just one aspect.


No wonder TSMC is in the political spotlight, but it is not alone. To make the most advanced chips, there is currently no alternative to the extreme ultraviolet (EUV) lithography machines produced by the Dutch company ASML. They cost €160m a time, are the size of a small bus and took 20 years to develop.


There are other strongholds, and one notably in intellectual property, which provides this book with its core narrative. Almost equidistant from the American microchip titans and the Asia manufacturing powerhouses, at the industry’s fulcrum lies a company that began life in Cambridge, the UK’s leading university city. In the traditional sense it makes nothing; it has no laser machinery nor cavernous factories to speak of. But, as it quietly gains market share year after year, it feels as though its ideas supply everything.


A Valuable Rulebook


Advanced RISC Machines, or simply Arm these days, is far from being a household name. Yet its designs have infiltrated billions of households, workplaces and vehicles the world over since it was founded in 1990.


Just as chipmakers ceded manufacturing to contractors as it became more complicated, they began to buy in ideas for the design process too. Providing pre-set patterns, these blocks of intellectual property offered another shortcut as cost and complexity ratcheted up. Arm has been a key beneficiary, earning its spurs by powering the mobile-phone revolution that began 25 years ago.


The company owns a valuable rulebook, or instruction set architecture (ISA), for chip design. Used the world over to determine how a chip’s central processing unit (CPU) – the ‘brains’ of the device – is controlled by software, it is found today in numerous mobile phones, cars, laptops, data centres, industrial sensors and more.


The ISA is a kind of digital-era Ten Commandments, offering the predictability that helps computer developers to write more efficient code by defining what the machine will do but not how it will do it. Wherever a piece of software is used, any Arm-based processor carries out instructions in the same way.


Arm’s use case has grown long but its ISA is anything but. It consists of a few thousand instructions – or rules – but they can be configured into four billion possible encodings. Amazingly for something so embedded in digital life, its relevant materials are still available in hard copy. Arm’s Architecture Reference Manual (the Arm Arm) sets out over 10,000 pages how to use the ISA as well as offering troubleshooting advice, written in a language that looks a lot like C, one of the most popular computer programming languages.


The ISA is also a living document, updated quarterly by a team of 40 people in Cambridge, sometimes by adding new functionality, such as enabling more major multiplication that is needed for machine learning, adding more security features, addressing customers’ problems or correcting glitches. There are major overhauls that are typically carried out once a decade, most recently in 2021.


In explaining Arm’s reach, it is worth segmenting the chip industry. Of the more than one trillion chips sold every year, the vast majority do not require the type of processor that Arm designs. Broadly, memory chips that store information are simpler and more commodified. Most analogue, optical and mechanical chips fall outside the company’s scope too. Where Arm plays is in the logic space, where chips act as the ‘brains’ of electronic goods that process information, and includes microcontrollers as well as communications chips.


Depending on the licence they buy from Arm, developers can use its designs off-the-shelf, build on them slightly or greatly vary them, while still maintaining compatibility. Arm helps people to use its designs. For example, it offers a compliance kit, which is a set of tests to check that code written by licensees is performing properly, overseen by 100 engineers based in Bangalore, India.


One prong of Arm’s success derives from the fact that chips with the greatest capacity are not always the best for the task at hand. Performance must be set against power consumption – both at the peak of a chip’s operation and when it is sitting idle – as well as the amount of silicon required, because that relates to cost.


These variables have guided how the industry developed, and why Arm’s low-power and low-cost designs have prospered. So has Moore’s Law, the prediction that the number of transistors that could be fitted on a chip would double every two years – of which more later.


Arm has succeeded by walking with giants. FutureHorizons estimates that the biggest tech firms, including Apple, Google and Amazon, which have focused in the last decade on designing their own chips and cutting out the middlemen, such as Intel, earn the lion’s share of industry revenues. That equates to an average of $450 per square centimetre of silicon used, dwarfing the foundries such as TSMC, which can expect to pick up $4. The intellectual property provider, often Arm, can expect only 10 cents per square centimetre.21


It doesn’t sound much. And it’s true, Arm’s designs cost relatively little and are used often: an astonishing 29.2 billion times in 2021, around 60 times as frequently as Intel, long seen as the microchip industry leader. Having doubled volumes in six years, Arm’s is the most widely deployed computer hardware on the planet – more than any PC type, more than any smartphone.


And it is still growing. Some 13 million software engineers, greater than the population of many countries, write code that runs on Arm. A prime mover in the mobile revolution, it stands to gain much from the spread of 5G. As chips become brainier, guiding and sometimes dictating a greater part of our lives, running more and more software, there is a fair chance they will do so containing Arm.


This design, these conventions, have rapidly become the ‘everything’ blueprint, a global technology standard at the heart of modern computing and consumer electronics, that has changed the world.


How Arm got here is a remarkable story. But first, before Arm got its chance, before chip manufacturing migrated to Asia, it’s important to understand the industry’s all-American origins.




Chapter 2


SOME HISTORY: THE ODD COUPLE STARTS OUT


The World Awaits


It was the buzz about the Institute of Radio Engineers’ (IRE) 49th annual convention and an associated flurry of advertising that swelled the 10 March 1961 edition of Electronics magazine to a thumping 316 pages. The American industry bible predicted that more than 70,000 engineers would descend on New York’s Waldorf-Astoria Hotel and the nearby Coliseum conference centre later that month to share their vision for the future.


Over four days, they would shuttle between two venues alongside Central Park to hear speakers that had jetted in from as far away as Norway, Japan and Venezuela deliver 265 research papers, as well as peruse more than 850 exhibits.1


‘On the Coliseum’s 4 gigantic floors you’ll see the latest production items, systems, instruments and components in radio-electronics; in radar; in complex air traffic control; in space communications – in any and every field of radio-engineering you care to name,’ an advertisement for the event breathlessly announced.2


If the 1950s were for dreaming, as the Western world shook off war-induced austerity, there were new realities as the 1960s dawned. Some 30 years before Arm was founded, the Cold War space race was on, as the US and Soviet Union attempted to outdo each other’s satellite technology. Mobile gadgets, smart networks and artificial intelligence were still a science-fiction dream, but rising incomes and slick marketing campaigns meant the latest TVs and white goods kitted out homes.


In January 1961, John F. Kennedy’s presidential inauguration was the first to be broadcast in colour. His predecessor, Dwight Eisenhower, had enjoyed a landslide victory accurately predicted soon after polls closed in 1952 by the Universal Automatic Computer (UNIVAC) for the CBS TV network. The hulking, grey unit, weighing over seven tons, offered most viewers their first glimpse of a computer.


Enchanted by these new technologies, political leaders and consumers thought the possibilities endless. The trouble was the engineers behind such radical advances knew precisely the strictures within which they were operating.


More elaborate functions demanded gadgets stuffed with more elaborate circuitry. But what was being dreamed up in the research laboratory could not be made real on the production line. It was simply too complicated, costly and time-consuming to manufacture. Every transistor that amplified or switched on and off an electronic signal needed connecting to thousands more components – resistors that reduced the flow of current, capacitors that stored and released energy and one-way diode switches – to create a circuit in a continuous loop. The only way to do that was by wiring each element together by hand.


‘It was almost entirely women’s work, because male hands were considered too big, too clumsy, and too expensive for such intricate and time-consuming tasks,’ the author T.R. Reid wrote.3 There was a stench of sexism about it too. Women had programmed wartime computers but a generation on there were still few technical or managerial jobs available to them. Beneath magnifying glasses, they wielded tiny soldering tools and tweezers. Mistakes were unavoidable.


‘For some time now, electronic man has known how “in prin-ciple” to extend greatly his visual, tactile, and mental abilities through the digital transmission and processing of all kinds of information,’ Jack Morton, a vice president at Bell Laboratories, the US research centre established by the inventor of the telephone Alexander Graham Bell, wrote in 1958. ‘However, all these functions suffer from what has been called “the tyranny of numbers”. Such systems, because of their complex digital nature, require hundreds, thousands, and sometimes tens of thousands of electron devices.’4


That tyranny persisted in 1961. The legion of engineers flocking to the Waldorf-Astoria were the ones determined to overthrow it and Electronics magazine was eager to provide an indispensable guide to the bumper IRE show. In a highlights feature, writers picked out what they thought would be new and interesting for delegates, including radar, log-periodic antennae and tuneable tunnel-diode amplifiers. However, one innovation that eluded the title’s previewers was something that would prove in time to be a gamechanger.


‘Announcing the first of a new family,’ the company Fairchild Semiconductor proclaimed that week in its product brochure: ‘The Micrologic Flip-Flop’. This basic electronic storage circuit for a single bit of data that flipped between two steady states of one and zero, was ‘the first element of the micrologic family of digital functional blocks’. It would be followed soon by five other devices that together were ‘sufficient to efficiently build the complete logic section of a digital computer or control system’.5 Incidentally, a ‘flop’ was short for ‘floating point operations per second’, another measure of performance related to the type of arithmetic required to tackle very large or very small numbers.


Simpler to understand was that the scientists behind the Micrologic appeared to have worked out how to do away with the fiddly wiring. Theirs was the first commercial ‘integrated circuit’ (IC) that featured all the required components on a single piece of silicon. The microchip was born.


However, the excitement Fairchild generated did not translate into sales. At $120 a time, its new product was comfortably more expensive than a circuit wired together by hand. Not for the last time, a solution to the electronics industry’s biggest problem had presented itself but was not yet judged to be viable.


As well as winning over customers, Fairchild had to be mindful of the competition. In fact, what looked very like an IC had debuted at the same event two years earlier when one of the biggest names in the industry, Texas Instruments, showed off what it called a ‘solid circuit’. The technological race was on.


The Unassuming Kilby


The fathers of the microchip are an odd couple, an introvert and an extrovert whose companies’ decade-long patent battle conceded joint parentage and a cross-licensing agreement. Never achieving the fame of inventors Henry Ford or Thomas Edison, Robert Noyce and Jack Kilby are forever yoked together thanks to an invention that has become far more pervasive than either the motor car or the light bulb.


Born in 1923, Kilby was tall, quiet, unassuming, well-read, a fan of big-band music who did his best work alone. Four years his junior, Noyce was almost the opposite: a collegiate and charismatic leader, an action man who in later life piloted his own plane to meetings. He skied, scuba-dived and sailed with aplomb and in time evolved into a slick media performer on behalf of his industry.


Kilby had his father to thank for an early radio enthusiasm that grew into a fascination for electronics. Kilby senior ran a power supplier in Kansas and when a huge ice storm felled telephone and power lines, he borrowed a neighbour’s radio to keep in touch with customers. His curious son soon built his own amateur set so he could listen into the night.


After falling short in the maths entry exam for the prestigious Massachusetts Institute of Technology (MIT), Kilby studied electrical engineering at his parents’ alma mater, the University of Illinois. In his first job, at an electronics manufacturer in Milwaukee, Wisconsin, that made parts for radios, televisions and hearing aids, Kilby had the twin tenets of cost and reliability drilled into him during the day, while studying for a master’s degree in electrical engineering at night. He was a problem solver. For his industry to prosper, Kilby could see that size mattered.


In 1958, he moved with his wife to Dallas, Texas, to join Texas Instruments (TI), ‘the only company that agreed to let me work on electronic component miniaturization more or less full time, and it turned out to be a great fit’.6


From its roots as a geophysical research firm whose sound waves led the hunt for oil deposits, TI was changing direction and staffing up. Its go-getting president Patrick Haggerty had already found the scientists to develop a cheap transistor that could be mass-produced and hit upon the device that drove demand for electronics from millions of consumers: the pocket radio. Now Haggerty was eyeing a bigger challenge – how to solve the tyranny of numbers.
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That puzzle only presented itself because of another invention just over a decade earlier. The transistor recast the potential of the electronics industry when it elbowed aside the vacuum tube, which had powered devices for the first half of the century via wire filament that carried electric current inside a sealed glass bulb. The UNIVAC computer used 5,000 vacuum tubes; the ENIAC, a predecessor model, included 18,000. Their output might have wowed the crowds but the tubes that drove them were hot, fragile and huge.


At Bell Labs in New Jersey in 1947, the physicist William Shockley led the team that discovered the transistor – although the scrap over who did what towards that breakthrough surely contributed to his exit several years later. Regardless, it was a stunning scientific advance: out went the vacuum tube, in came ‘solid state’ semiconductors to take control of gadgets from here.


Bell Labs was part of AT&T, the monopoly US telephone company. Encouraged by the government, it realised that the development of the transistor would move faster if word spread. Bell Labs organised a symposium in September 1951 to explain the transistor’s potential to 300 scientists and engineers. They left the event excited, but none the wiser about how to build one. For that, they had to buy a $25,000 licence and gather again the following April. The information shared at that meeting was poured into a two-volume book set called Transistor Technology, which soon earned the nickname ‘Mother Bell’s Cookbook’.


Just like the tiny components that would in time be packed on a single piece of silicon, the transistor’s invention was really the sum of its parts, a roll call of brilliant people – largely men – who laid the groundwork for what would follow.


Shockley owed a debt to John Bardeen and Walter Brattain, with whom he would share the Nobel Prize for physics. All three must nod to the Austro-Hungarian physicist Julius Lilienfeld, who proposed the concept of a field-effect transistor in 1925 but was not able to construct a working model, and many other scientists that had gone before.


Shockley was in the right place. Since 4,000 scientists and engineers had been assigned to the newly created Bell Telephone Laboratories in 1925, it had become a premier research institution, making great strides in talking movies, radio astronomy, solar cells, calculators and cryptography. And it did not take long for the brightest minds to build on Bell Labs’ latest invention, the transistor.


In 1952, Geoffrey Dummer, a manager at the UK’s Telecommunications Research Establishment, a development unit that had worked closely with the Royal Air Force on radio navigation, radar and infra-red detection for heat-seeking missiles during the Second World War, noted that given the advent of the transistor and work in semiconductors generally, ‘it seems now possible to envisage electronic equipment in a solid block with no connecting wires’.7


Sure enough, within months of arriving at TI, Kilby had something to add himself. The newcomer had not earned any vacation time so was left alone to think in the lab over summer. Those undistracted hours led him to ponder whether all the parts of a circuit could be made out of the same material and therefore integrated onto the same base. That way, connections could be printed out instead of wired and space would be freed up to cram on more components.


Using a small piece of the grey semiconducting metalloid germanium, by early 1959 Kilby’s first crude demonstration chip, half the size of a paper clip, was ready. Because he used an older transistor, capacitor and resistors, some of them stuck up over the plane of the semiconductor and he had to make a few connections by hand with gold wire. It was messy, but it was a start.


The Adventurous Noyce


When Robert Noyce answered the phone to William Shockley in January 1956, it was a thrilling, out-of-the-blue conversation for the young Iowa-born physicist. ‘It was like picking up the phone and talking to God,’ he said later of the request for him to come to California for a job interview. ‘He was absolutely the most important person in semiconductor electronics. Getting that job meant you would definitely be playing in the big leagues.’8


Shockley needed no introduction. After his famous breakthrough, he was intent on commercialising the transistor and wanted to hire promising young talent to join his new company. The ambitious Noyce had caught his eye thanks to a recent research paper he had delivered.


The son of a preacher, Noyce’s youth spent in the open expanses of the US Corn Belt was enlivened by escapades that involved building radio-controlled airplanes, pig rustling and launching himself off a barn roof while clutching a homemade glider. His desire to understand how things worked steered him towards degrees in physics and maths at his local Grinnell College. At the Massachusetts Institute of Technology (MIT), where he graduated with a PhD in physics, he was nicknamed ‘Rapid Robert’ for his quick thinking and stood out from the crowd with film-star good looks.


The call from Shockley was well-timed. Following his studies, Noyce had spent a few underwhelming years as a research engineer at the electronics firm Philco in Philadelphia, where he had grown frustrated with corporate life and was ready for a change.


Shockley Semiconductor Laboratory was to be based in Palo Alto, California, because Shockley was intent on moving back west from New Jersey to be close to his mother. Since he grew up there, the area had transformed itself into a hub for radio companies that prospered during the war years, bolstered by a steady flow of graduates from the West Coast universities.


Compared to Harvard and Yale out east, where professors worked full-time, Stanford and, 40 miles north on the other side of San Francisco Bay, Berkeley, were less buttoned-down. That culture could be traced to Frederick Terman, an electrical engineer who worked on vacuum tubes and circuits and returned to become dean of Stanford’s school of engineering after the Second World War.


Terman let his academics loose to do other things one or two days a week.9 In this liberal spirit of capitalism, ideas could be socialised and commercialised and companies were formed and often set up on Stanford grounds. Risk-taking was encouraged. Early tenants of Stanford Industrial Park, that lay adjacent to the university and was later renamed Stanford Research Park, were Terman’s former students William Hewlett and David Packard, whose audio oscillator, manufactured at his encouragement, was bought by the Walt Disney Corporation.


Hewlett-Packard became a mainstay of Silicon Valley – although the area wouldn’t be christened that by an enterprising journalist until 1971. To have earned the title, it was Shockley seeding talent in the area that was pivotal.


One of those new arrivals, Noyce, was so confident of landing his new job that he put down a deposit on a house close to the company’s base several hours before his interview took place.10 He was duly appointed, but the opportunity was short-lived.


The brilliant team of twenty-somethings Shockley had brought together were excited when their boss was awarded the Nobel Prize in physics. But even before the jubilation faded, it was clear they were working for a tyrant who had little time for them or their input into product development. Seven of the firm’s original recruits resolved to quit. They needed a ringleader, and Noyce, who had been elevated to become a favoured manager, agreed to join them. The ‘Traitorous Eight’ – as the irate Shockley labelled them – served their notice in September 1957, gaining industry renown.


‘We didn’t realize at the time the legacy we’d leave,’ said Jay Last, another of the eight. ‘Thank God Shockley was so paranoid or we’d still be sitting there.’11 At least his academic credentials were unimpeachable. Later in life, they would be overshadowed by Shockley’s controversial eugenics work, including a proposal that people with low IQs should be paid to undergo sterilisation.
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The breakaway team might have tried to find another employer until an enterprising investment broker, Arthur Rock, introduced to them by a family connection, suggested they look for a backer to help them set up on their own. If it hadn’t been for Sherman Fairchild, Rock suspected the eight would have gone their separate ways – or gone to Texas Instruments.12


Fairchild grew up wealthy enough to take risks safe in the knowledge they didn’t all have to pay off. He was an only child and sole heir to the fortune of his father, who had been the first chairman of International Business Machines (IBM), which started out selling punch-card record-keeping equipment. That left fun-loving Fairchild the funds to wine, dine and invent things, including aerial cameras that were used by the US Air Force in the war. Keen to expand into the hot area of transistors, Fairchild Camera and Instrument Company stumped up $1.5m to back the Traitorous Eight and, in late 1957, Fairchild Semiconductor was born.


That was the easy part. There was no off-the-shelf technology of which to take advantage. From its 1,300 square metre (14,000 square foot) base in Palo Alto, Fairchild made its own silicon wafers and built its own furnaces for diffusion, the process by which the semiconductor’s electrical properties were modified when impurities were introduced and baked at high temperatures. But Noyce’s charm drew in early contracts that no tiny start-up could have realistically hoped for.


Fairchild’s great technological stride forward began in 1958 when Jean Hoerni, a Swiss engineer and one of the Traitorous Eight, was trying to improve the process for the transistors that would supply the US government’s Minuteman ballistic missiles. He proposed to protect them with an insulating layer of silicon dioxide to improve reliability, reduce susceptibility to contamination and enable high-volume production in what became known as the ‘planar’ process. In doing so, Hoerni made the device much flatter. Noyce took things a step further, adding a conducting metal pattern across the top to connect the transistors together without the need for wiring.


The initial burst of interest in the integrated circuit at the Institute of Radio Engineers’ annual convention in 1961 did not convert immediately into sales. In fact, some inside Fairchild wanted to focus efforts on their popular and highly profitable transistors and discontinue ICs altogether. As tensions flared between founders, Hoerni had already quit to set up Amelco, an IC firm that was the first of numerous ‘Fairchildren’ ventures that would share the same heritage.


The US government was the technology’s saviour. The second-generation Minuteman that went into production in 1966 was the first high-volume use for integrated circuits. The missiles could strike targets from a greater distance and with greater precision than the first-generation weapon and stood poised for action during the Cold War.


In addition, the US President, John F. Kennedy, was eager to beat the Soviet Union in the space race. Having watched Sputnik 1 launch in October 1957, the National Aeronautics and Space Administration (NASA) and the US Department of Defense became big IC customers. They were unfazed by pricing, and 2 per cent of the country’s gross domestic product (GDP) was ploughed into research and development. Offering vastly improved processing power, these relatively small and lightweight devices found a home in the Apollo Guidance Computer (AGC) installed on board each of the command modules in the space programme that led up to the 1969 moon landing.


State support didn’t end there. While inclusion in the AGC stimulated interest from other industries, a 1977 study showed that the US government provided just under half of all research and development money spent by the US electronics industry in the first 16 years of the microchip’s life. The government was responsible for all sales until 1964 and remained a significant buyer thereafter.13
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Even then, the potential of the IC was difficult to comprehend. One man who thought he could envisage the direction of travel was Gordon Moore. Another one of the Traitorous Eight, Moore was director of research and development (R&D) at Fairchild Semiconductor when he was asked by Electronics magazine to predict what would happen in his industry over the next decade. The resulting article, ‘Cramming more components onto integrated circuits’, published on 19 April 1965, outlined what became known as Moore’s Law, extrapolating that computing would dramatically increase in power and decrease in relative cost at an exponential pace.


Its premise seemed preposterous. Given the trend that Moore had observed over the last few years, he thought that the number of electronic components – including transistors, resistors and capacitors – that could be squeezed onto a microchip would double every year for the next decade. In 1965, Fairchild was preparing to deliver chips containing 64 separate components to a handful of customers. Moore’s prediction meant that by 1975, the number would total 65,000. ‘I believe that such a large circuit can be built on a single wafer,’ Moore wrote. In addition, he foresaw many of the end markets for integrated circuits, including ‘home computers’, ‘automatic controls for automobiles’ and ‘personal portable communications equipment’.14


By 1975, Moore thought the march of miniaturisation had further to go. Looking forward another decade, he revised the forecast to a doubling every two years, never thinking his yardstick – which was never really a law – would endure for so long and give enthusiastic scientists something to aim for.


‘Rather than becoming something that chronicled the progress of the industry, Moore’s Law became something that drove it,’ Moore said years later.15 His name would loom larger and longer over the industry than that of his colleague Noyce the showman ever would.


In fact, the calm, considered Moore was the antithesis of Noyce: he sweated the details rather than skated on top of them. The fifth-generation Californian earned a bachelor’s degree in chemistry from the University of California at Berkeley and a doctorate in chemistry and physics from the California Institute of Technology. He spent his downtime fishing, a hobby as meditative as the way he worked, which had won him a strong following inside Fairchild. Aside from his bold predictions, it made Moore an essential recruit when Noyce once again prepared to jump ship.


A New Era


The early calculator wars offered a template for consumer electronics battles to come. Compared to the first all-transistor calculator, IBM’s 608, which was housed in several large cabinets and retailed for $83,000 when it went on sale in 195416, devices shrank in size and price as processing power multiplied and manufacturers could take advantage of economies of scale. But as gadgets that consumers didn’t know they needed quickly became must-have status symbols, the stampede of competitors meant profit was harder to come by.


By 1969, Busicom was one of the also-rans. The Japanese electronics firm was faring badly in an overpopulated market and reasoned it had nothing to lose. Searching for a great leap forward in calculators, it turned to Robert Noyce, who was venerated by Japanese engineers for his invention of the integrated circuit.


Noyce needed the business too. At Fairchild Semiconductor he had grown restless and felt that the parent company Fairchild Camera and Instrument wasn’t reinvesting enough of the proceeds from his highly profitable semiconductor business into research and development.


As he conveyed in his resignation letter, Noyce wrote: ‘I do not expect to join any company which is simply a manufacturer of semiconductors. I would rather try to find some small company which is trying to develop some product or technology which no one has yet done. To stay independent (and small) I might form a new company, after a vacation.’17


Noyce and Moore incorporated their new venture, NM Electronics, on 18 July 1968, but quickly renamed the company Intel, a portmanteau of ‘integrated electronics’ that Noyce thought ‘sounded sort of sexy’. Following them over from Fairchild was Andy Grove, a young physicist who had worked under Moore in R&D. There was financial backing once again arranged by Arthur Rock, who became Intel’s chairman. ‘I was never as sure that a company would succeed as I was that Intel would,’ he said.18


The new company favoured memory chips over logic because they were easier to design than logic chips, but after a few tough years it went where the work was. Busicom commissioned Intel to manufacture a set of a dozen specialised chips it had designed for its next-generation calculator that combined the key functions of memory, logic and input/output that communicated with the outside world. The project was handed to Ted Hoff, who went a step further by condensing Busicom’s requirements onto four chips, including just one that contained the logic circuitry of the device’s central processing unit (CPU).


Its architecture was refined and designed into silicon by a new Intel hire, Federico Faggin, who had come to California from his native Italy after joining Fairchild’s joint venture there.


The great innovation behind this CPU-on-a-chip – soon to be labelled a microprocessor – was to abandon cumbersome customisation in favour of creating a general-purpose chip that could be mass produced and programmed with software to perform specific tasks . . . in this case, numerical calculation.


It was a significant breakthrough, but the bottom was falling out of the desktop calculator market while it was being made. Busicom was keen to renegotiate its agreement so Noyce took the rights to use the chip for everything but calculators and returned $60,000 of development money to the Japanese. By 1974, Busicom was bust, but Intel was on to something.


‘Announcing a new era in integrated electronics,’ an advertisement in Electronic News proclaimed in November 1971. For $60 a time, the 4004 was ‘a micro-programmable computer on a chip!’19 And so it began.




PART ONE


ARM (1985-2000)




Chapter 3


FROM A TINY ACORN, DESIGNS ON THE FUTURE


A Comical Confrontation


On the last Friday before Christmas 1984, as office workers and academics unwound into the festive season, Sir Clive Sinclair pushed his way through the crowd at the Baron of Beef pub in the centre of Cambridge clutching a rolled-up newspaper.


The dome-headed electronics entrepreneur, sporting a ginger beard and spectacles, was instantly recognisable thanks to regular TV appearances and a star turn in his company’s own advertising campaign. And he was fuming.


Across the room Sir Clive saw the object of his ire, his blunt, intense former lieutenant turned arch competitor, Chris Curry, who sported generous dark sideburns and a suit and tie. Together the pair had worked to launch all manner of electronic devices: amplifiers, calculators, pocket radios, miniature TVs and watches. But the gadget of the moment, the home computer, saw them pitted against each other in a market that was rapidly overheating.
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