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THE BIG QUESTIONS


Ethics


Julian Baggini is one of Britain’s most popular writers on philosophy and a bestselling author. Renowned for his entertaining and straightforward treatment of the biggest philosophical issues, he has published a number of highly acclaimed books. He is a founding editor of The Philosophers’ Magazine and a frequent contributor to national newspapers and BBC radio.




The Big Questions confronts the fundamental problems of science and philosophy that have perplexed enquiring minds throughout history, and provides and explains the answers of our greatest thinkers. This ambitious series is a unique, accessible and concise distillation of humanity’s best ideas.


Series editor Simon Blackburn is Professor of Philosophy at the University of Cambridge, Research Professor of Philosophy at the University of North Carolina and one of the most distinguished philosophers of our day.


Titles in The Big Questions series include:
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PREFACE



In common with most other periods in history, ours is a time of moral decline. At least, that’s what most people seem to think. In the United States, Gallup conducts an annual poll which always finds a large majority believing that moral values are in decline, with around 38–45 per cent judging the country’s values to be poor and only 14–23 per cent rating them good or excellent.1 A few years ago, a poll in the UK for the BBC showed that 83 per cent agreed with the statement ‘Britain is experiencing a moral decline’.2


Morality’s descent, however, seems to be accompanied by the ascent of ethics. Go into any mainstream supermarket nowadays and you’ll find a number of ethical products, from fairly traded food to eco-friendly cleaners. Most businesses now have codes of ethics and heads of ‘Corporate Social Responsibility’. Even during the worst economic slump since the 1930s, Britain continued to spend more on overseas aid, reaching an all-time high of 0.56 per cent of GDP in 2011, due to rise to 0.7 per cent by 2013.


How can we explain this strange juxtaposition of perceived moral decline and increased ethical awareness? I think that part of the explanation lies in the remedial level of public discourse about values. Put bluntly, few of us have any idea how to talk or think about ethics. In place of lucid thought, we find only confused perception.


The perception of decline comes when people think of morality in terms of established rules and norms, particularly to do with sexual and anti-social conduct. But this is only a small part of what comprises right and wrong conduct. In many other respects, people are more aware of the impact their actions have on others, hence the rise of business ethics and the ethical consumer. To put it simply, if morality means adherence to conventional rules, and ethics means trying to do the right thing more broadly, morality may well be in decline even as ethics at least holds its ground.


Some of the general confusion about ethics and morality stems from the fact that the two terms are used interchangeably and there is no settled consensus even among moral philosophers about how each should be defined. I take morality to be concerned with the actions we are permitted or not permitted to do, almost always ones that affect other people. Ethics is a somewhat wider term, encompassing all that relates to life going well or badly. So, for example, many ethical theorists have talked about the role that contemplation or friendship should play in the good life, but you are not immoral if you fail to match up to the standard set. The biggest questions in ethics, however, do tend to be deeply moral ones, as they concern not only how well our own lives go but how our actions might seriously affect the welfare of others.


The way I have approached twenty of these big questions reflects an important aspect of ethics that emerges throughout the book. On the one hand, I want to cover as many of the major ideas, arguments and concepts in moral philosophy as possible. On the other, this is not a textbook and in any case, I do not believe that the straightforward ‘Kant said this’ and ‘Aristotle believed that’ approach to ethics best helps to develop our ability to think about the dilemmas we face, individually and as a society. Real moral reasoning requires personal engagement with issues, not a run through standard positions. So there are two competing goods: the desire to be comprehensive and objective and the desire to engage more closely and personally with the big questions. As I hope will be clear by the end of the final chapter, this reflects a deeper truth about ethics: values often conflict, not because one is wrong and one is right, but simply because sometimes having more of one good means we cannot have as much of another. In balancing these competing goods of objectivity and engagement, you’ll find that I sometimes offer more detached explanations of the views of great philosophers and sometimes follow a line of argument that is my own, albeit highly indebted to the thoughts of others. This makes my own judgements and biases clear while still giving plenty of room for the perspectives of others. My hope is that, having read the book, you will also become clearer about your own judgements and biases, perhaps changing them in the light of the perspectives of the great ethical thinkers of the past and present.





IS THERE A GOLDEN RULE?



Doing as you would be done by


What exactly does the Golden Rule say and is it really a good bedrock for ethics? In its simplicity and call for equality of consideration it is certainly an appealing principle. But all that glitters is not gold. Of what element is this one made?


Virtually every moral system contains a version of the same ‘Golden Rule’. ‘Never impose on others what you would not choose for yourself,’ wrote Confucius; ‘Avoid doing what you would blame others for doing,’ said the Ancient Cretan philosopher Thales; ‘Hurt not others in ways that you yourself would find hurtful,’ is the Buddha’s version; ‘Do to others what you would have them do to you,’ preached Jesus; and, least catchily of all, Kant’s ‘categorical imperative’ commands ‘act only in accordance with that maxim through which you can at the same time will that it become a universal law’.


Golden rules


Many lecturers in moral philosophy have told me that students usually turn up at the start of their courses convinced that morality is relative: what is right in one culture, at one point in history, may not be right for others in different times and places. Yet this piece of conventional wisdom contradicts another common observation, which is the universality of the Golden Rule. Far from the world containing a plethora of different incompatible moral values, it seems everyone agrees on the most basic principle of all.


Variants of the Golden Rule come in two apparently distinctive varieties: positive and negative. One invokes us to do unto others as we would be done by; the other not to do unto others what we would not like done to ourselves. The first tells us what to do, the second what not to do.


Interpreted one way, this becomes an important difference. The negative version can be read as a limited ethic of harm-minimization. As long as we don’t treat people badly, we can do what we like. The positive version, however, covers more of our actions. It rules out everything the negative version does, but in addition it is an ethic of welfare-maximization. We need to treat people well, not just avoid treating them badly.


In practice, however, it’s not clear that this difference amounts to anything more substantive than one of emphasis. For example, take how it might apply to driving. In the negative version, as long as we don’t drive dangerously, risking harm to others, we can do whatever we like. In the positive version, we should do more, stopping to help if we notice someone has broken down by the side of the road, or calling the emergency services if we see an accident.


At least, that’s how it looks at first sight. But you could argue that we have the same obligations in both cases. Using the negative formulation, we could say that we would not want our serious problems to be ignored by passers-by. In that sense, we can think of ‘ignoring’ as being something we do, not just an omission.


This is an example of a much broader issue in moral philosophy. Intuitively, there seems to be an important difference between what we do and what we fail to do, between acts and omissions. But there are reasons to think this distinction does not always go very deep and is often morally irrelevant. We do think of some non-acts, such as neglecting, as being just as serious, sometimes more so, than things which require the movement of bone and muscle. What seems to matter most for responsibility is not the amount of activity involved in something, but the amount of control we have over the outcome. I am more culpable for allowing a huge boulder to drop onto a crowd of people if I could have stopped it with the flick of a switch than I am for throwing a stink bomb which I took a lot of time and trouble to obtain into a similar sized group.


We could debate at length whether the negative or positive version is right, or whether not doing always amounts to a form of doing. But I think we can make more progress more quickly if we simply interpret either version according to the spirit that seems to be behind them. This is what we might call the ethos of reciprocal demand. What we demand from others we should be willing to grant to them in return. Some of these demands are for non-interference, others are for help in certain circumstances and so on.


How do we determine what these demands are? Not by simply jumping to conclusions on the basis of what we immediately think we would want from others. Rather, we need to engage in a to-and-fro between perspectives, our own and that of other people. For instance, imagine what the ethos of reciprocal demand would say about help for the poor. At first sight, it might seem to the affluent as though, if they were poor, they would want richer people to share half their wealth with them. But under the Golden Rule, the mere fact that people would want something does not make it a moral imperative to oblige them. Many people might just want whatever best suits them, fair or not. As a poor person, for example, I might want wealthy people to give me almost all their money, not just half of it. So we have to ask what it is reasonable to want. To help determine what that is, the poor also have a responsibility to ask what they would want if they were affluent. They would probably admit that they would not want to divide their wealth equally with people they did not know and who did not earn it. So taking both perspectives into account, the ethos of reciprocal demand would probably settle on a view that it is reasonable to want the more affluent to make at least modest sacrifices to greatly improve the plight of the poor, but not to treat their personal wealth as a public good to be divided between everyone equally. On reflection, then, to do as you would be done by is to be generous, but not to do what maximizes the gain to the poor.


Of course, you might not agree with this conclusion. And that points to a major problem with the Golden Rule: it simply isn’t true that one person would choose to be treated the same way by another. Much depends on what other values you hold, other than the Golden Rule. So, for example, if you have strong economic egalitarian convictions, you might well conclude that the Golden Rule demands you do share your wealth equally with others. That’s what you would expect if the boot was on the other foot. If, on the other hand, you believe in individual liberty to pursue wealth, you might think, without any self-delusion, that if you were poor, you would not expect the wealthy to share their money with you equally. You might in some way want them to do so, but only in the same way you might want a dying eccentric to leave you all their money in their will: it’s a desire, but you would not think it a reasonable foundation on which to base an expectation or a moral imperative.


To sum up, the first major problem with the Golden Rule is that we can’t use it to generate a moral command on the basis of what we want or desire from other people. Instead we have to think of what it would be reasonable to ask of others. But as soon as we do this, we have to invoke, at least implicitly, certain values that state what is fair, just or reasonable – and there are many different, incompatible values we might choose, such as distributing wealth on the basis of need or reward for achievement. So the Golden Rule doesn’t actually generate a universal ethic. The best it seems to offer is a kind of universal test for whether a value we hold is consistent: does it fit the ethos of reciprocal demand? That might whittle down the number of possible things that we might do, but it leaves open a wide range of options. Because not everyone has the same idea of how they should be treated by others, not everyone will be led by the Golden Rule to the same moral maxims.


The demands of consistency


Could it then be that the Golden Rule is actually a meta-rule, a rule about rules? What it says is that you may not have one rule for yourself and another for someone else. Consistency demands that you expect yourself to follow the same rules as you require others to follow, and they to follow the ones you do. On what exactly these rules are, however, the Golden Rule is silent.


The consistency requirement would still be powerful even if it only gave us a binding reason to be moral. The question ‘why be good?’ is a difficult one to answer, and the Golden Rule promises an answer that requires no more than a recognition of the claims of logical coherence and consistency. No one did more to pursue this as a basis for morality than Immanuel Kant, who thought that reason alone could generate the command to treat others as yourself.


Let’s start with a specific example. Kant asks, ‘May I, when hard pressed, make a promise with the intention not to keep it?’3 Kant suggests that the way to answer this is to ask yourself the question parents perennially pose to their naughty offspring: ‘How would you like it if everyone else behaved like that?’ Or, as Kant put it, ‘Should I be content that my maxim (to extricate myself from difficulty by a false promise) should hold good as a universal law, for myself as well as for others?’ Can I in all consistency assent that ‘Every one may make a deceitful promise when he finds himself in a difficulty from which he cannot otherwise extricate himself’? Kant says I cannot:




For with such a law there would be no promises at all, since it would be in vain to allege my intention in regard to my future actions to those who would not believe this allegation, or if they over hastily did so would pay me back in my own coin. Hence my maxim, as soon as it should be made a universal law, would necessarily destroy itself.





Simply imagining what would happen if something you permitted yourself to do became a universal law allows us to see that some actions are just illogical. Lying, and other moral wrongs, are thus ruled out by the pure use of reason alone, irrespective of what you may desire or what serves your immediate interest. You may want to lie and you might benefit from telling a particular lie, but reason shows lie-telling cannot be a universal moral law and so you are wrong to do it.


The big question is why should we be bothered about whether something would work as a universal law. Passing a sign saying ‘do not walk on the grass’, for example, I can see that if everyone walked on the grass the lawn would be ruined. But if no one is around to be led astray by my example and it helps me to cut across, why not? Isn’t the answer to ‘what if everyone did it?’ sometimes ‘But not everyone will’?


Many philosophers since Kant have tried to address this problem. One is John Searle, who argued that there are ‘rationally binding desire-independent altruistic reasons for action.’4 This is a bit of a mouthful, but the core idea is not as complicated as it sounds. Using the example of pain, Searle’s argument starts by claiming that we cannot say ‘I am in pain’ without accepting that others in similar situations would also be in pain. We then see that our pain creates a need for help. My need for help is thus a reason for other people to help me. But if that is true in my case, then if someone else is in pain, that too creates a need for help, one which creates a reason for me to help them. So independently of what I desire or do not desire, I have to recognize that there are reasons why I should help others. All this arises, simply, from a recognition of what consistency demands.


I think Searle’s argument fails because his claim that my pain creates a reason for you to help does not tell us for whom it is a reason.5 So, while it is undoubtedly true that merely being in pain is a reason for me for you to help me, it does not follow that it must be a reason for you for you to help me. Even to the extent that it does provide some kind of reason for you to help, it is not the kind of reason that implies moral obligation. Half-price carrots at the market is a reason for me to shop there, but it is not a compelling one, if I don’t like or need carrots. At any one time I have a large number of needs: I need to lose weight, get to the train station on time, have some lunch, take my medicine and so on. In Searle’s view, all these needs must create reasons for others to help me. But this cannot mean that other people are somehow morally obliged to help me. If it did, we would all be morally obliged to help other people meet any need they have. That is a reductio ad absurdum of Searle’s argument: it shows that, taken to its logical conclusion, it ends up in absurdity, which shows us that there must be something wrong with it.


The more general problem is that there is always a logical gap between recognizing that there is a reason for me for you to behave morally and concluding that this means there is a reason for you for you to behave morally. Because there is no inconsistency between accepting that a reason of the first kind is not a reason of the second, we cannot generate, from the demands of consistency alone, universal moral laws or obligations.


Nonetheless, if we give up the idea that moral laws can be generated by the application of pure logic alone we can still get some use out of the demand of consistency. Rather than claiming that logic demands consistency, we could instead appeal to a principle of reasonableness: it is not reasonable to apply one rule to some and another to others if there are no morally relevant differences between their two situations. Differential treatment or condemnation would be arbitrary and unjustified. Now, if you want to turn around and argue that there is no logical inconsistency in having one rule for yourself and another for everyone else, I would not argue with you. I would simply say that I am not concerned with pure logic but ethics and reasonableness. All sorts of things are reasonable by the lights of rationality without being logically necessary. It is reasonable, for example, to think that eating a lot of saturated fat is bad for you, but it would be too much to claim that we have rationally proved that that must always be the case. It is possible that we will yet discover that saturated fat is merely correlated with bad health and that other things that tend to be eaten alongside it cause the health damage.


If we accept this we are still faced with the difficult question of determining what the morally relevant differences are. And this is perhaps another key reason why the Golden Rule has less power than at first appears. No one thinks that it means treating people literally alike, irrespective of their particular situations and needs. An infant would not appreciate being fed like an athlete, and nor would a child like to be left as autonomous as a grown adult. In addition to generic differences between types of people, we also find ourselves in different situations and we have different needs. The Golden Rule has to allow for the fact that all these differences may give us reasons to treat others differently from how we would like to be treated ourselves. And so we need something like the Platinum Rule to supplement it: only morally relevant differences justify morally different treatment. But then, alas, we find it is precisely because people do not agree on what differences are morally relevant that all sorts of issues are unresolved.


Tarnished gold


The Golden Rule is not useless, but it is not as useful or informative as it often appears. As a crude rule of thumb, it can be seen as a reminder, an invitation to look at things more objectively, taking into account the perspectives, needs and desires of others as well as ourselves. In that sense, it is a call to empathy, which psychologists believe is essential for moral reasoning. It is also a warning that it is not reasonable to make arbitrary distinctions between people, or make self-serving exceptions to moral rules. In all these respects, the Golden Rule has a value, which is why it is quite right to have versions of it emblazoned on tea towels and included in collections of inspirational quotes. However, the idea that it provides a universal basis for a substantive morality just doesn’t fly. That is why, despite the fact that everyone seems to agree on a need for the Golden Rule, we still don’t agree about how we should actually live.





DO THE ENDS JUSTIFY THE MEANS?



Doing wrong for the sake of what is right


The vice-president of a developed Western democracy once ordered the killing of hundreds of innocent civilians. What’s more, he kept his job, never recanted his decisions and is still a free man. Why? Because he, and many others, thought that these extreme means were justified by the important end they served. If I were to tell you that politician was Dick Cheney, the country was the USA and the date of the order was 11 September 2001, things might start to make more sense.


Cheney had found out that two planes had been used as missiles in an attack on the World Trade Center in New York. It appeared that thousands had already been killed or were soon to die. Cheney then faced a terrible decision. What if other planes had also been hijacked and were to be used in the same way – as in fact two had? Should he give the order to shoot them down, killing the innocent civilians on board, or let them be flown into buildings, killing both the passengers and people on the ground?


In fact, Cheney did not seem to find the choice agonizing at all. ‘Frankly, I didn’t pause to think about it very much,’ he told Fox News a decade later. ‘Once one of those aircraft was hijacked, it was a weapon. … I saw it as part of my responsibility.’6 Looked at in some lights, his decision does look like a no-brainer. If he doesn’t attack the plane, all the passengers and hundreds more will almost certainly die; if he does, the passengers still die, but many on the ground are saved. As it happens, his order came too late and was never acted on.


Nearly 50 years earlier, other US leaders had to make another choice about whether the means justified the ends. Atomic bombs were dropped on the Japanese cities of Hiroshima and Nagasaki in order to hasten the end of an atrocious war in the Pacific. As a direct result of the blast and radiation poisoning, between 185,000 and 250,000 people died, almost all civilians. But the war the bombings were designed to end had victims who were far from solely military. According to the historian Robert P. Newman, hundreds of thousands of people were dying in the war every month, mostly non-combatants, and many from starvation, deprivation and disease caused by harsh treatment in Japanese-controlled territories.7 Another historian, Duncan Anderson, believes that had an invasion of Japan been required to end the war, at least 2 million would have died, again, mostly civilians.8


Debates about the rights and wrongs of these actions depends on establishing what the facts actually are. People dispute the death toll of Hiroshima and Nagasaki, the motives of the politicians who ordered the bombings, and the way the war would probably have ended without the attacks. But they also rest on a matter of principle: is it ever right to kill some innocent people in order to save many more?


This is far from being the only moral debate in which people ask whether ends justify means. One of the most controversial, which we’ll come to in the chapter Is Torture Always Wrong? is the possibility of allowing torture in order to extract information that could save lives. A less obvious one is punishment. Given that no legal system is perfect, is it justifiable to allow a system that will inevitably see some innocent people incarcerated, or even executed, in order that a large number of criminals can be brought to justice or deterred from committing a crime?


Our intuitions do not provide clear answers to these questions. For one thing, they vary wildly from person to person. In the case of Hiroshima, for instance, you’ll find people who think that it was obviously the only thing to do, others who feel from the gut that it was evil and wicked, and yet others who are torn and confused. Not only that, but even an individual’s intuitions can appear to be in conflict between two situations. For instance, some feel very definitely that the dropping of the atomic bomb was wrong, but believe that the use of conventional bombs in Europe was justified, even though the latter led to a higher death toll. Asked to justify this apparent inconsistency, many find themselves unable to do so. How then can we think our way to greater clarity on these questions?


Coming down to consequences


There is what we might call a standard approach to this issue which draws on a text-book distinction between two different approaches to ethics: consequentialist and deontological. As its name suggests, consequentialism maintains that the rights and wrongs of actions are to be judged solely in terms of the consequences that follow from them. If there are two possible actions, you should choose the one that has the better outcome. Better could mean: produces more happiness, reduces more suffering, enables more choice or freedom, promotes greater autonomy, advances the species, or many other things besides. Different theories fill out the detail of ‘better’ in different ways. The underlying principle, however, is that the right is what results in more of what is good, the wrong is what produces more of what is bad.


Deontological ethics, on the other hand, maintains that morality is about fulfilling duties and obligations, irrespective of the consequences. For example, we have a duty not to kill the innocent. That duty cannot be trumped by the desire to protect other innocents. So, we may have to follow a course of action that results in more bad things happening, more innocent people dying, in order to do the right thing. So whereas for the consequentialist what is right and what is a good state of affairs are intimately linked, for the deontologist, the right and the good are independent. A world in which people act rightly might contain more bad things than one in which they do wrong.


Framed in this way, the question of the hijacked plane, for instance, becomes one over which moral theory is correct. If you’re a consequentialist, then the right thing to do is as Cheney did: you order the shooting down of a plane full of innocents because that is the way to save most lives. If you’re a deontologist, you do not order the plane to be shot down, as that would require you to kill innocents, which is morally impermissible. The same kind of logic applies to Hiroshima and Nagasaki: the consequentialist – if convinced it would clearly save many more lives in the medium to long term – would drop the bomb, the deontologist would not.


Adopting this approach might get you a pass in an ethics exam, but it would be less helpful in actually resolving the issue – and this reflects theoretical failings too. First, if this is to work, then whoever makes the real-life moral choice has to decide whether they are a deontologist or a consequentialist. But we can’t wait until we have resolved this fundamental, high-level debate before we actually make moral choices. Given that after more than two millennia of moral philosophy there is still no consensus over which view is correct (and there others besides, as we’ll see in later chapters), it seems absurd to think that making good moral decisions must depend on us coming to a conclusion.


Perhaps even more fundamentally, I don’t know anyone outside a seminar room or lecture hall who is a pure deontologist or consequentialist. The reason most of us find the balancing of ends and means so difficult is precisely because we can see the claims of both positions and we don’t know how to balance them. Yes, we want to do what results in the greatest good, but, no, we don’t think that people can be treated purely as means to an end either. The ethics textbooks thus present consequentialism and deontology as an either/or choice when in reality most of us want to do justice to the truths contained in both.


It gets worse. It’s not even clear that choosing which approach to take solves the problem anyway. Take the hijacked plane. A decision to shoot down the plane could be justified in purely deontological terms: Cheney’s duty to protect US citizens outweighs his duty not to order the killing of innocent civilians. Or you could use consequentialist terms to defend a decision not to destroy the plane: although, in the short term, taking the plane out saves more lives, it would establish a dangerous precedent and undermine trust in democratically elected governments not to turn on their own citizens.


One reason you can so easily justify the same decision in either deontological or consequentialist terms could be that the distinction between the two approaches doesn’t run very deep. Even their most general principles can be explained in terms of the competing theory. If I were to say that you have a duty to ensure the best possible outcome for the greatest number of people, and that this duty cannot be trumped by the desire to produce any other good outcome, I have in essence defined consequentialism in deontological terms. And if I were to say that we will live in a better world if we do not make decisions on the basis of what we think will result from that particular action, but if we respect people’s autonomy, fulfil responsibilities and refuse to treat individuals as a means to an end, then I have in essence defined deontological ethics in consequentialist terms.


Why, then, do the two theories appear to be so different? It could be in part historical accident. The deontological tradition has its roots in religious ethics, in which God is what we have our primary duties to. In its early modern version, as set out by Immanuel Kant, the guiding principle was not a duty but reason. In both cases, duty was framed by something other than human welfare or happiness. Consequentialism, on the other hand, came to prominence through the rise of utilitarianism, which made maximizing happiness and minimizing pain the central requirement of ethics. So there appeared to be a clear difference: in one case, morality was not to do with maximizing human welfare, in the other it was.


But that distinction was misleading. Human welfare was arguably at the heart of deontological ethics all along. Since God has our best interests at heart, obeying him was an indirect way of maximizing human welfare. Similarly, Kant’s categorical imperative – the idea that we should only do what we could will to be a universal law for everyone – in effect tells us to do what is best for everyone. Utilitarianism appeared to be so different, not because it was concerned with human welfare, but because it defined welfare in narrow, hedonic terms: the greatest happiness of the greatest number. But if one takes on a broader conception of human flourishing, then all of a sudden deontological-sounding goods flood in. We no longer want only to be happy, we want our autonomy and humanity to be respected too. We would rather suffer pain, even death, to preserve our dignity as individuals than give this up for a superficial happiness. The good consequences deontological ethics seeks are therefore ones to do with human welfare, but welfare understood more broadly than simply how we feel.
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