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Preface





The history of software architecture has been fascinating ever since the first pieces of code were written. The concept of microservices is a popular approach to harness the complexity and size of modern-day systems. Messaging is a crucial component of many of these systems, and RabbitMQ is one of the most popular and mature message brokers available.


Ultimate Microservices with RabbitMQ will guide you from start to finish through these two subjects and how they interact with each other. This unique approach gives you a high-level overview with enough detail so you can embark on your own journey through this architectural pattern.


The book has many subjects to cover, but it should be suitable for both novices and experts. Newcomers will get a comprehensible introduction to all the aspects that they must be aware of when working with RabbitMQ-enabled microservices. Professionals with more experience can use this book as a reminder and overview of what it takes to build and maintain their systems.


The book is comprised of eight chapters. Let’s dive deeper into the specifics of what each chapter explores.


Chapter 1. An Introduction to Microservices: This chapter explains what microservices are and why they exist. See what a typical microservices architecture looks like and what problems it tries to solve. Explore the history of this architectural pattern and look at some use cases and examples.


Chapter 2. A Deeper Look Into Microservices: This chapter dives deeper into the problems microservices can solve, where they excel and what challenges you will face. Explore concepts like scaling, independent software development lifecycles, and team autonomy. Learn about troubleshooting, breaking changes, eventual consistency and scenarios where microservices are not the solution.


Chapter 3. An Introduction to RabbitMQ: This chapter introduces messaging, message brokers and RabbitMQ. Discover communication patterns in distributed systems and learn about different message brokers and protocols. Take a look at messaging topologies in RabbitMQ and some important RabbitMQ extensions.


Chapter 4. RabbitMQ Use Cases: This chapter helps you identify use cases for RabbitMQ so you can better use it in your professional life. Explore possible messaging patterns, scenarios where RabbitMQ shines and some real-life examples of companies that use RabbitMQ.


Chapter 5. Designing a Microservices Architecture With RabbitMQ: This chapter demystifies all the necessary steps to create a microservices architecture with RabbitMQ. Learn about greenfield and brownfield development. Discover how to identify your microservices and their boundaries. Gain insights into the software development lifecycle of microservices, the consequences for your organization and the details of connecting microservices with RabbitMQ.


Chapter 6. Running A Microservices Architecture with RabbitMQ: This chapter explores what is necessary to run and maintain a living system built with microservices and RabbitMQ. Learn about automation, observability and reliability. Discover important security aspects and strategies to recover from disasters. Read about the agile organization to realize what the microservices architecture will mean for your company.


Chapter 7. The Future of Microservices: This chapter takes a look into the future and attempts to see where the world of microservices is heading. Learn about the improved tooling that is being built, the evolution of the architecture itself and what artificial intelligence may mean in this space.


Chapter 8. The Future of RabbitMQ: This chapter uncovers what is coming for RabbitMQ. Take a look at stream filtering and the upcoming protocol-agnostic core. Read up on the Khepri database, RabbitMQ 4.0 and the future of RabbitMQ beyond that.


The world of microservices is an exciting albeit sometimes complex one. Yet any software developer or IT manager must be aware of the many aspects and approaches they entail. With RabbitMQ, we have a stable and mature communication platform to support our microservices. In this book, we set out to explain and clarify this wide range of subjects for people of all technical levels. I hope you enjoy it and learn something that aids you in implementing and running a reliable and scalable system, to the enjoyment of those using it.
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CHAPTER 1


An Introduction to Microservices



Introduction

In this chapter, we will take an introductory look at the microservice architecture. We will look at its history and the problems it tries to solve. We will also see what a microservice architecture looks like and explore some use cases and examples.

Structure

This chapter will cover the following topics:


	The Need for Software Architecture

	The Construction Metaphor

	A Software Architecture Example





	History of Microservices

	Unix

	Early Distributed Computing

	Service-oriented Architecture

	Microservices





	The Microservices Architectural Pattern

	Characteristics of a Microservices Architecture

	Use Cases

	Examples







The Need for Software Architecture

Before we start looking at microservices, let’s take a look at what software architecture is and why it’s important. This will set the context for the rest of this book.


The Construction Metaphor


When we hear the word “architecture”, we immediately think about building and construction. The architecture of a building comprises a lot of aspects of a building: the shape and design of the outside, the location of rooms and facilities inside, the layout of the electrical wiring and plumbing, and many more.

The metaphor is used when we talk about software architecture. Software architecture consists of designing and planning how to build a piece of software. From a high-level overview of components and their relations and interactions to the internal details of such components.

Architects create blueprints of buildings and lead the construction projects. So do software architects: they create blueprints for software applications and oversee the software development project.

A Software Architecture Example

Let’s look at a simple example of software architecture. Let’s assume we need an application to automate an industrial machine. At a high level, this architecture could simply look like Figure 1.1:
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Figure 1.1: An example architecture

Industrial machines often contain a PLC, a Programmable Logic Controller. It’s an interface that you can output and receive signals. In our case, the application receives certain measurements from the machine, performs calculations, makes decisions, and sends commands to the machine. This cycle repeats continuously.

At a certain point in time, the company may want to store the measurements and commands to see a history of what happened in the system. The architecture is then expanded with a database, as shown in Figure 1.2:
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Figure 1.2: An example architecture

These are simple diagrams, and a real diagram may contain more information like the names of applications, the physical addresses of servers and databases, communication protocols, teams responsible, and more. Architectural diagrams can become quite complex, which is why they are often split up depending on the context.

The idea behind this is that the application has a certain architecture: how the different components of the application relate to each other. Our example was a high-level view, but the architecture also comprises lower details, such as the internals of the application. It might look something as illustrated in Figure 1.3:
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Figure 1.3: The internal architecture of an application

The details aren’t too important now. What you can see is how the application is structured internally.

All these things build up to the architecture of a system. Regardless of whether it is documented or not, every software system has an architecture. This can be a clean architecture or a messy one. It can be a well-planned and thought-of architecture or can have grown over time.

Over the years, smart people have discovered and designed software architecture patterns and given them names. These patterns, sometimes also called design patterns, define the components and their interactions that a software system can have to solve certain problems. Each pattern will come with trade-offs: while it solves one set of problems, it can create a new set of challenges. And not every pattern is a good fit for every problem.

However, adhering to a pattern does give organizations some predictability. Previously defined software architecture patterns are usually well-documented online and in books, and well-known among developers. This makes it easier for them to build and maintain the software. If they have any questions or issues, the existing patterns may already provide elegant solutions.

History of Microservices

Before we go into more detail on microservices, let’s take a moment to see where this idea came from and what problems it tries to solve.

Dr. Peter Rodgers first coined the term “micro-web-services” in 2005 (Foote, 2021). In 2011, a workshop for software architects near Venice decided to use the phrase “microservice” (Lewis and Fowler, 2014). However, the idea behind microservices is older than that.

Unix

As Martin Fowler and James Lewis put it, “its roots go back at least to the design principles of Unix” (Lewis and Fowler, 2014). In Unix, applications are often small and excel at performing a single task. They act as a sort of filter: receiving a request, applying logic, and returning a response.

Consider this command, for example:

ls | wc -l

These are, in fact, two applications chained together: “ls” and “wc”. The “ls” application lists information about files in the current directory. With the pipe symbol (“|”), we pass the output of the “ls” application as input to the “wc” application. When used with the “-l” flag, this application will count the number of lines it received as input.

As such, combining these two applications will give us the number of files in the current directory.1 Unix and Linux experts use this approach of combining smaller applications all the time to help them in their daily tasks.

Early Distributed Computing

In the 1960s and 1970s, programming network communication required a deep knowledge of low-level network protocols. As a first step, standard protocols like the File Transfer Protocol (FTP) were drafted.

As the price of computers dropped in the 1980s, companies began to use them more extensively, both as desktop and server. The idea of “distributed computing” emerged: enabling business processes by making computer applications communicate with each other over the network. Initially, some companies saw an opportunity to sell “middleware”, software that makes it easier to send messages from one server to another.

Then, in the early 1990s, the standard Common Object Request Broker Architecture (CORBA) emerged, but it failed to gain widespread adoption. Likewise, Microsoft’s proprietary alternative, DCOM, also lacked significant uptake.

In 1997, IBM released Enterprise Java Beans (EJB). It was an early attempt at a framework that teams could use to build different services without having to reimplement the same components for every service. With EJB, developers could focus on the business logic that made each separate service unique while letting EJB handle common concerns such as persistence or security.

It was already focused on distributed systems from the start, although in later revisions, it was possible to make calls from one service to another without going over the network.

While EJB was popular in some circles, others didn’t like it or were unfamiliar with it, especially because EJB could only be used with Java. The widespread adoption of the internet gave companies the option of implementing distributed computing using platform-agnostic, language-agnostic, and vendor-agnostic technologies.

Service-Oriented Architecture

This is where we see the emergence of Service-oriented Architecture (SOA). In SOA, we see different application components that provide a service to other components, using an agreed-upon communication protocol over the network.

If this sounds a lot like microservices, it’s because there are similarities, but also differences. Whether or not it was originally intended, companies adopting SOA tend to have a strong focus on central governance. This can be seen in the importance of a central Enterprise Service Bus (ESB) in SOA systems and in the lack of autonomy for individual teams.

The ESB in an SOA system often acts as a central point, doing more than just accepting messages and passing them along. In many cases, the ESB will contain business logic, which causes tight coupling between services and the ESB: if business logic needs to change, it needs to change in one or more services and in the ESB. This complicates software development as there is an increased need for team coordination regarding development, deployment, and testing.

This in turn causes a lack of autonomy for teams, as architects and managers take over the role of coordinator. The reduced autonomy then causes the organization to have difficulty adapting to changing circumstances and to lose money on failing projects.

These problems aren’t always caused by the principles of SOA. In theory, it would be possible to set up a SOA system in an agile organization with lots of team autonomy. However, over time, the SOA name tainted, and a new paradigm was necessary.

Microservices

So, that’s how the concept of microservices came to the scene. Some would say microservices represent a successful implementation of SOA principles.

In microservices architecture, there is more focus on team autonomy. The microservices architecture stresses lightweight protocols (for example, simple JSON instead of the heavy XML-based SOAP). It refuses the notion of a bloated ESB. As an alternative, it proposes to use either direct HTTP calls or a messaging platform that is little more than a way to reliably route messages asynchronously and at scale (like RabbitMQ).

The Microservices Architectural Pattern

Now that we know there are several ways to organize the different components in a software application and that there is already a long history of distributed computing, let’s take a look at the microservices pattern. In this section, we will see what such an architecture looks like, where it came from, and what it tries to solve. Then, we will cover some use cases and examples.

Characteristics of a Microservices Architecture

Depending on who you ask, you will get several slightly different answers. But mostly, the microservices architecture is a software architecture where an application consists of a collection of smaller services that have specific characteristics. Most architects agree these services should be:


	Independently deployable

	Loosely coupled

	Developed by small and independent teams

	Using well-defined APIs and lightweight protocols for communication

	Organized around specific business capabilities

	Adopting a DevOps mindset

	Decentralized



So, what does that mean exactly? Let’s dive into each of these characteristics. As you will see, the microservices architecture is more than just a technical architecture; it has profound consequences on the organization as well.

Independently Deployable

The microservices architecture builds an application by having several smaller applications (called “services”) work together. These services should be independently deployable.

Take, for example, a microservices architecture with four microservices. If there is a bug in one of them, the owning team should be able to fix the bug and deploy the one microservice, without the need for any changes in the other microservices, as shown in Figure 1.4:
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Figure 1.4: Deploying a microservice independently

On the left, the current situation has four services, each at version 1. When a bug is found in Service 4, the team can fix it and deploy their fix (v1.0.1). The other services don’t need to be updated.

This is in contrast to organizations that (need to) deploy all their services at the same time. This sometimes happens because the dependencies between the components are too rigid, or because all components have a certain dependency that always needs to be at the same version for everything to work.

While it can be necessary at times to update two or more microservices together, this points to a wrong implementation of the microservices pattern if it needs to happen all the time.

Loosely Coupled

In order to achieve the independently deployable services, they must be loosely coupled. Coupling in software is how dependent one component is on another. If it can’t function well without the dependency in its current implementation, we say it’s tightly coupled. If it can function without the dependency or if it doesn’t have to know where the other component is located or looks like, we say they are loosely coupled.

Christ Richardson, author of the microservices.io website, defines two different types of coupling:


	Runtime coupling

	Design-time coupling



Runtime coupling is about how one service depends on another at runtime. This is about the degree to which one service can continue functioning when the availability of another service is degraded.

Let’s assume Service 1 calls Service 2, which in turn calls Service 3. What happens if Service 3 is unavailable, as shown in Figure 1.5?
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Figure 1.5: Service dependencies and failures

Does the call from Service 1 to Service 2 fail as well? Or can Service 1 trust that Service 2 will try again later, ensuring that Service 1 can continue its work as foreseen?

If it can do the latter, we consider it to be loosely coupled at runtime. Evidently, this makes the implementation more complex, but the system will be more robust.

The other type of coupling, design-time coupling, occurs when two services almost always require changes to occur together. If this is the case, we consider them tightly coupled and maybe they should be a single service. Loosely coupled services can change without having the need for the depending on other services to change.


Small and Independent Teams


The two previous subjects enable the next characteristic of microservices: the fact that they are (or can be) developed by small and independent teams.

If a microservice only covers a small piece of the entire application, it will be smaller in size. This allows the team to be smaller in size as well, as they have less code to manage, maintain, and support. In turn, smaller teams are easier to manage and allow them to manage themselves to a great deal.

This enables them to be more independent. They can make their own choices about how to implement features, which tools to use, and how to run their day-to-day operation. Of course, companies can expect certain minimum standards, but they can still give the teams the freedom and autonomy that many developers seek.

This reduced size and independence ensures teams can quickly adapt to changing circumstances, keep morale high, make and deploy code changes swiftly, and overall better contribute to the company mission.

APIs and Protocols

Another tenet of microservices is that they communicate with each other over well-defined APIs and lightweight protocols.

This means that, firstly, the publicly facing API of a single microservice must be well-defined. For other teams to integrate their services with another service, they need to know how to communicate with the other service. They don’t need to know the internal details of the service, but they should know what the payload of a request must look like and what they can expect as a response. They need to know which protocol to use and what is the address (or URL) of the service. These are things teams should define and document for the services they are responsible for.

Secondly, services should communicate with each other using lightweight protocols. While the exact definition of a lightweight protocol is unclear, the key idea is that it must be a protocol that isn’t burdened by a lot of metadata or other aspects that increase the size of the message from one service to the other.

Typically, a protocol like HTTPS or gRPC is used, but others are possible, as we will see with RabbitMQ. The idea is that a message from one service to another is sent over the network in a package that contains (almost) only the necessary pieces to ensure a working application. Good microservice architectures also ensure that messages are exchanged very fast, in the order of tens of milliseconds or lower.

In contrast to many SOA systems, any messaging system in a microservices architecture should contain as little logic as possible. The microservices community talks about “smart endpoints and dumb pipes.” The services contain the business logic, and the systems responsible for relaying messages do only that, that is, they are “dumb pipes.” They don’t transform messages, and they also aren’t responsible for deciding who receives which message. If a team decides it needs to receive a message from another service, it’s up to them to take the necessary action, that is, subscribe to a specific message queue or make a synchronous request to the service.

Business Capabilities

How do you choose what to put in one microservice and what not? The idea is to organize your services around “business capabilities.” So, what are business capabilities?

A business capability is something a business or organization can do. It is something business can achieve, given certain conditions. In theory, this could also be something the organization is not yet doing but could hypothetically be capable of doing. In practice, and specifically regarding microservices, we define the business capabilities around activities that the business is already actively doing.

Business capabilities don’t have to map one-on-one with the organization’s departments. In fact, one business capability may be the result of several teams and departments working together.

An example of a business capability for a company may be “Customer Data Management.” The capability of the business is to store, update, and use data from its customers. You could envisage a microservice that is responsible for everything regarding customer data (names, addresses, privacy preferences, and so on). Managing this data may be the responsibility of a single customer department, but it could also be the result of interaction between the customer and the sales department.

Another example is quality control in a manufacturing plant. This business capability includes methods and procedures to check the quality of manufactured products. A microservice built around this capability may be responsible for defining these procedures, storing the results for each finished product, and creating reports on these results.

A business capability is different from a business process. The first defines what a business can do, and the second is how it is done.

The DevOps Mindset

Microservices go well with a DevOps mindset. In essence, this can be summarized with the “you build it, you run it” quote. If different teams are developing different services in different ways, it becomes increasingly complex for a single systems operations team to know the specifics of running these services.

This is why we are seeing a trend toward enablement: system operations teams set up systems into which development teams can plug in their services, often via a self-service platform. The system operations team is responsible for offering the development teams a stable and reliable platform where the development teams can deploy, run, and monitor their services. Keeping a service running is no longer the system operations team’s responsibility. This incentivizes the developers to write quality code that can easily be monitored, debugged, and updated.

To do so, the DevOps mindset also encourages automation. If more aspects of the software development lifecycle fall into the hands of developers, they will need more tools to help them, or else they risk being swamped with non-development work. If set up correctly by the system operations team, automation tools help developers spin up new parts of infrastructure (for example, servers, containers, and databases), manage the quality of their code (with tests but also scanning code for vulnerabilities or bad practices), generate documentation, and more.

Decentralization

When we build, deploy, and run our different services independently, this decentralization has consequences in other areas.

One such area is data management. With microservices, data gets decentralized too. In many cases, each separate service has its own persistence store (usually a database). In some cases, these can even be entirely different technologies. This means that there is some level of data duplication happening in the system: a certain concept may be stored multiple times but under different forms across multiple databases. While this may seem strange at first, it can prove to be useful when different contexts have differing views on the same object. For example, the sales department may want to use a different model to store customer data than the marketing department.

Another area where we see a consequence of decentralization is testing. If there is just a single application to test, it is clearer where, when, and how to test. In a microservices architecture, testing a change to a single service may not be enough. The behavior of the entire distributed system may have changed because of a change in a single component. Consequently, testing becomes more complex. There will be decentralized testing (that is, each team tests its own services), but the organization must also have a plan to test the composition of all services together.

Use Cases and Examples

Now that we have a clearer understanding of where microservices came from and what they look like, let’s explore some use cases and examples for microservices. Keep in mind that these use cases may also be a good fit for other architectural patterns, and there may be other use cases for microservices not mentioned here.


Monolith Refactoring


The “monolith” is a name given to an architecture where a single application contains the bulk of the business logic and functionalities. Usually, it consists of a single codebase and is deployed as a single package.

The monolith is a natural evolution in many organizations. An application may start out small and simple, but as time moves on, features are added and bugs fixed. After several years, the application contains a large amount of code, many complexities, and strange quirks.

This is also why many developers have negative feelings towards the monolith. While the monolith can have value as an architectural pattern (when applied correctly), it’s associated with low-quality code, complexity, and regression bugs.

At a certain point in time, teams may decide that the architecture of the monolith needs an overhaul. One alternative may be the microservices pattern. To achieve this, the team can set up a plan to extract functionalities out of the monolith and move them to microservices. Instead of making an in-process call, the monolith can then make a call to the other microservices.
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Figure 1.6: Moving from a monolith to microservices

In Figure 1.6, we can see that the monolith is reduced in size and complexity piece by piece, until everything becomes manageable and stable again. Whether the monolith disappears completely or just ends up being a microservice in itself doesn’t really matter. The core takeaway is that the microservices pattern is a good objective to regain control of a monolith, if done correctly.

If teams don’t work around business capabilities, they may end up with a distributed monolith. This is a distributed system of tightly coupled monoliths that breaks when a single microservices breaks.

Scaling

The microservices pattern is also a great fit for applications that need to handle high loads, either constantly or periodically. Microservices can be implemented in a way that allows them to scale automatically, both horizontally and vertically.

Horizontal scaling happens when a single microservice is duplicated. For example, say you have a microservice that sends out text messages to customers’ phones. Under a heavy load, a single microservice may no longer be able to send out messages fast enough to be satisfactory. Some platforms can be configured to start a new instance of the microservice. If there are two instances of the microservice running, they can split the load and send out twice as many text messages at the same time.

This works well for microservices that don’t need to store internal state. If a service needs to keep some user session information in memory, horizontal scaling isn’t an option. Because when a subsequent request from the user is routed to a different instance of the service, the session information wouldn’t be available. In this case, vertical scaling can be an option, that is, increasing the power of the hardware the service is running on. A more powerful CPU or more RAM may increase the performance of the service.

Of course, this last way of scaling is also available for non-microservice architectures (like the monolith). This is why microservices are a great match for horizontal scaling scenarios: spin up extra instances of a service to handle the current load and stop them when the load reduces.

Complex Systems

In large enterprises, with many different complex systems, microservices can enable teams to integrate with each other without the need for central oversight. If one team needs information from another team’s application, it helps if the other team has implemented a service with a clearly defined API that can easily be accessed.

If you think about it, this is how the internet works. Any application you write can easily communicate with publicly available APIs, as long as you comply with any rules the other organization has set (like using the correct credentials or respecting rate limits).

Inside a company, teams could also offer “public” services for other teams to use. This is especially true in companies that build different products. For example, a provider of healthcare software may split up its offerings into several products: one for the electronic health records of patients, another to manage medicine stocks, and yet another to run hospital laboratories (visualized in Figure 1.7). Each of these would expose well-documented APIs so that they can work together, but also so that external applications can tap into the data and functionality they provide.
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