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Preface





Welcome to a fantastic journey through the world of microservices architecture with the Go programming language. This book is intended for developers looking to broaden their understanding and grasp the bigger picture of microservices. It emphasizes the importance of holistic comprehension over specific technical details, especially in an era when AI can automate many simple tasks.


The objective is to provide a panoramic view of microservices architecture and its practical applications rather than diving into every detail. The aim of the book is to equip you with the foundational knowledge and skills to develop robust services in Go, architect scalable systems, and ensure their successful deployment to production.


Throughout this book, we will explore the essentials of Go programming, delve into advanced topics, and navigate the complexities of building and deploying microservices. We will emphasize the strong connection between microservices, Go, RESTful APIs, and Kubernetes, covering key areas such as service communication, API design, container orchestration, security, and observability.


By the end of this journey, you will have a solid grasp of architecting and implementing microservices using Go, preparing you to tackle the challenges of efficiently bringing your services to production. This book is not just a guide but a stepping stone to continue developing your skillset and exploring new horizons in the ever-evolving world of software development.


Chapter 1. Introduction to Microservices: The chapter explores the evolution of microservices from alternative architectures, highlighting their benefits and drawbacks. We also examine the rising popularity of microservices and the synergy between Go and microservices, showcasing how Go's simplicity and efficiency complement microservice-based applications.


Chapter 2. Usability of Go: The chapter delves into the reasons behind Go's creation, its core principles, and the typical experience of a Go developer. We explore Go's simplicity, minimalist design, suitability for cloud environments, maintainability, and ease of transitioning from onboarding to production. Additionally, we'll examine Go's vibrant ecosystem, including its communities and extensive support network.


Chapter 3. Go Essentials: The chapter equips you with the essential knowledge and tools necessary to become proficient in the Go programming language.


Chapter 4. Embarking on the Go Journey: The chapter delves deeper into Go's advanced topics and principles, building upon the essentials previously covered. We will explore a few Go best practices, techniques, generics, and contexts.


Chapter 5. Unlocking Go's Concurrency Power: The chapter continues our exploration of advanced Go topics by unlocking the language's powerful concurrency features. We'll delve into the world of Goroutines and Channels. Additionally, we'll cover the Pub/Sub pattern, Channel Closing Principle, strategies for avoiding Goroutine leaks, and more.


Chapter 6. Core Elements of Microservices: The chapter dives into the core components of microservices architecture, shedding light on the elements that transform a standard architecture into a microservices-oriented one.


Chapter 7. Building RESTful API: The chapter delves deeper into the development of RESTful APIs, building on the foundations laid in the previous chapter. We'll start with an overview of the RESTful approach and its constraints. We'll discuss essential API capabilities using Go, including documentation, versioning, caching, and so on.


Chapter 8. Introduction to Kubernetes: The chapter introduces Kubernetes, providing developers with the basic tools and knowledge to work effectively with this powerful container orchestration platform.


Chapter 9. Deploying to Production: This chapter focuses on safely delivering production services from a developer's perspective rather than the operational side. We'll explore the challenges and obstacles developers face during the deployment process.


Chapter 10. Next Steps in Production: This chapter addresses the crucial phase after deploying your application to production: maintaining the service and managing potential failures. We'll explore strategies for monitoring and ensuring observability, utilizing logs, metrics, and tracing to gain insights into the system's behavior.


It is advised not to stop here and strive to learn and gain more knowledge. Today, it is essential to keep learning and discovering new topics and tools because the software industry is moving at breakneck speed.


Happy reading and continuous learning!
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CHAPTER 1


Introduction to Microservices



Introduction

In this chapter, we will explore the world of microservices, a revolutionary architectural style that has transformed how we build and deploy software in the modern era. Microservices offer a granular approach to software development, where applications are broken down into smaller, independent services, each responsible for a specific function. This modular structure promotes agility, scalability, and resilience, enabling organizations to adapt to changing market demands and technological advancements rapidly.

During this chapter and throughout the book, we will overview the trends and coupled relations of the two major topics of this book: Microservices architecture and the Golang programming language. We will see their strong correlation, why it happens, and how.

This chapter will provide a concise overview of the contemporary method used in constructing architectures—the microservices architect. We will compare it to other architectures, and we will see when it is beneficial to use this architecture and when Microservices create adverse effects.

Structure

In this chapter, we will discuss the following topics:


	Brief History of Microservices

	Monolithic, SOA, and Serverless

	Benefits of Microservices

	Drawbacks of Microservices

	Popularity of Microservices

	
Popularity of Golang

	Combination of Go and Microservices



Brief History of Microservices

Let’s start by saying that many people claim they have the right to invent the microservices architecture. According to Wikipedia, the first person who mentioned something similar to microservices was Fred George in 2004. He worked on architecture that he called “Bayesian Principles”. In 2005, Peter Rodgers introduced the term “Micro-Web services” at the Web Services Edge conference. Many individuals can claim that they invented it because there isn’t a clear definition of a microservices architecture. Since then, many people have presented things that look like or feel like microservices. It is important not to confuse between microservices and SOA, which we will later detail the difference between them. Since then, its popularity increased over the years and accelerated between 2014 and 2015 (Figure 1.1).
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Figure 1.1: Microservices searches over the web by Google Trends

A note on Google Analytics: This is a great free online tool. It can primarily be utilized for entertainment, as observing trends is fascinating. It is highly valued for exploring subjects and aggregating information.

Monolithic, SOA, and Serverless

It is helpful to know the other alternatives to some terms or technologies to have a clear understanding of them. The common architecture styles used for a while from the early days of the software industry are Monolithic, “Service-Oriented Architects,” aka SOA, and some other architecture we won’t elaborate on in this book.

Monolithic

“Mono” from ancient Greek means solo, single. As the name suggests, this architecture is structured as a single block of code deployed on a single platform. Usually, in a monolith architecture, there are three main parts - storage (DB), web app with client-side, and backend that acts as server-side, which contains all the business logic, data layer, and everything (Figure 1.2).
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Figure 1.2: Simple Monolith Structure

DAL is an acronym for Data Access Layer. This software middleware is responsible for giving software layers that have direct access to the DB and provide tools like retries, error handling, cache, and so on.

As we can see from the simple diagram, this architecture is straightforward. However, all the components are strongly interdependent.

In a nutshell, these are the pros and cons of a monolith:

Pros


	Simple to develop and simple to deliver to production.

	Minimum amount of hops: No need to communicate between one service to another, and we can save a lot of time by decreasing the latency, which leads to better performance.

	Very easy to implement the DRY principle (don’t repeat yourself) — due to the single codebase.



Cons


	
Spaghetti code: As the codebase is extending, the code has more potential to be cumbersome.

	
Harder to troubleshoot and debug: Navigating a large codebase can be challenging. Even harder to find a malicious bug that caused a side effect in a hidden function somewhere.

	
IDE: The integrated development environment (IDE) is overwhelmed. Note that there is an approach for writing microservices in a Monorepo, a single repository for all the services.

	
Easy to gain legacy code and technologies: We are afraid to change core functionalities, infrastructure, and technologies in a large codebase. These changes can dramatically affect the application because keeping old code and old technologies is convenient.



Nowadays, microservices architecture is the most famous in the market, and people tend to reject monolith architecture because they think it is outdated. However, Monolith architecture can benefit in various use cases.

SOA

SOA stands for Service-Oriented Architecture. While the name might be misleading compared to microservices, they do have commonalities. However, there are a lot of differences between them. SOA is an architectural style that organizes software systems as a collection of loosely coupled and reusable services. In SOA architecture, there are two main parts - providers and consumers. The provider and consumer can be on the same deployable component/application/server. This is the significant difference between SOA and microservices. This approach was developed in the early 90s. In those times, the operation part of software engineering was more intricate. We had specialized teams focused on infrastructure, security, databases, and so on.

We would place the SOA architecture between the monolith architecture and the microservices architecture at the decomposition level. Monolithic architecture behaves as a single unit, while microservices architecture behaves as a fine-grained division.
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Figure 1.3: Simple SOA Structure

In a nutshell, these are the pros and cons of SOA:

Pros


	
Reusability: Reusability is the core of this approach. It allows us to separate concerns at the service/API level and reuse infrastructure, such as hardware, network, OS, and more.

	
Separation of concerns: It isn’t fine-grained as microservices. Still, it allows us to parallel and deliver our service/API without depending on other teams.



Cons


	
Side effects: Issues in shared components can affect other components. For example, if the consumer or provider consumes too many resources, if some environment variables change, or any other side effects, all of these can easily affect all existing services.

	
Performance Overhead: The additional layers of abstraction and communication protocols in SOA can introduce performance overhead. Service invocations across different components and networks may cause latency, potentially impacting response times, and overall system performance. The concerns of network issues are also the same concerns for DBs.

	
Complexity : Implementing SOA can introduce complexity to our services.



Serverless

This architectural approach is the most modern architecture from the ones we presented here.

Naturally, the cloud’s creation led to a serverless architect’s creation. The core of this approach is to extract infrastructure concerns and leave us with doing the things that matter - business logic. As the name implies, this is “server” + “less” - meaning no server exists. Of course, there is infrastructure and a server somewhere that runs the code. But we are not responsible for managing this server. The cloud vendor is responsible for all that work. Examples of such technologies are the Functions service of GCP or Lambda of AWS. And many more services/products aim to support the serverless architecture.

Before examining the pros and cons of serverless architecture, we want to discuss two core concepts: FaaS and Bass.


	
FaaS: Stands for functions as a service. We write our function/API endpoint and let the cloud do all the other work.

	
BaaS : Stands for backend as a service. We can concentrate solely on developing and maintaining the clients and not on storage, database management, networking, and other infrastructure aspects.
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Figure 1.4: Simple Serverless Structure

As we can see from the diagram, we, as developers, only wrote the green blocks (Function), and the cloud vendor provided all the yellow blocks (third-party service/DB).

Pros


	
Highly efficient development process: The development process is highly efficient, with rapid initial development. Infrastructure concerns are no longer a burden, as the serverless architecture seamlessly manages them.

	
Easy to scale: The scaling process is very straightforward - the only things we should worry about are the resources a function uses.



Cons


	
Vendor lock: Once we use a specific vendor, all the configurations and settings are specifically for our services. Transferring to another vendor can be very painful.

	
Edge cases: There are some scenarios when we want to do something but can’t due to the limitations of the vendor services that we use.

	
Monitoring: Since we rely on the vendor to take care of the infrastructure, we also need to rely upon him to provide monitoring tools or integrate other SaaS/OSS monitoring tools.



The cost of serverless architecture is controversial. In serverless architecture, we pay per usage, usually for CPU and memory. We have a lean billing model, and the method of using it is simple. More than that, it goes without saying that we save money on fewer DevOps, operations, and infrastructure engineers. However, other opinions say doing these things ourselves will save money, arguing that we don’t have the flexibility to utilize our specific architecture and operation.


Benefits of Microservices


The following figure generally describes how microservices look, and we already can see the difference between this architecture and the other architectures.
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Figure 1.5: Simple Microservices Structure

Independent Workloads

By design, microservices architecture splits the architecture into separated services/ APIs/ components. These services are delivered and packaged individually within self-contained deployable units. The self-contained units principle is one of the significant differences between SOA and microservices. The separation of many workloads decreases the size of the codebase, which leads to more minor services.

Minor services mean lean binary, fast build, and so on. Another significant effect is that each workload doesn’t affect other workloads. We know the dependencies in advance, and this makes it effortless to deliver services as containers. Containerization is the best practice when it comes to microservices. Both of These concepts deliver the same goal—separation of concerns.

Since the codebase is divided per service, there is no shared code (usually). Each team can work independently on its code without disrupting other teams. A separated codebase leads to breakneck initial development speed. Another effect is that each team can test its services without considering other teams’ services.

Easy to Scale

Let’s start by talking about vertical scale (scale up). Vertical scale means adding more resources (bigger machines). However, there isn’t always a direct correlation between resource consumption and the ability of the service to handle more load. Microservices architecture has become much more helpful when we want to perform horizontal scale (scale out). It is seamless to perform scale-out, just increasing the number of replicated machines/containers for the wanted machine.

Plug and Play

An exciting way to look at microservices is as a honeycomb structure. Each bee builds its cell. It is also elementary to replace one cell with another. The ability to replace a service with another service can become handy when we want to remodel our architecture, experiment with new technologies, or perform some tests in the current architecture. Also, the rollback/rollout processes become simple and easy.

Fault Tolerance

Failure is a typical scenario that always happens, and we should be prepared for this. We aren’t living in a perfect world where the code is perfect and the server has a 100% success rate. The microservices architecture made this preparation easier because of the loose coupling between the services. Each service can fail without affecting the other services. Also note that there are many other things to consider when talking about failure (retries, graceful shutdown, and more), and we will talk about that. But at least microservices set a ground base to handle failure properly without considering other services, making the work easier.

Increase Agility

In a nutshell, Agile - is the ability to work fast and to be flexible. There is a vast theory and techniques regarding how to be Agile, and we’ll discuss it further in this book.

Each service has its codebase. A team can be responsible for one or more services without relying on or depending on other teams, which is a crucial capability for working with the Agile methodology. Also, when a new member joins the team, onboarding becomes effortless. They don’t need to learn all the service codes, only the services their team is responsible for.

Drawbacks of Microservices

Here are the drawbacks of microservices:

Operations Overheads

As we discussed before, the primary benefit of microservices is that each workload/deployment is independent and delivered separately from other services. We saw all the enormous advantages of this. But there is another side to the coin. To allow each service to deliver as a separate deployment, we need to support it from the operation side.

There are many things to consider for each service — service configuration, packaging, separate tests, separate deliverable units, and so on. These examples emphasize that working with microservices requires much operation work compared to monolith or SOA.

Complexity

Naturally, with the increase in services and workloads comes the complexity of managing them all. The previous drawback of operation overhead is that it is just a specific use case of the complexity of microservices. Also, managing data and consistency becomes harder — the data is distributed among each service because each service has its database.

Each team can write its services using its favorite or most relevant programming language. This ability has benefits and disadvantages. The operation must create, maintain, and tackle operations issues for all these programming languages.

Moreover, switching developers between teams will be harder when each service is written in other programming languages.

It isn’t a coincidence that we chose to write in this book about Kubernetes and how we will deploy the microservices architect on Kubernetes and not on other platform/s. The primary reason is that Kubernetes is coming to solve this complexity problem.

Hard to Troubleshoot

It is a continuation of the previous point. Due to the complexity of microservices, it is harder to gain visibility above it and create full observability. Many obstacles prevent us from reaching good visibility.

Popularity of Microservices

Various trends happened that led microservices to be so popular.

The first and oldest of them is the Agile methodology. Although it is a pretty old methodology, Agile gained popularity merely when the Agile Manifesto was published (there is a link to it in the references). We highly recommend reading it; it exists in many languages and is very simple to read. Note that it doesn’t contain actual practices such as Scrum and Kanban. The Agile Manifesto is considered the doctrine of the Agile methodology.

The Agile Manifesto makes us fast and flexible, so the microservices approach suits those reasons. It is easier and faster to deliver small software than one big piece, which the microservices architect allows us to do.

The cloud computing industry is the second trend after the Agile Manifesto. The leading cloud vendor, AWS, launched in 2002. And from there, this is history; nowadays, using cloud computing is the go-to for many companies and projects.

As we mentioned before, one of the significant disadvantages of using microservices architecture is the operations overhead that comes with it. In my opinion, this is the main reason why microservices weren’t prevalent before. The ROI (aka for range of investment) was not worth it! Cloud computing technologies have made our lives much more straightforward in many ways, but the major one is the operations area. So suddenly, building microservices architecture using cloud computing resources sounds like a good ROI.

The next trend we want to look at is the Docker Engine.

Generally, containerization was invented long before docker. Docker was a critical player that led us to use containerization; nowadays, it is so easy and accessible. Docker was launched in 2013 and was very popular right away. Figure 1.6 shows Docker searches trend by Google Trends:
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Figure 1.6: Docker searches over the web by Google Trends

One of the core benefits of microservices is that they can deliver independent workloads/deployment. Docker aims to deliver software as isolated containers. Microservices aim to deliver isolated software, and no matter how, running containers using the docker engine is perfect.

The last trend we want to talk about is DevOps methodology. It is weird to call it methodology, but this is what it is. Nowadays, it has become a job title. There are also very similar jobs that do similar things, such as SRE, Production Engineer, and more. Again, as we mentioned before, the major drawback of microservices is the operations overhead. The DevOps methodology comes to solve it, or at least to decrease it.

Popularity of Golang

A metric we can follow to see the popularity of Go is the increase in Golang users—developers, or we should call them Gophers. The nickname for Golang developers is Gophers. The gopher is an animal that counts as the official mascot of the Golang programming language. Here is a friendly dashboard from StackOverflow insights where we can see the percentage of developers who want to learn Golang and become professional developers in Go.
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Figure 1.7: Most wanted languages by StackOverflow insights

Moreover, another metric we would love to follow is the number of packages written in Go. This number of packages written in Go has already passed 1 Million packages (the data from July 2023). We link to an excellent website that collects data regarding open-source insights in the references at the end of the chapter. We highly recommend taking a look at it. If we compare the age and amount of packages written in Go versus other languages like Java, Python, or C#, Go leads right after JavaScript. That is unbelievable. The crazy amount of packages writing in Go came from the strong Golang community.

Conclusion

In this chapter, we took a short trip around microservices. We observed its history and what were the trends (Agile, cloud computing, Docker, DevOps) that led microservices to be so popular nowadays. We learned about the alternatives for microservices such as SOA, Monolith, and serverless. There are other alternatives in the market, but these are the most popular ones. We compared microservices’ pros and cons and other architectures’ pros and cons.

In the next chapter, we will talk about the usability of Golang. We will discuss the community and detail why we think and why the community thinks Go has become so popular in recent years. We will cover the ecosystem around Go and deep dive into why this language was invented in the first place. And what is the history from there until today? Finally, we will discuss the pros and cons of using Go.
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