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Preface





The advent of PyTorch has revolutionized deep learning, offering a blend of flexibility and power that caters to both researchers and practitioners. With PyTorch 2.0, the framework has reached new heights, incorporating advanced features and optimizations. This book serves as a comprehensive guide to mastering PyTorch for computer vision tasks, combining foundational concepts with practical applications to empower readers in their journey.


Chapter 1. Diving into PyTorch 2.0: This chapter explores PyTorch’s history, evolution, and features, including the key advancements in version 2.0, while guiding you through setup and installation.


Chapter 2. PyTorch Basics: This chapter introduces the fundamental building blocks of PyTorch, such as tensors, operations, and computational graphs, alongside practical examples.


Chapter 3. Transitioning from PyTorch 1.x to PyTorch 2.0: This chapter provides a roadmap for upgrading from earlier versions of PyTorch, highlighting key differences, compatibility solutions, and migration examples.


Chapter 4. Venturing into Artificial Neural Networks: This chapter covers the fundamentals of neural networks and guides you through building and training an image classification model in PyTorch.


Chapter 5. Diving Deep into Convolutional Neural Networks (CNNs): This chapter explains CNNs’ architecture and implementation, teaching you how to build, train, and optimize CNNs for vision tasks.


Chapter 6. Data Augmentation and Preprocessing for Vision Tasks: This chapter focuses on improving model performance through data augmentation and preprocessing, with practical implementations in PyTorch.


Chapter 7. Exploring Transfer Learning with PyTorch: This chapter introduces transfer learning and pre-trained models, demonstrating how to leverage them for enhanced model performance.


Chapter 8. Advanced Image Classification Models: This chapter delves into popular architectures such as ResNet, VGG, and Inception, guiding readers through their implementation and performance comparison.


Chapter 9. Object Detection Models: This chapter covers object detection techniques and renowned models such as YOLO, Faster R-CNN, and SSD, with practical implementations.


Chapter 10. Tips and Tricks to Improve Model Performance: This chapter discusses advanced methods such as hyperparameter tuning, dropout, and ensemble techniques to enhance model efficiency.


Chapter 11. Efficient Training with PyTorch Lightning: This chapter explores PyTorch Lightning, showcasing its utility for streamlined training workflows and advanced features.


Chapter 12. Model Deployment and Production-Ready Considerations: This chapter concludes with a focus on model deployment, covering TorchServe, quantization, and considerations for production readiness.


This book bridges the gap between theory and practice, equipping readers with the tools and knowledge to excel in their deep learning journey using PyTorch 2.0.
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CHAPTER 1


Diving into PyTorch 2.0



Introduction

Welcome to the thrilling PyTorch 2.0 learning trip for computer vision. This book’s opening chapter, “Diving into PyTorch 2.0,” lays the groundwork for the rest of the chapters. You will gain a comprehensive understanding of PyTorch, a well-liked and potent open-source machine learning package, in this chapter. We will walk you through the specifics of PyTorch’s creation, its development over time, and the main advantages it offers in the field of AI research.

Designed for both beginners and intermediate learners in computer vision and deep learning, this book aims to provide practical and in-depth insights into PyTorch’s powerful capabilities. The journey starts with a thorough examination of PyTorch’s past, helping readers appreciate how PyTorch’s unique architecture and foundational principles have distinguished it in the landscape of machine learning frameworks. This historical context will lay a solid foundation for understanding the unique benefits of PyTorch, making it a tool of choice for many researchers and practitioners in the field.

Structure

In this chapter, the following topics will be covered:


	Brief Overview of Pytorch

	PyTorch and Computer Vision

	Origin and Emergence of PyTorch

	PyTorch’s Philosophy and Early Days

	Evolution and Growth of PyTorch

	Adoption of PyTorch

	Installing PyTorch

	Troubleshooting Tips

	
Setting Up the Development Environment on Jupyter Notebook

	Dynamic Computation Graphs and the Define-by-Run Paradigm

	The Autograd System

	GPU Acceleration

	Distributed Computing

	Introduction to TorchScript



Brief Overview of PyTorch

PyTorch, at its core, is a free machine-learning framework. It offers two high-level features: deep neural networks constructed using a tape-based autograd system and tensor calculations with excellent GPU acceleration support. To put it simply, PyTorch includes all the tools required to create and train deep learning models.

However, PyTorch’s ‘Pythonic’ aspect sets it apart from other machine learning frameworks. PyTorch is not for binding Python into a rigid C++ framework. It is designed to be tightly linked with Python and uses Python’s strength to provide a fluid and adaptable user experience. Nearly the same procedures apply when using PyTorch as when using NumPy. And because PyTorch tensors and NumPy arrays are so similar, you can easily swap between the two.

What makes PyTorch particularly attractive for computer vision is its extensive ecosystem of libraries and tools that specifically cater to vision tasks. TorchVision, a package in PyTorch, has datasets, models (including pre-trained models), and transformation functions for images. This means that PyTorch provides us with ready-to-use tools and functionalities that can help us in a wide array of vision tasks, thereby letting us focus on the unique aspects of our specific problems.

But PyTorch is not just about simplicity and ease of use. It’s also about power and control. PyTorch uses a method called “define-by-run” for building computational graphs, in contrast to the “define-and-run” method used in many other frameworks. This means that the computational graph, a series of operations that defines a mathematical model, is defined on the go as the operations occur. This provides a lot of flexibility and lets us do complex things with our models.

And it goes beyond that. PyTorch has improved in both power and usability with version 2.0. The history of PyTorch will be covered in more detail on the next pages, along with instructions on how to install and set up PyTorch and an examination of the main changes and additions made in PyTorch 2.0. We’re about to blast off into the realm of PyTorch 2.0 and computer vision, so buckle up!


PyTorch and Computer Vision


PyTorch has positioned itself as a go-to library for Computer Vision tasks. It offers a perfect blend of flexibility and power. The ease with which you can build, train, and tweak deep learning models makes PyTorch an attractive choice for researchers and developers in the field of computer vision. But the appeal doesn’t stop at flexibility. PyTorch also provides efficiency and performance allowing it to scale from prototyping stages to large-scale deployment.

One of the primary reasons why PyTorch is widely used in computer vision is its rich ecosystem of libraries and tools explicitly designed for vision tasks. Torchvision, a package in PyTorch, includes an array of pre-processed datasets and pre-trained models, such as ResNet and VGG, which have established benchmarks in various computer vision tasks. It also provides transformation functions to perform image manipulations, a crucial aspect in any computer vision pipeline.

With PyTorch’s “define-by-run” paradigm, the dynamic computation graph becomes an excellent fit for the sequence of operations typically found in computer vision tasks. This approach provides researchers and developers with maximum flexibility in designing and experimenting with complex architectures, which is often necessary in the rapidly evolving field of computer vision.

Furthermore, the enhancements brought about by PyTorch 2.0 have strengthened its position even more. Improvements in performance, new APIs, and features like mobile deployment make PyTorch 2.0 a compelling choice for any computer vision task - from image classification and object detection to semantic segmentation and beyond.

In summary, the combination of PyTorch’s intuitive design, coupled with its strong performance characteristics, has made it a favorite among the computer vision community. As we move forward in this book, you will get a hands-on experience of using PyTorch for various exciting and impactful computer vision tasks and use cases.

Origin and Emergence of PyTorch

PyTorch has its roots in the Torch library, a machine learning library based on the Lua programming language, and widely used in academia. Torch, however, suffered from the limitations of Lua and lacked the rich ecosystem of libraries that other programming languages provided. To address these challenges, a group of AI researchers at Facebook, Soumith Chintala, the director of AI Research (FAIR), began constructing a brand new deep learning system. They wanted a tool that was just as responsive, adaptable, and user-friendly as Torch while also being tightly connected with a more powerful programming language.

They introduced PyTorch, an open-source machine learning package created for Python, in January 2017. Python, a language that was already a leader in the field of scientific computing and had a strong ecosystem of libraries like NumPy, SciPy, and Matplotlib, was created with the intention of bringing the magic of the Torch library to Python. The machine learning community reacted positively to PyTorch’s release, which hastened the adoption of this tool.

PyTorch’s Philosophy and Early Days

From the beginning, PyTorch was guided by a Python-first philosophy. It wasn’t a binding into a monolithic C++ framework, but a tool built to be deeply integrated with Python. It could leverage the power of Python to deliver a user experience that was smooth, flexible, and intuitive. This was in stark contrast to other machine learning frameworks of the time, which often felt like they were fighting against Python’s dynamics, rather than embracing them.

The Python-first design of PyTorch had profound implications. It meant that users could leverage the full power of Python when working with PyTorch, and they could use native Python control flow statements in their models. It also meant that debugging PyTorch models was as straightforward as debugging Python scripts. This was a breath of fresh air for developers who were accustomed to the opaqueness of other frameworks.

Furthermore, PyTorch was designed to be imperative or define-by-run, which means the computational graph, a series of operations that define a mathematical model, is defined on the fly as the operations occur. This was unlike the static, define-and-run computational graphs found in many other frameworks. The dynamic nature of PyTorch provided a lot of flexibility and allowed users to use native Python debugging tools. This was another factor that contributed to PyTorch’s rapidly growing popularity.

Despite coming late to a field already dominated by several well-known frameworks, PyTorch soon established itself. Many researchers identified with its design ethos, while developers favored it because it worked well with Python. PyTorch has already established itself as a major force in the deep learning industry by the conclusion of its first year. The PyTorch team, however, was not satisfied with that. They were eager to push the envelope even further, and as a result, PyTorch 2.0 was created. This new version of PyTorch is more potent, effective, and user-friendly than before.

As we move forward, we will delve deeper into the features and enhancements brought by PyTorch 2.0 and explore how they can help us in our journey through the realm of computer vision and artificial intelligence.

Evolution and Growth of PyTorch

The early success of PyTorch was just the beginning. From its inception, PyTorch continually evolved and matured, guided by feedback and contributions from its growing user community.

One of the significant developments in PyTorch’s evolution was the release of TorchScript in PyTorch 1.0. TorchScript is a way to separate your PyTorch model from Python, making it portable and optimizable. TorchScript uses PyTorch’s JIT compiler to compile Python code into an intermediate representation that can then be run in a high-performance environment such as C++. This was a significant step forward because it made PyTorch models much more scalable and production-ready.

In addition, PyTorch continued to enrich its ecosystem. Libraries such as TorchText for natural language processing tasks and TorchVision for computer vision tasks, provided users with a wealth of resources for their projects. Newer additions such as the Captum for model interpretability, and PyTorch Lightning, a lightweight wrapper for more organized PyTorch code, made PyTorch even more versatile and user-friendly.

Adoption of PyTorch

As PyTorch matured, it also saw significant adoption. The clear syntax, dynamic computation graphs, and strong support for GPUs made it a favorite among researchers and developers alike. Its deep integration with Python and its active, open-source community also contributed to its popularity.

By the end of 2018, just a year after its launch, PyTorch was already one of the most popular deep learning frameworks, widely adopted in both academia and industry. Several notable companies and research institutions started to switch to PyTorch, including Uber’s Pyro, HuggingFace’s Transformers, and Catalyst, to name a few.

However, what truly cemented PyTorch’s place in the pantheon of deep learning tools was its adoption by major AI research labs. For example, OpenAI switched to PyTorch as its primary research platform in 2020, citing PyTorch’s ease of use and efficiency as the primary reasons.

PyTorch was adopted outside of the software sector as well. It also made its way into several industries where deep learning began to have an impact, including banking, healthcare, and autonomous vehicles. It was used to create algorithms for health diagnosis, stock price forecasting, and even self-driving cars.

Today, PyTorch is a crucial component of anyone’s toolkit who works with machine learning or artificial intelligence. It’s a monument to its design principles, functionality, and the thriving user and contributor community that has developed around it.

Improvements and new functionality introduced with PyTorch 2.0 continue to push the envelope of what is possible. We will set up PyTorch 2.0 and explore these fascinating updates in the following part.


The Importance of Virtual Environments and Creating Them


Creating an isolated environment for your Python projects, including PyTorch, is a good practice as it prevents conflicts between dependencies. It also allows you to experiment with different versions of libraries without disrupting your primary Python setup. One common way to create such isolated environments is using virtualenv or Python’s built-in venv module.

For Ubuntu


	If not already installed, install virtualenv with pip:
 pip install virtualenv



	Navigate to the directory where you want to create the virtual environment, then run:
 virtualenv pytorch_env



	To activate the environment, run:
 source pytorch_env/bin/activate





For Mac


	If not already installed, install virtualenv with pip:
 pip install virtualenv



	Navigate to the directory where you want to create the virtual environment, then run:
 virtualenv pytorch_env



	To activate the environment, run:
 source pytorch_env/bin/activate





Once the environment is activated, the name of the environment will appear on the left side of the terminal prompt. This indicates that the environment is ready to use.

Installing PyTorch

With the virtual environment set up, you can now install PyTorch. PyTorch provides pre-built binaries that can be installed via pip or conda. In this book, we will use pip.

For the latest version of PyTorch, run the following command:

 pip install torch torchvision torchaudio

If you need a specific version of PyTorch, for instance, version 2.0, use the == operator:

 pip install torch==2.0 torchvision==0.11.1 torchaudio==0.10.1

CPU vs. GPU (CUDA) Installation:

If you have a compatible NVIDIA GPU and want to take advantage of CUDA for faster computation, you can install PyTorch with CUDA support. Here are examples for both CPU-only and GPU (CUDA) installations:

CPU-only Installation:

 pip install torch torchvision torchaudio

CUDA (GPU) Installation (specify the CUDA version if necessary):

 pip install torch torchvision torchaudio --index-url https://download.pytorch.org/whl/cu118

It’s important to note that installing specific versions of PyTorch might be necessary for compatibility reasons. For instance, if you’re working with certain libraries or legacy code that doesn’t support the latest PyTorch version.

Troubleshooting Tips

Ensure that your pip version is up-to-date. You can upgrade pip using pip install --upgrade pip.


	If you’re facing issues with the installation, try creating a new virtual environment and reinstalling PyTorch.

	If pip install on a specific version throws any errors, you can try adding a force flag:
 pip install torch==1.8.0+cu111 -f https://download.pytorch.org/whl/torch_stable.html





Setting Up the Development Environment on Jupyter Notebook

Jupyter notebooks provide an interactive environment that’s great for experimenting, documenting, and sharing your work. Here’s how to set it up:


	With your virtual environment activated, install Jupyter Notebook:
 pip install notebook



	To start the Jupyter Notebook, run:
 jupyter notebook



	
This will start the Jupyter Notebook server and open your default web browser. You can create a new Python notebook by clicking the New button and selecting Python 3 or the corresponding version.

	You can ensure PyTorch has been installed correctly by importing it into a new cell:
 import torch

 print(torch.__version__)





You are now ready to start developing PyTorch using Jupyter Notebooks!

PyTorch 2.0 is compared to PyTorch 1.x as shown in the following table:








	
	
PyTorch 1.x


	
PyTorch 2.0





	
Interface


	
Provides a clear and Pythonic interface, making it easier to build and debug models


	
Preserves the Pythonic interface while further enhancing usability and intuitiveness





	
Dynamic Computation Graph


	
Supports dynamic computation graphs, enabling users to change the network behavior on the fly


	
Continues to support dynamic computation graphs and introduces improved tools for better graph visualization and debugging





	
Deployment


	
Introduced TorchScript for model deployment in non-Python environments. TorchServe is released for model serving


	
Continues to support TorchScript and TorchServe. Provides better integration and support for ONNX and introduces more deployment options





	
Device-Agnostic Code


	
Offers device-agnostic code. The same code can be run on CPUs or GPUs


	
Preserves this feature and further optimizes the computation for different hardware, including improved support for accelerators





	
Distributed Training


	
Provides basic distributed training capabilities


	
Enhances distributed training with more robust and scalable solutions





	
Quantization and Pruning


	
Supports model quantization and pruning, which are essential for deploying models to edge devices


	
Offers improved support and additional techniques for model quantization, pruning, and optimization





	
Ecosystem


	
Has a growing ecosystem of tools and libraries (such as TorchVision, TorchText, and TorchAudio) developed by the community


	
The ecosystem grows even more with increased community contributions and improved interoperability with other libraries and tools





	
Performance


	
Shows good performance in both research and production settings


	
Offers performance improvements, faster training. and inference times due to under-the-hood optimizations






Table 1.1: PyTorch 1.x vs PyTorch 2.0

Dynamic Computation Graphs and the Define-by-Run Paradigm

In the world of deep learning, there are two main paradigms for defining computation graphs - static (define-and-run) and dynamic (define-by-run).

In a static graph (used by TensorFlow prior to version 2.0), the graph is defined and optimized before running the session. The same graph is then run repeatedly, allowing for certain performance optimizations, but at the cost of flexibility. Modifying the graph requires a complete rebuild, making debugging and dynamic modifications harder.

On the other hand, PyTorch uses the dynamic or define-by-run graph paradigm. Each forward pass defines a new computation graph. Nodes in the graph are Python objects and edges are tensors flowing between them. As operations are carried out, the graph is built on the fly. This provides an immense degree of flexibility, making PyTorch well-suited for models that need to have their architecture changed dynamically during execution, such as recurrent neural networks (RNNs) and models with loops or conditional statements.

# PyTorch dynamic graph example

import torch

x = torch.ones(2, 2, requires_grad=True)

print(x)  # tensor([[1., 1.], [1., 1.]], requires_grad=True)

y = x + 2

print(y)  # tensor([[3., 3.], [3., 3.]], grad_fn=<AddBackward0>)

In the preceding code, we first define a 2x2 tensor x. Then we perform an operation y = x + 2, building the computation graph dynamically.


The Autograd System


A critical component of PyTorch’s dynamic computation graph system is its automatic differentiation engine, autograd. It is responsible for calculating the derivatives, that is, the gradients of tensors involved in the computation, facilitating backpropagation.

When you create a tensor with requires_grad=True, PyTorch starts to track all operations on it. After you compute the forward pass, you can call .backward() and have all the gradients computed automatically. These gradients are accumulated into the .grad attribute of the tensor.

# Compute forward pass

z = y * y * 3

out = z.mean()

print(z, out)  # tensor([[27., 27.], [27., 27.]], grad_fn=<MulBackward0>) tensor(27., grad_fn=<MeanBackward0>)

# Compute backward pass

out.backward()

print(x.grad)  # tensor([[4.5000, 4.5000], [4.5000, 4.5000]])

In the preceding example, we define z and out as functions of y and compute the forward pass. We then call out.backward(), which triggers the computation of gradients, and print x.grad to see the gradients of x with respect to out.

Understanding autograd and the dynamic computation graph system is vital for effectively implementing and debugging your deep learning models with PyTorch. Their combination allows PyTorch to provide a flexible and intuitive interface for defining and training neural networks, while automatically taking care of the intricate details of derivatives and backpropagation. This makes it highly popular for complex computer vision tasks where flexibility and customizability of models are essential.

GPU Acceleration

Graphics Processing Units (GPUs) play an integral role in accelerating deep learning tasks. Unlike CPUs, GPUs are designed for high-throughput, parallel computation, making them excellent for tasks involving large-scale matrix operations, which are ubiquitous in deep learning.

PyTorch provides native support for GPU computation, leveraging the CUDA platform. Tensor computations can be seamlessly moved onto the GPU, significantly speeding up the execution. The following is an example of how to run PyTorch tensor operations on the GPU:

# Specify device to be used

device = torch.device('cuda' if torch.cuda.is_available() else 'cpu')

# Create a tensor and move it to GPU

x = torch.ones([3, 3], device=device)

# Perform operations on the GPU

y = x + 2

Here, we first create a torch.device that’s set to 'cuda' if CUDA is available, and 'cpu' otherwise. We then create a tensor x on this device, and any operations involving x will also be carried out on this device.

Always remember to move both your model and your data to the GPU. PyTorch won’t automatically move your data or model to the GPU. Forgetting to move your data or model to the GPU is a common mistake, and PyTorch will throw an error if you try to perform operations on objects that are on different devices.

# Moving model to GPU

model = model.to(device)

# Moving data to GPU

data, target = data.to(device), target.to(device)

Distributed Computing

As datasets and models grow in size, distributed computing has become a necessity in deep learning. Distributed computing allows you to parallelize computation across multiple GPUs on a single machine or across multiple machines each with multiple GPUs.

PyTorch provides several packages, such as torch.nn.DataParallel and torch.nn.parallel.DistributedDataParallel, to facilitate this distributed computing. The torch.nn.parallel.DistributedDataParallel is recommended as it provides greater flexibility and efficiency.

Here’s a brief example of how to utilize DistributedDataParallel:

# Import the package

from torch.nn.parallel import DistributedDataParallel

# Assume your model is on the GPU and you are using two GPUs

model = model.to(device)

model = DistributedDataParallel(model, device_ids=[0, 1])

# Now any tensor you pass to model will be split on its first dimension

# and fed to separate GPUs and the outputs are then concatenated

output = model(data)

This splits the data across the first dimension (typically the batch size), feeding to separate GPUs. Each GPU computes its part and the outputs are then gathered and concatenated. Remember, the input data should be on the same device as the model.

In addition to these, PyTorch 2.0 has introduced many optimizations to its distributed computing capabilities, enabling even more efficient utilization of resources and improved performance. It includes better support for various backends, better handling of network communication, and advanced algorithms for gradient aggregation and model synchronization.

Being able to effectively use GPU acceleration and distributed computing can drastically speed up the training of your models and allow you to handle larger and more complex tasks, which is especially crucial in the field of computer vision where datasets and models can be quite substantial.

Remember, distributed computing not only helps in scaling the training process across multiple machines but also allows the utilization of mixed-precision training and optimized communication between processes to make the most of your hardware capabilities. This ensures that you can tackle large-scale computer vision tasks efficiently, making PyTorch an ideal choice for such tasks.

Introduction to TorchScript

TorchScript is a way to serialize your PyTorch models, allowing them to be run in a non-Python environment. This is especially important when it comes to deploying PyTorch models in production, where Python may not be available or desirable due to its performance characteristics.

TorchScript uses a static graph representation of a PyTorch model, which can be optimized for specific hardware. This static graph representation is also more amenable to deployment in low-latency, high-throughput production settings as it can be directly loaded into the PyTorch C++ API.

TorchScript provides a seamless transition from eager mode to graph mode via a process known as tracing or scripting.

Tracing

Tracing allows you to take an existing module and record all the tensor computations it performs during the forward pass into a torch.jit.ScriptModule.

Here’s an example:

import torch

import torchvision.models as models

# An instance of your model.

model = models.resnet50()

# An example input you would normally provide to your model's forward() method.

example = torch.rand(1, 3, 224, 224)

# Use torch.jit.trace to generate a torch.jit.ScriptModule via tracing.

traced_script_module = torch.jit.trace(model, example)

In this example, we first create a ResNet model. Then, we generate an example input tensor, and pass both the model and the example input to torch.jit.trace, which records the computations performed by the model when run on the example input and returns a ScriptModule that you can save and load in Python or C++.

While tracing is great for straightforward modules that don’t involve control flow (like conditionals and loops), it can struggle with modules where the flow of execution depends on the values in tensors. This is because it only captures the operations performed during the single execution used for tracing, not the control flow itself.

Scripting

Scripting, on the other hand, captures the control flow in your model by directly analyzing the Python code of your model. It does this via a decorator, @torch.jit.script.

Here’s an example of how you might script a module:

import torch

class MyModule(torch.nn.Module):

def __init__(self, N, M):

super(MyModule, self).__init__()

self.weight = torch.nn.Parameter(torch.rand(N, M))

def forward(self, input):

if input.sum() > 0:

output = self.weight.mv(input)

else:

output = self.weight + input

return output

my_module = MyModule(10,20)

sm = torch.jit.script(my_module)

In this example, we define a simple module that uses control flow in its forward method. We then create an instance of this module and pass it to torch.jit.script to generate a ScriptModule. This module will behave exactly like the eager mode version but also has its Python code serialized in TorchScript format.

In conclusion, TorchScript gives you the power to optimize your models, leverage the PyTorch C++ runtime environment for deployment, and serialize your models for use in different platforms (for example, serving via a Python server, deploying on mobile devices, and so on.). It’s an essential tool for any practitioner who wishes to take their PyTorch models beyond the research environment, especially in the field of computer vision, where models are typically complex and computational resources are at a premium.

Conclusion

In this chapter, we have walked through the journey of PyTorch’s creation and evolution. We saw how it rapidly rose in popularity due to its developer-friendly approach, flexibility, and strong support for GPU acceleration and distributed computing. We discussed its inherent Python-first philosophy, which ensures that the library integrates smoothly into the Python ecosystem, making it an excellent tool for both research and development.
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