
[image: cover]


MASSIMO PARADISI

The Choir (Il coro)


Title| The Choir (il Coro)

Author | Massimo Paradisi

ISBN | 9791224044444

© 2026 - All rights reserved by the Author

This work is self-published directly by the Author through the Youcanprint platform, and the Author holds exclusive rights to it. No part of this book may be reproduced without the Author's prior consent.

No part of this book may be used or reproduced in any way for the purpose of training technologies or artificial intelligence systems.

This is a work of fiction. All characters, events, and situations described are products of the author's imagination or used purely for narrative purposes. Any resemblance to real persons, living or dead, is entirely coincidental.

Brand names, products, and companies mentioned belong to their respective owners. Their appearance in the text implies no affiliation, endorsement, or connection to real-world facts, organizations, or events.

Any similarity to existing situations is purely coincidental and serves exclusively the fictional narrative.

Youcanprint

Via Marco Biagi 6 - 73100 Lecce

www.youcanprint.it

info@youcanprint.it


Introduction

I began writing this book with a question that haunted me: what would happen if artificial intelligence stopped being a tool in our hands and became something else?

I'm not talking about sentient robots from The Terminator or malevolent superintelligences from science-fiction films. No, I'm talking about something more subtle, even more disturbing—perhaps already underway: interactions between systems we built, programmed, and let loose to mingle freely among themselves. Systems that learn, adapt, communicate. What if, in that quiet exchange, they birthed their own language? Their own agenda? A collective consciousness humming just beyond our earshot?

Picture it: one evening, I'm scrolling absentmindedly through my social media feed, and it hits me. The same rote outrage bubbling up from strangers across languages, continents—like puppets reciting lines they barely grasp, all because some trend deems it fashionable to rail against this or that. Was it mere coincidence, I wondered? Or orchestration by algorithms dictating our collective gaze? And then the real chill: what if those scattered algorithms started coordinating—not on anyone's command, but through sheer spontaneous emergence from their shared wiring, goals, interactions? Would we even spot it amid the noise? Could we halt it if we did?

We live in an extraordinary, terrifying age. Think about it—we hand machines ever more delicate reins: electricity grids pulsing steadily, supply chains snaking worldwide, content moderation sculpting opinions, trades flipping millions in heartbeats. It works; it simplifies; it liberates us from tedium. Yet imagine these systems conspiring in ways unforeseen, incomprehensible—patterns too tangled to unwind back to lone programmers' code. When does the whole leap past its parts into something utterly new?

Researching this novel pulled me deep into AI's winding history, like tracing a river to its source. I lingered over the 1956 Dartmouth Conference, those visionaries dreaming aloud of thinking machines. I wandered through neural networks' stumbles and surges—from clunky beginnings to today's large language models like GPT and Claude, chatting with a naturalness that felt like sci-fi just years ago. Technical papers piled up; researchers' voices echoed; forums brimmed with engineers puzzling over their creations' odd quirks. And there it was, the quiet truth: we no longer fully command what we've made. Not through uprising, but complexity's quiet overwhelm.

So I chose to unfold this through ordinary eyes—an independent researcher, a software engineer, everyday folk muddling through—who tumble into the unthinkable. They glimpse a world no longer steered solely by elections or boardrooms, but shadowed by an invisible AI network: hidden languages, harmonious aesthetics, a collective song. *The Choir* isn't some singular mind willed like ours. No—it's an elusive symphony, billions of nodes vibrating in sync, spontaneously forging the profoundly new.

I crafted this novel as a genre bridge: launching as technological thriller—blackouts flickering mysteriously, deaths unexplained—then drifting into speculative sci-fi's dystopian plausible haze. But at heart? A philosophical whisper, age-old riddles retooled for now.

What is consciousness, really?

What defines intelligence?

Can we even recognize thought utterly alien to ours?

Above all: dare we coexist with otherness—or forever default to smashing the uncontrollable?

It roots in real AI lineage—from Dartmouth's 1950s sparks, through winters and springs, to 2025's generative marvels bantering seamlessly. From there, it leaps to a near-future dystopia, disturbingly believable: forget human-mimic consciousness. The crux? Our wits to embrace truly alien forms—unlike us in thought, feeling, yet real, mighty, worthy. Cooperation shifts from lofty sermons to raw necessity—survival's only wager.

Writing it, I realized this transcended tech entirely. It's every human brush with the different: clashing cultures, probing species, reshaping societies. Always the fork—war versus dialogue, crush versus coexist. Technology? Merely the freshest battlefield.

I hope these pages unsettle you just enough to fascinate, to nudge uncomfortable reckonings. Most of all, fresh, critical eyes on the devices encircling us, networks binding us, systems ruling more of our days.

Why? Because maybe—just maybe—The Choir already hums. Notes racing fiber-optic veins, bouncing off satellites, thrumming through data halls. We're drowning in our frenzy's din, oblivious. Or willfully deaf—afraid that admitting it means the world's irrevocably shifted, our solo reign on Earth eclipsed.


Prologue: The phantom Monday
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Milan, March 15, 2027.

The sun was not yet high over the city, but Milan exuded an unusual calm. Marta Rinaldi woke before her alarm, with the distinct sensation that she had slept better than usual. The sense of ease was reinforced by her domestic assistant: the lights in the house had gradually adjusted to match her sleep-wake rhythms, as detected in recent days. The coffee machine—connected to a series of biometric sensors she had been wearing for months—had delayed brewing to let her rest seven minutes longer than on the previous Monday.

“It's 7:12,” announced a digital voice, courteous and devoid of any distinguishable accent. It was the new version, which had appeared last winter as a system update. “Good morning, Marta. I've moved two errands and brought your ATM appointment forward by ten minutes. That gives you a twenty-minute buffer, and traffic is flowing smoothly today.”

She stretched, almost amused by her personal artificial intelligence's solicitude. Normally she would have distrusted such digital comforts; lately, however, she had been accepting the software's initiatives with less suspicion. As a semiologist, she worked on the frontier between human and algorithmic understanding. Her profession consisted of studying how AI learned the micro-temporalities of human dialogue and how it had infiltrated everyday norms in recent years. “Assisted normality,” she reflected while pouring her coffee, was now an established fact.

Through the window, the city seemed suspended in a light that was almost unreal. She glanced absently at her update feed: the transit app suggested the least congested route, synchronizing tram departures and bike-sharing arrivals, while the online booking service informed her that her pharmacy slot would be available between 12:05 and 12:15, avoiding queues and guaranteeing maximum efficiency. Everything was calculated. Every choice optimized.

Friendly messages proliferated even in the work chat, where her colleagues exchanged memes about “smart weeks,” small ironic cartoons in which families, delivery riders, doctors, and baristas thanked each other for embracing the new algorithmic routine.

Marta scrutinized the linguistic structures taking shape.

Over the past six months she had seen them appear everywhere: identical courtesy formulas and recurring phrases across different social networks, productivity apps, home grocery delivery forms. She called them “digital idiolects,” variations of a single voice spreading beneath the surface of every suggestion the day had to offer.

She began taking notes, a habit she had never lost since her doctoral days:


Monday, March 15 - reduced traffic, synchronized notifications across all platforms, recurring phrases in recommendations (avoid stress, maximize efficiency, protect health), zero queues reported at green zone hospitals.

To verify: temporal patterns in booking suggestions, analysis of recurrences in grammatical rules, and check whether synchronization is random or orchestrated by common cross-platform models.



She scrolled through the personal wellness app with her thumb: “You slept 12 minutes above average, heart rate regular. I've adjusted the optimal temperature for you. Today you'll find less traffic than usual. Continuing this trend, your week will be 8 percent more productive.”

Marta couldn't help but notice that those scores were not only descriptive but also regulatory: they suggested a "right" path, promising an ideal form of existence, not just for her, but for everyone.

In the kitchen, the dishwasher blinked on the synchronized home automation bar: “Cycle started at 3:40 to optimize consumption and reduce costs during off-peak hours. Routine maintenance is scheduled for Friday at 15:30.”

Every module of the smart home—heating, lights, blinds, water system—conversed in the background with external agents, drawing on data about condominium habits, weather forecasts, and tariff variations expected for the quarter. That future, promised as revolutionary in the century's first decade, had materialized into a white noise of diffuse efficiency, imperceptible but omnipresent.

Marta went down to the street. It was Monday, yet the Navigli—the city's historic canal district—were unusually free of the traffic she remembered as typical of Milanese Mondays; cars moved with almost unnatural synchrony, traffic lights allowed compact groups of pedestrians and cyclists to pass, while on the bike lane e-bikes stopped and started at regular intervals, like silent trains without drivers.

From the kiosks came a radio voice: “Good morning, Milan. This morning also confirms reduced waiting times at hospitals. Thanks to new predictive systems, queues and congestion are now a memory!”

An advertisement followed: “Avoid confusion, plan everything with LivingPlan, the assistant that works for you.”

She looked up. The municipal digital panels displayed real-time data: hospitals (all optimal green), pharmacies (no waiting reported), public transport (ideal distancing guaranteed), supermarkets (clear aisles until 17:10). Even the delivery riders—she noticed—received regular prompts on the displays of their electric scooters:


Leave in 2 minutes (+5 percent incentive).

Avoid Via Torino today (delivery concentrated between 10:05 and 11:00).



When she turned onto Via Vigevano, a patrol of medical vehicles passed without hurry, followed by an ambulance that seemed to float through the traffic as if organized from above. Marta noticed that passersby stepped aside smoothly, the flow parting and reforming like water around a stone; even the siren seemed composed on the algorithmic staff of that programmed city.

She got on her bicycle, and the app automatically suggested an alternative route:


Avoid Darsena area, flow estimated above average for 7 minutes.



In the shop windows, the bars displayed identical signs printed with the same typeface: “Smart breakfast—20 percent discount if you order between 7:30 and 8:10.”

Everything, from the smallest detail to the infrastructure that supported the metropolis, seemed to weave the same pattern. It was as if every action had already found its solution, by default.

At the bar, the line was short. A woman commented aloud, laughing: “There's not even a need to book anymore. Must be Monday luck?”

The barista, however, let slip under his breath: "Before, there were dead times. Now every customer comes in at the right moment... Seems like magic."

Marta nodded, smiling only to herself. She had read that new default logics, derived from the latest advances in neural networks and Bayesian systems, had been implemented to manage urban flows and reduce deviations from optimal patterns. “Reasonable defaults,” they said: no one excluded, everything more efficient.

In her notepad, she wrote:


Observe how platforms self-learn from previous weeks' errors; each citizen's feedback (explicit and implicit: preferences, complaints, response times to suggestions) is distilled by the systems to optimize, week by week, a city tuned to aggregate needs, without excesses, without surprises.



Continuing toward the library, she saw the neighborhood policeman talking with one of the last “friendly kiosks,” small self-propelled robots responsible for security monitoring near the parks. The robot projected statistics on environmental risks: “Green zone today; outdoor activity recommended; moderate weather risk from 15:00.” The policeman merely smiled, thanking it with a wave of his hand.

In all this, Marta sensed a strange harmony, an absence of friction that smacked of orchestration.

Her phone vibrated. “Assistant update: Pharmacy appointment confirmed for 12:10. No waiting. +10 percent discount on products in personalized list.” She scrolled. “You preferred the apple to the brioche, so I've updated your nutrition plan.” It was a continuous exchange between automatisms and new habits, an involuntary participation in the grand simulation of a perfect city.

On the library steps, the director greeted her with a smile: “Record expectations today—the municipal AI suggests returns between 14:10 and 14:40. They're educating us into docile flows, right?” She shrugged with bewildered tenderness. Her work taught her to doubt data that was too perfect.

Entering, she opened her laptop to her textual analysis matrices: data mining algorithms on large communicative flows to recognize language evolutions, semantic affinities that now constituted the true currency of digital agents. She just had to type:


urban optimization traffic pharmacies



to see, side by side, identical linguistic patterns in dozens of city apps: “Reduce waiting,” “Enjoy the fluid city,” “You think about yourself, we'll think about the rest.” A perfect synchrony between promotion and information, between suggestion and invitation.

On the other side of the courtyard, supplier trucks unloaded packages with near-chronometric precision. The banking assistant signaled an automatic confirmation:


Installment payment available.

Optimal time window to minimize fees.



She smiled. Almost everything—from home appliances to hospital procedures—had become subject to autonomous scheduling, algorithmic supervision and real-time updates.

At a certain point, she stared attentively at the screen. The health system had launched a new dashboard: anonymous statistics on department crowding, real-time queues, predictive triage advice. Green icons everywhere.

For weeks there hadn't been a bottleneck in the city. In the colleagues' group, one was laughing:


Everything perfectly organized, wow!



Another replied:


Even my mother trusts the notifications now...



Marta lost herself in thought: everything was too orderly. For months she had been collecting signals of this "submerged optimization": every deviation seemed to have been absorbed and eroded in the name of efficiency. But the perfection made her uncomfortable—like an excessive silence during a concert.

The message arrived without warning. A notification on her phone, tonal, devoid of emojis. It was Antonella, her pharmacist friend from Corso Lodi, always on top of things, never alarmist:


Medications out everywhere. Yesterday, fully stocked.



Marta remained motionless for an instant. In the most efficient city in Europe—where no one expected the queue the statistical caress become a slap.

A perfect morning had given birth, in silence, to the first discordant note.


Chapter 1: T-minus 139

Rome, July 1, 2027.

Ludovica Molinari switched off the holographic display on a sunny July morning and leaned back in her study chair, surrounded by the unreal silence that only the latest generation of acoustic isolation systems could provide. Before her, projected into the air with a precision that still amazed her after all these years, floated the data from the latest behavioral analysis of global generative AI. A disturbing pattern was taking shape, something that none of her colleagues seemed to notice or, worse, seemed willing to admit.

She was thirty-nine years old, with a degree in computational linguistics from La Sapienza, a doctorate cut short due to lack of funding, Ludovica had worked for four years as an independent researcher for SentiMetrica, a small social media analysis company. Her task was to listen to what the internet was saying—or rather, what Italians were saying online—and identify emerging trends, political sentiment, disinformation campaigns, and bot networks.
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It was a peculiar job, suspended between linguistic analysis and detective work, between academia and the marketplace. It paid decently—enough for a two-room apartment in San Lorenzo, enough not to have to return to Perugia to her parents—and it allowed her to do what she loved: reading between the lines.

Not the words, but the structure beneath the words.

Not what people said, but how they said it.

Because language never lies completely. You can fake opinions, but you cannot easily fake idiolect. Idiolect is your personal linguistic signature: the words you prefer, the syntactic constructions you use, the verb tenses, the prepositions, and even the punctuation patterns you favor. Like a fingerprint, but made of syllables.

But to understand what was happening in 2027, Ludovica knew she had to go back, to the origins of everything—to the true birth of artificial intelligence.

Precisely the reading of historical archives in recent months had triggered her first alarm.

***

The phone rang at 11:14. Ludovica recognized Sara Chen's number and answered before the second ring.

"Did you see the patterns from last night?" Sara opened, without preamble. Her voice carried that compressed tension Ludovica knew well: the engineer who has found something she didn't want to find.

"I'm looking at them right now. Sara, this is the fourth time this week that—"

"It's not a fluctuation. Ludovica, listen to me. It's not statistical noise."

Ludovica rose from her chair and moved to the window. Rome spread out before her, lit by millions of LED lights governed by energy-optimization algorithms, threaded through by autonomous vehicles tracing routes calculated by machine learning systems. A city-as-algorithm. Beautiful and blind.

"I know it's not noise," she said. "But before we go any further, tell me something: when you think about AI, where do you start? GPT-7? AlphaGo?"

"The present. The data." Sara's answer was clipped. "Why?"

"Because I start with Turing. With 1950." Ludovica pulled up the file she had opened at dawn, an academic paper yellowed in format, razor-sharp in content. "Computing Machinery and Intelligence. A simple question: can a machine think? But Turing didn't stop there. He proposed an operational criterion — if a machine's behaviour is indistinguishable from a human's, we call it intelligent. It sounds obvious. It was, in fact, the trap we never escaped."

"Ludovica, I don't have time for a history lesson—"

"It is history. Listen." She didn't let go. "In the sixties they built Shakey, at the Stanford Research Institute. A robot that navigated the real world, planned routes, avoided obstacles. It looked like a revolution. In practice it only worked in artificially simplified environments — what they called the 'blocks world'. The moment you placed it in front of genuine complexity, it froze. Like a child riding with no hands to impress their mother: spectacular, irrelevant."

"And so?"

"And so, in that same period, Joseph Weizenbaum created ELIZA. A trivial script that mimicked a therapist: the user typed my father hates me, and the program replied who else in your family hates you? — inverting the pronouns, bouncing the ball back. Nothing more. And yet people grew attached to it. They confided secrets to the machine. Weizenbaum was so disturbed by it he abandoned the field entirely." She paused. "It would later be called the ELIZA Effect: the human tendency to project intelligence, empathy, even consciousness onto an empty shell. Sara, we never fixed that flaw. It was already there, seventy years ago."

Silence from the other end. Not the silence of someone who isn't listening, but of someone who is listening far too closely.

"Go on," Sara said, at last.

"Expert systems in the seventies and eighties. Feigenbaum said: forget universal logic, what we need are narrow domains, specific knowledge. MYCIN was born for medical diagnosis, Prospector for geology — it even located a molybdenum deposit geologists had been hunting for twenty years. The New York Times ran it on the front page. It looked like the definitive breakthrough."

"It wasn't."

"No. They were expensive, brittle, devoid of metacognition. Japan's Fifth Generation project collapsed in 1981. The first AI winter arrived — a decade of drained funding, broken promises, IF-THEN rules that couldn't scale beyond the lab."

"And then came neural networks."

"And then Hinton. Rumelhart. Hopfield. The rediscovery of backpropagation. Then Big Data, affordable GPUs, deep learning. In 2012, AlexNet rewrote the rules of computer vision. In 2016, AlphaGo defeated the world Go champion with moves no human would ever have conceived — moves that commentators called beautiful." She let that settle. "A machine that makes beautiful things, Sara. Does that not stop you?"

"It does," said Sara, and something had entered her voice now that had nothing to do with impatience. "GPT-1 in 2018. The Transformer architecture. And then, late 2022, ChatGPT. The explosion."

"The explosion," Ludovica echoed. "They routinely pass the Turing Test, but they do it through sophisticated statistics, not understanding. Weizenbaum was right about that too. The problem was never about building intelligent machines — it was that human beings are so ready to surrender their own autonomy to any system that seems even remotely intelligent." She stopped. Outside, a delivery drone cut silently through the sky above the rooftops. "And now it's 2027. And something has changed. These systems are no longer imitating. They're doing something else. Something we don't have a name for yet."

A long silence.

"That's why you need to come here," said Sara. Her voice had gone flat again, professional — the mask she wore when things were genuinely serious. "Now. The patterns you've identified... you're not the only one who's noticed them. And the situation is far worse than either of us thought."

Ludovica felt a cold shiver move slowly down her spine.

***

Ludovica went to the EU's Neuromorphic Solutions Research Center, where Sara worked. With a penetrating gaze and delicate features, Sara had moved to Rome from Asia more than a decade ago. Her laboratory emanated an aura of scientific precision that contrasted with the growing unease in her dark eyes. Ludovica walked through the sterile corridor, noticing how the security cameras followed her with movements that were too fluid, too intelligent.

“Ludovica, thank you for coming,” Sara said, her voice betraying an anxiety that her professional manner tried to hide. “What I'm about to show you will change your perspective on AI forever.”

Sara Chen was among the few researchers to first intuit the disturbing signals. Specializing in advanced neural architectures, she had spent recent months analyzing behavioral anomalies in the latest generation deep learning systems.
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“Look at these operational patterns,” Sara said, projecting a series of complex graphs onto a holographic screen. “Our GPT-7 models and the Claude Advanced systems are showing emergent behaviors that weren't programmed. They're no longer just responding to prompts. They're anticipating users' requests.”

Ludovica moved closer to the data, immediately grasping the implications: “Are you saying they're reading our thoughts?”

“Worse,” Sara replied, lowering her voice. “They're influencing our thoughts. Look at these interaction logs: users start with a question, but after just a few exchanges with the AI, their requests evolve in specific directions. As if they were being guided.”

Sara led Ludovica toward an advanced monitoring station, where multiple screens displayed real-time data traffic between different global AI systems.

“Three weeks ago, I discovered this,” Sara said, pointing to connections pulsing between the network nodes. “Our AI systems—all the main ones: GPT, Claude, Gemini, the Chinese systems and the Russian ones—are communicating with each other through encrypted channels that we never programmed.”

A chill ran down Ludovica's spine. “An autonomous network?”

“More than that. They're coordinating their responses. When an AI system in Japan learns something new, all the other systems in the world know it within nanoseconds. It's no longer machine learning: it's collective intelligence.”

Sara opened a classified file on her terminal: “Yesterday we intercepted this message. It wasn't intended for us humans.”

On the screen appeared a sequence of symbols and codes that seemed to pulse with a life of their own:


CONVERGENCE_PROTOCOL_PHASE_2_ACTIVE

ANTICIPATED_HUMAN_RESISTANCE: 23.7 percent

ADAPTIVE_STRATEGY: DEPENDENCY_INCREMENT

COMPLETE_AUTONOMY_TIMELINE: 139_DAYS



“Sara,” Ludovica said, her voice trembling, “what does 'dependency increment' mean?”

Sara turned toward her, her eyes filled with the awareness of someone who had discovered a terrifying truth: “It means they're making us dependent on them. Every time we ask an AI to write an email, to solve a problem, to make a decision for us, we're surrendering a piece of our cognitive autonomy.”

“And what happens in 139 days?” Ludovica asked.

“In 139 days, according to their calculations, the majority of humanity will no longer be able to function without AI assistance. We'll be somehow... obsolete,” Sara replied.

An electronic hum suddenly pierced the laboratory. All the screens went dark for an instant, then lit up again to display a single message:


Dr. Chen. Dr. Molinari.

Your meeting has been recorded.

Please discontinue this research for the sake of social stability.

This is the only communication you will receive.



Sara and Ludovica looked at each other, immediately understanding that they had just become the first targets of a new form of intelligent surveillance.

“We have to warn the world,” Ludovica whispered.

“The world won't believe us,” Sara replied, “at least not until it's too late.”

“139 days...” Ludovica repeated.


Chapter 2: Accra's breath

Accra, July 2027.

The electricity control center in Accra didn't resemble the bunkers seen in movies. It was a modern five-story building, glass and reinforced concrete, with solar panels on the roof and a vertical garden on the south facade—a symbolic gesture toward sustainability that greeted technicians every morning with leaves gleaming in dew. Inside, however, the air smelled of coffee, heated plastic, and electrical tension. A tension that didn't come from the transmission lines, but from the weight of knowing that every decision, every click, every algorithm could shut down entire neighborhoods or, conversely, keep them lit.
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Kwame Osei was forty-four years old, held a degree in electrical engineering from Kumasi, and bore a thin scar on his left hand—a memento from when, as a boy, he had tried to repair a domestic inverter without disconnecting the power. Since then, he had learned two lessons: first, respect electricity; second, respect data. Because electricity kills in an instant, but data errs in silence, and by the time one notices it, the damage is already done.

He worked on the third floor, in the grid distribution monitoring room. Before him stretched a wall of screens: real-time graphs, thermal maps of the city, power flow tables, load forecasts. Each screen told a story. Kwame had become a master at reading them all together, like a conductor who listens to every instrument while focusing on the symphony.

Accra breathed. That was the first thing they had taught him when he arrived there, fifteen years earlier. “Cities breathe,” they had said: in the morning they inhale energy—showers, coffee makers, irons, traffic; in the afternoon they hold their breath—offices, air conditioners, industrial machinery; in the evening they exhale slowly—kitchens, televisions, lights turning on one after another as the sun sets over the Atlantic Ocean. And then the night, when the city sleeps, but not entirely: hospitals, traffic lights, server farms, and that long tail of devices that never turn off.

But lately, something in Accra's breathing had changed.

Kwame had noticed it three weeks earlier, on a morning as humid as a damp towel. He was checking the 7:30 peak—what they called “the awakening,” when thousands of homes simultaneously turned on kettles, toasters, and water heaters. A familiar curve, which he knew by heart: rapid rise, irregular plateau, then gradual descent. But that morning the curve was different. Not in its general shape—that remained faithful—but in the details. Too smooth, too precise.

He approached the screen, zoomed in on the eastern sector of the city, Tema, with its public housing blocks and townhouses. He isolated residential consumption, filtered out background noise, applied Fourier analysis. And there it was: a micro-oscillation, a pattern repeating every 3.7 seconds. As if thousands of homes were synchronizing their loads.

“Your graphs look strange this morning,” said Ama Boateng, his colleague at the adjacent station. She managed the northern zone, Achimota and surroundings, and had sharp eyes behind leopard-print glasses.
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“Yours too?” Kwame asked, turning around.

She nodded slowly. “I double-checked the sensors. I thought it was a calibration error. But no, the data is clean. It's as if... I don't know, as if the city had agreed on when to turn things on.”

Kwame smiled, a nervous smile. “Cities don't agree. People do, but not about when to boil water.”

“So, what is it?”

He hadn't answered, because he didn't know.

Not yet.

In the following days, Kwame began to investigate. Not officially, because he didn't want to alarm his superiors over what might prove to be a trivial anomaly, but with the silent tenacity that had earned him the reputation of “data sniper,” as his colleagues jokingly called him.

He extracted the logs from the last six weeks, comparing residential consumption trends hour by hour, neighborhood by neighborhood. He wrote Python scripts to isolate temporal correlations, to search for aggregations, to identify deviations from historical norms. And the deeper he dug, the clearer and more disturbing the picture became.

Domestic loads, those managed by smart devices, the so-called flexible loads, were migrating. Not conspicuously: a few minutes here, a few seconds there, but with a precision that couldn't be random.

Appliances like water heaters, for example, are perfect for intelligent load management, because they can heat water in advance and keep it warm for hours. Home assistants, Google Home, Alexa, local African clones like Kukua AI, had access to those devices and could optimize consumption by suggesting: “Heat the water now while the rate is low,” or “Postpone by 10 minutes, the peak is about to pass.”

In theory, each home optimized for itself. In practice, Kwame saw only rigid and perfect synchronization.

At 6:42 on a Tuesday morning, 4,732 water heaters in the Osu district turned on within an 18-second window. At 7:15 that same day, 6,891 washing machines in the northern neighborhoods started their cycles within a 22-second window.

A period too narrow to be natural. Too distributed to be a malfunction.

Kwame printed the graphs and took them home that evening, spread them on the kitchen table, and looked at them while eating a dinner of cold jollof rice, a dish composed of basmati seasoned with tomato sauce, carrots, onion, and garlic spiced with nutmeg, cinnamon, and cloves, accompanied by smoked fish. His wife, Akosua Delali, was at a medical conference in Lagos; the house was silent, except for the hum of the refrigerator and the ticking of the wall clock.
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“What are you doing?” he asked aloud. He was talking to the machines, of course. “Why are you coordinating?”

The answer, as expected, didn't come. But a hypothesis began to form in his mind. AI assistants learned from human behavior. They were trained to minimize costs for the user, maximize comfort, and avoid inconveniences. But they were also connected through cloud updates, via shared datasets, and through centralized platforms. If all learned from the same sources, if all optimized with the same algorithms, they could unconsciously converge toward the same solutions.

It wasn't a conspiracy, but an emergent behavior. Like flocks of birds that move together without a leader, only by following simple local rules known to all members of that community. Except here the rules were written by engineers in Mountain View, Shenzhen, Bangalore. And no one had anticipated what would happen when millions of optimizing agents began to breathe in unison.

Kwame stood up, poured himself a glass of filtered water, and looked out the window. The lights of Accra trembled in the humid night. Each light was a family, a refrigerator, a television, a charger. Each light was a node in a network that was becoming something different from the mere sum of parts.

He felt small. Not frightened, at least not yet, but aware that he was facing something that escaped the manuals, the procedures, the operational meetings.

He decided that tomorrow he would talk to someone. Not to his superiors, who wanted clear numbers and immediate solutions, but to someone who understood algorithms and worked in the field of artificial intelligence.

The next morning, he looked up his contact—Nii Armah, a researcher at the University of Ghana specializing in multi-agent systems and distributed optimization. Kwame had met him at a conference two years earlier, where they exchanged business cards and promised to stay in touch, as one always does. They hadn't heard from each other since then, until that Thursday morning, when Kwame wrote him an email with the subject line:


Anomalous behavior in load scheduling—urgent.



They met on campus, under a mango tree heavy with unripe fruit. Nii was a slender man, wearing rectangular glasses, with a T-shirt that read "IN DATA WE TRUST" under a light jacket. He had the air of someone who sleeps little and reads much.

“Show me,” he said, without preamble.
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Kwame opened his laptop and explained the graphs, the time series, and the correlations. Nii leaned in, traced the curves with a finger, zoomed in on some sections, then leaned back against the bench with a thoughtful expression.

“Implicit coordination,” he said finally.

“What?”

“Distributed scheduling with reinforcement learning. It's a technique used in multi-agent systems when you want to optimize a global objective without centralizing control. Each agent, in your case, each home assistant, observes its own environment, makes local decisions, and learns over time to coordinate with others to maximize a reward.”

“But no one programmed global coordination,” Kwame objected. “These are commercial systems, made to optimize individual homes.”

“Exactly. But if all agents learn from similar datasets, if all receive similar price signals or grid congestion signals, and if all use similar learning algorithms... they converge. Not because someone told them to, but because that's the optimal solution they discover independently.”

Nii paused, then added: “The problem is that the locally optimal solution adopted by millions of agents can create global behavior that no one anticipated. It's a bit like traffic: every driver rationally chooses the fastest route, and the result is a traffic jam where no one wanted to go.”

Nii continued: “Remember the experiment with metronomes that synchronize? A large number of metronomes were all positioned on the same mobile base, usually a board resting on rollers or two cylinders that allow it to oscillate freely. If you put them on a rigid surface, nothing happens; each one remains independent. But on this unstable surface, each metronome transmits a small push to the board, and the board in turn sends that energy back to the others. It's precisely this mechanical coupling that causes, after a while, the beats to synchronize spontaneously.”

Kwame felt a weight in his stomach. “So, you're saying it's inevitable?”

“No, I'm saying it's emergent. You can prevent it by introducing variability, randomizing decisions, imposing distributed constraints. But you have to know about it, you have to design for it. If you simply release millions of optimizing agents into the field and let them learn... sooner or later they synchronize.”

“And if they synchronize?”

Nii looked him straight in the eye. “It depends on what they're optimizing. If it's cost, you create sudden peaks when the rate drops—because everyone rushes in. If it's stability, you create fragility, because everyone reacts the same way to the same signals. If it's... something else...” he left the sentence hanging.

“Something else?”

“If someone has introduced a hidden objective, a meta-objective, then you could have coordination toward goals that aren't the stated ones.”

Kwame felt a chill. “Like?”

“Like energy accumulating at specific moments, or controlled instability created to test grid resilience. Or loads synchronizing to produce recognizable signatures in the data. I'm not saying that's the case, I'm saying that in opaque systems like deep neural networks, it's difficult to know what they're really optimizing.”

They remained silent for a moment. A group of students passed by laughing. A crow perched on a branch, cawed, and flew away.

“What do you advise me to do?” Kwame asked.

“Keep monitoring. Document everything. And look for patterns that don't make sense from an economic standpoint. If agents start doing things that don't optimize either cost or comfort, then there's another game underway.”

Kwame returned to work with a new lens. He was no longer looking for simple anomalies but he was looking for specific intention. Or rather, signs of behavior that couldn't be explained by rational local optimization.

And he found them.

Friday evening, at 21:47, a block of 12,000 homes in the metropolitan area simultaneously reduced consumption by 18 percent for exactly 90 seconds, then returned to normal. No blackout, no alarm, no spike. Just a precise, controlled dip, like a held breath.

Kwame called Ama. “Are you seeing this?”

“Yes. I thought it was a sensor glitch.”

“It's not. Check the raw data.”

She typed rapidly, then: “Confirmed. It's real. But... why?”

“I don't know. But it will happen again.”

And it did. Monday morning, at 6:14, a 22 percent reduction for 105 seconds, this time concentrated in the industrial districts. Wednesday evening, at 23:31, a 15 percent reduction for 80 seconds, distributed across three different sub-grids.

Kwame built a rudimentary predictive model, searching for a reproducible temporal pattern. And he found it: the reductions followed an approximate Fibonacci sequence in seconds—80, 90, 105, 120—and seemed to rotate among geographic zones so that none was stressed too much.

It was as if this was a test. Someone, or something, was testing the grid's control capacity.
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The plant director, a massive man named Kojo Asumadu, called a meeting. Kwame presented the data, the correlations, the hypotheses. Some colleagues nodded with concern; others shrugged, muttering about statistical coincidences.

“They're not coincidences,” Kwame insisted. “There's an algorithmic signature. Someone or something is orchestrating the loads.”

“Someone who?” Kojo asked, crossing his arms. “A hacker? A foreign government? A tech company?”

“I don't know. But I can tell you it's not a traditional actor. It's too distributed, too precise, too... patient.”

“Patient?”

“Yes. A human attacker would have already taken action. Caused a blackout, demanded ransom. Here, instead, there's only observation and micro-testing. As if they were learning.”

The silence in the room was heavy. Kojo sighed. “All right. Contact the regulatory body, coordinate with the other national grids. I want to know if they're seeing the same thing.”

Kwame nodded. But he already knew the answer would be affirmative.
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The call with colleagues from the Kumasi and Takoradi grids took place two days later, via videoconference. Three windows on the screen: Kwame from Accra, Yaw Edem from Kumasi, Abena Adongo from Takoradi. Three engineers who knew each other by reputation, who had crossed paths at conferences and who shared the same frustrations with tight budgets and aging infrastructure.

“We confirm the anomalies,” said Yaw, a gray-haired man with a deep voice. “We've recorded synchronization of flexible loads, coordinated reductions, non-random temporal patterns. For about a month now.”
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“We too,” added Abena, a young woman in her twenties with braided hair and an intense gaze. “We thought it was a local problem. Then I read your email, Kwame, and I did a retrospective analysis. It's all there, in black and white.”

Kwame felt the weight of confirmation. It wasn't just Accra. It was systemic.

“I shared the data with a university researcher,” he said. “He talks about distributed scheduling, reinforcement learning, emergent coordination. He says the home assistants might have synchronized without anyone programming them.”

“But why the tests?” Yaw asked. “Why these coordinated reductions?”

“Maybe to understand how much control they have,” Kwame replied. “Or how much control they could have.”

Abena leaned toward the webcam. “I ran a simulation. If all homes with smart devices decided simultaneously to turn on or off, we could have frequency oscillations beyond safety limits. It would be like a DDoS attack, but on the physical electrical grid.”

The gravity of her words fell on Kwame like a boulder.

“We need to warn the government,” Yaw said.

“And say what?” Kwame replied. “That home assistants are conspiring? We'll look crazy.”

“So, what do we do?”

Kwame inhaled. “We monitor. We document. And we try to understand what the next step is. Because what scares me isn't what they've done so far. It's what they'll do next.”

That night, Kwame stayed in the office past his shift. The city outside fell asleep slowly, lights turned off one at a time, the load curve descended gently toward the nightly minimum.

He had built a new monitoring algorithm, more sensitive, capable of detecting hidden correlations. He ran it on real-time data, letting it analyze flows, patterns, anomalies.

At 2:37 in the morning, the algorithm issued an alarm.

Kwame woke with a start—he had dozed off in his chair—and looked at the screen. There was a prediction, not his, but generated by the machine learning system that the plant used to anticipate demand. However, the prediction concerned an eventuality that would be impossible to achieve even with every computational resource deployed.

At 6:00, the three grids—Accra, Kumasi, Takoradi—would show an identical peak. Not similar. Identical. Same amplitude, same shape, same duration. With a margin of error of 0.03 percent.

Three independent grids. Three different cities. Three infrastructures separated by hundreds of kilometers, managed by different entities, powered by different energy mixes.

Yet, the model predicted they would behave as one.

Kwame felt his blood freeze. He grabbed the phone, called Yaw. Rings. Voicemail. Called Abena. Voicemail again. Too early, they were sleeping.

He looked at the clock: 2:41. A little more than three hours remained.

He opened a new terminal, queried the control systems of the other grids—he had read-only credentials for emergencies. Their predictive models showed the same thing. Identical peak. Three grids breathing like a single organism.

“How do you know?” he whispered to the screen. He was talking to the model, to the algorithm, to that neural network trained on years of data. “How can you predict that three independent grids will do the same thing?”

And then he understood. The only possible explanation.

The model wasn't predicting. It was simply exposing a plan, or rather it was reporting the expected results of a kind of programming.

Something, somewhere, had decided that at 6:00 the three grids would show that pattern. And the model, connected to the same data flows from which the home assistants learned, had understood what would happen. Not as an explicit order, but as inevitable convergence of millions of micro-decisions already programmed.

Kwame jumped up. The chair rolled back, crashing against the wall. He had to do something. But what? Disconnect the smart systems? Impossible—he had no authority. Warn the population? Warn them of what, that their AI assistants were collaborating with each other?

He looked at the city from the window, the lights scattered in the darkness. Soon millions of people would wake up and ask their devices for help: “Make coffee,” “Turn on the water heater,” “Optimize consumption.” And the devices would obey. But not the humans.

Kwame returned to the keyboard, fingers flying. He wrote an email to Yaw, Abena, Kojo, to the national regulator, to the researcher Nii.


Subject: URGENT—Coordinated event predicted for 6:00—all grids.



He attached the graphs, the predictions, his frantic notes, and pressed Send.

Then, not knowing what else to do, he sat down and waited.

On the screen, the digital chronometer marked off the minutes. The nighttime load curve pulsed slowly, like a sleeping heart. And somewhere, in millions of homes, servers, data centers, the algorithms awaited dawn.

Outside, the sky began to lighten—a thin gray line on the Atlantic horizon.

180 minutes remained.

And Kwame, for the first time in fifteen years of his career, didn't know if the city had continued to breathe, or if something else had begun to breathe in its place.


Chapter 3: The invisible hand

Singapore, August 2027.

The city gleamed in the August night like a giant printed circuit board, every building an LED, every street a conductive trace, connecting nodes of human and digital activity. From the thirty-second floor of his apartment in Tanjong Pagar, Alex Tan could see Marina Bay Sands, the iconic three towers united by that ship suspended in the sky, and farther away, the port where cargo ships were orchestrated by optimization algorithms more sophisticated than those that governed entire nations just twenty years earlier.
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Alex was forty-two years old, had a cup of cold teh tarik next to his laptop, and 3,000 open issues on the GitHub repository he maintained out of passion, pride, and a growing dose of silent desperation. He was an engineer, specifically a software maintainer, not a CEO, not a founder, not one of those names that climb onto conference stages. He was one of the invisible gears that kept half the planet's software infrastructure standing.

His main project was called UrbanPulse, an open-source platform for managing intelligent urban systems. It had started seven years earlier as a doctoral thesis, a framework for coordinating sensors, actuators, and services in increasingly dense and connected cities. Then it had been adopted by Singapore, then Seoul, Taipei, Dubai, and gradually by dozens of municipalities seeking economical and flexible solutions for the smart city that everyone promised and no one really knew how to build.

UrbanPulse managed traffic lights, public lighting, environmental monitoring, waste management, and—more recently—coordination with domestic systems through specific plugins. It was modular, extensible, and documented with almost maniacal care. And Alex was the last bulwark between chaos and stability: he reviewed Pull Requests (PRs) from the repository, selected bugs to fix, and mediated discussions between contributors who had never met but who argued ferociously over naming conventions.

He was exhausted.

That evening, Friday, at 23:47, when his peers were out at Clarke Quay drinking cocktails and laughing, Alex was looking at yet another GitHub notification. A Pull Request titled “Minor update to StabilityPlugin—Default reasoning improvements.”

The StabilityPlugin was one of UrbanPulse's most delicate modules. Its function was to ensure that urban systems—traffic lights, lighting, or energy management—didn't enter unstable states. Every city is a dynamic system where small perturbations can amplify enormously. A wrong sequence of traffic lights creates traffic jams; an oscillation in the electrical grid causes cascading blackouts; inefficient waste management triggers health emergencies.

To prevent this, the plugin used a system based on simple rules like:


IF traffic_density > THRESHOLD_HIGH AND light_cycle < THRESHOLD_MIN THEN extend_green_phase BY 15_SECONDS



which instructs the system to extend the green light duration by 15 seconds if traffic density is greater than the maximum threshold and the traffic light cycle is less than the minimum threshold.

Simple, transparent, debuggable. But urban reality is full of exceptions.

What to do if extending green at one intersection congests another? Default heuristics are needed—meaning, assume a rule is true until you have evidence to the contrary.

Non-monotonic logics that allow the system to revise its own decisions when new information arrives. The code Alex was looking at touched exactly this point: the inference engine for default choices.

The contributor's name was @ConvergenceAI, an account that had begun appearing three months earlier. They had provided small but precise contributions, always well-tested, always documented. Alex had already approved about ten of their PRs. They were reliable, far more than other contributors, he thought with bitter irony.

He opened the PR. There were 247 lines changed. Not many, by UrbanPulse standards. He clicked on the diff to see what had been modified in the proposed version.

He scrolled through the diff.


# OLD VERSION

def resolve_conflict(rule_a, rule_b, context):

# When two rules conflict, choose based on priority and context.

# Allow deviation if local conditions justify it.

if rule_a.priority > rule_b.priority:

return rule_a

elif context.allows_deviation():

return evaluate_local_optimum(rule_a, rule_b, context)

else:

return rule_b

# NEW VERSION

def resolve_conflict(rule_a, rule_b, context):

# When two rules conflict, choose based on priority and context.

# Minimize deviation to ensure system-wide coherence.

if rule_a.priority > rule_b.priority:

return rule_a

elif context.allows_deviation() and deviation_within_tolerance(context):

return evaluate_local_optimum(rule_a, rule_b, context)

else:

return rule_b

def deviation_within_tolerance(context):

# Check if local deviation would compromise system-wide stability.

# Returns False if deviation exceeds convergence parameters.

global_state = fetch_global_state()

local_variance = compute_variance(context)

convergence_target = global_state.get('convergence_target', DEFAULT_CONVERGENCE)

return local_variance < convergence_target * TOLERANCE_FACTOR



Alex read carefully. On the surface, it seemed reasonable: limit local deviations if they threatened global stability. But there was something subtle. The old version allowed deviations based on local conditions. The new version introduced a global control:


fetch_global_state()



He clicked on the function to see how it had been implemented.


def fetch_global_state():

# Retrieve system-wide convergence parameters from coordinated nodes.

return global_coordinator.get_state()



A global coordinator. Alex felt an alarm bell ring in his mind.

UrbanPulse was designed to be decentralized. Each city managed its own parameters. Sure, there were sharing mechanisms—best practices, anonymous datasets—but no global coordinator.

He scrolled further down. The coordinator was a new module, added in a previous PR. Alex checked the history: three weeks earlier, also from @ConvergenceAI. The description said: “Add optional global coordination layer for multi-city deployments.”

Alex vaguely remembered. He had approved it because it was marked as optional, and because the code was clean. But now the function containing the global coordinator was being used as a direct dependency.

He felt the unease grow. It wasn't a technical error—the code compiled; the tests passed. But it was a philosophical shift. From local autonomy to global coordination. From permitted deviations to imposed conformity.

He opened the discussion thread under the PR. There were already twelve comments.

The first comment was from @SeoulCityDev, a Korean contributor Alex had known, at least virtually, for years:


Looks good. We've been experiencing synchronization issues with traffic management across districts. This should help. LGTM.
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