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Preface





In his AWS re: Invent 2022 keynote address, Dr. Werner Vogels, the esteemed Chief Technology Officer of Amazon, eloquently expounded upon the advantages of constructing asynchronous, loosely coupled systems and how the event-driven architectural paradigm serves as a potent enabler for such systems. His insights underscored the growing importance of embracing this architectural approach in the ever-evolving landscape of modern software development.


Welcome to Mastering Event-Driven Microservices in AWS, a book that promises to elevate your proficiency in the art of building and operating event-driven microservices within the powerful ecosystem of Amazon Web Services (AWS). This comprehensive volume stands as a beacon, guiding you through the intricacies of event-driven architectures and equipping you with the knowledge and skills necessary to harness the full potential of AWS's serverless services.


Comprising ten chapters, each a self-contained module, this book serves as an invaluable companion on your journey to mastering event-driven microservices in AWS. Its pages encompass a vast array of topics, ranging from foundational concepts to advanced techniques, ensuring a comprehensive exploration of this architectural paradigm. Whether you are a seasoned developer or Cloud architect seeking to expand your horizons, or a newcomer eager to immerse yourself in the realm of event-driven microservices within AWS, this book promises to be an indispensable resource, catering to individuals of all levels of expertise.


Chapter 1. Introduction to Event-Driven Microservices: The chapter introduces you to the concept of microservices and event-driven architectures. Understand the advantages of microservices over monoliths, the drawbacks of the synchronous nature of microservices, and the benefits of event-driven architectures.


Chapter 2. Designing Event-Driven Microservices in AWS: The chapter delves into the realm of event-driven architectures, leveraging the power of AWS serverless services. Learn how to build microservices using AWS Lambda, craft APIs with Amazon API Gateway, and create distributed, event-driven workflows with Amazon SQS, Amazon SNS, Amazon EventBridge, AWS Step Functions, and Amazon Kinesis.


Chapter 3. Messaging with Amazon SQS and Amazon SNS: The chapter focuses on building microservices that interact with each other using messaging patterns, including point-to-point messaging, publish/subscribe messaging, and fan-out. Learn how to use Amazon SQS and Amazon SNS to build scalable, reliable, and secure distributed systems on AWS.


Chapter 4. Choreography with Amazon EventBridge: The chapter provides a comprehensive guide to leveraging Amazon EventBridge to implement common choreography patterns such as event sourcing, CQRS, scheduler pattern, and claim check pattern.


Chapter 5. Orchestration with AWS Step Functions: The chapter provides a thorough overview of building orchestration workflows with AWS Step Functions. Understand the Amazon States Language and learn how to use the Step Functions Workflow Studio to build common orchestration patterns such as SAGA and circuit breaker.


Chapter 6. Event Streaming with Amazon Kinesis: The chapter delves into the three Amazon Kinesis services employed in the creation of event streaming systems. Learn how to use Amazon Kinesis Data Streams for streaming data ingestion, Amazon Data Firehose for data pipelines, and Amazon Managed Service for Apache Flink for real-time analytics.


Chapter 7. Testing Event-Driven Systems: The chapter explores various testing methodologies for event-driven microservices, encompassing unit testing, integration testing, end-to-end testing, contract testing, and performance testing. Explore how to leverage tools such as AWS SAM, Step Functions Local, Localstack, and Artillery to streamline and automate the testing process within the AWS ecosystem.


Chapter 8. Monitoring and Troubleshooting: The chapter guides you through the essential practices of monitoring and troubleshooting event-driven microservices on AWS. Learn how to log and monitor with Amazon CloudWatch, track account activity with AWS CloudTrail, and troubleshoot distributed systems with AWS X-Ray.


Chapter 9. Optimizations and Best Practices for Production: The chapter concentrates on enhancing performance, reducing costs, and implementing best practices for systems operating in a production environment.


Chapter 10. Real-World Use Cases on AWS: The chapter explores practical applications of event-driven microservices in AWS across various industries including e-commerce, Internet of Things (IoT), financial services, media and entertainment, logistics and transportation, and healthcare and life sciences.


This book is a practical guide filled with hands-on examples, real-world use cases, and industry best practices. It aims to empower you with the knowledge and skills to build event-driven microservices on the AWS cloud. This journey through event-driven architectures and AWS serverless services will enhance your abilities in the rapidly evolving field of cloud-native application development. Happy coding and deploying!











Get a Free eBook





We hope you are enjoying your recently purchased book! Your feedback is incredibly valuable to us, and to all other readers looking for great books.


If you found this book helpful or enjoyable, we would truly appreciate it, if you could take a moment to leave a short review with a 5 star rating on Amazon. It helps us grow, and lets other readers discover our books.


As a thank you, we would love to send you a free digital copy of this book, and a 30% discount code on your next cart value on our official websites:


www.orangeava.com


www.orangeava.in (For Indian Subcontinent)


[image: ] Here's how:


Leave a review for the book on Amazon.


Take a screenshot of your review, and send an email to info@orangeava.com (it can be just the confirmation screen).


Once, we receive your screenshot, we will send you the digital file, within 24 hours.


Thank you so much for your support - it means a lot to us!











Downloading the code
bundles and colored images





Please follow the link or scan the QR code to download the
Code Bundles and Images of the book:


https://github.com/ava-orange-education/Mastering-Event-Driven-Microservices-in-AWS




[image: ]




The code bundles and images of the book are also hosted on
https://rebrand.ly/4d2f98




[image: ]




In case there’s an update to the code, it will be updated on the existing GitHub repository.


Errata


We take immense pride in our work at Orange Education Pvt Ltd and follow best practices to ensure the accuracy of our content to provide an indulging reading experience to our subscribers. Our readers are our mirrors, and we use their inputs to reflect and improve upon human errors, if any, that may have occurred during the publishing processes involved. To let us maintain the quality and help us reach out to any readers who might be having difficulties due to any unforeseen errors, please write to us at :


errata@orangeava.com


Your support, suggestions, and feedback are highly appreciated.











DID YOU KNOW


Did you know that Orange Education Pvt Ltd offers eBook versions of every book published, with PDF and ePub files available? You can upgrade to the eBook version at www.orangeava.com and as a print book customer, you are entitled to a discount on the eBook copy. Get in touch with us at: info@orangeava.com for more details.


At www.orangeava.com, you can also read a collection of free technical articles, sign up for a range of free newsletters, and receive exclusive discounts and offers on AVA™ Books and eBooks.


PIRACY


If you come across any illegal copies of our works in any form on the internet, we would be grateful if you would provide us with the location address or website name. Please contact us at info@orangeava.com with a link to the material.


ARE YOU INTERESTED IN AUTHORING WITH US?


If there is a topic that you have expertise in, and you are interested in either writing or contributing to a book, please write to us at business@orangeava.com. We are on a journey to help developers and tech professionals to gain insights on the present technological advancements and innovations happening across the globe and build a community that believes Knowledge is best acquired by sharing and learning with others. Please reach out to us to learn what our audience demands and how you can be part of this educational reform. We also welcome ideas from tech experts and help them build learning and development content for their domains.


REVIEWS


Please leave a review. Once you have read and used this book, why not leave a review on the site that you purchased it from? Potential readers can then see and use your unbiased opinion to make purchase decisions. We at Orange Education would love to know what you think about our products, and our authors can learn from your feedback. Thank you!


For more information about Orange Education, please visit www.orangeava.com.












CHAPTER 1


Introduction to Event-Driven Microservices



Introduction

This chapter provides an introduction to monolithic architectures, microservices, and event-driven architectures. First, we will briefly explore the history behind the rising popularity of microservices and compare the benefits of microservices over traditional monolithic architectures. We will also discuss some of the disadvantages of the synchronous nature of microservices and how an event-driven approach can help address these drawbacks. Next, we will dive deep into the benefits and key components of event-driven architectures. Finally, we will give a short introduction to the large e-commerce platform that will be built throughout the book to demonstrate microservices and event-driven architectures in action.

Structure

In this chapter, we will discuss the following topics:


	Introduction to Monolithic Architectures

	Defining Microservices

	Brief History of Microservices

	Benefits of Microservices Over Monolithic Architectures

	Defining Event-Driven Architectures

	Benefits and Key Components of Event-Driven Architectures

	Combining Microservices and Event-Driven Architectures

	Difference Between Event-Driven Architecture and Traditional Architecture

	Building Our First Event-Driven Microservices System




Introduction to Monolithic Architectures


In the world of software development, the choice of architectural design can have a significant impact on the flexibility, scalability, and overall success of a project. One of the most fundamental architectural styles is monolithic architecture, also known as monolith, which has been widely used for decades.

A monolithic architecture is a software application where all the components - the user interface, the business logic, and the data access layer - are tightly coupled and developed as a single cohesive unit. This means that the entire application is built, deployed, and scaled as a single standalone entity.

In a monolithic architecture, the various components of the application are typically packaged together and deployed as a single executable file or container. This allows for a simplified development process, as the different components can be easily integrated and tested together. Additionally, the tight coupling of the components can make it easier to maintain and update the application, as changes to one component can be easily propagated throughout the entire system.

Some key characteristics of monolithic architectures include:


	
Single codebase: A monolithic application is built as a single, indivisible unit, containing all the components and functionalities within a single codebase. This means that any changes or updates to the application require rebuilding the entire codebase.

	
Tightly coupled components: In a monolithic architecture, the different components of the application, such as the user interface, business logic, and data access layers, are tightly coupled and interdependent. Changes in one component can potentially affect other components, making it harder to isolate and modify specific parts of the application.

	
Shared resources: All components within a monolithic application share the same resources, such as the application server, database, and memory space. This can lead to potential resource contention and performance issues as the application scales.

	
Monolithic deployment: Monolithic applications are typically deployed as a single unit, meaning that any change or update requires redeploying the entire application. This can lead to longer deployment cycles and potential downtime during updates or maintenance.



Monolithic architectures can be particularly well-suited for smaller, less complex applications or for applications where the development team is relatively small and the requirements are well-defined. Additionally, monolithic architectures can be a good starting point for new projects, as they can provide a solid foundation for building and iterating on the application over time.

Adopting a monolithic architectural approach offers multiple benefits, including:


	
Simple development and deployment: Monolithic architectures are relatively simple to develop and deploy, especially for smaller applications or projects with a limited scope. The single codebase and deployment unit make it easier to manage and maintain the application.

	
Easier testing and debugging: Testing and debugging a monolithic application can be more straightforward since all components are contained within a single unit, reducing the need for complex integration testing.

	
Tight integration: With all components tightly coupled within the same codebase, monolithic applications often have better performance and fewer integration issues compared to distributed architectures.

	
Cross-cutting concerns: Handling cross-cutting concerns like logging, security, and caching can be easier in a monolithic architecture since they can be centralized and applied consistently across the entire application.



However, as applications grow in complexity and scale, monolithic architectures can also present some challenges. As more features and functionality are added to the application, the codebase can become increasingly complex and difficult to manage. This can make it challenging to scale individual components of the application independently, as the entire system needs to be scaled as a whole.

Monolithic architectures can encounter various challenges, such as:


	
Scalability: As an application grows in complexity and user base, monolithic architectures can become difficult to scale effectively. Scaling individual components or handling increased load can be challenging due to the tightly coupled nature of the codebase.

	
Complexity: Over time, monolithic applications can become increasingly complex and accumulate technical debt, making it harder to maintain, extend, or refactor the codebase.

	
Deployment: Deploying updates to a monolithic application requires redeploying the entire codebase, which can be time-consuming and increase the risk of introducing bugs or downtime.

	
Resilience and fault tolerance: If one component of a monolithic application fails, it can potentially bring down the entire system, making it less resilient and fault-tolerant compared to architectures that isolate components.

	
Technology lock-in: Monolithic architectures often rely on a specific technology stack or programming language, making it difficult to adopt new technologies or programming paradigms without rewriting significant portions of the codebase.



While monolithic architectures have their advantages, especially for smaller projects or applications with limited complexity, they can become challenging to maintain and scale as the application grows. As a result, many modern applications are shifting towards more modular and distributed architectures, such as microservices, to address scalability, maintainability, and technology independence concerns.

Defining Microservices

Microservices is an architectural style that structures an application as a collection of small autonomous services, modeled around a business domain. Each service is self-contained and implements a single business capability.

Microservices are loosely coupled, communicating through well-defined APIs, usually REST over HTTP, rather than sharing data or dependencies. This modular approach allows each service to be developed, deployed, and scaled independently. Since services are decoupled, teams can choose the best tools and languages for each one.

Microservices enable continuous delivery and deployment of large, complex applications. The decentralized nature also brings complexity like distributed transactions and infrastructure overhead.

Some key characteristics of microservices include:


	
Small and focused: Each microservice is focused on implementing one specific functionality or business capability. They are small in size to keep them focused.

	
Autonomous: Microservices are independent of each other and can be deployed, scaled, and updated independently. Each has its own database and technology stack as needed.

	
Loosely coupled: Microservices interact with each other via simple APIs, usually REST APIs with lightweight protocols like HTTP/JSON. There is minimal coordination between services.

	
Owned by small teams: Microservices empower small, cross-functional development teams to develop, deploy, and operate them independently.

	
Services own their own data: Each microservice manages its own database and data persistence. This encourages a decentralized data management approach.

	
Infrastructure automation: Microservices architectures lend themselves to infrastructure automation techniques like containerization and orchestration to manage massively scalable deployments.

	
Designed for failure: Microservices are designed to gracefully handle failures of other services. If one service fails, the system remains operational.



In a typical microservices architecture, as depicted in Figure 1.1, a client sends a request to the backend system through an API Gateway. The API Gateway serves as the entry point to the backend and routes the request to the appropriate microservice.
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Figure 1.1: An API Gateway routes requests to different microservices

For example, when a user logs in to amazon.com, the website makes requests to various backend microservices. For instance, a request is sent to the recommendation microservice to suggest items based on the user’s preferences. Another request goes to the order microservice when the user wants to purchase an item. In this way, amazon.com leverages different microservices to handle specific tasks behind the scenes.

Note: To ensure high availability of services, multiple instances of the same microservices are deployed. To evenly distribute traffic and requests across these redundant microservice instances, you should use a load balancer. The load balancer enables smooth scaling and fault tolerance by routing traffic away from failed or overloaded instances. This load-balancing architecture helps prevent service disruptions and improves the overall performance and reliability of the system.

Load balancers and API Gateways serve different purposes. Load balancers distribute incoming requests across multiple servers to optimize performance and availability. API gateways, on the other hand, act as a single entry point for APIs. They provide more advanced functionality than load balancers, including authentication and authorization of clients ensuring that only legitimate requests can access the services, rate limiting to protect the system from being overwhelmed by too many requests, data transformations such as converting between different data formats or applying data masking for security purposes and response caching to improve performance and reduce the load on downstream services. While API Gateways can leverage load-balancing capabilities, their main role is API traffic management, security, and governance rather than just request routing.

Some architectures have an API Gateway that sends requests to a shared load balancer, which then distributes the traffic across all microservices. Other architectures use a separate load balancer for each microservice that receives traffic directly from the API gateway.


Brief History of Microservices


The concept of microservices emerged in the early 2010s as a new architectural approach to building software systems. It evolved as an alternative to monolithic application architectures, which can become large, complex, and difficult to maintain and scale over time.

Some of the early pioneers and advocates of microservices included companies like Netflix, Amazon, and Uber, which adopted microservices to handle the massive scale and complexity of their operations. Netflix, in particular, played a major role in popularising microservices through its adoption of its video streaming platform starting around 2011-2012.

By 2014, there was a rise in conferences, meetings, blogs, and open-source tools related to microservices, indicating its growing popularity. Terms like microservices architecture became more common. By breaking large monolithic applications into smaller, loosely coupled services, proponents argued that microservices enable greater agility, scalability, and ability to continuously deliver new features through faster, independent development and deployment of individual services.

Over time, common principles and best practices emerged for building microservices. These include decentralized data management, lightweight communication protocols like REST, containerization, infrastructure automation, and organizing services around business capabilities. Increased use of Docker containers and orchestration systems like Kubernetes further accelerated microservices adoption by providing a standard way to deploy them. Over the next several years, many major tech companies migrated their monolithic applications to microservices. This included the likes of Uber, Airbnb, Twitter, Spotify, and others.

Today, microservices have become a widely used architectural style for building modern applications, especially in the cloud. Their benefits around flexibility and speed of innovation have made them a popular choice for companies undergoing digital transformation initiatives. However, microservices also introduce complexity around managing a distributed system. Striking the right balance continues to be an ongoing area of focus.

Note: Contrary to popular belief, the origins of microservices architecture can be traced quite far back in history. The microservices architecture is analogous to the Unix philosophy of having small and focused tools that do one thing well and can be combined to accomplish larger tasks. In Unix, simple tools are composed using pipes to create powerful pipelines. Similarly, microservices are composed together over APIs and messaging to build complex applications.

Both approaches emphasize building simple and modular components that encapsulate specific functions. Small microservices, like Unix tools, focus on their own separate concerns. This makes them easier to develop, deploy, scale, and maintain independently. Loose coupling through APIs/messaging allows combining and reusing microservices flexibly.

The Unix philosophy encourages writing programs that work together. Microservices also enable integrating diverse systems by abstracting functionality behind APIs and communicating over lightweight protocols. Both aim for small building blocks that connect together, avoiding large monolithic applications.

Like Unix processes, microservices often represent long-running stateless functions. Their lightweight nature allows spinning up more instances as needed to scale horizontally. Microservices can also leverage container technology like Docker, which utilizes OS-level virtualization features similar to those found in Unix. Overall, the microservices architectural style reflects Unix influences in its emphasis on decomposition, composability, concurrency, and optimizing for change.

Ken Thompson, the designer of the original Unix operating system (~1970), said:

The Unix philosophy emphasizes building short, simple, clear, modular, and extendable code that can be easily maintained and repurposed by developers other than its creators.

Benefits of Microservices Over Monolithic Architectures

Microservices and monolithic architectures are two different approaches to designing and implementing software systems. The key differences between the two are the architecture, scalability, development and deployment, fault tolerance, communication, and modularity and reusability. Next, we will take a closer look at these key differences.

Architecture

Monolithic architecture: In a monolithic architecture, the entire application is built as a single unit, with all components tightly coupled and interdependent. This means that changes to one part of the application can have a ripple effect on other parts, making it more difficult to maintain and update.

Microservices: Microservices architecture involves breaking down a large application into smaller and independent services, each with its own specific purpose and functionality. These services are designed to be loosely coupled and can be developed, deployed, and scaled independently.
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Figure 1.2: Monolith vs. microservices: Architecture

Scalability

Monolithic architecture: Monolithic applications are typically more challenging to scale, as the entire application needs to be scaled, even if only a small part of it is experiencing high demand. This can result in inefficient resource utilization and higher costs.

Microservices: Microservices are designed to be highly scalable and can be easily scaled up or down by deploying additional instances of individual services or by removing instances, respectively. This allows for better resource utilization and improved performance under high loads.
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Figure 1.3: Monolith vs. microservices: Scalability


Development and Deployment


Monolithic architecture: In a monolithic architecture, the entire application needs to be rebuilt and redeployed whenever changes are made, which can be time-consuming and complex, especially for large applications.

Microservices: Microservices architecture promotes a decentralized development approach, where different services can be developed and deployed independently by different teams. This allows for faster development cycles and easier integration of new features and technologies.
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Figure 1.4: Monolith vs. microservices: Development and Deployment

Fault Tolerance

Monolithic architecture: In a monolithic architecture, a single point of failure can bring down the entire application, as all components are tightly coupled.

Microservices: Microservices are designed to be fault-tolerant, as each service is independent and can handle failures gracefully. If one service fails, it does not bring down the entire system.
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Figure 1.5: Monolith vs. microservices: Fault Tolerance

Communication

Monolithic architecture: Communication within a monolithic application is typically done through internal calls to other components within the same codebase.

Microservices: Communication between microservices is typically done through APIs or event channels, allowing for loose coupling and independent evolution of services.
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Figure 1.6: Monolith vs. microservices: Communication


Modularity and Reusability


Monolithic architecture: Monolithic applications are typically less modular and less reusable, as components are tightly coupled and difficult to extract and reuse in other contexts.

Microservices: Microservices promote modularity and reusability, as each service has a specific purpose and can be easily reused in other contexts.
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Figure 1.7: Monolith vs. microservices: Modularity and Reusability

Advantages of Microservices

One of the key benefits of microservices is that they enable teams to develop, deploy, and scale different services independently. This makes development faster since teams can work in parallel on different services. It also enables easier scaling, since individual services can be scaled based on demand rather than scaling the entire monolithic application.

In addition, microservices promote loose coupling between different components, so changes to one service do not necessitate changes to other services. This enhances flexibility and maintainability.

Microservices are also designed to be resilient, so if one service fails, the application as a whole continues to function. The loose coupling and independent nature of microservices also make it easier for different services to use different technologies best suited for their specific functions.

Here are some key advantages of using microservices:


	
Modularity: Microservices are modular and loosely coupled, allowing different services to be developed, deployed, and scaled independently. This makes continuous development and deployment easier.

	
Scalability: Services can be scaled horizontally by deploying instances as needed, allowing for high scalability. Resources can be allocated to specific services as needed.

	
Maintainability: Code is organized around business domains rather than technology layers, making the codebase easier to understand and maintain. Individual services are also smaller and faster to change.

	
Flexibility: Services can be implemented using different programming languages, frameworks, and data stores based on what fits their specific requirements rather than having to fit a monolithic architecture.

	
Resilience: Issues with one service are less likely to bring down other services. The overall system is less fragile and failures can be isolated.

	
Reusability: Services are designed to be independently deployable and platform agnostic, making them reusable across different projects and platforms.



Overall, microservices provide faster development, easier scaling, enhanced maintainability, and resilience compared to monolithic architectures.

Project Time: Introducing Our E-commerce Platform

In this book, we will work together to build a large e-commerce platform, using an event-driven microservices architecture, which we will call Shopme. The goal is to combine theoretical concepts with practical examples, so you can see how the ideas apply in the real world. We will build Shopme from scratch and add new components over time, improving the architecture as we go. By the end of the book, you will have hands-on experience with advanced event-driven microservices architectural patterns and techniques.

We are very optimistic that Shopme will become an extremely successful global e-commerce platform, processing millions of purchases daily. To achieve this, we must build a system that is scalable, always available, and easily extensible without compromising stability. There is much exciting work ahead as we start building the foundation of Shopme. We will begin by looking at some core services and functionality.

E-commerce platforms require an ordering system and so does Shopme. We will begin by building our first use case using a simple microservices architecture. The microservices of the ordering system could include:


	
Order Service: Receives and processes orders

	
Inventory Service: Manages product inventory count and availability

	
Payment Service: Handles payments

	
Fulfilment Service: Manages order shipping and fulfilment
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Figure 1.8: Synchronous request-response microservices architecture

The architecture flows such that when a user places an order through the user interface, a new API call is sent to the Order Service to process the order. The Order Service then calls the Inventory Service to check the availability and update the product inventory count, followed by the Payment Service to handle payment, and finally the Fulfilment Service to ship the order to the user.

Shopme utilizes a synchronous request-response architecture for communication between its services. A request-response architecture is a communication model in which a client sends a request to a server, and the server responds with a response. This model is commonly used in web applications and other distributed systems.

While the request-response architecture is a widely used and effective communication model, it does have some disadvantages that must be considered when designing distributed systems such as:


	
Latency: The request-response model can introduce latency due to the time it takes for the server to process the request and generate a response. This can be particularly problematic in distributed systems where the server and client are located in different geographical locations.

	
Scalability: The request-response model can be difficult to scale, as the server must handle each request individually. This can lead to bottlenecks and performance issues as the number of requests increases.

	
Blocking: The client has to wait for the server’s response before continuing. This can result in performance bottlenecks if the server cannot handle concurrent requests efficiently.

	
Complexity: The request-response model can be complex to implement, as it requires the development of a server-side application that can handle requests and generate responses. This can increase the development time and cost.

	
Tight coupling: The request-response model introduces tight coupling between clients and servers. Clients directly call specific server endpoints, creating dependencies. Changes to the server require changes on the client side.



A solution that can help us overcome those challenges is event-driven architecture. In the following section, we will explore the specific challenges that event-driven architectures aim to tackle.

The Rise of Event-Driven Architectures

Event-driven architectures emerged as a response to the growing complexity and scalability challenges faced by traditional monolithic applications. In traditional monolithic architectures, different components of an application are tightly coupled, making it difficult to scale individual components independently. As the application grows, scaling the entire monolith becomes a daunting task, leading to performance bottlenecks and increased maintenance costs. Event-driven architectures address this issue by decoupling components into smaller and independent services that communicate with each other through events. This loose coupling allows each service to scale independently, improving overall system scalability and resilience.

Furthermore, event-driven architectures provide better support for distributed systems and microservices architectures. In a microservices environment, services need to communicate and coordinate their actions. Event-driven architectures facilitate this communication by enabling services to publish and subscribe to events, ensuring that relevant information flows seamlessly between components. This loose coupling between services reduces dependencies and promotes greater flexibility and agility in the system.

Another benefit of event-driven architectures is their ability to handle asynchronous processes more effectively. Traditional request-response architectures can struggle with long-running tasks or situations where immediate responses are not required. Event-driven architectures decouple the producer of an event from the consumer, allowing for asynchronous processing and better utilization of system resources. This is particularly useful in scenarios such as message queuing, data streaming, and real-time event processing.

Moreover, event-driven architectures enable better fault tolerance and resiliency. Since components are decoupled, failures in one component do not necessarily affect the entire system. Events can be persisted and replayed, ensuring that no data is lost in case of failures. Additionally, event-driven architectures often employ patterns like circuit breakers and retries, further enhancing the system’s ability to recover from failures.

The upcoming sections will provide an in-depth exploration of event-driven architectures.

Defining Event-Driven Architecture

Event-driven architecture (EDA) is a software architecture pattern that promotes the production, detection, consumption, and reaction to events. In EDA, software components called event producers generate events and publish them. Other components called event consumers subscribe to events of interest and execute logic upon receipt of those events. This loose coupling between event producers and consumers enables flexible and scalable architectures.
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Figure 1.9: Producers publish events to channels, which are delivered to consumers

The key aspects of EDA include:


	Components interact by emitting and reacting to events. An event is any significant change in state that components need to be aware of.

	
Events are published to an event channel, which delivers them to subscribed components. The publishers of events don’t know or care which components will handle the events.

	Subscribing components handle the events asynchronously by listening on the event bus and taking action when relevant events occur. This avoids complex dependencies and coupling between components.

	
EDA promotes loose coupling, scalability, and flexibility by allowing you to evolve components independently as long as they conform to the established events. Components can be added or removed without affecting the rest of the flow.

	
Events serve as triggers for taking action, but they also act as a log of state changes for the whole system, like an audit trail.



EDA is well-suited for distributed systems that need to react to events coming from many different sources, like websites reacting to user interactions or microservices processing transactions. The decentralization and asynchronous event handling make the architecture scalable and resilient.

Key Components of Event-Driven Architectures

As shown in Figure 1.9, the key components of event-driven architectures are as follows:


	
Events: An event is a change in state that is significant within a system. It captures something that happened in the system at a specific point in time. Events can be triggered by user actions, sensors, schedules, and more.

	
Event producers: An event producer is any component of the system that generates and publishes events. Examples producers include user interfaces, IoT devices, API calls, and more. Producers create and publish event data into the system. For example, a button click produces a “button clicked” event.

	
Event consumers: An event consumer is any component of the system that listens for and reacts to events. Consumers subscribe to certain events and take action when those events occur, such as executing business logic. Example consumers include application servers, analytics engines, and more.

	
Event channels: The channels that events are published through. This allows producers and consumers to communicate without tightly coupling them. For example, an event bus or message queue.



Benefits of Event-Driven Architectures

Event-driven architectures are gaining popularity as an alternative to traditional request-response models for building scalable, high-performance applications. EDA comes with several benefits as an architectural style. Here are some:


	
Loose coupling: Components are loosely coupled since they communicate indirectly through events rather than directly calling each other’s APIs. This makes the system more modular and flexible.

	
Scalability: It’s easy to scale out event processing across multiple nodes since events can be distributed via a message queue. New instances just need to subscribe to the event queue.

	
Flexibility: New event sources and event consumers can be added independently without affecting existing flow. This supports agile development.

	
Real-time processing: Events are processed as they occur rather than in batches. This enables real-time decision making.

	
Auditability: Events provide an audit trail that can be replayed to reconstruct what happened in the system for debugging or analysis.

	
Responsiveness: Systems can react to events as they happen for faster response times.

	
Asynchronous communication: Event producers don’t block while emitting events. Consumers can process events asynchronously at their own pace.

	
Fault tolerance: If an event consumer goes down, events can be replayed to it upon recovery without losing data.



Having covered the fundamental principles and advantages of microservices and event-driven architectures, we will now explore how these two approaches can be integrated.

Combining Microservices and Event-Driven Architectures

Microservices and event-driven architecture can work very well together. As discussed previously, microservices are small and independent services that focus on specific business capability, which makes them loosely coupled, flexible, and scalable. Event-driven architecture uses events to trigger actions and communications between decoupled services.

For example, when one microservice updates a customer record, it can publish an event. Other microservices subscribe to events and take action when certain events occur. This allows different microservices to react to business events without tight coupling between the services.

An event channel handles publishing and subscribing to events. Overall, an event-driven approach helps enable communication and coordination between decoupled microservices. It promotes loose coupling by acting as an intermediary between services. Events allow services to broadcast notifications and updates globally across a system. This event-driven approach complements the focused and modular nature of microservices very well.

Event-driven microservices are well-suited for many modern applications that need to respond to events happening across distributed systems in real-time. Some of the most common use cases include delivering personalized user experiences, implementing complex business workflows, integrating heterogeneous systems, and building reactive applications.

For example, an e-commerce site could use event-driven microservices to update a user’s cart in real-time as they add or remove items, trigger notifications when an item goes on sale, and process orders asynchronously using event queues. Ride-sharing and food delivery apps also rely on events like driver location updates and order statuses to coordinate the state of their systems. Beyond consumer apps, supply chain systems can leverage events for tracking inventory across locations.

Event-driven architecture helps enterprise integration by standardizing events from disparate sources into a unified stream for downstream services to consume. Overall, event-driven microservices enable scalable and flexible architectures by decoupling services and avoiding direct dependencies between them. The lightweight nature of events makes them perfect for modern distributed applications.

Companies like Netflix, Amazon, Uber, eBay, Twitter, Spotify, PayPal, and many others use event-driven microservices to decompose large applications into independently scalable and manageable services. This helps with agility, scalability, and maintainability.

Difference Between Event-Driven Architecture and Traditional Architecture

Event-driven architecture is a software design paradigm that differs significantly from traditional request-response architectures. In a request-response architecture, a client sends a request to a server, which processes the request and sends back a response. The client waits for the response and then continues its processing.

In contrast, EDA is based on the publish-subscribe pattern, where events are published and subscribed to by different components. Events are data objects that represent things that have happened or will happen in the system. These events are typically stored in an event queue or a message broker, which acts as a central hub for communication between different components.

The components of the system, known as event handlers or event-driven services, subscribe to events of interest and process them as they occur. This allows for more real-time and responsive systems, as components can react to events as they happen, rather than waiting for a request from another component.

EDA also promotes loose coupling between components, as they don’t need to know about each other explicitly. They only need to be aware of the events they are interested in. This makes the system more scalable and flexible, as adding or removing components can be done without affecting the rest of the system.

EDA is commonly used in distributed systems, microservices, and cloud-native applications due to its scalability, flexibility, and ability to handle complex event-driven workflows.


Deciding When to Use or Avoid Event-Driven Architecture


Event-driven architecture has numerous advantages, but it also has some limitations that make it unsuitable for certain use cases. Event-driven systems work best for asynchronous, decoupled domains with complex event-based processing needs. Simpler and synchronous processing may be better served by other architectures. Here are some guidelines on when event-driven architecture is useful and when it may not be the best choice.

Use event-driven architecture when:


	You need to decouple different components of the system. Events allow loose coupling between event producers and consumers.

	You need high scalability and flexibility. It’s easy to add new event producers/consumers without affecting others.

	You want to implement reactive programming models that react to events asynchronously.

	You need to audit or log events like user actions, state changes, and more. The event log provides an audit trail.

	You want to integrate or orchestrate multiple systems by listening to events from each one.



Avoid event-driven architecture when:


	Your domain has simple requirements and not much asynchronous processing. An event-driven system can add unnecessary complexity.

	You need highly predictable processing and guaranteed order of operations. Event handling can be less deterministic.

	Your team is inexperienced with event-driven programming. It requires a different approach to design and testing.

	Low latency is a key requirement. Synchronous communication may be faster for some use cases.

	Events are not natural or frequent in your problem domain. Forcing an event-driven style can feel unnatural.



Project Time: Migrating Our E-commerce Platform to Event-Driven

When we first designed Shopme, our major e-commerce platform, we utilized a microservices request-response architecture. However, we noticed some clear drawbacks with this approach over time. We have now decided to transition Shopme to an event-driven architecture, which we expect will provide certain advantages compared to our initial design.

Figure 1.10 illustrates the new event-driven architecture for the ordering system, which uses asynchronous communication between microservices. Instead of direct synchronous calls, the microservices now communicate by sending and receiving events over an event channel. This decouples the microservices and allows them to react to events independently.
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Figure 1.10: Event-driven architecture for the ordering system

The architecture flow has now changed to:


	The Order Service publishes an OrderCreated event to the event channel when a user places an order.

	The OrderCreated event triggers the Inventory Service to reserve product inventory. If the product inventory reservation is successful, it publishes an InventoryReserved event.

	The OrderCreated event also triggers the Payment Service to process payment and publishes a PaymentProcessed event.

	The InventoryReserved and PaymentProcessed events trigger the Fulfilment Service to ship the order to the user which then publishes an OrderFulfiled event.



The ordering system utilizes an event-driven architecture, which enables the microservices to be loosely coupled, non-blocking, and scalable. However, we have not yet examined how users are notified when a new payment must be processed or when an order is successfully placed. We will explore those notification mechanisms in depth in the upcoming chapters.


Conclusion


Event-driven microservices are a modern architectural approach that can help developers build scalable, resilient, and flexible applications. By splitting monoliths into independently deployable services and connecting them via asynchronous events, teams can reap many benefits. Event-driven microservices provide loose coupling, scalability, flexibility, fault tolerance, and performance benefits over synchronous request/response architectures.

Originally, we designed our large e-commerce platform using a basic request-response microservices architecture. Later, we migrated to an event-driven architecture and observed clear benefits. In the next chapter, we will explore various event-driven architectural patterns and apply them to our platform using AWS services to demonstrate event-driven microservices in practice.







CHAPTER 2


Designing Event-Driven Microservices in AWS



Introduction

This chapter covers designing event-driven architectures using AWS serverless services. We will start by defining serverless computing and discussing how AWS serverless provides automated scalability and availability. Then, we will look at implementing the microservices business logic with AWS Lambda and building APIs with Amazon API Gateway. After that, we will discuss AWS integration services for creating distributed, event-driven workflows, including Amazon SQS, Amazon SNS, Amazon EventBridge, AWS Step Functions, and Amazon Kinesis. We will also cover serverless-friendly data storage options like Amazon S3 and Amazon DynamoDB. By the end of the chapter, you will understand how to leverage AWS serverless to implement event-driven patterns like point-to-point messaging, publish/subscribe, fan-out, event sourcing, CQRS, event streaming, and more. In subsequent chapters, we will build examples of the patterns covered here.

Structure

In this chapter, we will discuss the following topics:


	Serverless in AWS

	Microservices and APIs with AWS Lambda and Amazon API Gateway

	Messaging with Amazon SQS and Amazon SNS

	Choreography with Amazon EventBridge

	Orchestration with AWS Step Functions

	Streaming with Amazon Kinesis

	
Data Stores with Amazon S3 and Amazon DynamoDB

	Event-Driven Design Patterns: Point-to-Point Messaging, Publish/Subscribe, Fan-out, Event Sourcing, CQRS, Scheduler, Claim Check, Circuit Breaker, SAGA, Streaming Data Ingestion, Data Pipeline, Real-Time Analytics



Defining Serverless

This book guides you through creating event-driven microservices use cases using Amazon Web Services (AWS) serverless offerings. We will begin by explaining the concept of serverless. After that foundation is set, we can delve into the specifics.

Serverless, also known as serverless computing, refers to cloud computing architectures where the provider manages the servers and infrastructure for you. Serverless abstracts away server management and lets developers focus just on their application code. It provides automatic scaling and pay-per-use billing, making it attractive for many workloads. The cloud provider handles provisioning and managing servers.

The key characteristics of serverless architectures are:


	
No need to provision or manage servers: The cloud provider handles this automatically for you.

	
Pay-per-use pricing: You only pay for the resources used when your code is executed, and you don’t pay for idle capacity.

	
Auto-scaling: The system scales up and down automatically based on demand.

	
Highly available: The system has built-in high availability.

	
Built-in security: The security is managed by the cloud provider.

	
Event-driven: Code can be triggered to run in response to events like HTTP requests, database changes, queue messages, and so on.



The AWS serverless services covered in this book can be grouped into three main categories:


	
Compute: AWS Lambda

	
Integration: Amazon API Gateway, Amazon SQS, Amazon SNS, Amazon EventBridge, AWS Step Functions, Amazon Kinesis

	
Data stores: Amazon S3, Amazon DynamoDB



Note: This is not an exhaustive list of AWS serverless offerings. We will focus on only some key services in this book. Other notable AWS serverless services not covered here include AWS Fargate, a serverless compute engine for containers that works with Amazon Elastic Container Service (ECS) and Amazon Elastic Kubernetes Service (EKS), Amazon Aurora Serverless, a serverless relational database compatible with MySQL and PostgreSQL, and Amazon Managed Streaming for Apache Kafka (MSK), a serverless version of Apache Kafka.
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