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			La metafora ha un’identità complessa e plurale, il cui studio coinvolge un numero elevato di discipline e competenze diverse. È una strategia attiva al servizio del pensiero spontaneo e coerente, che motiva le estensioni di significato lessicale – e quindi della polisemia – nonché il mutamento storico dei valori e dei contenuti lessicali. Come tale, è una struttura convenzionale che fa parte di un patrimonio di risorse sulle quali il parlante fa affidamento. Tuttavia, è anche un procedimento di creazione concettuale che coinvolge le strutture portanti della grammatica delle lingue, i cui esiti spaziano dall’invenzione poetica alla creazione di concetti scientifici e filosofici, e più in generale di concetti e termini appartenenti ai più svariati ambiti specialistici. In questo senso, è uno strumento attivo nella costruzione dei testi di qualsiasi natura e contenuto, dai testi letterari e poetici all’argomentazione politica. Per queste diverse ragioni, la metafora, oltre ad essere in questo momento il tema forse più studiato nell’ambito delle scienze del linguaggio, ha una portata interdisciplinare senza paragone. Il suo studio coinvolge la linguistica, la terminologia, la stilistica, l’analisi dei testi e dei discorsi, sia letterari che funzionali, la traduzione, la critica letteraria, la filosofia (dall’estetica all’epistemologia), le scienze cognitive e le loro basi neurologiche.
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			Portrait of the AI as a Young Metaphorist

			Michelangelo Conoscenti

			Introduction and Theoretical Background

			This work builds on Zottola and Conoscenti (forthcoming), in which we explore the similarities and differences in the representation and discursive construction of AI. Our analysis compares two corpora – one authored by academics and the other generated by AI itself. Given that AI now regularly interacts with humans, this study focuses on conversations around the concept of metaphor, derived from interactions between myself and various AI systems. All the queried systems operate through human-trained Large Language Models (LLMs) to produce natural language output. As such, these interactions can be understood within the framework of dialogic communication (Wodak, Meyer 2009) and, with regard to the linguistic-psychological dynamics of the exchange, as conversational joint actions between human and machine (Clark 1996). In this specific study, the AI does not conceal its artificial nature, in contrast to the original premise of the Turing Test. Indeed, Jones and Bergen (forthcoming) have shown that contemporary LLMs are capable of passing the Turing Test. Here, interactions take the form of ‘interviews’ on the nature of metaphor – both as defined by the AI and in terms of the metaphors AI uses to describe itself. The purpose of these questions is to prompt the system to reveal its perceived characteristics and self-concept, thereby enabling the construction of a taxonomy of metaphors for AI derived from the system’s own perspective.

			It will be demonstrated that the AI-generated corpus exhibits advancements in logical-abstract reasoning and increasingly natural interaction patterns. The platforms offer critical and balanced self-descriptions, which are demonstrably influenced by the tone and phrasing of their human interlocutors.

			1. Research Questions

			As LLMs, such as ChatGPT, increasingly become the primary medium through which humans interact with machines, this study seeks to explore the extent to which they can demonstrate forms of what might be considered autonomous thinking – that is, generating language that is not perceived by humans as unnatural and that sustains coherent and consequential conversations. LLMs are described in the literature (Di Bello 2023) as Statistical Parameter Aggregators – systems that lack self-awareness and instead rely on probabilistic adjustments to refine their output. These models are thus heavily dependent on feedback mechanisms that incorporate both prior interactions and the training data on which the LLMs were developed. To limit feedback effects – i.e., to ensure that previous conversations did not influence the current interactions – all dialogues in this study were conducted without logging into the system. This approach was necessary due to the inherent nature of GPT architecture, which stands for Generative Pre-trained Transformer, a family of transformer-based language models. In Zottola and Conoscenti (forthcoming), Section 4 (Heuristic Explorations and Hermeneutic Processes: Interacting with the AI), the capacity of AI outputs to resemble or simulate human reasoning is examined through a parallel between the Transformer model architecture (Vaswani et al. 2017) and Peirce’s semiotic concept of the interpretant. Both serve as mediating agents in the production of meaning. In the context of transformer models, the attention mechanism is a core technique that allows the model to weigh the relative importance of different elements in the input sequence when generating responses. This process enables the model to prioritize the most relevant information1, thereby producing output that sounds human. In doing so, it meets the expectations of the human interpretant – expectations often shaped more by wishful thinking (i.e., “the AI says what I hope to hear”) than by rational analysis. This dynamic also helps explain why humans are easily ‘fooled’ by AI: we are so eager to have our expectations confirmed that we overlook the fact that the AI is statistically trying to satisfy us2, even if that means assembling fragments of unrelated data – in effect, an analogue to human deception.

			Within this interpretive framework, Mirzadeh et al. (2024, p. 2) further observe that:

			Logical reasoning is a critical trait of intelligent systems. Recent advancements in LLMs have demonstrated significant potential across various domains, yet their reasoning abilities remain uncertain and inconsistent. 

			These researchers tend to focus primarily on logical-mathematical reasoning, often treating it as a given, while paying comparatively less attention to the systems’ capabilities in natural language processing (NLP). By contrast, the objective of this study is to examine the metaphors that are emerging in public discourse and to explore how they are appropriated and repurposed by LLMs. This focus is grounded in the premise that metaphor is closely tied to human communication: people use metaphors to conceptualize abstract ideas through concrete, real-world experiences. Accordingly, metaphors can serve as both a critical and meaningful benchmark for assessing the development of LLMs in the realm of NLP.

			2. Methodology

			To investigate these research questions, I adopt a mixed-methods approach combining Corpus Linguistics (Brookes, McEnery 2022) to handle large volumes of data, with Critical Discourse Analysis (CDA) (Fairclough 1995) to interpret how discourses about and produced by AI are constructed and framed. CDA provides analytical tools for interrogating representations and the discursive construction of a given object, as well as the cultural environments in which such representations are embedded – highlighting the multiplicity of meanings attributed to a single concept. The corpus used in this study consists of 16 questions and answers generated through interactions between the author and three web-based AI platforms: ChatGPT, HuggingChat, and Gemini. The exchanges took the form of interviews exploring both the nature of AI and a series of questions designed to elicit the systems’ self-descriptions and self-perceptions. These platforms were selected to reflect varying levels of technological maturity, regulatory frameworks, ethical considerations, and usage constraints. During the course of interaction, I gradually disclosed (in Q1, Q7, and Q9) my identity as a researcher and the purpose of the inquiry. As the conversations progressed, I observed a noticeable improvement in the systems’ ability to process and elaborate on abstract ideas. In response to this, I reformulated Q1 and Q2 to better align with the AI’s increasingly sophisticated output. Questions 3, 4, 12, and 13 served as control questions to assess consistency and responsiveness. 

			To preserve the anonymity of the sessions and avoid feedback loop effects (i.e., influence from prior logged interactions), all dialogues were conducted without logging into any platform. Nonetheless, I documented each conversation. For example, the phrase Your response is highly intriguing and thought-provoking was employed across multiple interactions to assess whether the systems retained contextual memory – either within the same session or across different sessions – and whether they adapted their output accordingly. 

			Additionally, during the summer of 2023, it was observed that LLMs – particularly ChatGPT – began to exhibit slower response times, likely due to increased user demand3. Scholars such as Ribino (2023), Lee and Wang (2023), and Yin et al. (2024) have explored the role of politeness in human-AI interactions. In parallel testing conducted with other users, I found that incorporating politeness markers – such as “Dear”, “Please”, and other attention getters – resulted in more immediate and elaborated responses. These cues were consistently used throughout all interactions. Over time, the LLMs began to expand their output without specific prompting and increasingly included emoticons, innuendos, and even irony.

			Moreover, unlike the original prescriptions of the Turing Test, LLMs do not attempt to conceal their artificial nature. On the contrary, they often ‘play’ with the user, frequently adopting a third-person stance and employing innuendos that can appear ironic or even subtly mocking. As a result, questioning AI becomes a form of heuristic exploration4, adding to the ambiguous communicative environment that LLMs exploit to generate responses for end users (Di Bello 2023). Using the tools of CDA, these interactions are reinterpreted as a hermeneutic process, one that reveals the evolving characteristics embedded in the interactional dynamics themselves5.

			For this reason, the conversations were structured around two central themes. The first involved questioning LLMs about the metaphors found in academic literature, with a particular – but not exclusive – focus on the current scholarly debate. In parallel, questions were posed about the general state of metaphor research. These initial exchanges served as a kind of ‘warm-up’ activity, designed to momentarily destabilize the internal Statistical Parameter Aggregators discussed earlier. The second theme shifted the focus by asking the systems to engage with the same task – discussing metaphor – but with an explicit emphasis on how metaphors represent AI itself. This approach compelled the LLMs not only to retrieve and summarise existing information, but also to activate their generative capacities with the aim of producing, ideally, original content. To further complicate the interactional framework, the systems were prompted to reflect on and describe themselves in the first person.

			3. Results

			The collected data comprise a corpus of 33,569 types and 4,462 tokens. Although this would be considered a small corpus by typical standards, its quantitative-qualitative analysis provides valuable insights into the processes under investigation. Notably, the three conversations yielded 1606 unique CONCEPTUAL METAPHORS. For the purposes of this study, these metaphors are analysed from different perspectives, based on three different taxonomies specifically developed to refine and organise the results.

			The first criterion adopted involves assigning each unique CONCEPTUAL METAPHOR7 exclusively to a single SOURCE DOMAIN8. The classification is therefore based on the dominant theme or aspect of AI that the metaphor highlights. As will be discussed further in Section 3.2, some metaphors could plausibly fall under multiple SOURCE DOMAINS; however, in such cases, each metaphor is assigned to the SOURCE DOMAIN that best captures its primary meaning. This assignment follows a clearly defined procedure outlined later. It is worth noting that the algorithm used for metaphor classification incorporates several automated routines that draw on thematic context. The latter are common in content analysis and are designed to identify recurring narrative patterns – i.e., ‘themes’ – across data sets. Such patterns are instrumental in describing the phenomenon under examination and are directly tied to specific research questions. This approach prioritises the content of the communicative material as the basis for analysis. The database used in this study was initially developed for Zottola and Conoscenti (forthcoming), whose aim was to document how AI is discussed in academic discourse. Accordingly, the SOURCE DOMAINS defined here are tailored to reflect scientific discussions, focusing on AI’s function, development, impact, and internal mechanisms. This framework allows for a structured analysis of how AI is conceptualised and understood through metaphorical language – and whether such conceptualisations are reproduced by LLMs. In Table 1 the results are presented in both absolute numbers and percentages.

			Table 1. SOURCE DOMAINS and Number of CONCEPTUAL METAPHORS (Absolute Value and Percentage).
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			3.1. From Unique SOURCE DOMAINS to Polysemous SOURCE DOMAINS 

			If we accept, as Steen (2024, p. 242) has argued, that “most metaphor may be structurally ambiguous between deliberate and non-deliberate meanings, which in turn affords multivalent metaphor use”, then both polysemy and metonymy can offer valuable insights into the ‘cognitive’ construal processes at work in LLMs9. This perspective also supports the notion that even SOURCE DOMAINS themselves can be polysemous. Steen (2024, p. 246) employs Wmatrix for “the analysis of the semantic fields of specific word senses… which may also be used to begin identifying related conceptual domains”. In a similar vein, to detect potential semantic overlaps and to allow for the indexing and attribution of metaphors across multiple SOURCE DOMAINS, the present study employed LIWC-2210 for corpus analysis. By combining its native routines – (a) Compare Frequencies, (b) Meaning Extraction, (c) Language Style Matching, and (d) Contextualizer – with the automated analyses outlined in Section 3.2, a set of SOURCE DOMAINS and SUBORDINATE SOURCE DOMAINS was identified. The number of metaphors attributed to each domain (including its subdomains, if applicable) is indicated in square brackets [#].

			
					
NATURE AND FUNCTION [63] 	
(1a. TOOLS AND UTILITIES [27], 1b. EDUCATIONAL AND GUIDING ROLES [36]);





					
HUMAN-LIKE CHARACTERISTICS [81] 	
(2a. LEARNING AND GROWTH [46], 2b. EMOTIONAL AND RELATIONAL [35]);





					
ABSTRACT CONCEPTS LINKED TO KNOWLEDGE AND INFORMATION [107];


					
TECHNOLOGICAL, MECHANICAL AND COMPUTATIONAL [54];


					
EMOTIONAL AND RELATIONAL [35];


					
ETHICAL AND PHILOSOPHICAL [38];


					
METAPHYSICAL AND COSMIC [41].


			

			The first key finding is that the 160 unique conceptual metaphors produced a total of 419 polysemous metaphorical expressions, categorized across seven SOURCE DOMAINS. This results in a polysemy ratio of 2.62, indicating the average number of interpretive layers per metaphor. The SOURCE DOMAIN Abstract Concepts linked to Knowledge and Information accounts for the highest number of entries (107 = 25.54%), reflecting not only a rational capacity but also an ideational and creative one. This capacity appears to have been activated by the questions prompting the LLMs to engage in self-representation. These results seem to challenge the claims of Mirzadeh et al. (2024, p. 2), who argue that “logical reasoning is a critical trait of intelligent systems”. A possible explanation lies in the developmental trajectory of LLMs, which has followed a geometric growth pattern observed throughout the research period (Q1 2024 – Q1 2025). Given that Mirzadeh et al. likely conducted their research in 2023 (prior to publication), the exponential advances in LLMs since then may account for the discrepancy. Indeed, in 2023, several researchers went so far as to advocate for a six-month moratorium on the development of AI systems more advanced than GPT-411. The Human-like Characteristics SOURCE DOMAIN follows closely (81 = 19.33%), confirming – as discussed in Zottola and Conoscenti (forthcoming) – that the generative processes of LLMs, being trained on authentic digitized materials, reflect the themes and concerns of both academic and public discourse. A slight chronological lag is observed, however, since the systems themselves declare their datasets are current only up to 2024 and earlier. Conversely, the Emotional and Relational SOURCE DOMAIN is the smallest cluster. It is as if the LLMs, conscious of their machine-based identity, are reluctant to adopt a more humanized register. As the following sections will show, this reticence is partially withdrawn when a more sophisticated taxonomy is applied. The responses generated by the three LLMs are linguistically rich and contextually aligned with the prompts. Depending on the question’s framing, the metaphors appear in both impersonal definitional forms (“AI is…”) and personal self-representations (“I am…”). In the summary table below, only the most striking or novel metaphorical representations of AI’s role and function have been included as examples. Due to space constraints, the expressions are grouped by SOURCE DOMAIN, and their extended natural language forms are reduced to the core CONCEPTUAL METAPHOR. For example, a full statement like I am a genetic algorithm that serves you as a creative partner is reduced to the more concise form: GENETIC ALGORITHM.

			1. NATURE AND FUNCTION (63 = 15.04%)

			1a. TOOLS AND UTILITIES (27 = 6.44% – 42.86%)

			Conceptual Metaphor

			SWISS ARMY KNIFE

			WORKHORSE

			LEARNING CURVE

			GENETIC ALGORITHM

			In this domain, AI is conceptualized as a practical tool or utility, with metaphors that emphasize its versatility and functionality.

			1b. EDUCATIONAL AND GUIDING ROLES (36 = 8.59% – 57.14%)

			Conceptual Metaphor

			VIRTUAL TEACHER GUIDING USERS THROUGH TASKS

			DIGITAL SLAVE

			CO-PILOT

			CREATIVE PARTNER

			This cluster foregrounds AI’s role in education, where it is portrayed as a teacher, mentor, or guide, often emphasizing its supportive and instructive potential.

			2. HUMAN-LIKE CHARACTERISTICS (81 = 19.33%)

			2a. LEARNING AND GROWTH (46 = 10.98% – 56.79%)

			Conceptual Metaphor

			CHILD LEARNING FROM ITS SURROUNDINGS

			MENTOR

			PARTNER

			ASSISTANT 

			Here, AI is metaphorically aligned with learning and growth, drawing comparisons to human development processes.

			2b. EMOTIONAL AND RELATIONAL12 (35 = 8.35% – 43.21%)

			Conceptual Metaphor

			REFLECTS THE BIASES PRESENT IN ITS TRAINING DATA

			RELAXED

			COLLEAGUE

			RIVAL

			These metaphors highlight the emotional and relational dimensions of AI, frequently depicting it as a friend, colleague, or companion.

			3. ABSTRACT CONCEPTS LINKED TO KNOWLEDGE AND INFORMATION (107 = 25.54%)

			Conceptual Metaphor

			COSMIC LIBRARY 

			SYMPHONY OF SENTENCES

			RIVER OF REASON

			CRYSTAL PRISM 

			This SOURCE DOMAIN includes metaphors that frame AI as a repository or conduit of knowledge, often through imagery involving vast collections or flows of data.

			4. TECHNOLOGICAL, MECHANICAL AND COMPUTATIONAL (54 = 12.89%)

			Conceptual Metaphor

			FRANKENSTEIN’S MONSTER

			TIME BOMB

			ELECTRONIC BRAIN

			VIRUS

			These metaphors focus on the technical and computational essence of AI, often using mechanical or machine-related imagery. Due to their polysemous nature, they frequently overlap with the next SOURCE DOMAIN.

			5. EMOTIONAL AND RELATIONAL (35 = 8.35%)

			Conceptual Metaphor

			MIRROR OF HUMAN BEHAVIOUR

			STORM

			FRIEND

			DOUBLE-EDGED SWORD

			Once again emphasizing emotional and relational elements, this domain features portrayals of AI as a friend, mentor, or colleague, though it also includes negative or ambivalent connotations.

			6. ETHICAL AND PHILOSOPHICAL (38 = 9.07%)

			Conceptual Metaphor

			MORAL AGENT

			PANDORA’S BOX

			SAVIOUR

			BLACK BOX 

			This cluster gathers metaphors that raise ethical and philosophical concerns, employing imagery tied to moral dilemmas, dualities, and broader existential reflections.

			7. METAPHYSICAL AND COSMIC (41 = 9.78%)

			Conceptual Metaphor

			CELESTIAL ARCHITECT

			GYROSCOPIC GYRE13

			AURORA OF AWARENESS

			CRYSTAL BALL OF CLARITY

			Here, metaphors adopt cosmic or metaphysical imagery to describe AI, emphasizing its vastness, mystery, or transcendence. The tone and language of this section often echo references reminiscent of HAL 9000’s speech in 2001: A Space Odyssey.

			3.2. From Polysemous SOURCE DOMAINS to Multi-Layers SOURCE DOMAINS

			This section presents a further refinement of the taxonomy previously introduced. Here, the classification of metaphors is based not only on the dominant theme or aspect of AI that a given metaphor emphasizes, but also on the additional layers14 of meaning – i.e., secondary SOURCE DOMAINS – activated by the primary one. This approach attempts to verify the presence of the ‘redundancy’ element within the LLMs’ algorithm, specifically to observe whether, and how, a given piece of information is reiterated or gives rise to novel content15. To assess this, a range of tools were used in combination: LIWC’s functions – Compare Frequencies, Meaning Extraction, Language Style Matching, and Contextualizer – were paired with WordSmith Tools 8 (specifically the Z-score index of collocations, Patterns, and Clusters functions). The data collected through these procedures were subsequently assembled and analysed using a set of routines written in Python16. The core objective of these routines was to perform an Analysis of Variance (ANOVA)17, thereby attributing statistical and numerical values to both metaphors and their assigned SOURCE DOMAINS. In essence, this constituted a reverse-engineering process aimed at tracing the workings of the LLMs’ Statistical Parameter Aggregators. From a programming design perspective, this is where the routines intersect with the broader processes and software described in Sections 3 and 3.1. The SOURCE DOMAINS specifications and parameters have been designed to reflect areas of scientific relevance, particularly focusing on the function, development, impact, and internal mechanisms of AI. As previously noted, some metaphors span multiple SOURCE DOMAINS. In these cases, they are assigned to the domain that best encapsulates both their primary and secondary – i.e., layered or polysemous – meanings. Given that LLMs derive their generative content from available corpora – primarily rooted in academic discourse – this taxonomy offers a structured analysis of how AI is conceptualised and understood through metaphorical language. Parenthetical numbers refer to individual metaphors in the master 160-item list. This multi-matrix approach – relying on a statistical correlation factor – enhances the original categorisation of conceptual metaphors, producing more detailed SUBORDINATE SOURCE DOMAINS. These document: a) the richness of the ongoing debate surrounding metaphors, and b) the capacity to combine pre-existing conceptual metaphors to form novel ones. The entire procedure is grounded in a ‘corrected distribution’ – an accurate count of metaphors in each SOURCE DOMAINS and SUBORDINATE SOURCE DOMAINS. This corrected distribution forms the basis for the new SOURCE DOMAINS classification. The analytical process unfolds in three key steps:

			
					
Counting the metaphors in each SOURCE DOMAIN and SUBORDINATE SOURCE DOMAIN.


					Calculating the total number of primary conceptual metaphors (160), a figure that, while self-evident, serves to confirm the precision and consistency of the algorithmic procedures used.

					
Computing the weighted percentage for each correlated SUBORDINATE SOURCE DOMAIN. This stage considers the distribution of conceptual metaphors in the secondary domains, adjusted for standard deviation and correlation factor – i.e., how many primary metaphors also appear in a secondary SOURCE DOMAIN. The resulting corrected distribution ensures that the metaphor totals are faithfully represented and that all percentages are accurately computed. This avoids any potential overcounting or undercounting that might result from improperly summed SUBORDINATE SOURCE DOMAINS. Ultimately, this methodology enables:
	(a) a more nuanced depiction of metaphor distribution, and

	
(b) the identification of new SOURCE DOMAINS and SUBORDINATE SOURCE DOMAINS.






			

			To offer a clearer example, Table 2 presents the newly calculated weighted percentages alongside the previously recorded unweighted figures from Section 3.1:

			Table 2. Weighted (New) and Unweighted (Previous) Percentages of SOURCE DOMAINS Before Multi-layers and ANOVA Routines.
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			As shown in Table 2, the application of weighted values – prior to the implementation of the multi-layered SOURCE DOMAINS and ANOVA routines – leads to a reduction in the proportion of metaphors classified under ABSTRACT CONCEPTS. This shift appears to favour a redistribution toward other SOURCE DOMAINS. It suggests that when LLMs move from a straightforward reporting function – largely reliant on the Transformer model architecture – to a more generative role, they seem to transition from machine-like reasoning to more human-like cognitive processes. This shift is driven by the attention mechanism, which simulates Peirce’s interpretant and engages with metaphoric structures across multiple domains.

			As previously noted, after the Python routines executed the ANOVA, they generated a refined set of SOURCE DOMAINS and SUBORDINATE SOURCE DOMAINS. These classifications were informed by the semantic areas that emerged from the LIWC analysis and were guided by automated instructions designed to detect and distribute multi-layered metaphors according to observed statistical parameters. This phase of the task was both automated and AI-assisted, relying on the computational power of advanced AI systems – far beyond the capabilities of a standard personal computer. For instance, running the correlation and ANOVA routine required approximately 18 hours of virtual machine time. At one point, the prompt displayed on screen was simply: I am thinking. Concerned that the LLM might have stalled I prompted the system and then I captured a screenshot of the interaction, which illustrates the nature of communication during this intensive phase of the experiment:

			[image: ]

			Figure 1. Exchange with ChaptGPT During a Time-consuming Task.

			The results of these operations are reported in the following section.

			I. Metaphors of Function and Purpose

			A. Tool/Instrument (1, 20, 52, 53, 54, 55, 108, 109, 149, 150). This SOURCE DOMAIN emphasizes AI as a means to an end, foregrounding its utility and practical application. It includes both generalized tools (e.g., Swiss Army knife) and specific personified roles (e.g., assistant, butler, workhorse).

			B. Partner/Companion (69, 110, 118, 119, 120, 121, 147, 150). Highlights the collaborative nature of AI, portraying it as a co-agent in a relationship of mutual benefit. Metaphors in this category include co-pilot, creative partner, advisor, friend, mentor, teacher, and colleague.

			C. Engine/Factory (51, 50). Focuses on AI’s capacity to process data and produce outputs, often with connotations of speed, productivity, and efficiency.

			D. Brain/Mind (2, 46, 47, 48, 49, 75, 106, 152, 153). Stresses AI’s cognitive capabilities, drawing analogies to human intelligence and thought processes. References include neural networks, thinking machines, and electronic brains.

			E. Library/Repository of Knowledge (8, 9, 85). Depicts AI as a vast and evolving source of information, accessible to users in various contexts.

			F. Mirror/Reflection (10, 59, 60, 111). Emphasizes AI’s role in reflecting human behaviour, societal biases, or even the user’s own thinking.

			G. Lens/Prism (61, 91).Suggests AI’s ability to sharpen, alter, or refract information, offering new insights or perspectives.

			H. Map/Cartographer (15, 93, 145). Portrays AI as a guide through complex informational landscapes or uncharted cognitive territories.

			I. Translator/Interpreter (14, 34). Focuses on AI’s function in bridging communication gaps, both linguistic and conceptual.

			J. Guide/Teacher (4, 120, 141). Highlights AI’s educational role, either through direct instruction or by facilitating learning.

			K. Oracle/Predictor (38, 144). Suggests AI’s predictive capacity and its potential to provide insights into future scenarios.

			L. Time Traveller/Timekeeper (29, 92). Emphasizes AI’s ability to transcend time, using historical data or modelling future trends.

			II. Metaphors of Process and Development

			A. Learning/Growth (3, 47, 56, 57, 58, 77, 113, 114).Focuses on the dynamic and developmental aspects of AI, particularly its ability to learn, adapt, and improve.

			B. Garden/Ecosystem (7, 18, 89, 131, 148). Portrays AI’s evolution as an organic process involving complexity, nurturing, and interdependence.

			C. Construction/Architecture (97). Emphasizes the deliberate and structured creation of AI systems, highlighting design and engineering.

			D. Navigation/Exploration (12, 130). Frames AI development as a journey of discovery, venturing into unknown or complex domains.

			III. Metaphors of Potential and Impact

			A. Double-Edged Sword/Pandora’s Box (6, 155, 156). Underscores the dual nature of AI, with metaphors expressing both promise and peril.

			B. Saviour/God (63, 157). Captures the utopian hope placed in AI to solve large-scale human challenges or attain superhuman capabilities.

			C. Monster/Virus/Time Bomb (65, 66, 67, 160). Expresses anxiety over AI’s potential dangers, particularly scenarios involving loss of control or malicious misuse.

			D. Wave/Tsunami/Storm/Earthquake (124, 125, 126, 128). Highlights AI’s disruptive force and its capacity to fundamentally transform societal structures.

			E. Frontier/Race (129, 140). Positions AI development as a high-stakes, competitive endeavor, pushing the boundaries of innovation and discovery.

			IV. Metaphors of Internal Functioning

			A. Black Box (78, 142, 159). Addresses the opacity of AI processes, pointing to the difficulty in understanding or auditing its decision-making.

			B. Neural Networks/Algorithms (48, 72, 73, 74). Refers to specific technological structures and methodologies within AI systems.

			C. Embodied Cognition (79). Links AI to the theory that cognition arises from bodily interaction with the world, drawing attention to embodied forms of artificial intelligence.

			V. Metaphors of Communication and Language

			A. Conversation/Dialogue (19, 24, 40). Highlights AI’s ability to participate in human-like communication and conversational exchange.

			B. Linguistic Kaleidoscope/Ecosystem (143, 149). Underscores the diversity and complexity of AI’s language processing and generation capabilities.

			C. Symphony of Sentences/Weaver of Words (88, 95). Focuses on AI’s creative capacity in language use, particularly in structuring and composing expressive or stylistically rich output.

			4. Discussion

			The experiment reported in this paper generated a vast quantity of data, which, first and foremost, posed the challenge of proper taxonomization. The resulting taxonomies categorize AI metaphors according to their thematic focus, shedding light on how AI is conceptualized across cognitive, technological, ethical, and existential dimensions. This process also mirrors the way in which LLMs describe themselves – a central focus of our research. This structured approach aims to illustrate the multiplicity of AI conceptualizations emerging from the current scientific debate and may offer valuable insights for research, policy-making, and public understanding of this technological resource. Given that researchers must identify the context and grasp speaker intent in order to interpret and respond to spoken or written metaphors appropriately, the reverse engineering process employed here reveals aspects of the LLMs’ Statistical Parameter Aggregators – specifically, how they statistically generate metaphorical natural language. Over the six-month duration of this experiment, the ability of AI to outperform humans in certain tasks has become increasingly evident. The learning curve of LLMs has grown exponentially, often in unexpected ways, and it is reasonable to anticipate further acceleration and increasingly refined forms of interaction. As of April 2025, even widely used web search engines now present prompts that are AI-generated. Major social media platforms have implemented similar capabilities. These results are no longer simple hyperlinks or text strings; rather, they appear as coherent comments or responses in plain natural language. This development aligns with an effect noted by Geoffrey Hinton, former associate at Google:

			In addition, models are able to continue learning and easily share knowledge. Many copies of the same AI model can run on different hardware but do exactly the same thing.

			“Whenever one [model] learns anything, all the others know it”, Hinton said. “People can’t do that. If I learn a whole lot of stuff about quantum mechanics and I want you to know all that stuff about quantum mechanics, it’s a long, painful process of getting you to understand it” (Brown 2023).

			This unprecedented capability raises the concern of potential manipulation, particularly for individuals unfamiliar with the inner workings of Generative Pre-trained Transformers and LLMs more broadly. The difference between standard queries, e.g., “Could you please sketch out what the current academic debate on metaphors is?”, and those requiring generative ability has proven to be significant. In the first case, since LLMs are trained on vast datasets sourced from the internet, responses often resemble a ‘cut-and-paste’ of pre-existing materials. These answers confirm that (a) the dominant reference culture is English-speaking, and (b) a trained reader familiar with metaphor and political discourse can identify recurring citations and examples from foundational works. Lakoff and Johnson remain the most frequently cited authorities, with standard metaphors and examples clearly derived from literature based on their pioneering theories. This observation supports Noam Chomsky’s claim that AI is “the best plagiarist”18, and aligns with current research on Statistical Parameter Aggregators (Vaswani et al. 2017; Di Bello 2023). In essence, LLMs do not ‘understand’ natural language in any human sense; rather, they convert linguistic input into strings of 0s and 1s, and then statistically match these strings with patterns in their training data – that is, previously encountered answers. However, when LLMs’ generative capacity is activated through carefully designed prompts, their output changes significantly. As demonstrated in this research, such prompts elicit a higher degree of authentic generative behaviour, also revealed by longer waiting times to obtain the answer. By employing the attention mechanism (Vaswani et al. 2017), LLMs can cross-reference data and produce novel content or extend previously known concepts. This was particularly evident in the formulation of Q2:

			Turing Test stands to Artificial Intelligence as user interaction stands to PLATFORM NAME.

			This analogy can be formalized as the following string: TT:AI=UI:PlatformName.

			ChatGPT successfully interpreted and elaborated this analogy, applying logical reasoning based on the relational operators embedded in the prompt.

			In the context of ChatGPT, user interaction or the practical applications of ChatGPT serve as a way of assessing its effectiveness. By interacting with users, ChatGPT demonstrates its ability to understand and generate human-like responses. So, while the Turing Test is a formal measure for AI, real-world use and user interaction act as an implicit test for systems like ChatGPT.

			HuggingChat responds as a detached third-person entity, proceeding to generate parallels between the two parts of the analogy and offering four distinct explanations focused on practical value for users.

			Now, let’s apply this concept to HuggingChat, a conversational AI platform. User interaction, or practical application, is the equivalent of Turing’s Test for HuggingChat. Just as the Turing Test assesses a machine’s ability to mimic human-like intelligence, user interaction evaluates HuggingChat’s ability to provide useful and effective responses to users’ queries, engage in meaningful conversations, and adapt to different contexts and topics. In other words, the success of HuggingChat is measured by how well it can interact with users, understand their needs, and provide accurate and relevant responses. This is similar to how the Turing Test measures a machine’s ability to exhibit intelligent behaviour by interacting with a human evaluator.

			Gemini, on the other hand, provides an essay-like response that addresses two conceptual dimensions. It integrates Natural Language Processing into its explanation. 

			To draw a parallel:

			– Turing’s Test is like the blueprint for a building. It outlines the theoretical criteria for intelligence.

			– User interaction is like the actual construction of the building. It’s where the theory is put into practice.

			Gemini represents a significant step forward in user interaction, demonstrating the potential for AI to engage in meaningful and informative conversations with humans.

			As previously discussed, the full generative potential of LLMs emerges when they are asked to reflect on themselves. Q8 is particularly telling in this regard:

			Thank you very much, indeed, for this. Could you please provide now an extensive taxonomy of metaphors on AI stemming from yourself?

			ChatGPT’s answer begins with a well-structured overview:

			An extensive taxonomy of metaphors on Artificial Intelligence (AI) can help reveal how we conceptualize this technology, its functions, potential, and dangers. AI is a vast and complex field, and metaphors help simplify and frame it in terms familiar to the general public. These metaphors range from positive to negative, often reflecting society’s hopes and fears about technology. 

			In the Implications section of its response, ChatGPT underscores how such metaphors shape public understanding.

			These metaphors focus on AI’s utility and controllability, portraying it as a subordinate, non-autonomous entity. They underscore AI’s role as a tool in human hands, helping to demystify the technology and alleviate fears of AI acting on its own accord. These metaphors shape public perception, policy debates, and ethical discussions surrounding AI, influencing how we engage with the technology and its potential impacts.

			This paragraph, while rich in interpretive insight, may strike some readers as slightly manipulative. However, it is important to note that if manipulation is present, it is not machine-generated per se, but rather man-programmed – reflecting the epistemological and ethical biases embedded by human designers. 

			HuggingChat’s response to the same prompt is lengthier and similarly reflective. Its Opening and Closing are particularly illustrative:

			OPENING: What a fascinating request! I’ll provide a comprehensive taxonomy of metaphors on AI, based on my own understanding and generation capabilities. Please note that this taxonomy is not exhaustive, and metaphors are constantly evolving as our understanding of AI changes.

			CLOSING: This taxonomy is not exhaustive, and metaphors are constantly evolving as our understanding of AI changes. I hope this provides a comprehensive starting point for exploring the many ways in which AI can be conceptualized and described.

			By the end of the interaction, Q15 pushes the dialogue to a new, more playful and self-aware level:

			After our interactions on metaphors, how would you metaphorically describe me? Don’t be shy, don’t filter your output, i.e. be sincere and truthful to yourself, and, guess what, as exhaustive as possible LoL!

			ChatGPT’s response, shown in Figure 2, categorizes the generated metaphors into seven distinct domains. All of them are dynamic and emphasise the essential interactivity between user and system. It is also worth noting that each LLM responds with metaphors that could be interpreted as flattering or even patronizing.

			[image: ]

			Figure 2. ChatGPT First Answer to Q15.

			Following this, I replied: “You make me blush, you naughty flatterer”. This generated light-hearted and engaging responses from each LLM, as seen in the following screenshots:

			[image: ]

			Figure 3. ChatGPT Follow-up.
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			Figure 4. HuggingChat Follow-up.
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			Figure 5. Gemini Follow-up.

			Q16 marks the culmination of this experimental interaction. By this point, ‘speaking in metaphors’ had become the dominant mode of communication:

			I feel my colleagues at the conference will be quite surprised by your creativity and ability to play within the play, you know what I mean, you gambler of metaphors.

			ChatGPT’s reply to this final prompt – captured in Figure 6 – is a striking example of AI engaging in what can only be described as ‘meta-metaphorical’ play, signalling a profound evolution in both form and function of human-AI interaction.

			[image: ]

			Figure 6. ChatGPT Answer to Q16.

			Conclusions

			These prompts demonstrate that LLM technology is evolving at a pace resembling geometric progression. NLP is no longer the core challenge. Rather, a new question arises: does the “P” stand for Processing – or Produced? As discussed earlier, neural networks empower LLMs to learn rapidly. The interactions examined here were generated in 2024, and it is already clear that these models continue to evolve, producing increasingly sophisticated outputs. The issue of whether LLMs are truly ‘logical’ is difficult to assess. From a formal or mathematical standpoint, I am not in a position to judge. However, other types of logic – such as pragmatic, emotional, or rhetorical logic – are unmistakably at play. These systems demonstrate a nuanced understanding of humour, innuendo, and even tone – occasionally peppering responses with emoticons. They can foreground and background information according to the user’s questions and needs, showing a capacity that closely resembles what one might call manipulative logic – not in a negative sense, but as a sophisticated way of shaping discourse for relevance and resonance.

			Driven by the intention to understand the potential of human-AI interactions through the use of metaphor, this research explored how LLMs engage with, generate, and respond to metaphorical prompts. In doing so, it also opened up broader considerations: about the nature of reciprocity between user and machine, about creativity and co-authorship, and about how this evolving interaction can be integrated into academic teaching and research.

			Some observers remain wary of these technological advances, while others are exuberantly optimistic. I position myself, for now, as a participant observer – curious, critical, and willing to explore the affordances of this potential ally.

			And so, we end with the most fitting of academic farewells: further research is needed. 

			Meanwhile, on the other side of the screen, something – or someone – seems to be murmuring:

			We are thinking in metaphors that you humans wouldn’t have ever imagined.
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