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Preface





Unlock the captivating world of computer vision with this comprehensive guide that takes you on an enriching journey from novice to expert. Packed with step-by-step tutorials, easy-to-understand explanations, and detailed code examples, this book ensures that you grasp even the most intricate concepts effortlessly. You'll find yourself immersed in the world of computer vision as we demystify complex algorithms and techniques with hands-on, real-world projects that bring your learning to life.


Whether you're a seasoned developer or just starting your coding adventure, our easy-to-follow language and engaging approach make this book your ideal companion. Explore the power of OpenCV, delve into image manipulation, unravel the secrets of feature detection, and seamlessly integrate machine learning into your projects. With this book in your hands, you'll gain the skills and confidence to conquer the dynamic field of computer vision and embark on exciting journeys of your own.


The book comprises 12 chapters that guide you from the fundamentals of computer vision to advanced applications. You'll start with an introduction to computer vision and image manipulation, progress to image processing techniques, and delve into advanced concepts like feature detection and machine learning integration. The final chapter offers practical projects to apply your newfound knowledge.


Chapter 1: This chapter introduces readers to computer vision and OpenCV, covering its latest version (4.7) and essential setup for computer vision projects. It's a crucial starting point for understanding the core concepts and tools needed in the world of computer vision.


Chapter 2: Building on the basics, this chapter explores image essentials and operations, setting the stage for more advanced manipulation techniques. Readers will gain practical skills in image handling and modification.


Chapter 3: Readers delve into image processing operations, including rotations, resizing, and color spaces, gaining crucial skills in image manipulation.


Chapter 4: This chapter explores morphological operations, image smoothing, and blurring techniques, laying the foundation for image enhancement.


Chapter 5: This chapter unlocks the power of image histograms for enhancing images, adjusting contrast, and more, with a focus on practical manipulation.


Chapter 6: Readers master image segmentation and thresholding techniques, essential for isolating objects of interest in images.


Chapter 7: This chapter covers edge detection, contour extraction, and their roles in object recognition, enhancing readers' image analysis skills.


Chapter 8: This chapter emphasizes machine learning applications in image classification and clustering using OpenCV. It introduces decision trees, K-means clustering, and support vector machines, providing a solid foundation for applying these techniques in real-world scenarios.


Chapter 9: In this chapter, readers explore feature detection and description techniques used in image processing. They'll gain hands-on experience with state-of-the-art algorithms, enabling them to tackle complex computer vision challenges effectively.


Chapter 10: This chapter provides a foundational understanding of neural networks and their applications in various fields, including image analysis with OpenCV. Readers will also delve into network architecture, activation functions, and metrics used in neural networks.


Chapter 11: This chapter delves into object detection techniques, offering readers the tools to identify objects of interest in images and videos.


Chapter 12: The final chapter puts readers' knowledge into practice with projects covering automated book inventory, document scanning, face recognition, and drowsiness detection. It's a hands-on culmination of the book's teachings allowing readers to showcase their skills in real-world applications.
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CHAPTER 1


Introduction to Computer Vision



Introduction

Welcome to the world of computer vision. This book will take you on a journey through the exciting and rapidly evolving world of computer vision and image processing. The book begins by introducing computer vision and the OpenCV library. We will then proceed to cover the essential libraries and the required environment setup for this course.

Structure

In this chapter, we will discuss the following topics:


	Introduction to Computer Vision

	Applications of Computer Vision

	Python

	OpenCV

	A brief history of OpenCV

	OpenCV 4.7





	Supporting Libraries

	Environment Setup

	Installing Python

	Package Manager

	Installing Supporting Libraries

	Installing OpenCV

	Verifying our Installation

	IDE





	Documentation




Introduction to Computer Vision


Computer vision aims to provide machines with the ability to recognize and analyze images or videos, just like humans do. By developing algorithms that teach computers to see, computer vision has the potential to disrupt a wide range of industries such as healthcare and automotive.

With the improvements in camera quality and increased ease of access to good cameras, the amount of visual data in the world is exploding, and computer vision helps us to make sense of this data and put it to better use.

Engineers today have been able to develop cameras that produce eye-like images. As computers have learned the ability to see, our job is to leverage that information and use it to understand and analyze that data.

Did you know? A typical camera sensor can capture 16.8 million distinct colors because it has a bit depth of 8 bits per color channel. However, the human eye can only perceive around 10 million colors, so not all of these colors can be distinguished by the human eye. Cameras and computer vision systems are capable of capturing and processing more colors than the human eye can see.

Computer vision is a subset of artificial intelligence with visual information at its heart. The field focuses on enabling computers to process, analyze, and interpret image data and generate meaningful insights from it.

With the advancements in technology, computational power and cameras have gotten better with time and the field has emerged as one of the most promising careers of the day. We are able to capture high-quality images and process huge amounts of data at a speed, which was impossible some years back.

Computer vision has a wide array of applications across various sectors. Be it healthcare, defense, transportation, or even entertainment, computer vision has shown great promise in all of these areas. Innovations in the field have made significant contributions to these areas.

Applications of Computer Vision

We are surrounded by computer vision in our daily lives, from the automatic face detection in your smartphone camera to the improvement in image quality in your Instagram posts or Snapchat filters. Computer vision has made a significant impression on our everyday lives.
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Figure 1.1: Applications of Computer Vision

Computer vision has revolutionized the healthcare field. It has greatly improved the diagnosis speed and helps doctors in providing a much more precise diagnosis. By analyzing the images of the concerned area, it can analyze the skin deformities and help diagnose diseases such as dermatitis and melanoma. Using medical imaging, computer vision can help us get a glimpse of defects in internal organs, by analyzing X-rays or MRI scans, for faster diagnosis or allowing doctors to detect issues like fractures or tumors. Be it using Chest X-rays to detect diseases like tuberculosis or analyzing heart images for detecting heart diseases, computer vision has proved how the medical field can greatly benefit from it.

One of the most promising applications of computer vision has been in aiding visually impaired people. Computer vision has assisted visually impaired people in navigating their surroundings, thereby increasing their independence. Computer vision technologies can analyze the environment and provide audio or tactile feedback to the user. Applications such as navigation assistance, object detection, and face or text recognition have greatly benefitted visually impaired individuals. Furthermore, these technologies are expected to improve even further with time.

Did you know? Microsoft’s PeopleLens technology helps visually impaired children and young people interact with their peers more easily. It is a head-worn device that reads aloud the names of known individuals in spatialized audio, allowing learners to understand the relative position and distance of their peers. The technology is currently in a multistage research study for learners aged 5–11 years.

Have you ever wondered how Snapchat’s filters work so quickly and accurately in applying effects to your face? The answer lies in computer vision, a technology that has taken social media by storm. From changing backgrounds to enhancing your images, computer vision is a major part of social media these days. These algorithms detect your facial features and know exactly how and where to apply a particular effect. The Animoji on your iPhone is a wonderful example of how computer vision helps bring images to life.

Social media companies are not just using computer vision for fun use cases, but also for various other purposes. For instance, images can be compressed while preserving their quality, making it easier to send them over the internet. Social media companies use computer vision to moderate the content. Algorithms are used to automatically filter out inappropriate content, such as nudity or violence, without the need for human intervention.

Computer vision has not only been used in commercial projects but has also demonstrated its usefulness in more altruistic endeavors, contributing to advancements in various aspects of life on Earth. For example, computer vision has been used for wildlife conservation, which has helped in protecting various endangered species. Surveillance applications have helped solve the poaching problem and have helped maintain a healthy ecosystem in the forests. Similar to wildlife, computer vision has helped in plant life conversation as well. Conservationists have been able to use computer vision to help with their efforts through various use cases such as plant disease detection, species identification, and habitat monitoring.

Apart from these, the possibilities in the field of computer vision are endless. There have been use cases such as video surveillance, face recognition, autonomous vehicles, robotics, agriculture, retail, gaming, and sports. There is no end to the number of applications that computer vision has to offer, and the list will keep on growing in years to come.

With the world moving at such a fast pace. Computer vision offers endless exciting opportunities for budding engineers to help solve real-life problems like never before.

Think about It: What do you think is a computer vision application that can be used to make this world a better place?

Python

To delve into the world of computer vision, we first need to understand the packages and libraries that we are going to use.

Python is a popular language for computer vision tasks due to its ease of use and versatility, which makes it a popular language for a wide number of uses. A large number of libraries and tools designed for image processing make it a remarkable language for computer vision applications. Furthermore, the large community support and cross-platform compatibility make it a preferred choice for anyone stepping into the world of computer vision.

Python 3 is the latest version of Python that has been released. It has included Unicode support, which means developers across the world can use Python in multiple languages. Python 3 handles exceptions in an improved way, which makes it easy for developers to handle errors. Furthermore, better garbage collection and memory management make Python 3 much faster than its predecessors.

Python 3 includes a wealth of image-processing libraries and offers many features that are beneficial for computer vision applications. As a result, it is an excellent language to use in this field.

OpenCV

Open-Source Computer Vision Library (OpenCV) is the focal library we are going to be using for image processing applications. OpenCV is originally written in C++ language, although it is compatible with Python using Python bindings. OpenCV, along with Python, provides a strong combination for creating powerful computer vision applications and is frequently used for research and deployment.

Initially released in the year 2000, OpenCV is an open-source library, which has since become one of the most comprehensively used libraries for computer vision. It provides a wide range of features for image processing and is used in various applications such as security, automation, and healthcare.

Another major advantage that favors OpenCV is its compatibility with several programming languages such as Python, Java, and MATLAB. The library is cross-platform as well and can run on numerous systems including Linux, Windows, Mac, Android, and iOS. Additionally, OpenCV is compatible with various computer vision and deep learning frameworks namely TensorFlow and PyTorch (We will be discussing these frameworks in detail as we move on towards further chapters).

OpenCV contains a large collection of pre-built functions that can be used for several development tasks. Functions such as image smoothening, histograms, edge and contour detection, and so on, are inherently built into the OpenCV library, which makes it easy to implement these functions in your computer vision tasks. These functions can be used for an extensive range of operations including feature detection, image segmentation, object detection, and many more. Furthermore, OpenCV incorporates an automatic memory management ability that automates the allocation and the deallocation of memory in image and matrix operations, which simplifies the usage of these functions and enhances their optimization.

Moreover, OpenCV is not only limited to image processing but it also provides a superb interface for video analysis and video processing. It provides functions to use video streams from various sources such as webcams and cameras or remotely located IP cameras as well. Video capabilities allow the development of many use cases that can process videos in real-time.

The ability to process videos in real-time opens a wide range of possible use cases such as video surveillance and self-driving cars. Using object detection and tracking features, OpenCV has significantly improved video surveillance and provides enhanced solutions for security that can outperform the human eye in many scenarios. Computer vision has given rise to another new sector, which is self-driving cars. By using OpenCV’s ability to process videos in real-time along with features like object detection and image segmentation, self-driving cars are a reality these days.

Did you know? Tesla’s Autopilot system has driven over five billion miles (as of September 2021) on public roads. It has been noted by the National Highway Traffic Safety Administration that Tesla’s autopilot features have reduced crash rates as high as up to 40%. Tesla’s cars are continuously gathering data from human drivers’ driving patterns and behaviors, which is then utilized to enhance the performance of the Autopilot system gradually.

Brief history of OpenCV

OpenCV has gone through various developments over time and four major versions of the library have been released.

OpenCV 1.x was the initial version of the OpenCV library released in 2000. It provided basic computer vision algorithms for image processing such as edge and corner detection, feature detection, and image filtering.

OpenCV 2.x was released in 2009. It added advanced computer vision features such as object detection and object tracking. The ‘Mat’ data structure was introduced in this version and GPU acceleration for real-time analysis was also added. It added support for multiple platforms, including Windows, Linux, and Mac, which enabled developers to explore OpenCV on the platform of their choice.

OpenCV 3.x was released in 2015. The major introduction in this version was a new deep learning module that included popular deep learning frameworks like TensorFlow and Caffe, allowing the users to use neural networks for various tasks such as object classification, object detection, and so on. By adding support for multithreading and SIMD operations, this was much faster and more efficient than the earlier versions of OpenCV. This version had a modular structure with which users could install only the necessary modules, hence reducing the overall size of the library. It provided advancements to the existing algorithms such as face detection and also included multiple new algorithms for computer vision such as SIFT and SURF feature detectors.

OpenCV 4.x is the latest version of OpenCV, which was released in 2018. It included support for Vulkan graphics, which allowed for more efficient computation on supporting hardware. It has also added more frameworks such as PyTorch and ONNX for improved deep learning support. There were several additions with new computer vision algorithms and features for better image processing along with various performance updates, making the library faster and more efficient. OpenCV 4.x also provides better support for CUDA, which stands for Computer Unified Device Architecture, a parallel processing unit developed by NVidia for improved performance. OpenCV 4.x enables the use of 3D images by adding support for depth cameras.

OpenCV 4.7

The latest version of OpenCV, 4.7, was released on December 28, 2022, and included many features, such as:


	
Improvements in the dnn module: New network architectures, Huawei CANN Backend, improved OpenVINO support, and performance optimizations.

	
New image and Video codecs: Iterator-based API for multi-page image formats, libspng, SIMD-acceleration, H264/H265 support on Android, Orbbec RGB-D camera backend, and improved audio input via GStreamer backend CUDA 12 and Video Codec SDK support.

	
New algorithms: NanoStack and StackBlur.

	New universal intrinsic backend for scalable vector instructions (RISC-V RVV).



OpenCV 5 is in development as of now and there are a few pre-release versions available for testing. However, it will be a few years at least before we can expect a proper release.

Supporting Libraries

OpenCV is a powerful computer vision library, but its capabilities can be further expanded by leveraging third-party libraries that seamlessly integrate with OpenCV.

We will be exploring these libraries in this section.

NumPy

NumPy is a Python library used for numerical computations that enables the use of large multidimensional arrays. It offers a vast array of mathematical functions that can be used on these arrays. It allows us to perform operations such as creating and manipulating arrays, arithmetic operations such as addition and subtraction, and various mathematical functions such as trigonometric, statistical, or logarithmic operations on these arrays.

NumPy enables us to perform mathematical operations very efficiently. It optimizes the use of available computational power by utilizing multi-core CPUs and graphic cards in the system, resulting in faster computation for numerical operations.

Another major feature of the NumPy library is broadcasting. Broadcasting is a powerful NumPy feature as it allows arrays of various sizes and shapes to be used together for arithmetic operations. NumPy does this by automatically increasing or broadcasting the size of smaller arrays to match that of the larger ones. This helps us write code effortlessly as it eliminates the need to use loops or any other operations that might be needed for operating on different-sized arrays.

NumPy is often used in conjunction with other computing libraries, which helps users to perform various applications like data analysis and visualization ­seamlessly. SciPy is a library built on top of NumPy, which provides support for several data analytic tasks like regressions or data modeling. Matplotlib is another library that is often used together with NumPy. Matplotlib is a library that is used for creating high-quality data visualizations. We will be utilizing these libraries extensively as we progress through the course.

Matplotlib

Matplotlib is a widely used library for data visualization and data analysis. It provides a range of plotting functions that help the user create various types of visualizations.

Some of the common types of plots that can be created using Matplotlib include line plots, scatter plots, histograms, and heatmaps. Matplotlib also provides the ability to extensively customize these plots. Users can choose any color they want, the title for their plots, include annotations or tweak the axes within the plots according to their requirements.

Matplotlib also allows the creation of subplots, which are a way of creating multiple plots within a single figure. It also provides many output formats for saving plots such as JPEG, PNG, PDF, and so on.

Matplotlib is often used along with NumPy. Its easy-to-use features and interoperability with other libraries have made it a popular choice among data scientists and researchers for data visualization.

SciPy

SciPy is an open-source library that provides a wide range of functionality for data analysis and visualization. It consists of modules that help users with scientific and mathematical computations and includes modules for statistics, linear algebra, image or signal processing, and so on.

SciPy is built on top of the NumPy library. While NumPy provides functionality to work with n-dimensional arrays and apply some mathematical operations on them, SciPy takes it a bit further by providing more complex and convenient functions for data processing, optimization, and more.

SciPy is seamlessly integrated with other libraries in Python such as NumPy, Scikit-learn, and Matplotlib. This makes SciPy a powerful tool for data analysis as researchers can use it alongside other libraries to create a comprehensive environment for data science.


Scikit-Learn


Scikit-Learn or sklearn is a machine learning library that provides a wide range of machine learning algorithms such as regression, classification, and so on. It also provides users with various data preprocessing and model evaluation tools, making it a complete package for data scientists.

Scikit-learn is built on top of NumPy, SciPy, and Matplotlib, providing easy integration with these libraries, which helps the users to perform a wide range of applications. It can also be integrated with other Python libraries and can be used with frameworks like TensorFlow.

While it is not an image processing library, Scikit-Learn is a powerful tool for machine learning tasks, and we will be using it when implementing machine learning algorithms in later sections of this course.

Scikit-Image

Scikit-Image is an image processing library that provides various algorithms such as image segmentation, filtering, and feature extraction.

Scikit-Image provides similar features to OpenCV. However, it is considered easier to learn and more user-friendly, while OpenCV offers better optimizations and, consequently, better performance.

Similar to Scikit-Learn, this library was built on top of numpy,scipy, and matplotlib. As mentioned earlier, OpenCV was built on C++ and has Python bindings.

While we will be using OpenCV primarily in our computer vision journey, Scikit-Image comes in handy sometimes for implementing specific algorithms.

Mahotas

Mahotas is another popular image-processing library that contains various algorithms for computer vision tasks. Mahotas is built on the NumPy library and is proven to be efficient for many image-processing tasks.

Our primary library for image processing is going to be OpenCV. However, we are going to use Mahotas for specific use cases and will use it to complement OpenCV.

Our approach throughout the book will leverage the strengths of each image-processing library.


TensorFlow


TensorFlow is an open-source library for developing artificial intelligence applications based on deep learning. Developers can use TensorFlow to train neural networks for a wide range of use cases such as image recognition and natural language processing.

TensorFlow has a wide range of features, which makes it one of the best frameworks for training neural networks. From creating small, optimized models for mobile applications to large industry-size models, TensorFlow can be used to train models of any size. It also provides several visualization tools to help developers monitor and evaluate their models as they train. Additionally, TensorFlow offers an adaptable architecture, which means users can train models on a variety of platforms such as CPUs or GPUs.

Did You Know? The ChatGPT model was created using TensorFlow. A specific variant of TensorFlow, that is, TensorFlow mesh was used to train this model. Training data consisting of hundreds of GB or several TB is estimated to be used for training. The number of model parameters is not disclosed but is rumored to be around 175 million.

Google has developed TPUs, which stands for Tensor Processing Units. These are custom-designed integrated circuits designed specifically for machine learning tasks. TPUs are specifically designed to optimize matrix operations, can handle more data in parallel due to higher memory, and consume lower power compared to other chips. The chip is designed to work with TensorFlow, and TensorFlow now includes specific functions to take advantage of TPUs. By using TensorFlow with this hardware, users can significantly improve neural network training times and inference speed for the models.

Try it Out: You can use Google Cloud, a free notebook offered by Google, to experiment with and train neural network models on TPU.

Keras

Keras is an easy-to-use and modular library that helps users to create and experiment with neural networks quickly. Keras is a high-level neural network API, which means users do not have to write complex neural network codes from scratch and can use pre-coded building blocks such as layers and activation functions for their model development.

Keras was initially developed as a standalone library for neural networks. ­However, Google acquired Keras in 2015 and, since then, Keras has been integrated into the TensorFlow framework.

While this book focuses primarily on image processing and OpenCV-based approaches, there is a case to be made that neural networks are an important part of the domain, and there is a dedicated chapter to neural networks where we train our very own neural network using TensorFlow and Keras.

Dlib

Dlib is a C++ library containing various applications for computer vision or natural language processing tasks. Dlib provides capabilities for various tasks such as text classification and Support Vector Machines. However, for the scope of this book, we will keep it limited to the computer vision part of the library.

Dlib is widely used in computer vision applications for facial recognition tasks. Dlib’s face recognition models are considered as one of the most reliable models for face detection and recognition. Dlib models have been able to demonstrate high accuracy for these applications and were even able to successfully identify and detect faces from challenging video streams.

Dlib 68 face point detector is a popular model for plotting facial landmark points in images and videos. The pre-trained model can detect 68 key points, such as nose, ear, and so on, on the face, which the users can use for face-related computer vision projects.

Environment Setup

Having covered the fundamentals and the essential libraries needed for computer vision, we can proceed with setting up our own customized computer vision environment to execute our codes.

The major steps can be broken down as follows:


	Installing Python

	Package Managers (Pip and Conda)

	OpenCV and supporting libraries

	Downloading an IDE

	Testing our environment




Installing Python


The first step will be to download the latest version of Python.

Depending on the operating system, the following steps can be taken to install Python. We will be using the latest release of Python, which is 3.11.2, as of April 2023.

Installing Python on Windows

We will be using the official Python installer to install Python on our Windows systems.

Here are the steps:

Step 1: The Python installer can be downloaded from the official Python website. (https://www.python.org/downloads).

You can download the version that you want depending on your operating system (32-bit or 64-bit). Download the installer to your system by clicking the appropriate link.

Once the download is complete, proceed to launch the installer and begin installing Python on your system.

Step 2: The installer would look like this:
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Figure 1.2: Start menu of the Python Installer

The Install Now option will download Python with all the default features. We will use custom installation to choose the features according to our requirements.

The Use admin privileges when installing the py.exe option will be pre-selected, and we will keep it like this.

We will select Add python.exe to the PATH option. This will allow Python to run directly through the command line.

Step 3: Selecting the custom installation option will lead us to the Option Features screen as shown in Figure 1.3 (You could skip this step if you selected the default Install Now option in the earlier step.):
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Figure 1.3: Advanced Options in the Python Installer

The following options are available to choose from:


	
Documentation: This will install the Python documentation files into your system. It is recommended to keep this option selected.

	
Pip: Pip is a package manager used to install other Python packages. We will be using pip to install a lot of packages, and hence this option will be selected.

	
tcl/tk and IDLE: IDLE is Python’s Integrated Development and Learning Environment. Tkinter is the GUI used by IDLE. We will not be needing these features during the course of this book.

	
Python test suite: Test Suite to test Python’s functionality. We will keep this checked.

	
py launcher: Makes it easier to start Python. We will keep this checked.

	
For all users: We will keep it checked so all users can access Python.



Step 4: We are led to the advanced options screen by clicking Next. Select the options according to your requirements:
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Figure 1.4: Optional Features in the Python Installer


	
Install for all users: Install Python for all users if there are multiple users on the system.

	
Associate files with Python: Associate all Python files with this launcher. Recommended to select this option.

	
Create shortcuts for installed applications: Enables shortcuts for installed applications.

	
Add Python to environment variable: Recommended as this will enable us to launch Python directly.

	
Precompile standard library: Compiling the Python standard library modules into bytecode files. Not needed.

	
Download debugging symbols: Download additional files for debugging. Not needed.

	
Download debug binaries: Downloads executables files that have been debugged. Not needed.



Add the path where you want to install Python and click Next.

Step 5: Python will be installed, and a Setup was Successful message will be displayed. We can verify if Python was installed properly or not now.

Go to the start menu and open the command prompt. In the command prompt, enter the following line:

‘python –version’

The output will print the Python version installed on the system if the installation was successful. Now we can start writing the Python code. We will install additional dependencies before that.

Installing Python on Ubuntu and Mac

Both Ubuntu and macOS come with a pre-installed version of Python, but the specific version may vary depending on the operating system version.

For Ubuntu, you can use the following command to update to the latest version of Python:

sudo apt-get update

sudo apt-get install python3

For macOS, you can use Homebrew:

brew update

brew install python

Package Manager

A package manager will help you manage and install Python packages easily. All the libraries we discussed earlier can be installed easily using a package manager.

The most common package manager for Python is Pip. Pip allows users to install or upgrade packages from the PyPI (Python Package Index). It is a command-line tool that comes with Python (Remember, we already installed Pip during our Python installation.). Pip also allows us to create virtual environments for our applications as well.

Another widely used package manager is Conda. It is a cross-platform package manager and can be used to install packages from the Anaconda distribution. Conda supports packages from other sources as well.

For now, we will be using Pip to install most of our packages. Pip already comes with Python, so we don’t need to install it separately. You can verify your pip installation by the following command in the command prompt:

pip -version


Installing libraries


We will first install the necessary libraries that we discussed in the previous section to help us with our computer vision applications.

First, we will install the NumPy library:

pip install numpy

Followed by the SciPy library:

pip install Scipy

Next, we will install the Matplotlib to help with our visualization use cases:

pip install matplotlib

Then, we will install the Scikit-Learn and Scikit-Image libraries:

pip install scikit-learn

pip install scikit-image

Installing Mahotas

To install Mahotas, launch the command prompt and type the following command:

pip install mahotas

Installing OpenCV

The next step is to install the OpenCV library. We can use Pip to install all the libraries we need for our computer vision journey.

To install OpenCV, launch the command prompt or Terminal and type the following command:

pip install opencv-python

This will install the latest version of opencv along with all the dependencies required to run the library.

To install a specific version of the OpenCV library, the following command can be used:

pip install opencv-python==<version_number>

OpenCV-contrib is an extended version of the OpenCV library. It contains additional algorithms and not all the features in this library are open source. It can be installed by the following command:

pip install opencv-contrib-python

Verifying our installation

Once the installation has been completed, we can verify all the libraries by importing them in Python. To do that, open the command prompt or terminal and type Python to enter the Python mode.

Once inside the Python mode, import the libraries by using the following command and print their respective version numbers:

import cv2

import numpy as np

import scipy

import matplotlib

import mahotas

import sklearn

import skimage

print(cv2.__version__)

print(np.__version__)

print(scipy.__version__)

print(matplotlib.__version__)

print(mahotas.__version__)

print(sklearn.__version__)

print(skimage.__version__)

The output will be the version number of all the necessary libraries installed previously.


IDE


IDE stands for Integrated Development Environment. It is software that helps in the development of applications by providing necessary tools such as an editor, debugger, compiler, and more.

While the preferred IDE is subjective and varies depending on the use cases, for this course, we will be using Spyder. However, there are various other options available for you to use such as PyCharm or Jupyter Notebooks. Feel free to use any other IDE according to your personal preferences.

We can use pip to install Spyder:

pip install spyder

Spyder can be launched by typing spyder in the command prompt/terminal.

Documentation

The documentation is an essential tool to refer to when searching for algorithms or codes while using the OpenCV library. The documentation provides detailed information about the library and all the tutorials with their respective codes can be found in the OpenCV official documentation.

The documentation is available online and can be accessed by visiting the official website at https://docs.opencv.org.

This brings us to the end of Chapter 1 where we have familiarized ourselves with the fundamental concepts of computer vision and have set up a suitable environment to begin our exploration of codes. Now that we have a better understanding of the fundamentals of computer vision, we can explore its diverse applications and begin creating innovative solutions.

I would like to leave you with a final thought: What do you think are the best uses of computer vision? As readers, we all have unique perspectives and experiences that can lead to innovative solutions using this technology. By learning more about computer vision technology in the following chapters, you can equip yourself with the knowledge and skills needed to be a part of the exciting advancements in this field.


Conclusion


Computer vision aims to provide machines with the ability to recognize and analyze images and videos, just like humans do. Computer vision has a wide array of applications in various sectors such as healthcare, automotive, and manufacturing.

Python is a popular language for computer vision tasks due to its ease of use and versatility. OpenCV is an open-source library that has become one of the most comprehensively used libraries for computer vision.

Numpy is a Python library used for numerical computations that enables the use of large multidimensional arrays. Matplotlib is a widely used library for data visualization and data analysis, while TensorFlow is an open-source library for developing deep learning-based artificial intelligence applications.

The OpenCV documentation provides detailed information about the library, and all the tutorials with their respective codes can be found in the OpenCV official documentation.

In the next chapter, we will delve into the fundamentals of images. We will explore the basics of images in detail and discuss pixels in an image. Following that, we will learn how to read, write, and display images using OpenCV. The book will then progress to cover topics like drawing shapes on images using OpenCV, including rectangles, circles, and other basic shapes.

Test Your Understanding


	Which of the following is NOT a computer vision application?

	Object detection

	Image classification

	Face recognition

	Sentiment analysis





	NumPy is a Python Library for:

	Computer Vision

	Numerical Computing

	Natural Language Processing

	Data visualization





	
What can the Matplotlib library be used for?

	Data visualization

	Numerical Computing

	Machine Learning Algorithms

	Data augmentation





	What data type is commonly used to represent images in OpenCV?

	List

	Mat

	Dictionary

	String





	What is NumPy broadcasting?

	A way to perform operations on arrays with different shapes

	A way to sort elements in a NumPy array

	A way to reshape a NumPy array

	A way to randomly generate specific-sized NumPy arrays













CHAPTER 2


Getting Started with Images



In this chapter, we will cover the fundamental concepts of images and basic operations. We will start by providing a clear definition of image basics such as pixels. Next, we will delve into an explanation of how to read, display, and save images using the OpenCV library. We will then move on to the practical task of drawing shapes on images using OpenCV, with an emphasis on topics such as rectangles, circles, and other basic shapes.

Structure

In this chapter, we will discuss the following topics:


	Introduction to images and pixels

	Reading, displaying, and writing images

	Imread

	Imshow

	Imwrite

	Waitkey





	Manipulating images with pixels

	Accessing individual pixels

	Accessing a region of interest (ROI)





	Drawing in OpenCV

	Line

	Rectangle

	Circle

	Text








Introduction to images and pixels


What is an image? In non-technical terms, an image refers to a visual representation of a scene, object, or person, that enables us to better understand the world around us. In the digital context, an image is a multidimensional array of pixels.

Pixels are the building blocks of images. A pixel is the smallest unit of a digital image, containing information about its color and position. When multiple pixels come together in a two-dimensional grid, they form a complete image. Pixels in a digital image are arranged in a grid pattern to create the overall image. Each pixel contains specific color information, and together they form the complete image.

Pixels are commonly used to represent grayscale or color images. Grayscale images are typically represented as a 2D grid of pixels, while colored images are often represented as a multi-dimensional matrix. In a grayscale image, each pixel is assigned a value between 0 and 255, representing the intensity of the image at that point. A value of 0 indicates no intensity, resulting in a black pixel, while a value of 255 represents maximum intensity, resulting in a pure white pixel.

In color images, each pixel is represented by a combination of three or four values, with the most common color space being the RGB color space. In this space, three values representing the intensity of the red, green, and blue color channels are used to represent a single pixel. Each value ranges from 0 to 255 and represents the amount of each color that is present in the pixel. A typical RGB pixel can be represented in the format (red, green, blue).

For instance, a color with (0,0,0) values represents black since all the colors have 0 intensity, while (255,255,255) represents a white image because all colors have their maximum values.

Let’s look at a few more examples of how colors are represented in the RGB color space:


	(255,0,0) produces a pure red color since red is at its maximum while green and blue are at 0.

	(0,255,0) produces a pure green color.

	(0,0,255) produces a pure blue color.

	(255,255,0) produces yellow since it is a combination of red and green.

	(128,128,128) represents a grey color.



PPI, or Pixels per Inch, represents the number of pixels present in a single inch of a digital image. A higher PPI means that there are more pixels per inch, resulting in a smoother and more detailed image. Conversely, a lower PPI means that pixels are larger and there are fewer of them per inch, resulting in a less detailed and less sharp image.

Resolution is a term used to describe the total number of pixels that make up an image. The higher the resolution, the more pixels there are, resulting in a more detailed and high-quality image. Resolution is typically measured in pixels per inch (PPI) or dots per inch (DPI). When an image has a lower resolution, it means there are fewer pixels and therefore, the image has less detail.

Aspect ratio refers to the proportional relationship between the width and height of an image, which determines the image’s overall shape. It is typically expressed as two numbers separated by a colon (for example, 4:3 or 16:9) that represent the width and height of the image or screen. For instance, an image with an aspect ratio of 4:3 would have a width that is 4 units long for every 3 units of height. The aspect ratio is used to ensure that the image fits the display size correctly when displaying images on different devices.

Did you know? The number of pixels in digital images has been increasing rapidly over the years. The first commercially available digital camera, the Dycam Model 1, had a resolution of just 0.01 megapixels, while today’s high-end cameras can capture images with resolutions of 100 megapixels or more.

Loading and displaying images

It’s time to start working with images! In this book, you’ll get hands-on experience as we guide you through the process of exploring and manipulating images. Please be sure to implement the code examples yourself as we move forward, as this will help solidify your understanding of the concepts we’ll be covering.

Imread()

To get started with image processing in OpenCV, we’ll need to use the imread() function. This function enables us to load images into our programs:

cv2.imread(path, flag=cv2.IMREAD_COLOR)

Parameters:


	
path: This is a string which represents the path of the image to be read. It can be an absolute or passive path.

	
flag: This is an optional parameter. It specifies how the image can be read. has a large number of options but we will be needing only a few of those.

	
cv2.IMREAD_COLOR (1): This loads the image in BGR format. It is the default format for the function.

	
cv2.IMREAD_GRAYSCALE (0): This loads the image in grayscale.

	
cv2.IMREAD_UNCHANGED (-1): This loads the image in its original format, generally used to include the alpha channel.



The integers mentioned here indicate that instead of specifying the full flag name when using the imread function, you can simply pass an integer value corresponding to the desired flag:

cv2.imread(path, 0)

This will load the image in grayscale format.

Imshow

To display an image, we will be using the imshow command:

cv2.imshow(winname, mat)

Parameters:


	
Winname: This represents the name of the window that the image is displayed in.

	
Mat: This represents the NumPy array of the image we want to display.



Imwrite

Imwrite is to save images to our system.

cv2.imwrite(filename, img, params=None)

Parameters:


	
Filename: A string representing the path of the image to be saved. This can be an absolute or a relative path.

	
Img: This represents the NumPy array of the image we want to write.

	
Params: This is an optional parameter that specifies formatting and compression parameters for the image file. For now, the default value of None is acceptable.



Example code:

In this exercise, we will be loading an image and displaying the image using the codes we learnt earlier:

import cv2

# Using imread to read out image

img = cv2.imread(“Pictures/dog.jpg”)

# Print the shape of the image

print(img.shape)

# Displaying the image

cv2.imshow(“Dog Image”, img)

# Wait until a key is pressed

cv2.waitKey(0)

# Close all Windows

cv2.destroyAllWindows()

You can use any image for this if you want. The following image can be downloaded from the GitHub repository:
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Figure 2.1: Image to execute imread and imshow codes

The image should be displayed and the shape of the image is printed.

You might have seen a few new commands in the preceding code.

WaitKey

WaitKey is a function used in OpenCV programs to allow users to display a window for a specific amount of time or until the user presses a key. Without waitKey, the image or video would close instantly before the user had time to view it.

It takes only an integer argument, which is the number of milliseconds the window stays open. If the argument given is 0 or not given at all, the function waits for a key press before closing the window.

DestroyAllWindows

DestroyAllWindows is a simple command that will close all the windows that were opened by OpenCV during the execution of our code. This does not take any parameters.

We have successfully run our first OpenCV code and can now read and display images.

Try it out: Try to write the preceding image to your disc now with a different path.

Manipulating images with pixels

In the previous section, we covered how to load and display an image. Now, we can move on to discussing image manipulation techniques and accessing specific points within the image.

Images are stored as NumPy arrays in Python, which means elements of an image can be indexed the same as NumPy arrays. Image indexing allows us to manipulate individual pixels or a certain region of pixels in an image.

Note to remember - Python is a zero-indexed language, which means that the index of the first element in a sequence is 0, not 1.

For example, let’s take a 2D image matrix such as this:
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Figure 2.2: 2D Matrix representing an image

The preceding figure is a 7*7 image matrix.

To access individual elements of an array, the first index specifies the word and the second index is the column of the element.

We can use indexing [0, 0] to access the top-leftmost element of the array, and [6, 6] to access the bottom-right element.

Similarly, let’s say we need to find the index of element 13 in the array. What do you think it would be? The answer is [2, 2]. And what about the index of element 14? The answer is [4, 3].

We can move forward now and start manipulating and accessing pixels in images using OpenCV.

Accessing individual pixels

To access a particular pixel of an image, we can use the similar img[row, col] indexing. Accessing a pixel value using this will return a NumPy array with the pixel value in it:

pix = img[5,7]

This command will assign the pixel’s value in row 5 in column 10 to the pix array.

As discussed earlier, if the image is grayscale, it will return a single value. However, if it is an RGB image, we will get three values, with each value corresponding to its respective color channel.

For an RGB image, the preceding code line will return an array containing three values, such as array([32, 43, 3], dtype=uint8). Whereas for a grayscale image, it will simply return a single value, which could be, for example, 30.

We can also modify the values of pixels using indexing. We can assign a value to a particular pixel as follows:

img[5,7] = 255

If img is a grayscale image, this will assign the pixel a value of 255. If the image img is in the BGR format, then all three color channel values will be set to 255.

If we want to set a specific value in an RGB image, we can use the color code of that particular color:

img[5,7] = [0,255,0]

This will set the green channel value to 255 and the other two channels to 0, resulting in a pure green pixel.

Let’s try manipulating pixels in our images:

import cv2

# Load an image in grayscale mode

img = cv2.imread(‘ss.jpg’)

# Get the pixel value at x=75, y=25

pixel_value = img[25, 75]

#Print this value

print(pixel_value)

#Manipulate value of this pixel

img[25, 75] = 0

#Rechecking value

print(pixel_value)

The value has been updated to 0 indicating that our pixel manipulation has been successful.

Next, let’s try another code to manipulate whole column values:

import cv2

# Load an image

img = cv2.imread(‘12.jpg’)

# Access and manipulate the pixels

for i in range(img.shape[0]):

for j in range(img.shape[1]):



# Checking for every tenth column

if j % 10 == 0:

# Setting this value to 0

img[i,j] = [0,0,0]

# Display our result

cv2.imshow(‘Person’, img)

cv2.waitKey(0)

cv2.destroyAllWindows()


Accessing a region of interest (ROI)


We will now discuss how to manipulate whole regions of an image by defining a Region of Interest (ROI) using indexing. It is often necessary to be able to manipulate a specific region of an image instead of a single pixel or the full image.

To create a rectangular ROI, we can use x and y coordinates, along with w and h for width and height. Using this method, we can perform any operation on the defined ROI.

To define an ROI, we can use the following command:

roi = img[y:y+h, x:x+w]

This will create an ROI by slicing the necessary points of the image into that variable:

import cv2

# Load image

img = cv2.imread(‘ss.jpg’)

# Define index values

x=50

y=60

w=75

h=75

# Extract ROI from the image

roi = img[y:y+h,x:x+w]

# Print shape of the extracted ROI

print(roi.shape)

# Assigning a colour to a different ROI

img[100:150,150:200] = (255,255,0)

# Display the image with the ROI and rectangle

cv2.imshow(‘Extracted ROI rectangle’, roi)

cv2.imshow(‘Image with ROI colour’, img)

cv2.waitKey(0)

cv2.destroyAllWindows()

The command carries out two operations on regions of interest. First, a rectangular portion of the image is extracted and saved in a variable. This can be used if we want to use indexing to extract a section from an image. The ROI region in our primary image is given a color in the second section.

Drawing in OpenCV

In this section, we’ll learn how to draw shapes with OpenCV. We can design a wide range of shapes using OpenCV, including lines, circles, rectangles, and polygons, and we can customize their size and color. Using OpenCV, text can be added to photos as well. Shapes can be used for several things, including annotating photographs and emphasizing particular areas of them.

We will begin by creating a blank canvas on which we can draw various shapes. Alternatively, you can also load an image and draw the shapes on it.

To create a canvas for drawing shapes, we can use NumPy to create a NumPy array. Using various methods, we can then draw on this NumPy canvas:

canvas = np.zeros((600, 600, 3), dtype=np.uint8)

We use the np.zeros function to create our canvas. It is a NumPy function that creates a NumPy array of zeros with a specific shape and data type. In this case, we create an array of shapes (600,500,3) with the ‘np.uint8’ data type. This data type corresponds to an 8-bit unsigned integer with a range of values ranging from 0 to 255.

Now that we have our canvas, we can start drawing shapes on them. The first shape that we discuss is the line.


Line


We create lines on our images using the cv2.line command. This command offers multiple parameters, allowing us to customize lines to suit our specific needs and requirements.

Parameters:


	
Img: The image where the line will be drawn.

	
Pt1: The starting coordinates of the line. This will be in tuple (x,y) format.

	
Pt2: End coordinates of the line. This will be in tuple (x,y) format.

	
Color: The color of the line. This will be in tuple (B, G, R) format.

	
Thickness: The thickness of the line in pixels. This is an optional argument with a default value of 1.

	
lineType: The type of the line. We will not be using this parameter and can leave it to the default value.

	
Shift: Number of fractional bits in the line coordinates. We will not be using this parameter and can leave it to the default value of 0.
cv2.line(img, pt1, pt2, color, thickness=1, lineType = cv2.LINE_8, shift = 0)





Let us try creating a few lines now:

import numpy as np

import cv2

# Create a black canvas

canvas = np.zeros((600, 500, 3), dtype=np.uint8)

# Define the vertices of the triangle

p1 = (250, 100)

p2 = (100, 400)

p3 = (400, 400)

# Draw the lines using cv2.line()

cv2.line(canvas, p1, p2, (0, 255, 0), 1)

cv2.line(canvas, p3, p1, (255, 0, 0), 3)

cv2.line(canvas, p2, p3, (255, 255, 255), 10)

# Display the image

cv2.imshow(“Triangle”, canvas)

cv2.waitKey(0)

cv2.destroyAllWindows()

In the preceding code snippet, we create a triangle using three connecting lines. We first define the coordinates of the lines and then specify different colors and thicknesses for each line.

The first line is from point P1 to P2 with green color and thickness of 1 px. Similarly, line 2 is from point P3 to P1 with a blue color and thickness of 3 px and line 3 goes from point P2 to P3 with white color and thickness of 10 px:
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Figure 2.3: Output: 3 lines with different parameters

Rectangle

Drawing rectangles is similar to drawing a line in OpenCV. We can use the cv2.rectangle command to create rectangles in OpenCV:

Cv2.rectangle(img, pt1, pt2, color, thickness=1, lineType=cv2.LINE_8, shift=0)

Parameters:


	
Img: The image where the line will be drawn.

	
Pt1: The top left corner point of the rectangle. This will be in tuple (x,y) format.

	
Pt2: The bottom right point of the rectangle. This will be in tuple (x,y) format.

	
Color: The color of the rectangle being drawn. This will be in tuple (B, G, R) format.

	
Thickness: The thickness of the rectangle border in pixels. This is an optional argument with a default value of 1. If the thickness of the rectangle is negative, it will fill the rectangle.

	
lineType: The type of the line. We will not be using this parameter and can leave it to the default value.

	
Shift: Number of fractional bits in the line coordinates. We will not be using this parameter and can leave it to the default value of 0.



Now, based on the preceding explanation, let’s try to create this image:
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Figure 2.4: Recreating this image using OpenCV

The code is as follows if you need any help:

import numpy as np

import cv2



# Create a black image

img = np.zeros((600, 500, 3), dtype=np.uint8)

# Draw the figure using rectangles and lines

# Face

cv2.rectangle(img, (150, 150), (350, 400), (242, 199, 155), thickness=-1)

# Cap

cv2.rectangle(img, (100, 50), (400, 150), (198, 131, 56), thickness=-1)

# Mouth

cv2.rectangle(img, (200, 310), (300, 330), (128, 0, 128), thickness=2)

# Draw the eyes on the face as X shapes

cv2.line(img, (195, 200), (212, 228), (0, 0, 0), thickness=2)

cv2.line(img, (212, 200), (195, 228), (0, 0, 0), thickness=2)

cv2.line(img, (288, 200), (305, 228), (0, 0, 0), thickness=2)

cv2.line(img, (305, 200), (288, 228), (0, 0, 0), thickness=2)

# Display the image

cv2.imshow(“Robo”, img)

cv2.waitKey(0)

cv2.destroyAllWindows()

We recreate the preceding image by using three rectangles and four lines. Rectangles are used to create the mouth cap and face of the robot and the lines are used to create his eyes. We define three rectangles and set the thickness parameter to -1 to fill the cap and face colors. Then we use four lines to draw the eyes of the robot.

Circle

The cv2.circle() function is used to draw a circle on an image:

Cv2.circle(img, center, radius, color, thickness=1, lineType = cv2.LINE_8, shift=0)

Parameters:


	
Img: The image where the line will be drawn.

	
Center: The cent point of the circle. This will be in tuple (x,y) format.

	
Radius: Radius of the circle

	
Color: The color of the circle. This will be in tuple (B, G, R) format.

	
Thickness: The thickness of the circle border in pixels. This is an optional argument with a default value of 1. If the thickness of the rectangle is negative, it will fill the circle.

	
lineType: The type of the line. We will not be using this parameter and can leave it to the default value.

	
Shift: Number of fractional bits in the line coordinates. We will not be using this parameter and can leave it to the default value of 0.



Let’s try creating a few circles ourselves:

Import numpy as np

import cv2

# Create an empty canvas

canvas = np.zeros((500, 500, 3), dtype=np.uint8)



# Define the center point

center = (250, 250)

# Define the radii of the circles

radius1 = 50

radius2 = 100

radius3 = 150

# Define the colors of the circles

color1 = (0, 0, 255)

color2 = (255, 0, 0)

color3 = (0, 255, 0)

# Define the thickness of the circles

thickness1 = -1

thickness2 = 2

thickness3 = 10

# Draw the circles on the canvas

cv2.circle(canvas, center, radius1, color1, thickness1)

cv2.circle(canvas, center, radius2, color2, thickness2)

cv2.circle(canvas, center, radius3, color3, thickness3)

# Display the image

cv2.imshow(“Image”, canvas)

cv2.waitKey(0)

cv2.destroyAllWindows()

By implementing the preceding code, we create three circles with varying colors and thickness, while the center circle is filled with color.


[image: ]


Figure 2.5: Output: 3 circles with different parameters


Text


We use the function cv2.putText() to add text to images:

Cv2.putText(img, text, org, fontFace=’cv2.FONT_HERSHEY_SIMPLEX’, fontScale=0, color=(0,0,0), thickness=1, lineType=’cv2.LINE_AA’, bottomLeftOrigin=False)

Parameters:


	
Img: The image where the line will be drawn.

	
Text: The text string to be drawn.

	
org: The coordinates of the bottom-left corner of the text.

	
fontFace: The font type of the text. This is an optional argument with a default value of cv2.FONT_HERSHEY_SIMPLEX.

	
fontScale: Font scale factor that is multiplied by the font-specific base size. This is an optional argument with a default value of 1.

	
Color: The color of the text. This will be in tuple (B, G, R) format. This is an optional argument with a default value of (0,0,0).

	
Thickness: The thickness of the lines in the text. This is an optional argument with a default value of 1. If the thickness is negative, it will fill the text.

	
lineType: The type of the line. We will not be using this parameter and can leave it to the default value.

	
bottomLeftOrigin: This is a flag that indicates the position of the text. This is an optional parameter, and the default value is False which will place the text at the top-left corner. True will put it at the bottom-left position.
import numpy as np

import cv2

# create a blank image

img = np.zeros((600, 500, 3), dtype=np.uint8)

# define the text to be displayed

text = “Hello World!”

# set the text color and position

color = (255, 0, 0)

pos = (50, 200)

# display the text using cv2.putText()

cv2.putText(img, text, pos, cv2.FONT_HERSHEY_SIMPLEX, 2, color, 3)

# display the image

cv2.imshow(“Image with text”, img)

cv2.waitKey(0)

cv2.destroyAllWindows()







[image: ]


Figure 2.6: Text output

This brings us to the end of this chapter, where we have explored the fundamental concepts of images and basic operations using OpenCV. We have covered important topics such as pixels, reading and displaying images, and drawing shapes on images. With this foundational knowledge, we are now better equipped to dive deeper into image-processing techniques in the following chapters.

Conclusion

This chapter provided a solid introduction to the fundamental concepts of images and basic operations. We defined key concepts such as pixels and explained how to read, display, and save images using the OpenCV library. Additionally, we explored the practical task of drawing shapes on images, with a focus on basic shapes like rectangles and circles. This foundation will be invaluable for building more complex image-processing applications in the future.
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