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Preface





In the contemporary business landscape, enterprises are increasingly broadening their cloud presence, opting for a multi-provider approach. In this segment, you will delve into the multi-cloud concept and explore the motivations driving organizations away from single-cloud models towards multi-cloud architectures.


Within this book lie 11 meticulously crafted chapters, each serving as a standalone module, offering a thorough roadmap for architecting multi-cloud solutions. Encompassing a diverse range of subjects, from foundational principles to cutting-edge methodologies, this book caters to individuals at every stage of their cloud journey. Whether you're embarking on a career in cloud computing, seeking to enhance your existing skill set, or operating as a seasoned architect, you will find valuable insights tailored to your needs within these pages.


Chapter 1. Getting Started with Multi-Cloud: This chapter serves as your gateway into the world of multi-cloud architecture. It lays the foundation by familiarize you with the fundamental principles of multi-cloud deployment, elucidating its importance in modern infrastructure strategies, and talk about Major cloud providers, that is, Google Cloud Platform (GCP), Azure (Microsoft Azure), and Amazon Web Service (AWS).


Chapter 2. Cloud Computing Concepts: This chapter will talk about foundational elements of cloud computing, including the shared responsibility model and key features such as scalability and on-demand provisioning. Explore the various cloud service models, from IaaS to SaaS, and get acquainted with leading public cloud providers such as Google Cloud Platform (GCP), Microsoft Azure, and Amazon Web Services (AWS). Gain insights into cloud migration strategies and learn the fundamentals of GCP, Azure, and AWS, essential for effective multi-cloud architecture implementation.


Chapter 3. Building a Solid Foundation: The chapter will uncover the crucial significance of establishing a robust groundwork for your cloud architecture endeavors. Explore the Cloud Adoption Framework (CAF) and its role in guiding organizations through their cloud adoption journey. Delve into the Google Cloud Adoption Framework and gain insights into designing landing zones within the Google Cloud environment. Additionally, explore the Azure Cloud Adoption Framework and discover best practices for implementing landing zones in Microsoft Azure. Dive into the AWS Cloud Adoption Framework and learn about effective landing zone design strategies within the AWS ecosystem. Lastly, explore the intersection of landing zones and multi-cloud environments, understanding how to establish cohesive architectures across diverse cloud platforms.


Chapter 4. Security and Governance in Multi-Cloud: The chapter delves into the complexities of securing multi-cloud environments, addressing key challenges and solutions. Explore the critical importance of governance and compliance, delve into authentication and authorization methods, and examine multifactor authentication and protocols like OpenID Connect, OAuth 2.0, and SAML 2.0. Uncover the Security Pillars, including Identity and Access Management (IAM), Cloud Network Security, and Data Security, alongside strategies for implementing enterprise governance. Concluding with a comprehensive overview of best practices, this chapter equips you with the knowledge to fortify your multi-cloud deployments against evolving threats while ensuring regulatory adherence.


Chapter 5. Designing Network Solution: The chapter offers a comprehensive exploration of networking fundamentals and cloud-specific networking architectures. Begin by understanding the basics of networking before delving into the nuances of cloud networking. Explore the intricacies of networking within Google Cloud, Azure, and AWS environments, gaining insights into their respective networking features, services, and best practices. By the end of this chapter, you will be equipped with the knowledge needed to design robust and scalable network solutions tailored to your multi-cloud infrastructure requirements.


Chapter 6. DNS in a Multi-Cloud Landscape: The chapter navigates the intricate terrain of Domain Name System (DNS) within a multi-cloud environment. Commencing with DNS fundamentals and concepts, this chapter progresses to exploring the ownership of DNS infrastructure and the significance of DNS Security Extensions (DNSSEC). Dive into Cloud DNS as a service, examining the importance of alias records and their role in facilitating seamless cloud deployments. Gain a comprehensive understanding of GCP Cloud DNS, Azure DNS, and AWS DNS, uncovering their respective features and functionalities. Conclude with a deep exploration of DNS design principles tailored to the multi-cloud paradigm, empowering you to architect resilient and scalable DNS solutions across diverse cloud platforms.


Chapter 7. Architecture Design Pattern in Multi-Cloud: The chapter embarks on a journey through the evolution of design patterns and their application in the multi-cloud landscape. Explore the intricacies of cloud computing architecture and design patterns, uncovering essential principles for designing cloud-native applications. Delve into hybrid and multi-cloud architecture patterns, gaining insights into their advantages and implementation strategies. Discover top architecture examples that exemplify best practices and innovative approaches to multi-cloud architecture design. Whether you are a novice or seasoned architect, this chapter equips you with the knowledge and tools needed to architect resilient and scalable solutions across multiple cloud platforms.


Chapter 8. FinOps in Multi-Cloud: The chapter focuses on the aspect of financial management of cloud resources across diverse platforms. Explore the distinctions between capital expenditure (CAPEX) and operational expenditure (OPEX), and gain insights into measuring return on investment (ROI) and total cost of ownership (TCO) within a multi-cloud environment. Delve into the FinOps framework, uncovering its domains, capabilities, and lifecycle. Navigate the FinOps maturity model and personas, understanding the principles that underpin effective financial operations in the cloud. Encounter the unique challenges of cloud cost management and discover essential strategies for mitigating them. Lastly, explore FinOps implementations on Google Cloud, Azure, and AWS, ensuring optimal cost efficiency and resource utilization across your multi-cloud ecosystem.


Chapter 9. The Role of Automation and Orchestration: The chapter uncovers the pivotal role that automation and orchestration play in managing complex multi-cloud environments. Explore the significance of automation and orchestration in streamlining operations, enhancing efficiency, and reducing manual intervention. Delve into the DevOps approach to orchestration and automation, understanding how it fosters collaboration and accelerates delivery pipelines. Gain practical insights into automating and orchestrating tasks using Google Cloud and Azure, leveraging their respective tools and services. Finally, explore emerging trends and technologies in the field, ensuring you stay ahead of the curve in optimizing your multi-cloud operations.


Chapter 10. Multi-Cloud Monitoring: The chapter embarks on a comprehensive exploration of monitoring strategies tailored to the multi-cloud landscape. Begin with a comprehensive overview of cloud monitoring, understanding its significance in ensuring the reliability and performance of cloud-based applications. Delve into real-world scenarios, uncovering practical applications of cloud monitoring in diverse environments. Explore the monitoring services offered by Google Cloud Platform (GCP), Azure, and AWS, gaining insights into their capabilities and functionalities. Navigate the unique challenges posed by multi-cloud monitoring, and discover strategies for effectively managing and mitigating these complexities. By the end of this chapter, you will be equipped with the knowledge and tools needed to implement robust monitoring solutions across your multi-cloud infrastructure.


Chapter 11. Resilience and Disaster Recovery: This chapter is a comprehensive guide to ensuring business continuity in multi-cloud environments. Begin by understanding the core concepts of business continuity, resilience, and disaster recovery, and grasp their significance in maintaining operational stability. Explore key metrics such as Recovery Point Objective (RPO) and Recovery Time Objective (RTO), crucial for designing effective disaster recovery strategies. Delve into various disaster recovery approaches, including cold, warm, and hot standby, and understand their applicability in different scenarios. Gain insights into resilience and disaster recovery specific to Google Cloud Platform (GCP), Azure, and AWS, exploring best practices and recommended strategies for each platform. By the end of this chapter, you will be equipped with the knowledge and recommendations needed to design robust resilience and disaster recovery solutions across your multi-cloud environment.


This book serves as a comprehensive guide to navigating the offerings of the three major cloud providers: AWS, GCP, and Azure. By delving into each platform, readers gain an in-depth understanding of the unique features, services, and capabilities offered by AWS, GCP, and Azure. Through detailed exploration and comparison, readers can evaluate the strengths and weaknesses of each cloud provider, empowering them to make informed decisions when selecting the most suitable platform for their specific requirements. Whether you're a newcomer to cloud computing or an experienced practitioner, this book equips you with the knowledge and insights needed to navigate the complex landscape of multi-cloud environments effectively.


Happy Learning!
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CHAPTER 1


Getting Started with Multi-Cloud



Introduction

Nowadays, companies are expanding their cloud footprint and shifting to multiple public cloud providers. In this section, you will understand the concept of multi-cloud and why organizations are moving from single-cloud to multi-cloud.

Structure

The following topics will be covered in this chapter:


	Cloud Jargons

	All About Multi-Cloud

	Pros of Multi-Cloud

	Cons of Multi-Cloud

	Comparing the Multi-Cloud, Hybrid Cloud, and Private Cloud Approaches

	Major Cloud Providers - GCP, Azure, and AWS

	Getting Started with Business Objective

	Use Cases – Choosing the Right Platform

	Real-World Examples



Cloud Jargons

Let us have a look at some common terms.


	
Cloud Computing: Let’s start with Cloud computing. It allows organizations to provision computing resources and on-demand services using the platform provided by the cloud provider. Computing resources can be servers, storage, databases, software applications, and networking without setting up local infrastructure or physical hardware. The computing resources, as a service, are provided by a third-party vendor or cloud service provider. Cloud service providers maintain the underlying infrastructure and update the software.

	
Private Cloud: A private cloud is a dedicated cloud computing environment provided by the cloud provider to a single organization where they prefer to use dedicated infrastructure due to security reasons. Private clouds can be hosted and managed by the organization itself as an on-premises data center or service provided by the cloud provider to host infrastructure dedicated only to a single organization.

	
Public Cloud: The public cloud is a shared cloud computing environment used by different organizations, and resources are available on-demand over the internet by cloud service providers. There are three market leader cloud platforms available in the public cloud: Amazon Web Services (AWS), Microsoft Azure, Google Cloud Platform (GCP), and IBM Cloud. These providers offer a wide range of services and have extensive global infrastructure to support organizations of all sizes and industries.

	
Hybrid Cloud: In the past, nearly all companies host on-premises data centers. After the launch of cloud computing, companies started shifting to hybrid mode, that is, companies started using cloud computing along with on-premises data centers. The hybrid cloud computing environment started there, where companies combined both private and public cloud infrastructures. Due to security concerns, some organizations want to keep data on-premises and migrate applications only to the public cloud. There are requirements to keep data center functioning but don’t want to shift their confidential data to the cloud due to compliance and regulatory reasons; those organizations take advantage of the benefits offered by both private and public clouds while maintaining flexibility and control over their data and workloads.

	
Multi-Cloud: While using a single cloud, many organizations started looking for more diversification due to certain drawbacks of employing a single cloud provider. We are going to discuss later in the chapter. To mitigate the issues of using a single cloud provider, companies shift their workloads, applications, or data to another public cloud as per the business requirement. So Multi-cloud is the practice of utilizing more than one public cloud provider simultaneously to address business requirements. Using a combination of services and resources from different cloud providers allows organizations to effectively address their requirements by selecting the most suitable offerings from each provider.



All About Multi-Cloud

Before directly jumping into the multi-cloud topic, let’s start with cloud computing and how it evolved over time. We will not discuss how computer or programming languages evolved but will start when companies started with mainframes and computing became more distributed over time with cloud computing.
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Figure 1.1: Computing Trends

The shift in technology has remarkable evolution over time, transitioning from traditional cluster computing and virtualization to the transformative world of cloud computing.

Let us see a simple analogy that will help you understand cloud computing in a better way. Imagine you have two options for a temporary accommodation: buying a house or booking a hotel room.

If you buy a house, you need to pay the buying cost upfront and take on the responsibility of maintaining the property. You have to invest time and effort into keeping the house clean, furnishing it, and taking care of any repairs or renovations that may be required. In essence, you own everything and are responsible for its maintenance.

Now, let’s compare this with a hotel room. When you book a hotel room for a temporary stay, you have access to all the amenities provided by the hotel without needing to worry about maintaining them. The hotel cleans the room, furnishes it with necessary items, and ensures everything is in working order. You enjoy the convenience and comfort of the amenities during your stay without any additional responsibilities.

The cloud computing operates in similar fashion. When you adopt cloud computing, you don’t have to invest in building and maintaining your own physical infrastructure, just as you don’t have to buy a house. Instead, you can leverage the resources and services offered by cloud providers, similar to booking a hotel room. The cloud provider takes care of the underlying infrastructure, including servers, storage, networking, and maintenance, while you focus on utilizing the computing power and services provided by the cloud. You can scale resources up or down based on your needs, pay for what you use, and benefit from the provider’s expertise in managing the infrastructure.

Just as booking a hotel room provides a convenient and hassle-free accommodation solution without the burden of ownership, cloud computing offers businesses flexibility, scalability, and ease of use without the need for managing complex IT infrastructure.

Right now, three cloud providers stand out as market leaders in the cloud computing world: AWS (Amazon Web Services), Azure (Microsoft Azure), and GCP (Google Cloud Platform).
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Figure 1.2: Three Major Cloud Providers

The book majorly talks about these three cloud providers, digging into their offerings, features, and capabilities in great detail. By focusing on AWS, Azure, and GCP, readers gain a comprehensive understanding of the multi-cloud paradigm and master the skills necessary to navigate and harness the power of these leading cloud platforms. Each of these cloud providers brings its own strengths and unique set of services to the table. AWS, the pioneer in cloud computing, boasts a vast array of services, global infrastructure, and a mature ecosystem. Azure, backed by Microsoft’s extensive enterprise background, offers seamless integration with Microsoft products, a wide range of services, and strong hybrid cloud capabilities. GCP, powered by Google’s expertise in data analytics and AI, provides cutting-edge technologies and scalability options.

While the book does not specifically delve into the process of choosing the best cloud provider, its primary focus lies in providing guidance on effectively collaborating with two or more cloud providers. By adopting a collaborative approach, organizations can harness the benefits offered by multiple cloud providers, enabling them to leverage the strengths of each provider to their advantage.

Organizations are moving from mono/single/private cloud to multi-cloud, where they employ more than one public cloud provider for their business needs. This approach offered several benefits, including vendor lock-in avoidance, increased flexibility, and improved disaster recovery capabilities. By spreading workloads across different clouds, organizations could choose the best services from each provider based on specific requirements.


Pros of Multi-Cloud


There are several benefits to adopting a multi-cloud strategy. Here are some key advantages:


	
No dependency on a single cloud provider: Utilizing services from several cloud providers frees you from dependence on a single cloud vendor because you are not obligated to use their services alone. Reliance on a single cloud provider can lead to several problems, including cost concerns, service interruptions, or service constraints that don’t address your company’s needs. It undoubtedly allows you a lot of freedom to select the top services from various cloud service providers in accordance with your unique needs.

	
More choices: You can choose the best services in a multi-cloud environment, but you can also concentrate on other aspects like speed, low latency, dependability, security, location, and compliance requirements. With a variety of cloud providers at your disposal, you can carefully assess and rank these elements according to the unique needs of your business. A multi-cloud architecture that strategically optimizes performance provides high availability, protects sensitive data, and complies with applicable requirements can be designed and implemented.

	
More cost-effective: Organizations can optimize their costs more efficiently by using a multi-cloud strategy. Since there is no vendor lock-in, they are free to consider all of their options and choose the cloud service providers with the lowest prices. Each supplier offers various payment options based on the services they provide and the areas in which they are located, letting businesses select options that fit their budgets. Additionally, providers frequently provide lower rates for extended lock-in periods to entice businesses to commit to their services and take advantage of higher bill savings. Also, businesses may optimize their cloud costs by comparing prices, negotiating better terms, and taking advantage of pricing differences between providers.

	
Mitigate future risks: Organizations that rely entirely on one cloud provider run the risk of having their needs or preferences violated by policy changes. Modifications to the terms of service, data privacy laws, or security standards are examples of this. Additionally, pricing models could alter abruptly, resulting in elevated expenses that might put a burden on the organization’s budget. Finally, when utilizing a single cloud provider, interfacing with third-party vendors can potentially create unforeseen difficulties and compatibility problems. By spreading workloads across various service providers, ensuring redundancy, minimizing the effects of failures, allowing flexibility in adapting to policy changes, and reducing reliance on a single vendor’s pricing structure and compatibility with third-party integrations, a multi-cloud strategy can help mitigate these risks.

	
Improved reliability and redundancy: Organizations can greatly improve dependability and availability by dispersing workloads across multiple cloud providers. Depending on a single cloud provider poses the risk of a single point of failure. Service disruptions and potential business interruptions may occur if that provider experiences an outage or technical issues. However, by utilizing multiple cloud providers, organizations can limit this risk by guaranteeing that if one provider experiences troubles, the workload can effortlessly transfer to another provider with minimal downtime or disruptions. This redundancy in infrastructure and services reduces the effect of potential failures, improves overall reliability, and aids in the continuation of business operations.

	
Innovation and future-proofing: In the continuously expanding digital era, being competitive, requires innovation. To satisfy the changing needs of organizations, public cloud providers continually release updates, bug fixes, new features, and improved software compatibility. By embracing a multi-cloud approach, organizations gain access to a diverse set of services and technologies provided by several cloud providers. This method encourages an exploratory culture and enables the adoption of novel ideas, allowing organizations to stay ahead of the innovation curve. By eliminating reliance on a single cloud provider, organizations may future-proof themselves and proactively react to changing market conditions, securing a long-term competitive advantage.



Cons of Multi-Cloud

While multi-cloud offers several benefits, there are also some challenges to consider before moving to a multi-cloud environment. Here are some of the cons:


	
Increased complexity: Setting up a multi-cloud environment on a large scale may be exceedingly difficult, from building services to efficiently managing them. Each cloud provider has their own interface, APIs, and deployment methods. As you must grasp the nuances of each cloud provider, the initial setup procedure can be complex and time-consuming.

	
Increased management: Managing a multi-cloud infrastructure effectively necessitates ongoing monitoring and control of resources across multiple platforms. Each cloud provider has its own monitoring tools and interfaces, which can make obtaining a consolidated view of your complete infrastructure difficult. As you must visit several interfaces and correlate data from diverse sources, this fragmentation complicates monitoring and troubleshooting operations.
Furthermore, while using numerous cloud vendors may result in cost reductions, correctly evaluating and aggregating expenses becomes increasingly difficult. With each cloud provider having its own pricing structures and invoicing procedures, obtaining a thorough perspective of expenditure across the entire multi-cloud environment becomes difficult.

To tackle these management challenges, organizations often find it necessary to invest in third-party tools or develop their own automation solutions.



	
Training and skill set: Managing a multi-cloud system successfully frequently necessitates a specialized skill set that includes knowledge of numerous cloud providers. Each cloud platform has its own set of tools, APIs, and best practices, necessitating the use of professionals well-versed in the nuances of each provider. It is critical to have a staff that understands the complexities of each cloud provider and can make informed judgments based on their distinct capabilities.
Organizations have to invest in training programs, certifications, and workshops to develop and enhance the necessary skill set to manage the multi-cloud infrastructure.



	
Security risks: When data is stored within a single cloud provider, security concerns can be more easily managed within the confines of that provider’s infrastructure. However, in a multi-cloud environment where data is spread across different cloud providers, additional security challenges are to be considered.

	
Data Complexities: In a multi-cloud context, data must be secured throughout transit as it moves between different cloud platforms. Each cloud service provider may have their own encryption techniques, network security measures, and data protection mechanisms. Coordination and maintenance of consistent security measures across numerous suppliers can be difficult and time-consuming. Similarly, when data is at rest across many cloud providers, it is critical to ensure its security. Each provider’s data storage procedures, access limits, and encryption options may differ. It becomes difficult to administer and maintain consistent security measures across numerous providers, such as effective access control, encryption, and vulnerability management.



To solve these difficulties, organizations must implement strong security practices and policies. To protect data in transit, secure communication routes, encryption protocols, and authentication processes must be implemented. Furthermore, adopting suitable access controls, encryption at rest, and performing regular security audits can assist in limiting the dangers associated with data at rest.

Comparing the Multi-Cloud, Hybrid Cloud, and Private Cloud Approaches

Now, it is clear from the cloud jargon section how private, multi, and hybrid clouds are composed. Let’s delve into a more detailed understanding of each of these cloud architectures.








	
Multi-Cloud


	
Hybrid Cloud


	
Private Cloud





	
High-security risk


	
Minimal security risks


	
Dedicated and secure





	
Low maintenance cost


	
High maintenance cost


	
High maintenance cost





	
Minimal control


	
Customizable


	
Limited infrastructure





	
Increased complexity


	
Increased complexity


	
Low complexity





	
High availability


	
High availability


	
Reduced availability





	
Flexible payment plan


	
Upfront/flexible cost


	
Upfront cost





	
High operation cost


	
High operation cost


	
Low operation cost





	
High scalability and flexibility


	
High scalability and flexibility


	
Low flexibility





	
Agile for innovation


	
Agile for innovation


	
Minimal scope for innovation






Table 1.1: Comparing Multi-Cloud, Hybrid-Cloud and Private Cloud

In summary, multi-cloud uses many cloud providers, hybrid cloud mixes public and private clouds for flexibility, and private cloud offers dedicated resources and more control. Organizations should select the strategy that best meets their needs, taking into account, aspects such as security, compliance, scalability, and cost optimization.

Major Cloud Providers: GCP, Azure, and AWS

As a part of multi-cloud, we will extensively talk about market leaders like AWS (Amazon Web Service), Azure (Microsoft Azure), and GCP (Google Cloud Platform).

Amazon Web Service (AWS)

Amazon Web Services (AWS) is a comprehensive cloud computing platform provided by Amazon.com. It was launched on March 14, 2006, and has since become one of the leading providers of cloud infrastructure and services.

On March 14, 2006, Amazon launched Amazon Elastic Compute Cloud (EC2) and Amazon Simple Storage Service (S3) to the public. EC2 allowed customers to rent virtual computer resources on demand, while S3 provided scalable storage infrastructure.

AWS maintains its position as a dominant player in the cloud computing market. It has expanded its portfolio with services like Amazon SageMaker (machine learning), Amazon Redshift (data warehousing), AWS Outposts (hybrid cloud), and AWS Snowball (data transfer). AWS also emphasizes security, compliance, and sustainability in its offerings.


Azure (Microsoft Azure)


In October 2008, Microsoft officially announced Azure at the Microsoft Professional Developers Conference. Initially referred to as “Windows Azure,” the platform provided a cloud services operating system and a set of developer tools. Azure was released commercially in February 2010.

In 2014, Microsoft introduced Azure Infrastructure as a Service (IaaS), allowing customers to run virtual machines and services in the cloud. The same year, Microsoft also launched Azure Marketplace, providing a platform for buying and selling pre-configured applications and services. Additionally, Azure’s Platform as a Service (PaaS) capabilities were expanded with offerings like Azure Websites and Azure Mobile Services.

Microsoft launched Azure Stack in 2015, bringing Azure’s capabilities to on-premises environments. Azure Stack enabled organizations to build hybrid cloud solutions by running Azure services in their own data centers. In 2017, Microsoft released Azure Stack for general availability.

Azure has become a major player in the cloud computing market, offering a broad range of services to support various business needs. Microsoft continues to invest in Azure’s development, security, and sustainability, aiming to meet the evolving demands of customers in the cloud computing space.

Google Cloud Platform (GCP)

Google stepped into cloud services with the launch of Google App Engine in April 2008. In 2012, Google consolidated its various cloud services under the umbrella of Google Cloud Platform (GCP). This rebranding aimed to provide a more comprehensive and integrated suite of cloud computing services.

Google announced Anthos, a hybrid and multi-cloud platform, in 2018. Anthos allows customers to build, deploy, and manage applications across multiple environments, including on-premises, Google Cloud, and other public clouds.

Google Cloud Platform has positioned itself as a strong competitor in the cloud computing market, leveraging Google’s expertise in areas like data analytics, machine learning, and artificial intelligence. The company continues to invest in expanding its services, infrastructure, and global footprint to cater to the evolving needs of businesses and developers.

Getting Started with Business Objective

As businesses develop globally, the demand for agile and scalable IT infrastructure becomes critical. To fulfill these expectations, many firms are moving away from a single cloud provider and towards a multi-cloud strategy. Organizations gain access to a broader choice of services, improve redundancy, and reduce vendor lock-in risks by employing various cloud providers. The transition to a multi-cloud environment, on the other hand, necessitates careful study and alignment with unique business requirements.


	
Assess business requirements
Before embarking on a multi-cloud journey, it is critical to assess and comprehend your organization’s specific business requirements. Consider regional presence, data privacy legislation, compliance requirements, application dependencies, and scalability requirements. This evaluation assists you in determining the precise cloud services and providers that correspond with your business objectives.



	
Define cloud provider selection 
With so many cloud providers to choose from, it’s critical to develop selection criteria that correspond with your company’s needs. Consider reliability, performance, security measures, compliance certifications, pricing models, and service offers. By establishing defined criteria, you may select the best combination of cloud providers to meet your organization’s specific requirements.





Note: Choosing the right public cloud provider among AWS (Amazon Web Services), Azure (Microsoft Azure), and GCP (Google Cloud Platform) requires a careful evaluation of your specific requirements, including technical needs, service offerings, pricing models, support, and ecosystem.


	
Design an effective multi-cloud architecture
Creating a well-thought-out multi-cloud architecture is critical for ensuring smooth integration and optimal performance. Define integration patterns and data flows, as well as how different cloud providers will interact and communicate with one another. Consider using APIs, containers, and orchestration technologies to simplify cloud management and orchestration.



	
Networking and connectivity
Establish reliable and secure network connectivity between different cloud platforms and on-premises infrastructure. Leverage virtual private networks (VPNs) and direct connect services to establish private and low-latency connections. Implement network security controls and encryption to protect data in transit.



	
Disaster recovery and business continuity
Plan and implement robust disaster recovery and business continuity strategies that span multiple clouds. Replicate critical services and data across geographically dispersed regions and leverage automated failover mechanisms. Test and validate these strategies regularly to ensure readiness.



	
Implement robust data management and security practices
With data distributed across multiple cloud providers, it’s crucial to implement robust data management and security practices. Define data governance policies, encryption standards, access controls, and data backup strategies that adhere to regulatory requirements. Implement a centralized monitoring and security framework to ensure consistent visibility and protection across all cloud environments.



	
Embrace interoperability and portability
Choose cloud providers that support open standards, allowing for smooth application and data movement between cloud environments. Containerization technologies such as Kubernetes can be used to allow portability and simplify deployment across numerous clouds.



	
Implement comprehensive cost management
Managing costs effectively is crucial when operating in a multi-cloud environment. Implement cost management practices such as resource optimization, usage monitoring, and automated scaling. Leverage cloud management tools or third-party solutions to gain visibility into costs across different cloud providers and identify optimization opportunities.



	
Continuous optimization and governance
As your organization evolves, it’s important to optimize your multi-cloud environment continuously and ensure governance. Review and reassess your cloud provider choices, service usage, and costs regularly. Monitor performance, implement automation where possible, and adjust your multi-cloud strategy to align with changing business requirements.



	
Vendor management and governance
Establish effective governance processes for managing relationships with multiple cloud vendors. Define policies, standards, and service level agreements (SLAs) that align with your business objectives. Assess and evaluate the performance and compliance of cloud providers regularly.





Use Cases: Choosing the Right Platform

When choosing the right cloud platform for your organization, it’s crucial to consider your specific use cases and requirements. Different cloud providers offer a wide range of services and tools that cater to specific needs, making it essential to align your use cases with the strengths and offerings of each platform.


Disaster Recovery and Business Continuity


There have been numerous cases in the past where a cloud provider’s downtime lasted more than 1-4 hours. As a result, businesses are experiencing difficulties with availability, resulting in major interruptions and severe financial losses. The use of multiple clouds can improve data redundancy and disaster recovery capabilities. Organizations may replicate their data and apps across many cloud providers, guaranteeing that if one provider goes down or has an interruption, they can quickly move to another and preserve business continuity.


	
Cloud replication and backup: Use cloud-native replication and backup services provided by your cloud providers to replicate your data across multiple regions or clouds. This helps ensure data durability and provides a basis for disaster recovery.

	
AWS: 

	
Amazon S3: Use S3 for object storage to store backups, snapshots, and other critical data.

	
Amazon EC2: Leverage EC2 instances for running applications and databases in a scalable and resilient manner.

	
AWS Lambda: Utilize serverless computing with Lambda to run critical functions and automate disaster recovery processes.

	
Amazon Route 53: Leverage Route 53 for DNS management, traffic routing, and failover across multiple cloud environments.





	
GCP

	
Google Cloud Storage: Use Cloud Storage for storing backups, snapshots, and important files.

	
Compute Engine: Utilize Compute Engine to run virtual machines for applications and databases in a resilient manner.

	
Cloud Functions: Leverage serverless functions with Cloud Functions for automation and orchestration in disaster recovery scenarios.

	
Cloud DNS: Use Cloud DNS for DNS management, traffic routing, and failover across different cloud environments.





	
Azure

	
Azure Blob Storage: Utilize Blob Storage for storing backups, snapshots, and critical files.

	
Azure Virtual Machines: Leverage Virtual Machines to run applications and databases in a resilient manner.

	
Azure Functions: Utilize serverless functions with Azure Functions for automation and orchestration in disaster recovery scenarios.

	
Azure Traffic Manager: Use Traffic Manager for DNS management, traffic routing, and failover across multiple cloud environments.







Hybrid Cloud and On-premises Integration

If you have a hybrid cloud or on-premises infrastructure and require seamless integration between your existing environment and the cloud, cloud platforms with strong hybrid cloud capabilities can be advantageous.


	
Azure with Azure Arc: Azure Arc enables organizations to extend Azure management and Azure services to on-premises, multi-cloud, and edge environments. With Azure Arc, you can bring on-premises servers, Kubernetes clusters, and other infrastructure resources under Azure’s management umbrella. This provides a unified management experience, allowing you to apply Azure’s capabilities, such as Azure Policy, Azure Monitor, and Azure Security Centre, to your hybrid and multi-cloud deployments.

	
Google Cloud Platform with Anthos: By leveraging Anthos, organizations can adopt a hybrid and multi-cloud strategy, gaining flexibility, scalability, and operational consistency across environments. Anthos simplifies the management of applications, accelerates application modernization, and enhances security and compliance across hybrid and multi-cloud deployments.



Web and Mobile Applications

If you are developing web or mobile applications that require high scalability, low latency, and global reach, cloud platforms with a strong content delivery network (CDN) and edge computing capabilities can be beneficial. Some examples are:


	
AWS with Amazon CloudFront: Amazon CloudFront is a content delivery network (CDN) offered by Amazon Web Services (AWS). It is designed to deliver content with low latency and high transfer speeds by caching data at edge locations geographically distributed around the world.

	
AWS Lambda@Edge: AWS Lambda@Edge is a serverless computing service provided by Amazon Web Services (AWS) that allows you to run custom code in response to events generated by Amazon CloudFront. Lambda@Edge extends the capabilities of AWS Lambda to the edge locations of the CloudFront CDN, enabling you to execute code closer to your end-users.

	
Azure with Azure CDN: Azure Content Delivery Network (CDN) is a global content delivery service offered by Microsoft Azure. It helps deliver high-bandwidth content to users with low latency and high performance by caching content at strategically located edge nodes worldwide.




Data-Driven Applications


For data-driven applications, including big data processing, machine learning, and artificial intelligence (AI), cloud platforms that offer scalable storage, data analytics, and AI services are valuable.


	
Azure: Azure Data Lake Storage, Azure Synapse Analytics, and Azure Machine Learning.

	
Google Cloud Platform: BigQuery and AI Platform can provide comprehensive solutions for these use cases.

	
AWS: Amazon S3 (Simple Storage Service), Amazon Redshift (fully managed warehouse), Amazon QuickSight, and so on.



Real-World Examples

Here are a few real-world examples of multi-cloud architecture designs implemented by enterprises:


	
Netflix
Netflix is one of the best-suited examples of multi-cloud architect design. They use a combination of public cloud providers, including AWS, Google Cloud Platform, and Azure, to achieve high availability and resilience. Netflix spreads its services across multiple cloud providers to mitigate the risk of a single provider outage and to optimize performance for specific regions.



	
Capital One
Capital One, a financial services company, has adopted a multi-cloud strategy to enhance resilience, flexibility, and cost optimization. They leverage AWS, Azure, and Google Cloud Platform to distribute workloads across multiple providers based on specific requirements. Capital One’s multi-cloud architecture allows them to minimize vendor lock-in, and maintain a competitive edge in the evolving financial technology landscape.



	
Spotify
Spotify, the popular music streaming platform, employs a multi-cloud architecture to ensure high availability and seamless music streaming experiences for its millions of users. They utilize AWS, Google Cloud Platform, and their own private infrastructure. Spotify distributes its infrastructure and workloads across multiple clouds to achieve fault tolerance and regional optimization. This approach enables them to handle large-scale traffic, adapt to different geographical regions, and maintain uninterrupted music streaming services.



	
Pinterest
Pinterest, the visual discovery platform, embraces a multi-cloud strategy to support its global user base and handle varying workloads. They utilize AWS and Google Cloud Platforms to distribute their infrastructure and services. Pinterest leverages the strengths of each cloud provider to optimize data storage, content delivery, and compute resources. This multi-cloud approach allows them to scale dynamically, improve performance, and provide a seamless user experience for pinners worldwide.





Conclusion

The chapter examined the evolution and history of cloud computing, beginning with cluster computing in the 1980s and on to the current period dominated by major cloud providers such as Amazon Web Services (AWS), Microsoft Azure, and Google Cloud Platform. It discussed what multi-cloud is and why it has gained popularity among businesses. The chapter addressed the benefits of using various cloud providers, including risk reduction, vendor diversification, workload optimization, and enhanced flexibility. It also defined a hybrid cloud, which blends private and public clouds, and shows how multi-cloud and hybrid cloud strategies can complement one another.

It also emphasized the significance of integrating corporate objectives with cloud platform selection. It also emphasized on understanding an organization’s unique objectives and goals before beginning on a multi-cloud approach. It also features real-world examples of organizations that have effectively used multi-cloud strategies. It includes organizations from various industries that have used multi-cloud to fulfill their business goals.

This extensive summary prepares readers to dig further into later chapters, where they will obtain a more comprehensive grasp of multi-cloud adoption and its impact on enterprise success.

The upcoming chapters will expand on the cloud computing topics covered in this chapter, giving you a solid basis for understanding the key principles and practices of the multi-cloud paradigm.

Some of you might already be working with a single cloud provider and want to learn more about other cloud providers before moving forward with multi-cloud. Understanding each provider’s strengths and capabilities enables you to make informed decisions and strategically leverage the best services from numerous clouds to meet the unique demands of your organization.
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CHAPTER 2


Cloud Computing Concepts



Introduction

As we have previously dug into the topic of multi-cloud environments, examining their advantages and disadvantages, let us now revisit some fundamental concepts. It is important to acknowledge that individuals may be exclusively engaged with a single cloud provider or working within a private cloud. Therefore, this chapter aims to provide a comprehensive overview of cloud computing principles, encompassing prominent service providers such as AWS, Azure, and GCP.

Structure

The following topics will be covered in this chapter:


	Cloud Jargons

	Cloud Computing and Shared Responsibility Model

	Cloud Computing Features

	Cloud Service Models

	Introduction to Public Cloud Providers

	Cloud Migration Overview

	GCP Fundamentals

	Azure Fundamentals

	AWS Fundamentals



Cloud Jargons

Here are some common cloud computing terms:


	
High Availability: It is a feature of cloud services that ensures uninterrupted and dependable functioning. This is accomplished using redundancy in workloads or services, a planned disaster recovery system with failover capabilities, and load balancing strategies.

	
Low latency: It means a short period of time it takes for data to travel between its source and destination in a network.

	
Auto Scaling: A feature that adjusts the number of resources allocated to an application automatically based on established conditions and policies. It ensures optimal performance and cost-efficiency by adjusting resources as needed.

	
Serverless Computing: Serverless computing is a cloud computing model that allows developers to host applications without worrying about provisioning servers. In this model, the serverless platform manages the underlying infrastructure, abstracting it away from the developer. By leveraging serverless platforms, developers can focus solely on writing and deploying their applications, without the overhead of managing servers. The platform handles the scaling, provisioning, and maintaining of the infrastructure, allowing developers to focus on building efficient and scalable applications.

	
Disaster Recovery: It involves preparing for and mitigating the impact of catastrophic events that can potentially interrupt cloud services. To minimize downtime and ensure business continuity, it is essential to have a robust disaster recovery strategy in place.
The strategy aims to facilitate the recovery processes in the event of a failure or disruption. This includes measures, such as regular data backups, redundant systems, and failover mechanisms. By implementing a comprehensive disaster recovery plan, organizations can minimize the impact of unforeseen events and quickly restore their services, reducing downtime and ensuring uninterrupted access to critical resources.



	
Resiliency: Resiliency in the cloud refers to the ability of a system or application to recover quickly from failures or disruptions and continue to operate smoothly. It involves designing and implementing architectures that can withstand and adapt to various challenges, such as hardware failures, network issues, or unexpected spikes in demand. By incorporating redundancy, fault tolerance, and proactive recovery strategies, businesses can build resilient architectures that withstand various challenges and ensure the ongoing availability of their services.

	
Virtualization: Virtualization is a technology that lets you create virtual versions of servers, storage, networks, and other physical machines. It uses special software to imitate the functions of physical hardware, allowing multiple virtual machines to run simultaneously on a single physical machine.

	
Scalability: Scalability in the cloud refers to the ability of a system to handle an increasing workload by efficiently adapting and expanding its resources. This is achieved through the dynamic allocation of computing resources to meet the changing demands of applications and services. Horizontal scaling allows to increase the capacity by adding more instances or nodes to a distributed system. On the other hand, vertical scaling increases the capacity by adding more power (CPU, RAM) to existing instances. Scalability in the cloud is fundamental for businesses seeking to optimize performance, manage costs effectively, and adapt to evolving demands. Leveraging elasticity, distributed architectures, and automation, cloud scalability empowers organizations to build resilient and responsive IT infrastructures.









	
Virtualization


	
Containerization





	
Virtualization involves creating virtual machines (VMs) on a physical server, each with its own operating system (OS) and software stack.


	
Containerization creates lightweight, isolated containers that share the host system’s OS kernel.





	
It provides strong isolation between VMs, allowing different operating systems and applications to run on the same server.


	
However, containers may have less isolation compared to virtual machines as they share the same kernel





	
Each VM runs independently, with dedicated system resources like CPU, memory, and storage.


	
Containers leverage the host system’s OS, libraries, and kernel, making them highly efficient and quick to start.






Table 2.1: How virtualization is different from containerization

Cloud Computing and Shared Responsibility Model

In simple words, cloud computing offers instant access to various computing resources, such as networks, servers, storage, applications, and services. All these resources are available over the internet whenever you need them.

Cloud computing has changed the digital world by making it easy for people to access a variety of services with just one click. Nowadays, users have many services available to them, which makes things more convenient and efficient.

Imagine going back to a time when computing required a large initial investment to create a datacenter and hiring experts to manage everything. The datacenter owner was responsible for handling security, data management, networking, and infrastructure.

With the advent of cloud computing, the responsibilities have transformed. When hosting an application on a virtual machine in the cloud, the responsibility for maintaining both the application and the underlying infrastructure lies with the consumer. The virtual machine serves as the foundation for the application, requiring the consumer to handle all aspects of its maintenance.

However, in the case of a managed service for hosting applications, the responsibility shifts. Here, the cloud provider takes on the task of managing the underlying infrastructure, relieving the consumer of that burden. The consumer’s focus is solely on managing and maintaining the application itself.
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Figure 2.1: Shared responsibility model

The concept of shared responsibility becomes integral and closely associated with the types of cloud services available, namely infrastructure as a service (IaaS), platform as a service (PaaS), and software as a service (SaaS). These service models define how the responsibility for managing various aspects of the cloud environment is distributed between the cloud service provider and the customer. Later, we’ll go into greater detail on the cloud service model.

Cloud Computing Features

Let’s now dive into the essential features of cloud computing that shape the design, deployment, and operation of systems in the cloud.


	
On-demand and Pay-As-You-Go Services: Cloud computing offers organizations a flexible and cost-effective model of resource provisioning and payment. With on-demand services, users can quickly and easily access computing resources, such as servers, storage, and software applications, whenever they need them, without the need for upfront commitments or long-term contracts.
The pay-as-you-go aspect means that users are billed based on their actual resource usage. Users have the flexibility to release or deallocate resources whenever they are no longer needed and can also request additional resources as required. The services are charged based on the actual usage, ensuring that users only pay for the resources they consume.

Furthermore, it lets enterprises swiftly scale their resources in response to changing demand, assuring optimal performance and cost-effectiveness.

“In a multi-cloud environment, this approach offers an efficient and cost-effective way to manage expenses while providing the flexibility to integrate with different cloud providers.”



	
Global Accessibility with low latency: Cloud service providers have established a global network of data centers, enabling users to connect to their services and resources from various locations worldwide. This extensive network coverage ensures that users can easily reach and utilize cloud services regardless of their geographic location.
Additionally, low latency is emphasized in cloud computing, which refers to the minimal delay or lag experienced when transferring data between the user’s device and the cloud servers. Cloud companies carefully situate their data centers in different countries to achieve low latency, minimizing the physical distance between customers and the servers. The time it takes for data to go back and forth is considerably decreased by minimizing the distance, resulting in faster response times and greater performance.



	
High Availability and Scalability: Ensuring high availability and scalability is crucial in a globally or multi-cloud dispersed infrastructure, and it forms a significant aspect of cloud services. Hardware failures, reaching maximum disk space, unexpected spikes in traffic, and scheduled outages for patch updates are common challenges faced in managing infrastructure. Cloud services offer a seamless solution with just a single click, mitigating any issues that could potentially disrupt availability. Additionally, cloud resources can be scaled both vertically and horizontally, allowing for the desired level of scalability to be achieved.

	
Support and Expertise: This is one of the important features of cloud services. When infrastructure gets migrated, the cloud service provider provides unwavering support and extensive expertise to make each step smooth for customers. 
Cloud service providers give technical support to customers to assist them in troubleshooting issues, resolving technical challenges, and ensuring the seamless running of their cloud-based applications and services. This assistance is available via various methods, including online chat, email, and phone.

Transferring existing applications and data to the cloud can be a difficult task. Cloud providers assist and support customers during the onboarding and migration stages, allowing them to migrate their systems and data smoothly to the cloud environment. This includes support with data migration, application configuration, and cloud platform compatibility.

Cloud computing provides organizations with specialized services that enable them to safeguard their workloads implementing industry best practices, addressing vulnerabilities, and resolving performance bottlenecks. These important aspects will be covered in more detail in the subsequent chapters.



	
Security: Cloud computing offers the ability for multiple users or organizations to utilize shared infrastructure and resources. However, some organizations hesitate to migrate their data from on-premises systems to the cloud due to security concerns. Cloud computing ensures complete isolation so that user’s data and applications are logically separated and protected from other users.
Cloud providers prioritize security by implementing strong measures such as encryption, authentication, access control, and conducting regular security audits. These precautions safeguard user data and applications, mitigating risks associated with unauthorized access, data breaches, and other security threats.

Cloud providers keep conducting regular security audits, assessments, and compliance checks to identify and address vulnerabilities along with making compliance with industry standards such as SOC 2, HIPAA, PCI DSS, and ISO 27001, which mandate regular audits.





Cloud Service Models

The shared responsibility model, which offers a framework for comprehending the distribution of responsibilities between cloud providers and customers, is the cornerstone of cloud service models. It holds for every cloud service. The cloud service model gives users a wide range of options, from total control over the service—including the ability to add, manage, and remove virtualized computing resources—to choosing a fully managed service offered by the cloud provider without the need to own the physical infrastructure. Based on this model, cloud services can be broadly categorized into three distinct categories: IaaS, PaaS, and SaaS (Figure 2.2).
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Figure 2.2: Cloud Service Model with control on infrastructure


	
Infrastructure as a Service (IaaS): It provides virtualized computing resources over the Internet. In this model, users can access a variety of computing resources, such as virtual machines, storage, and networking components, from a cloud service provider.
In an IaaS, the cloud provider is in charge of overseeing the data centers, physical hardware, and underlying virtualization technology. The freedom to design, deploy, and manage virtual machines and other resources, on the other hand, belongs to the users. By doing so, they can scale their infrastructure up or down in accordance with their unique needs without having to buy and manage their own physical servers.

The virtualization technology used by IaaS enables the operation of several virtual computers on a single physical server. This allows for effective resource management and user instance isolation.

Popular examples of IaaS providers include Amazon Web Services (AWS) with its Elastic Compute Cloud (EC2), Microsoft Azure’s Virtual Machines, and Google Cloud Platform’s Compute Engine.



	
Platform as a Service (PaaS): With the IaaS paradigm, there is a greater obligation to monitor security as well as operating system patch updates. If a company needs to host just one application without worrying about hosting servers, networking equipment, or operating system patch updates, PaaS is the best option to use as a service. It offers a platform and setting for the creation, deployment, and administration of applications by developers without the hassle of dealing with complicated infrastructure management.
PaaS provides pre-built development tools and frameworks that let developers create, test, and deploy apps more quickly. Multiple programming languages are frequently supported by these frameworks, which makes it simpler to develop apps utilizing familiar resources. The deployment process is automated by PaaS offering, enabling developers to swiftly and easily deploy apps to the cloud with little manual intervention.

PaaS providers typically offer a variety of managed services, such as databases, messaging queues, and caching systems, which developers can use without having to set up and maintain these services themselves.

Examples of PaaS services are Microsoft Azure App Service or Google App Engine and Elastic Beanstalk.



	
Software As a Service (SaaS): In this model, users can access and use software applications hosted by a cloud provider without the need to install, manage, or maintain the software on their local devices.



In the past, many subscription-based applications were offered by different companies like ERP tools, SAP, and Microsoft SharePoint. The advent of cloud computing introduced Software as a Service (SaaS), where cloud providers deliver applications over the Internet. The best examples are Gmail, SharePoint Online, One drive.

Rather than delving further into the SaaS service model, our focus is to understand how to harness the IaaS and PaaS models of multiple cloud providers to address our business requirements effectively. Before that let’s acquire cloud fundamental knowledge along with their IaaS and PaaS offerings.

Note: While there are numerous cloud service providers available, this book primarily focuses on the three major cloud providers: AWS, GCP, and Azure.

Introduction to Public Cloud Providers

Public cloud providers are crucial players in the world of cloud computing, providing businesses and consumers with a wide range of services and infrastructure online. By hosting apps, storing data, and providing a wide range of services without the requirement for on-premises equipment, these providers act as the foundation of modern computing.

Scalability, a notion that enables businesses to dynamically alter resources to meet their demands, is at the core of their product. Public cloud service providers have transformed the IT sector by allowing businesses to concentrate on their core skills while utilizing the provider’s stable and adaptable infrastructure.

Popular public cloud service providers like Amazon Web Services (AWS), Microsoft Azure, Google Cloud Platform (GCP), and several more who have made a name for themselves as leaders in the sector are in the lead. With their large worldwide infrastructures and strategic positioning, these providers ensured that customers may easily access their services wherever in the world.

Public cloud service companies provide a wide range of products and services catered to different needs. These vendors offer a wide range of services, ranging from modern technologies like artificial intelligence and machine learning to compute resources, storage choices, networking options, databases, and security services. They let companies use these services on-demand, allowing them to easily scale up or down on resources, optimize costs, and improve operational effectiveness.









	
Services


	
GCP


	
AWS


	
AZURE





	
Compute Service


	
Google Compute Engine (GCE), Google Kubernetes Engine (GKE)


	
Elastic Compute Cloud (EC2), Elastic Kubernetes Service (EKS)


	
Virtual Machine, Azure Kubernetes Service (AKS)





	
Serverless


	
Google Cloud Functions


	
AWS Lambda


	
Function App





	
Storage Services


	
Google Cloud Storage, Cloud SQL, Cloud Spanner, Cloud Firestore and Cloud Datastore


	
S3, Amazon RDS, Amazon Dynamo DB


	
Storage Account, Azure SQL Database, Cosmo DB





	
Networking Services


	
Virtual private Cloud (VPC), Cloud Virtual Private Network (VPN) and Cloud Interconnect


	
Virtual private Cloud (VPC), Direct Connect, AWS VPN


	
Virtual Network (Vnet), Azure VPN, Express Route





	
Global Content Delivery


	
Cloud CDN


	
CloudFront


	
Azure CDN





	
Platform-As-a-Service


	
App Engine


	
Elastic Beanstalk


	
App Service





	
DNS


	
Cloud DNS


	
Route 53


	
Azure DNS





	
Load Balancing


	
HTTP(S) Load Balancing, Network Load Balancing, TCP Proxy Load Balancing, SSL Proxy Load Balancing, Internal TCP/UDP Load Balancing


	
Application Load Balancer (ALB), Network Load Balancer (NLB), Gateway Load Balancer (GWLB), Classic Load Balancer (CLB)


	
Azure standard Load balancer, Application Gateway, Front Door, Traffic Manager





	
AI and Machine Learning


	
Google AI Platform, Cloud Vision API, Cloud Natural Language API, and Cloud Text-to-Speech


	
Azure Machine Learning, Azure Cognitive Services (AI APIs), Azure Speech Service, and Azure Computer Vision.


	
Amazon SageMaker (ML platform), AWS Rekognition (image and video analysis), Amazon Comprehend (NLP), and AWS Polly (text-to-speech)





	
Management and Monitoring


	
Stackdriver (monitoring and logging), Cloud Audit Logging, Resource Manager (resource organization), and Cloud IAM (identity and access management).


	
AWS CloudWatch (monitoring), AWS CloudTrail (audit trail), AWS Config (resource inventory), and AWS Trusted Advisor (best practices)


	
Azure Monitor (monitoring), Azure Log Analytics (log management), Azure Policy (governance), and Azure Advisor (best practices)





	
Data Analytics


	
Google BigQuery, Google Dataflow, Google Data Studio


	
AWS Redshift, AWS Glue, AWS QuickSight


	
Azure Synapse Analytics, Azure Data Factory, Microsoft Power BI






Table 2.2: Major Cloud Provider’s Service comparison

The pay-as-you-go pricing structure of public cloud service providers is one of their primary benefits. With this method, clients can pay on an hourly or per-minute basis for the resources and services they use. Organizations can adopt a more agile financial strategy and more efficiently use their resources by doing away with the need for upfront capital expenditures.

Additionally, public cloud service providers have solidified their reputation for dependability and accessibility. They have redundant power sources, network connectivity, and storage systems in their data centers, which are spread across several different geographical areas. High availability is ensured by this redundancy, lowering the possibility of service interruptions and data loss.

Public cloud providers are distinguished by another feature that sets them apart: their dedication to ongoing innovation. To launch new services and enhance current ones, they make significant investments in research and development. This includes developments in machine learning, data analytics, serverless computing, and other state-of-the-art technologies that clients can use to stimulate innovation within their own firms.

Public cloud service providers are aware of how important it is to support developers. They provide a wide range of environments and tools geared towards developers, including software development kits (SDKs), APIs, CLIs, and other resources. These tools speed up the development process and encourage interaction with other services by enabling developers to construct, deploy, and manage apps easily.

Although there are many advantages to using public cloud providers, it is vital for businesses to take vendor lock-in into account when choosing a provider. The complexity of moving apps or data from one provider to another highlights the need for methods to reduce the dangers of vendor lock-in.

Public cloud providers have revolutionized the IT landscape by enabling companies to use scalable, economical, and cutting-edge cloud solutions. The future of cloud computing is still being shaped by its strong infrastructure, a wide range of service offerings, and dedication to technical innovation.


Choosing the Right Compute Option in Multi-Cloud


The best compute solution in a multi-cloud context will ultimately depend on your unique use case, spending limit, and long-term objectives. You can keep improving your multi-cloud architecture by periodically reviewing your cloud strategy and keeping up with new developments in cloud computing. A successful and well-optimized multi-cloud setup can be achieved by carefully selecting the appropriate compute choice for each component of your application. Keep in mind that each cloud provider has strengths. Following are a few key factors that can be considered before employing any cloud service:


	
Application Architecture: Carefully review the application architecture and specific need for high-performance CPU or high memory, or using a specific software version that requires running the application.

	
Scalability: Identify your target audience and ensure application scalability to handle the variable load accordingly. With Cloud offering, it can be easily addressed by using more serverless or managed services to host the application.

	
Costing: It can be varied with the decision whether the application host is on the IaaS model or PaaS model. Recognize the pricing structures used by each compute option. Different billing models, including pay-as-you-go, reserved instances, and spot instances, are available from cloud service providers. To find the model that will handle your workload most cheaply, analyze your usage habits.

	
Vendor Reliability: Analyze each cloud provider’s standing and track record. To determine their level of dedication to offering a reliable and stable infrastructure, look into their service level agreements (SLAs), uptime history, and customer support.

	
Data Location and Latency: Think about where the data centers for cloud providers are located. It may be essential to select computing choices with data centers closer to end users or certain locations for applications that are sensitive to latency or regulatory constraints.



The following flowchart is advanced but simplified overview of how to approach the selection of compute options in a multi-cloud environment. Always consider your specific needs, performance requirements, and cloud providers’ offerings to choose the best.
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Figure 2.3: Choosing right cloud compute options in multi-cloud

Choosing the Right Database Option in Multi-Cloud

Organizations have a responsibility to manage their data, and it comes in many forms; structured or unstructured, which enables a need to employ data solutions to manage it effectively and efficiently. The performance, scalability, and cost-effectiveness of an organization’s cloud-based applications and services can be greatly impacted by selecting the appropriate database solution in a multi-cloud context. Cloud database can offer benefits such as improved redundancy, reduced vendor lock-in, and the ability to utilize specialized database services from different providers.

Both structured and unstructured databases can be roughly categorized as databases in cloud computing, each of which is intended to handle specific types of data and use cases.
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Figure 2.4: Structured versus Unstructured Database

Structured databases are suitable for applications with fixed and well-defined data structures, where ACID transactions and data integrity are essential. They are ideal for scenarios where relationships between data elements are critical, such as financial applications and enterprise systems.

Unstructured databases, on the other hand, are better suited for applications dealing with often changing or a variety of data kinds. Schema flexibility and horizontal scalability are essential and are frequently employed in contemporary online applications, content management systems, IoT (Internet of Things) data storage, and analytics.

Cloud Migration Overview

Cloud migration entails a thorough examination of an organization’s existing IT infrastructure, apps, and data to identify which components are suitable for cloud migration. This assessment aids in the development of a migration strategy that is suited to the organization’s specific objectives, goals, and budget.

Popular Migration Strategies

Cloud migration strategies, depending on the scope and complexity of the migration are as follows:


	
Lift and Shift (Rehosting): With this strategy, apps, and data are moved with minimal changes from on-premises servers to the cloud. The goal is to migrate faster while minimizing changes to the application architecture. However, it may not fully utilize cloud-native functionalities.

	
Refactoring (Replatforming): Organizations use this method to rearrange their applications to optimize them for the cloud environment. This could entail revamping certain components to take advantage of cloud services and features, resulting in increased scalability and performance.

	
Rebuilding (Rewriting): This method entails entire redesigning and rebuilding of apps for the Cloud. While rebuilding takes time and resources, it allows organizations to fully use cloud capabilities and create more efficient and scalable solutions.

	
Replacing (Retiring): Sometimes, certain applications or workloads may be discontinued or replaced with cloud-based software-as-a-service (SaaS) alternatives.



Now, let’s delve into each of the three prominent cloud providers individually, exploring their historical background and the range of products they offer in the market.

Google Cloud Platform (GCP) Fundamentals

Google debuted the Google Cloud Platform (GCP) in 2008 along with the introduction of the Google App Engine. This ground-breaking platform gave programmers the tools they needed to build and host web applications. With the passage of time, Google increased the scope of its cloud offerings, adding a wide range of services such as processing power, storage options, databases, machine learning tools, data analytics capabilities, and much more.
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Figure 2.5: GCP Cloud

GCP is a suite of cloud computing services provided by Google. It provides a wide range of services that let people and companies create, launch, and expand cloud-based services and applications.

GCP excels in handling and managing big amounts of data, demonstrating Google’s vast experience with handling search requests and carrying out operations at a massive scale. GCP offers enterprises powerful data storage and analysis capabilities by leveraging this knowledge. Organizations gain useful insights and make data-driven decisions to support their success by utilizing these potent tools.

GCP Resource Hierarchy

Before delving into the various services offered by GCP, it’s essential to set up the environment for resource provisioning. This step serves as a prerequisite for designing the resource hierarchy, enabling effective management of security and compliance-related concerns.

The GCP Resource Hierarchy enables organizations to properly manage resources, create access controls, and apply policies at various levels of the hierarchy. This hierarchical structure offers centralized management and contributes to the organization’s cloud infrastructure’s security, compliance, and resource optimization. Administrators can efficiently manage access, policies, and budgets while maintaining a clear and structured resource organization within the GCP environment by organizing resources into projects and using folders to group relevant projects.
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Figure 2.6: GCP Cloud


	
Organization
The organization is the top-level entity in the GCP Resource Hierarchy. It reflects a complete company’s or entity’s GCP resource hierarchy, such as a department or project team. The organization belongs to a G Suite or Cloud Identity domain.



	
Folders 
Folders are used within an organization to logically group resources. An organization can contain multiple folders, representing departments, teams, or projects. Folders aid in resource management by enforcing policies at their level, and they can be nested to form a hierarchical structure.



	
Projects
Projects are the basic building blocks in GCP, serving as a logical unit of isolation and deployment. Projects develop and manage all resources, such as virtual machines, databases, storage, and networking components. Each project is paired with a unique GCP billing account, and it sets the scope of billing and resource rights.



	
Resources
The term “Resources” refers to the real GCP services and components created within projects. Virtual machines, Cloud Storage buckets, BigQuery datasets, Cloud Functions, and other resources are examples of Resources.





If you have prior experience with other cloud providers, transitioning to GCP would be seamless as GCP offers a user-friendly web interface, serving as a one-stop destination for interacting with and managing various cloud services. Here is the web-based graphical user interface (GUI) provided by Google Cloud Platform (GCP):
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Figure 2.7: GCP Cloud Console

Administrators, developers, and other users can access, track, and manage their GCP resources and services using this centralized hub. From resource management to billing and cost management, GCP Console provides everything under one umbrella.

In the realm of cloud computing, where a wide range of services is available, the paramount task lies in identifying the ideal service that precisely aligns with your business requirements. Here are some GCP core services that help to make informed decisions by taking care of cost, security, business requirements, level of infrastructure, scalability, team expertise, workload type application architecture, and more.

GCP Core Services – Compute Options

Once your application is available for deployment on Cloud, your primary task is to identify the most suitable compute option for its needs, taking into account all relevant factors. Within GCP, a range of options exists, from customizable solutions to fully managed services, allowing you to seamlessly deploy your application according to your preferences. Each compute option offers distinct advantages and is designed to address specific use cases.


	
Compute Engine (Virtual Machines - VMs): 
Provides a great degree of customization options for VM instances with various CPU, memory, and storage combinations. Suitable for legacy systems, traditional applications, or when you need to move on-premises workloads to the Cloud. Because workloads requiring total control over the operating system and configurations are suited for it. Updates, security fixes, and scalability of the VMs are all the customer’s responsibility.



	
Kubernetes Engine (GKE):
The orchestration of containerized applications is made possible by the managed Kubernetes service known as Kubernetes Engine. It is suitable for contemporary container-based applications that need automatic load balancing, scaling, and fault tolerance. It enables the deployment, management, and monitoring of containerized workloads on a strong and scalable infrastructure. It provides integration with more GCP services, which makes it simple to create cloud-native apps.
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Figure 2.8: GCP Compute Options



	
App Engine:
Developers may deploy apps using App Engine’s fully managed platform-as-a-service (PaaS) without having to worry about maintaining the underlying infrastructure. It is best suited for backend services, APIs, and online applications where load balancing and automatic scaling are essential. App Engine provides a built-in development environment and supports a variety of programming languages for simplified deployment. It helps developers manage applications easily so they may concentrate entirely on building code and business logic.



	
Cloud Functions:
A serverless computing option called Cloud Functions enables you to run code in response to events without having to manage servers. It is ideal for event-driven applications like data processing, answering HTTP requests, or task automation. The number of function invocations and the resources used during execution are billed to you separately. Cloud Functions gives developers the ability to concentrate entirely on writing individual functions, allowing for rapid development and deployment.
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Figure 2.9: GCP Compute Decision Tree by GCP Cloud by cloud.google.com



	
Cloud Run:
Allows developers to deploy containerized applications effortlessly, abstracting away the complexities of managing infrastructure. Developers need to concentrate only on writing and releasing code since Cloud Run allows apps to be deployed using any container image. By autonomously scaling applications based on incoming traffic, this serverless compute platform ensures cost-effectiveness and top performance.



	
Firebase:
Firebase is a popular and widely used cloud service offered by GCP that provides a set of tools and services for building and scaling web and mobile applications.





Some Compute Use Cases:


	
Host Static Content: Such as images, HTML files, and client-side scripting, is a specific use case where businesses can leverage GCP cloud storage as a cost-effective solution. With GCP cloud storage, you do not need to install additional software to open the pages in a browser, making it a hassle-free option to manage and deliver static content to users. The particular use case is best fit for static web applications, supporting images\videos, and Readme files in pdf format that the organization wants to make available to anonymous users.

	
Containerized Application: Containerized applications encompass both microservices and monolithic applications that require seamless deployment and portability. For such use cases, Google Cloud Platform (GCP) offers two excellent options: GCP Cloud Run and Google Kubernetes Engine (GKE).
Both Google Kubernetes Engine and GCP Cloud Run provide dependable options for hosting containerized apps. Cloud Run’s serverless approach to deployment and scaling makes it easier for apps with fluctuating workloads or microservices architectures. GKE, on the other hand, offers strong orchestration features and is the best option for monolithic systems with intricate dependencies. Finding the best match choice within the GCP ecosystem will help you understand the precise requirements of your application, ensuring seamless container deployment and top performance.



	
Event-Driven application: When there is a need for code to be executed in response to specific events, such as resizing an uploaded image in cloud storage, leveraging serverless services becomes an effective solution. Serverless platforms charge based on actual execution, eliminating the need to set up dedicated servers for hosting event-driven applications. This cost-efficient approach allows developers to focus solely on the code’s functionality while ensuring seamless event-triggered execution without the overhead of managing servers.




GCP Storage Services


GCP provides a variety of core storage services to meet a variety of data storage requirements. These services are intended to provide scalable, long-lasting, and cost-effective storage solutions for a wide range of applications.


	
Cloud Storage: Cloud Storage is an object storage service that allows users to store and retrieve data from anywhere on the internet. It enables the user to store binary objects like media files, backups, images, and more at a lower cost. It has a high level of durability, availability, and global accessibility. Cloud Storage supports a variety of storage classes, such as Standard, Nearline, Coldline, and Archive, allowing customers to optimize costs based on data access frequency.
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Figure 2.10: GCP Database services



	
Cloud SQL: Google Cloud SQL is a fully-managed database service provided by GCP that enables users to deploy, administer, and grow relational databases easily. It supports common database engines such as MySQL, PostgreSQL, and SQL Server, allowing customers to run their applications with minimal administrative costs.
Note: Please note that the information provided here offers a high-level overview of cloud services to help understand their usage. As the objective of the book is to design the best solution using multi-cloud, it is recommended to refer online articles for more in-depth information and detailed references on specific cloud services and their implementation.



	
Cloud Spanner: Cloud Spanner is a relational database service that is globally distributed, horizontally scalable, and highly consistent. It combines the advantages of relational databases with the benefits of horizontal scaling, making it suited for mission-critical applications that require ACID transactions and high availability.

	
Firestore: Cloud Firestore is a NoSQL document database that is highly scalable and suited for web and mobile applications. It provides automatic sharding and indexing to manage enormous amounts of data efficiently. It’s worth noting that Cloud Datastore is now available as Firestore in Datastore mode, which offers more functionality and is part of the Firebase suite.

	
Cloud Bigtable: Cloud Bigtable is a NoSQL wide-column storage database service designed for high-volume analytical and operational workloads. It is perfect for time-series data, IoT applications, and analytics since it can manage enormous amounts of data with low latency and high throughput.
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