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„There are more things in heaven and earth, Horatio,


than are dreamt of in your philosophy.”


— William Shakespeare, Hamlet, Act I, Scene V









How to Read This Book


This book is structured as a single argument developed across multiple levels of abstraction.


Readers primarily interested in failure mechanisms may begin wit Chapter 1 and Chapter 7, which introduce the empirical patterns motivating the framework.


Readers concerned with architectural implications may focus on Chapters 2–5 and Chapter 9, where admissibility, authority separation, and governance structure are developed.


Readers interested in operationalization may consult Chapter 8 and Appendix B, which define diagnostic observables. the appendices provide clarification, limits, and lineage. They are not required for understanding the core thesis. The main text stands independently as a structural argument about admissibility in autonomous decision systems.









Preface


 

The Penrose Moment


There exists an object that cannot be embedded into physical space.


It can be drawn with precision.


It can be rendered with flawless geometry.


Every edge is straight. Every junction is locally consistent.


No rule is violated at the level of individual components.


And yet, as a whole, the object cannot exist.


The Penrose triangle is locally valid and globally non-embeddable.


Nothing in the image is incorrect. There is no defective line or malformed angle. Each segment satisfies the geometric constraints imposed on it. The impossibility arises only when the object is considered as a single structure occupying one coherent space. The inconsistency does not reside in the parts. It resides in their relations.


In static form, the structure appears stable. The configuration can be inspected, accepted, and reproduced. Local consistency masks global incompatibility.


Under transformation, this apparent stability dissolves.


When the object is rotated—when the perspective changes continuously rather than discretely—the configuration can no longer be maintained. Segments that previously appeared connected lose their admissible relations. What looked coherent at rest becomes unstable under motion.




	No element breaks.


	No rule is violated.


	Yet the structure ceases to be realizable.




This transition—from apparent coherence to observable incompatibility—is what this book calls the Penrose Moment.


It marks the point at which correctness persists while coherence fails.


The Penrose triangle is often described as a visual illusion. This description is misleading. The paradox does not originate in faulty perception, nor does it depend on biological quirks of human vision.


The failure is structural. In engineering terms, this is not a perceptual illusion but a violation of global embeddability under locally satisfied constraints.”


The triangle satisfies local constraints but cannot be embedded into a single, globally consistent geometry. Its impossibility follows from relational incompatibility, not perceptual error.


This distinction matters, because the same structural pattern appears in modern autonomous systems.


The issue addressed here is not interpretation, but the feasibility of constructing a constraint-consistent mapping from recognized situations to admissible action.


In contemporary autonomous systems, local technical constraints are routinely satisfied. Sensors report accurate measurements. Models classify inputs within validated performance bounds. Decision policies optimize objective functions under formally correct assumptions.


And yet, the resulting actions can be globally incoherent.


Vehicles brake abruptly on empty roads.


Optimization systems amplify harmless fluctuations into systemic cascades. Planning algorithms block emergency vehicles while obeying every encoded rule. Administrative decision systems reach formally legitimate outcomes that violate any reasonable notion of contextual validity.


In these cases, no component is malfunctioning.


The system remains operational, compliant, and optimized.


The failure emerges at the level of global embedding: actions cannot be consistently situated within the situation as a whole.


The parallel to the Penrose triangle is precise.


In geometric terms, the Penrose triangle fails because a two-dimensional projection is insufficient to encode the constraints of a three-dimensional object. Each local segment is valid, yet the global structure cannot be embedded without contradiction.


In autonomous systems, perception and decision often operate on similarly flattened representations. Signals and actions are locally valid, but the constraints required for global consistency are not explicitly represented. The system acts on projections that preserve local correctness while omitting the conditions required for global admissibility.


The contradiction is not a logical inconsistency in the classical sense, nor merely a performance limitation. It is a structural incompatibility between locally valid representations and the conditions under which actions can be coherently embedded into the world they affect.


Engineering disciplines have traditionally equated reliability with correctness. If components meet their specifications and interfaces behave as designed, the system is assumed to be safe. When failures occur, they are addressed by improving precision, increasing robustness, or adding redundancy.


This approach has proven effective for mechanical systems, electrical circuits, and many classes of deterministic software. Autonomous systems, however, operate under a different regime. They must act in environments whose structure cannot be exhaustively specified in advance.


Under these conditions, correctness is not sufficient.


A system can satisfy all local constraints and still generate actions that are globally inadmissible. The Penrose triangle demonstrates why: local validity does not guarantee global realizability.


The instability becomes visible only under transformation.


As long as environmental conditions remain familiar and implicit assumptions about context hold, the system appears stable. When conditions shift—through rare events, boundary cases, or novel configurations—previously hidden incompatibilities surface. The system does not collapse.


It continues to operate.


But its actions can no longer be embedded into a coherent interpretation of the situation.


Such events are often labeled as “edge cases.” This label obscures their nature. These failures are not marginal anomalies; they are points at which implicit assumptions about admissible relations between perception and action break down.


They are Penrose moments.


This book is concerned with these moments.


It does not propose to make systems more intelligent, more accurate, or more efficient. It does not replace existing paradigms of perception, control, or safety. Instead, it addresses a structural blind spot shared by many contemporary architectures.


Autonomous systems do not fail first.


They become structurally misaligned first.


The misalignment is not psychological and not intentional. It consists in a mismatch between locally valid representations and the global conditions under which actions remain admissible. Such situations are treated in this work as cases in which no globally admissible embedding of locally valid decisions can be constructed.


The Penrose triangle is instructive precisely because it does not invoke interpretation, intention, or subjective experience. Its impossibility can be described entirely in formal terms. The failure is geometric, not mental.


In the same way, the failures examined in this book are structural. They arise from the absence of explicit constraints governing how representations are allowed to compose into actions.


Where such constraints are left implicit, systems rely on accidental coherence.


Accidental coherence holds only within narrow regimes.


Outside those regimes, incoherence becomes observable.


The animation of the Penrose triangle makes this explicit. Under rotation, incompatibilities that were previously concealed become unavoidable. Stability at rest turns out to be a special case rather than a general property.


Autonomous systems exhibit the same behavior. In stable environments, implicit semantic assumptions remain unchallenged. Under variation, those assumptions fail.


The system continues to act correctly in a technical sense.


But correctness alone does not guarantee coherence.


This book proposes that coherence must be treated as a structural condition of action.


Meaning, in the sense used here, is not interpretation and not intention. It is the set of constraints that determine which actions are globally admissible within a given situation. Just as geometry constrains which shapes can exist, semantic structure constrains which actions can remain valid.


Without such constraints, systems can be locally correct and globally impossible—like the Penrose triangle.


The chapters that follow begin with failure rather than formulation. They examine concrete cases in which existing frameworks succeed locally yet fail to prevent global incoherence.


Only after these failures are made explicit does the book introduce its central framework: Semantic Physics — a constraint-based extension to existing decision and safety models, designed to detect and limit structural incoherence in autonomous systems.


Semantic Physics does not resolve global incoherence. It provides a structural mechanism to detect when locally correct actions cannot be globally embedded.


The term “Semantic Physics” is used deliberately cautiously here. It refers not to a new natural science, but to a constraint-based formalism inspired by physical notions of stability, admissibility, and invariance.


Semantic Physics is not a theory of meaning.


It is a diagnostic framework for identifying when decision situations are structurally ill-posed despite correct perception and valid local reasoning.


The Penrose triangle does not require repair.


It requires correct placement within the space of realizable structures.


Autonomous systems demand the same treatment.


This book begins at that point.


   






Prologue


 

From Semantic Safety to Semantic Physics


This book begins with an observation that has become difficult to ignore.


In recent years, autonomous systems have reached an unprecedented level of technical competence. They perceive complex environments, execute decisions at scale, and operate within rigorously engineered safety frameworks. In many domains, their performance now rivals or exceeds that of human operators under comparable conditions.


And yet, something feels increasingly wrong.


Systems behave correctly and still produce outcomes that surprise, disturb, or unsettle their human supervisors. These events do not indicate malfunction.


They indicate situations in which no constraint-consistent decision mapping can be constructed, even though the system operates as designed.


Sensors report valid data.


Models satisfy performance benchmarks. Decisions comply with formal constraints.


And still, the result is misaligned.


This class of failure does not fit comfortably into existing safety paradigms.


Traditional safety engineering is built around the prevention of malfunction. It assumes that undesired outcomes originate from faulty components, incorrect implementations, or insufficient robustness. Accordingly, safety is pursued through redundancy, verification, validation, and control.


These methods remain indispensable. But they are no longer sufficient.


Many of the most consequential failures of autonomous systems today occur in the absence of any identifiable technical error. The system does not break. It does not crash. It does not violate its specifications.


It simply acts in a way that is formally legitimate and contextually wrong.


The class of failures addressed in this book must be strictly distinguished from stochastic error.


They are not caused by noisy sensors, insufficient training data, or imperfect optimization.


They do not reduce to robustness gaps or statistical distribution shifts. Instead, they arise when locally valid inferences cannot be assembled into a globally admissible action.


We refer to this condition as a Non-Embeddable State (NES), in which locally valid representations cannot be embedded into a single non-contradictory action context.


the system’s internal representations satisfy local constraints, yet cannot be embedded into a single, non-contradictory state space. This distinction marks the starting point of the present argument.


Earlier work approached this discrepancy under the label Semantic Safety.


That framework argued that safety cannot be reduced to physical correctness or probabilistic reliability alone. It introduced the idea that meaning—the relation between system behavior and its situational context—constitutes a distinct source of risk that must be governed.


Semantic Safety treated meaning as a risk factor. The term “meaning” is used operationally here to denote constraint relations between interpretation and admissible action, not a theory of interpretation. Its focus lay on diagnostics, oversight, and organizational control. It asked how institutions can detect and mitigate semantic failure after it manifests.


That work left a fundamental question unanswered.


If semantic failure is structural rather than incidental, then treating it solely as a governance problem is insufficient. Governance can respond to semantic breakdowns, but it cannot explain why certain architectures are predisposed to them.


This book takes the next step.


The central claim advanced here is that semantic failure is not primarily a matter of misinterpretation or misunderstanding. It is a consequence of architectural choices in how autonomous systems are constructed. Most contemporary systems follow a pipeline that can be summarized as:


Perception → State Estimation → Decision → Action


Within this pipeline, enormous effort is invested in improving accuracy, robustness, and optimization. Each stage is refined independently, and success is measured locally: better sensors, better models, better policies.


This pipeline corresponds to established architectural decompositions in automated driving, including perception–planning–control stacks and supervisor-based safety concepts. What is missing is not another module, but an explicit representation of global admissibility across these layers.


What is largely absent from this architecture is an explicit representation of global coherence, understood here as constraint-consistent embeddability across layers.


Systems are optimized to perform well on local objectives, but they are rarely equipped with mechanisms to verify whether their locally correct actions remain admissible when embedded into the situation as a whole.


This omission has far-reaching consequences.


A system can satisfy all technical constraints and still violate contextual conditions that were never formally represented. It can optimize a utility function that remains silent about legitimacy. It can comply with safety standards that implicitly assume a shared understanding of the environment that no longer holds.


In such cases, failure is not an exception. It is an emergent property.
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