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Preface





Kickstart Software Design Architecture is designed to empower readers with a deep understanding of software architecture's critical role in successful software development. Firstly, the book offers interactive exercises, allowing readers to apply principles in real-world scenarios, thereby solidifying their understanding of how software architecture directly impacts the efficiency, scalability, and maintainability of applications. Secondly, through an extensive collection of case studies and examples, it provides industry's best practices, demonstrating the influence of well-designed software architecture on a project’s success.


This book consists of 12 chapters, each a complete module, serving as your comprehensive guide to fully understanding modern software design and architecture principles. It covers a wide array of topics, ranging from the fundamentals to advanced techniques. Whether you are a seasoned software architect looking to expand your skills or a newcomer eager to dive into software design, this book has something for everyone. Each chapter concludes with points to remember, multiple choice questions (and answers), deep thought questions, key terms, and exercises.


Chapter 1. Introduction to Software Architecture: This chapter lays the foundation for understanding the role and importance of software architecture in the software development process. It explores the historical evolution of architectural styles, from monolithic to microservices, and delves into key architectural principles and practices such as separation of concerns and modularity. Through real-world examples and interactive exercises, you can gain a comprehensive understanding of how to design scalable, maintainable, and efficient software systems.


Chapter 2. Principles of Design Patterns: This chapter introduces you to the foundational concepts of design patterns in software architecture, emphasizing their role in creating flexible and maintainable systems. It explores key design pattern categories—creational, structural, and behavioral—detailing how each can be applied to solve common software design challenges. Through examples and exercises, you can gain practical insights into implementing and leveraging design patterns to enhance your software development projects.


Chapter 3. Role of Programming Languages: This chapter explores the impact of programming languages on software design by comparing Java and Python, highlighting their unique architectural considerations, and discussing best practices for coding in each language. You can gain insights into key topics such as syntax, performance, scalability, and security, while also learning about testing, documentation, and code maintenance strategies. This chapter in designed to equip you with the knowledge to make informed decisions in selecting and utilizing programming languages effectively for modern software architecture.


Chapter 4. Introduction to Microservices: This chapter delves into the microservices architectural style, highlighting its transformative impact on modern software development. It covers the foundational principles, components, and operational dynamics of microservices, and explores the benefits and challenges associated with transitioning from monolithic architectures. By the end of the chapter, you should have a comprehensive understanding of microservices and a roadmap for implementing them effectively.


Chapter 5. Building Microservices with Spring Boot: This chapter provides a comprehensive exploration of microservices architecture using Spring Boot, a powerful framework for developing scalable and maintainable applications. It covers the setup and configuration of a Spring Boot environment, guides you through developing a sample microservice with essential functionalities like service discovery and API gateways, and highlights best practices for microservices development. You should gain insights into handling distributed tracing, managing configuration, and implementing security measures to build robust microservices systems.


Chapter 6. Containerization with Docker: This chapter explores the transformative concept of containerization, focusing on Docker as a critical tool for modern software development. It delves into the creation and management of Docker containers and images, illustrates Docker's integral role in microservices architecture, and provides real-world case studies to highlight its practical applications. You can gain a comprehensive understanding of Docker setup, usage, and best practices to enhance your development and deployment strategies.


Chapter 7. Fundamentals of Cloud Computing: This chapter introduces the pivotal concepts and models of cloud computing, underscoring its transformative impact on modern business operations. It dives into the nuances of various cloud service models like IaaS, PaaS, and SaaS, and explore leading platforms including AWS, Azure, and beyond. Through practical examples, you can learn how to architect and deploy simple cloud applications, equipping you with the knowledge to leverage cloud solutions effectively.


Chapter 8. Deploying in the Cloud: This chapter provides a comprehensive overview of cloud deployment models, including public, private, hybrid, and multi-cloud, detailing their unique benefits and best use cases. It delves into modern practices such as Continuous Integration/Continuous Deployment (CI/CD) and Infrastructure as Code (IaC), emphasizing how these methodologies enhance efficiency and scalability. You can learn about essential cloud security measures, adhere to best practices for successful deployment, and understand the shared responsibilities in cloud environments.


Chapter 9. DevOps Practices: This chapter explores the integration of DevOps within software architecture to enhance development efficiency and operational performance. Delve into core principles such as Continuous Integration (CI), Continuous Delivery (CD), and Infrastructure as Code (IaC). You can discover practical strategies for implementing DevOps in your workflow, understand the importance of monitoring and optimization, and anticipate future trends that may influence DevOps methodologies.


Chapter 10. Version Control with Git: This chapter introduces you to the essential concepts and functionalities of Git, a pivotal tool in modern software development. It explores the mechanics of branching, merging, and managing repositories that facilitate collaborative development across diverse environments. You can learn about workflow strategies, including continuous integration and delivery with Git, and enhance your skills through practical exercises on advanced Git techniques.


Chapter 11. Designing for Scalability and Efficiency: This chapter explores strategies and techniques for building scalable and efficient software systems. It covers key architectural patterns, performance optimization techniques, and tools for monitoring and scaling applications. Through real-world examples and discussions of future trends, you can gain insights into designing robust, high-performing applications ready to meet growing demands.


Chapter 12. Future Trends in Software Architecture: This chapter explores the key emerging technologies poised to reshape software architecture, such as artificial intelligence, quantum computing, edge computing, and blockchain. It provides predictions for the future of software development, emphasizing increasing automation, evolving programming languages, and enhanced security measures. Through real-world case studies, the chapter highlights successful implementations, lessons learned from failures, and innovative solutions across various industries.


This book is a hands-on guide filled with practical examples, real-world scenarios, and best practices. This journey through modern software design and architecture empowers you to design highly efficient, scalable, and maintainable system and that it enhances your skills in the dynamic field of software architecture. Happy architecting!
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CHAPTER 1


Introduction to Software Architecture



Introduction

Successful software systems are based on a well-defined and well-planned architecture that leads to high levels of scalability, reliability, availability, and maintainability. This chapter focuses on the importance of software architecture for modern systems. We will also take a look at the historical evolution of software architecture to help us understand the current approaches to software architecture. The chapter also explores key architectural principles and practices. The chapter ends with exercises, key takeaways, quiz questions, items for consideration, and key terms.

Structure

In this chapter, we will discuss the following topics:


	Definition and Importance of Software Architecture

	Historical Evolution of Software Architecture

	Key Architectural Principles and Practices



Definition and Importance of Software Architecture

The importance of architecting software systems cannot be overstated. When we take a purposeful approach to our systems’ architecture, we can place proper focus on the scalability, reliability, availability, and maintainability of our systems.

Let us start by looking at what software architecture is. In our context, software architecture is the structure of a software system and is a key software engineering concept. The analogy of a building blueprint can be applied; a software’s architecture outlines the structure of the software and how its components are interconnected. We document our software architecture in diagram format for a visual representation as well as create a detailed software architecture document.

The visual representation of a software’s architecture is created at a high level with only major components and their relationships. The following is an example of a software architecture diagram.
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Figure 1.1: High-level software architecture for a basketball online shopping system

To illustrate these concepts, let us look at an example of a high-level software architecture for a basketball online shopping system, depicted in the aforementioned figure. As you can see, there are multiple order entry points (example, smartphones and laptops connected via WiFi and desktops connected via a local area network) that are indirectly connected to the Internet. There are also three systems that reside in the cloud: an inventory system, the customer database, and the fulfillment system.

This type of visual documentation of a software’s architecture can serve as a great starting point to create additional, more detailed documentation. For example, we might provide a database schema for the customer database and determine what type of functionality will need to be created.

Importance of Software Architecture

As previously mentioned, architecting software is critical for ensuring our software systems are scalable, reliable, available, and maintainable. Now that we understand what software architecture is, let us look at why it is so important. The significance of designing a software architecture can be categorized into two broad categories: software development and business considerations.


Software Development


We previously stated that software architecture is analogous to building blueprints. Just like construction workers refer to the blueprints to build buildings, software developers refer to the software architecture documentation to build the software system. Companies do not tell their development teams to create an e-commerce system; rather, they document the requirements and have a team that documents the desired architecture and functionality. This set of ‘blueprints’ is what developers use to create the software.

When we develop software systems, we use the software development life cycle (SDLC) as our guiding framework. The first iteration of the iterative SDLC process usually results in the creation of visual and detailed software architecture documents.
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Figure 1.2: Software development life cycle (SDLC)

It is important to provide software development teams with a clear and thoroughly documented software architecture so they can be efficient, understand how each component works with others, and develop the correct software the first time.

Business Considerations

Software systems are created by businesses for businesses. Let us consider the business that is requesting the software system be created. It is in their best interest to define their requirements clearly and thoroughly. While this business, the one the system is for, might not create software architecture documents, they will provide a set of detailed requirements. This often takes the form of a lengthy text document.

The business hired to create the software system is also concerned with thoroughly analyzing their client’s requirements. In larger software development organizations, there are people dedicated to requirements analysis. Their goals are to ensure they fully understand the client’s requirements and to translate that into an initial software architecture document.

Requirements analysis is a process that businesses use to identify and document the requirements and needs of stakeholders for a software system. This critical process involves gathering and organizing detailed information about what the system should do and any required constraints. This process has a direct impact on how the software architecture documentation is created. When the architecture is informed by the requirements analysis, it can be assured that it will align with business goals and user needs.

The development team will review the software architecture document and generate a list of clarifying questions for their client to answer. The importance of capturing all requirements as an input to the software architecture design cannot be overstated.

Additional Considerations

The adage ‘it is all about the details’ applies to software architecture. Once the high-level design has been created and stakeholders (internal and external) agree on it, it is time to start documenting some of the details. For example, we should define the software system’s non-functional characteristics to include security, portability, scalability, performance, availability, reliability, and more.

Our software architecture will include principles and methodologies such as design patterns, which we will cover in Chapter 2, Principles of Design Patterns, as well as architectural styles such as microservices that we will cover in Chapter 4, Introduction to Microservices. In addition to the properties of design patterns and architectural styles, we should document any internal and external constraints, such as hardware limitations, user requirements, and more. Our software architecture must establish a balance between these constraints and design principles and methodologies.

Decisions

Once we document our software architecture, it not only serves as a blueprint for our development work, but it also serves as a reference point for making critical decisions throughout the process of developing the software system. Each design choice can be weighed against possible trade-offs or integration impacts. We do not develop components of our software systems in silos; rather, we create these components knowing that they are part of a system and that every choice we make has an impact, positive or negative, on other components and the system.

This concept is especially important for large-scale enterprise systems. Modern system development is often complex, with multiple databases, several user entry points, scalable cloud solutions, security protocols, and other necessary system factors that can increase a system’s complexity. This underscores the importance to fully document system architecture and to refer to it throughout the development process. Let us look at some tradeoffs and integration impacts with examples.

Example 1: Performance versus Scalability. We might have to choose between a legacy monolithic architecture and a microservices architecture. The tradeoff is that the monolithic architecture could perform better initially because the deployment is simpler, but the microservices architecture is more scalable, flexible, and maintainable. The decision here impacts how our system will handle increased users and loads over time. It will also impact how easily or with what difficulty new features can be added in the future. Our architecture documentation should clearly outline our decision rationale. Of note, we will cover microservices in Chapter 4, Introduction to Microservices.

Example 2: Development Speed versus Maintainability. We might opt for rapid development that does not adhere to coding standards to meet a deadline instead of writing clean, modular code. The tradeoff here is that rapid development might get us a quick result but also result in further work down the road, making the system more difficult to maintain and extend its capabilities. The clean, modular coding example not only increases the development time but also increases maintainability. The decision and reasoning should be thoroughly documented.

Example 3: Cost versus Quality. Inexpensive third-party solutions might be available but lack high-quality components. The tradeoff is that cheaper components can decrease our initial cost but could negatively impact our system’s reliability. We must consider both budgetary constraints as well as the potential long-term costs and benefits associated with quality tradeoffs.

Stakeholders

In addition to the technical benefits we previously covered, there are non-technical benefits to documenting our software architecture. The largest non-technical benefit is that it serves as a powerful communication tool between the development team and stakeholders. It is important to note that different stakeholder groups (technical and non-technical) will benefit from the architecture documentation in different ways and be looking at it through their unique lenses.

Internal to the development team, the software architecture can be used to help project managers and developers communicate, as the architecture documentation serves as a common framework to reference. It is not uncommon for project managers to create a status board in line with the visual representation of the architecture. An example follows.
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Figure 1.3: High-level software architecture for a basketball online shopping system with status updates

As you can see from Figure 1.3, we augmented our original software architecture diagram with status updates for each major component. As the legend notes, we are using a four-status system consisting of not-started, at-risk, in-progress, and complete. The at-risk status is something the project manager will establish. This could simply mean that the work is overdue, that it is not likely to stay on track, or that there are other obstacles.

Each component has a status indicator and a date. As evidenced by the status update diagram, the last update was provided on January 14, 2024, at 2:30 (1430 with the 24-hour clock). Also, two components are complete, three are in progress, and two have not been started. This type of visual status board can help keep internal stakeholders informed and developers on track.

It is equally important to keep our external stakeholders updated on the status of their software development project. Be sure to tailor your communication and documentation for the specific stakeholder. External stakeholders, for example, might be focused on functionality instead of connectivity. Each project is unique, as is the requirement to provide status updates. This requirement can range from weekly status calls to a stakeholder embedded in the development team. This later scenario involves someone from the stakeholder’s organization to work directly with the project manager, attending all meetings, and having ready access to all status updates. The more typical scenario is that periodic meetings are held for the project manager to update the external stakeholder. The previously explained status update visual can serve as the central talking piece for these update meetings.


Historical Evolution of Software Architecture


It can be interesting to see how we arrived at where we are today with respect to software architecture. There have been six distinct periods, each with a new software architecture schema. We started with the monolithic era and moved into modular design before object-oriented programming (OOP) was introduced. From there, we moved into distributed systems, then microservices, and then into DevOps, where we remain today.

We can refer to the progression of software architecture as a transformational path. As you will see after reviewing each period, we started in nascent stages and evolved into a set of very sophisticated architectural design methodologies.
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Figure 1.4: The historical evolution of software architecture

Let us look at each of those periods to help us better appreciate and understand why we use architect software the way we do.

Monolithic Era

The monolithic era is where this all started. The name of the era, monolithic, refers to the fact that there was a primary focus on hardware. Software was a secondary consideration and was isolated to a single code base. As you can imagine, by today’s standards, this is problematic. The tie between computer hardware and software, is undeniable, but the focus should be on software as that is the reason for the hardware to exist. This is admittedly a biased approach from the software developer’s point of view, and it illustrates the consumer mindset.

Users buy smartphones, for example, to use the camera app, the instant messaging app, and so on. All these apps are software. The same mindset can be applied to gaming systems. Users buy game consoles to play the games (software) that they buy. People do not buy a console and then discover what games are available. We clearly live in a world that focuses on software, not hardware.

Modular Design

Following the monolithic era, there was a period where modular programming and structured design flourished. This was a significant milestone in the evolution of software architecture. While modular programming and structured design are inexorably linked, let us look at them separately.

Modular programming is a methodology that reduces the complexity of our systems. We focus on breaking down the overall system into distinct modules that work with one another. Looking at this today, you would not imagine we could ever program without a modular mindset. That underscores the significance of this milestone on the way to modern software architecture. Modular programming results in more efficient development and more maintainable code. It also takes discipline, adherence to team standards, and communication. When this is done right, it is an enjoyable method of developing software.

Design patterns were introduced along with modular programming. Design patterns, in the context of software architecture, are reusable design solutions to common programming problems. We use design patterns to solve problems that commonly occur in software development. They incorporate best practices based on the collective experience of professional software developers and software architects.

When we use a design pattern, we are adhering to standardization efforts on the development project. This makes our code easier to read as well as maintain. Our programming efforts are often more efficient when we use design patterns.

We will take a deep look at several design patterns, categorized as creational, structural, and behavior, in Chapter 2, Principles of Design Patterns.

Object-Oriented Programming (OOP)

Modular programming and design patterns led to a systematic approach to software development. This set the stage for the advent of object-oriented programming (OOP). It can be argued that object-oriented programming is the most influential development in software architecture to date. OOP is a programming paradigm based on the notion that everything is an “object.” Objects can contain data and code.

There are four key principles of OOP:


	
Abstraction: In OOP, abstraction is used to hide an object’s details from other objects. The focus is on interactions rather than details.

	
Encapsulation: Here we bundle data and methods that operate on that data into a single object. We encapsulate both components into one.

	
Inheritance. In OOP, objects can inherit characteristics from other objects. It enables us to easily reuse and modify behaviors as needed. As the name suggests, we can create a hierarchy of classes, enhancing code reusability.

	
Polymorphism. In OOP, objects of different types can be treated as objects of a common supertype using overriding and overloading methods.



These four key principles are important to fully understand, so we will cover OOP in greater detail in Chapter 3, Role of Programming Languages, when we look at the role of programming languages in software architecture.

Distributed Systems

Modular programming, design patterns, and object-oriented programming are still part of our software architecture and software development methodologies today. This is an important point to note. We have not moved away from these methodologies. As we look at the next three milestones (distributed systems, microservices, and DevOps), you will see they augment and enhance the previous innovations.

As computing and network hardware became more advanced and ubiquitous, the industry shifted towards distributed systems, also referred to as service-oriented architecture (SOA). This period was issued in a wave of application decomposition. Instead of larger applications, we divided them into smaller, individual applications. These applications were interconnected services. An example is a word processing application. Prior to distributed services, the application would take care of everything the user would want to do. A distributed systems approach removes the printing component and pushes it to its own application, which is an interconnected service application for the word processing application.

This approach facilitates greater scalability, agility, and resilience. Our previous larger systems, even when developed using modular design patterns, and OOP methodologies, could be decomposed to create a more efficient distributed system.

We will revisit the notion of distributed systems in Chapter 11, Designing for Scalability and Efficiency, when we look at designing for scalability and efficiency.

Microservices

Microservices is an approach to software architecture that is a loosely coupled collection of services. Remember back in the monolithic era, when applications were a single unit? Microservices is in stark contrast to that approach. These microservices are designed and developed so they have the following characteristics:


	
Communicative: A key aspect and requirement of microservices is their ability to communicate with other microservices using clearly defined application programming interfaces (APIs). Some common communication approaches for microservices include event streaming, message queues, and RESTful APIs.

	
Flexibility: Software development project managers are usually huge proponents of microservices because there is great flexibility in development. Each microservice can be developed by a different team and even use different programming languages and frameworks.

	
Maintainability: The smaller nature of microservices, when compared to larger applications, lends them to easier maintainability. Developers that maintain microservices are likely more proficient in the functionality, because of its narrow nature.

	
Modularity: Microservices are a shining example of modular programming. Each microservice has a finite and distinct function. We will discuss modularity in greater detail later in this chapter.

	
Resilience: The term ‘loosely coupled’ applies to resilience. When microservices are loosely coupled, the failure of one microservice typically will not result in the entire application’s failure. Consider the earlier example of a word processing software application. If the printer microservice fails, the user does not lose their document and the application does not crash.

	
Scalability: Because microservices exist outside of a large system, they can be independently scaled. This is a typical approach to making more efficient use of system resources. An example is that if a specific microservice is seeing high usage, it can be scaled without impacting other microservices.



In addition to the six characteristics of microservices, this approach allows for faster and more frequent software updates and version deployments. This is since individual microservices can be updated independently of other microservices. This rapid upgrade and release is referred to as Continuous Integration and Continuous Delivery (CI/CD).

Perhaps the most illustrative example of the software architecture evolution from monolithic systems to microservices is Netflix’s transformation. Their original system had a monolithic architecture that seemed to work fine in the early 2000s. A few years later, their user population grew on a global scale, reaching their system’s limits. The shift from DVD and Blue Ray discs to online streaming occurred around 2007, and Netflix decided to make the shift to microservices. This shift resulted in their ability to handle scalable usage, rapidly release new features, and reduce the risk of system-wide failures.

Microservice Challenges

Microservices certainly seem like the right approach to modern software architecture and development. This approach is not without its own set of challenges. One challenge is that it can be difficult to manage a distributed system that consists of many microservices. This is especially true when contending with data consistency, service inter-communication, and networking. Data management is another challenge because each microservice can have its own database. In addition to the previously mentioned data consistency challenge, this introduces transaction management challenges. Another challenge with microservices is the operational overhead caused by monitoring and deploying numerous services. Robust operational and management capabilities are required. Larger organizations tackle this challenge with advanced automation tools and monitoring software.

We will take a closer look at microservices in Chapter 4, Introduction to Microservices.

DevOps

DevOps is the blending of development (Dev) and operations (Ops) and refers to a set of practices, methodologies, company values, and mindsets with the goal of shortening the system development lifecycle. It is also intended to deliver higher-quality software, aligned with the documented software architecture, on time. Central to a successful DevOps implementation is the collaborative nature of both the development and operations teams.

The following graphic shows the inner workings of a typical DevOps cycle. It encapsulates the cyclical nature of the DevOps cycle. The image illustrates how various stages of software development and operations interconnect, forming an efficient and cohesive system. These cycles are unique to every organization, so what is presented here is a representative example.
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Figure 1.5: Typical DevOps structure

Next, let us look at each component of our DevOps example, starting with the development side, followed by the operations side, and then we will look at some components that are common on both sides.

Development

In our example, we have seven components and processes. Each of them is described below. You will note that they can be represented in the previous diagram using an abbreviated format. For example, Planning is represented as “Plan” in the diagram. This is done for brevity and to help ensure the diagram is readable. The complete component and process titles are provided along with the descriptions.

Here are the components, processes, and their descriptions:


	
Planning: The planning phase is where it all starts for the development team. This phase involves defining requirements, documenting the scope of work, and identifying possible solutions for any new services or features.

	
Code Development: This is where most of the time is spent on the development side. Here we write our code, we review and modify it, and then we integrate it as needed based on the requirements.

	
Version Control: This process is simply managing and documenting our code versions. We will take a specific look at this in Chapter 10, Version Control with Git.

	
Build: The build process consists of compiling our code so that it is executable. Depending on the development environment, you might use a tool such as Ant, Gradle, or Maven.

	
Continuous Integration (CI): The continuous integration approach requires us to test every code change in a shared repository. This helps identify any problems or defects early.

	
Unit Testing: This phase is where we conduct unit testing on our code and analyze it for quality and potential issues.

	
Code Repository: This step is where we store our compiled code and any related binary files for deployment. These are deployment artifacts.



Now that you understand the components and processes that take place on the development side, let’s look at the operations side.

Operations

Our example DevOps cycle included seven components and processes on the development side. We have the same number on the operations side. This creates a balance between development and operations; this balance is common in the industry. Let’s examine the components and processes on the operations side.


	
Release Management: This management function is responsible for scheduling and planning new version releases, feature launches, and updates. This requires significant coordination between both the development and operation teams, as well as any impacted user groups.

	
Continuous Delivery (CD). This refers to code deployment in production environments. Larger organizations implement automation for this.

	
Infrastructure as Code (IaC): IaC refers to infrastructure provisioning. This includes setting up and maintaining the hardware and software environments required for the system.

	
Configuration Management: Once the infrastructure is provisioned, it must be configured. This can include databases, servers, and other components. There are software tools that can help with this process, such as Ansible, Chef, and Puppet.

	
Monitoring: The operations team is responsible for the continual monitoring and logging of system performance and health. These logs can be used for diagnostic review.

	
Performance Optimization: The operations side is responsible for testing system performance to ensure it meets any established benchmarks.

	
Incident & Problem (I&P) Management: The last component of the operations side is to troubleshoot and respond to operational issues, incidents, and problems.



Now that you understand the components and processes that take place on both the development and operations sides, let’s look at some components that both sides share.

Common Components

In addition to what is presented in our DevOps diagram and descriptions, there are three critical components that are shared by both the development and operations teams.


	
Collaboration Tools: The use of communication and collaboration tools is the key to the success of a DevOps implementation. Common tools include Microsoft Teams, Discord, Slack, JIRA, and more.

	
DevSecOps: Security is a mindset, and both development and operations teams should be security-minded. They are equally charged with integrating security-related practices throughout each of their components and processes.

	
Feedback loop: Lastly, and most importantly, both the development and operations teams need to share feedback. This can help inform and improve future DevOps cycles.



We will take another look at DevOps in Chapter 8, Deploying in the Cloud and Chapter 9, DevOps Practices.

Key Architectural Principles and Practices

Software architectures are created based on several principles and practices. They serve as guidance to software architects and developers as they strive to create robust, sustainable, maintainable, and efficient systems. These principles and practices can be grouped based on the lifecycle stages of software architecture.


	Initial design considerations

	Advanced architectural concepts

	Operational excellence

	Post-development focus



We will look at the principles and practices for each of these groupings in the sections that follow.

By the end of this section, you should understand the key architectural principles and practices as well as insights into how they can be applied in your software architecture projects. As you will come to appreciate, these principles and practices are applicable to new software architecture projects as well as existing ones.

Initial Design Considerations

We should start incorporating key architectural principles and practices early in the process before we start writing any code. The initial design considerations include the separation of concerns and modularity. Let us look at each of those next so they can help inform our software architecture early on.

Separation of Concerns (SoC)

The software design principle of Separation of Concerns (SoC) is key to software architecture and software development. The point of this principle is, to the extent possible, to set apart sections of the software system so there are distinct sections. Each section should be concerned with a specific and unique function as part of the system. The benefit of adopting this principle is that each section manages a unique and specific concern or system responsibility. This stands to simplify our software and make management of it easier.

The SoC principle, which is also referred to as a philosophy, was devised by Edsger Dijkstra, a Dutch computer scientist and software engineer. His legacy lives on as we look further into SoC.

Benefits

There are several benefits of applying SoC to our software architecture and software systems; each of them is as important as the others, so our coverage of them here does not suggest a prioritization.

One of the key benefits of adopting the SoC principle is that our system is much easier to maintain. Each function or concern is handled by a distinct segment of the system, making it easy to isolate and maintain. When we have smaller segments of code, there is a less likely chance that code updates will have unintended side effects that impact other system components.

Another benefit of SoC is increased scalability. Adopting the SoC principle can make it easier for us to scale our individual system components. Since each of our components have their own set of requirements and resource demands, scaling them independently of others can lead to increased resource utilization.

As you might expect, when we have smaller code segments, they become easier to read and maintain. It is important to provide in-code documentation of each system component’s purpose, function, and the concerns they address. This header information, coupled with less code, improves the readability.

A fourth benefit of applying the SoC principle is that testing and troubleshooting our code is simplified and more manageable.

Implementation

To implement the SoC principle, we need to structure our software system so that each software component has a clear and unique function or concern. There are two approaches to implementation. First, we can design this as part of our software architecture, documenting it for the development team to use as guidance. The other implementation approach is to have the development team adhere to the SoC principle as they develop the code. While both implementation approaches can work, having the plan documented as part of the architecture documentation gives you a better chance of ensuring it gets done.

Regardless of which implementation approach we take; the goal is clear. We want to take a purposeful approach to implement the SoC principle as part of our software development efforts. To aid in implementation planning, here are four things software architects should consider when implementing SoC in their systems. These considerations are presented in sequence.


	
Identify Concerns: During the design phase of our project, we need to identify each of the core concerns that our software system needs to address.

	
Single Concern: We need to ensure that each component of our software system is focused on a single concern. It is common for these components to suffer from scope creep, so we need to be mindful of that. Each component should only address one concern.

	
Minimize Dependencies: As we write each system component, we should strive to minimize component-to-component dependencies. The greater separation we have between components, the better.

	
Review and Refactor: Once we launch our system, our work is not done. We should periodically review and, as necessary, refactor our components so that we do not negate our SoC implementation work.



Example

To illustrate an SoC implementation, consider a standard web application with a user interface, access to a database, and the core business logic. Each of these three concerns should be handled by separate system components. Taking that approach would, for example, ensure that any changes to a database, such as moving from an SQL database to MongoDB, would only impact the data access component and not the others. This illustrates the benefits of implementing the SoC principle of software architecture in our systems.

Modularity

The second initial design consideration is modularity. In the context of software architecture, modularity refers to segmenting our software system into interchangeable modules. This design principle calls for each module to house a finite subset of the software system’s functionality. Think about an automotive assembly line where component parts are assembled to create a fully functioning automobile. That same concept applies to software architecture. Each component serves a specific purpose and is part of the overall system.

When we develop our systems using a modular approach, we can develop our systems faster. If our system has 80 modules, imagine a different developer working on each module at the same time, or small development teams working on a group of modules. To realize the benefits of modularity, we need to have our software system well-defined so that we know all the required functionality before we start programming. Our goal is to create modules with these characteristics:


	Each module is independent.

	Low coupling between modules.

	High cohesion within each module.

	Interchangeable.



Benefits

There are several benefits to implementing a modular design for our software systems, and they are all equally important. One of the key benefits of modular design is that it makes debugging and testing our code much easier. Modules have a single function, making them less complicated.

Another benefit of modular design is that we can reuse our modules throughout our software system and even in different software systems. We might, for example, have a report generation queuing module that we can use in all our software systems.

Scalability is easier with a modular design as compared to a non-modular design. We can independently scale our modules without impacting others. When we scale one module, it contributes to the overall system’s scalability.

As previously mentioned, developing software with a modular architecture makes it easier to manage. Project managers are tremendous fans of modular architectures because they can streamline development efforts.

Software maintainability is another area that benefits from a modular architecture. Smaller modules are easier to review and refactor than larger systems. Smaller code bases are also easier to read, lending to increased maintainability.

Implementation

Implementing modularity is not terribly difficult. We start by clearly defining what each module is responsible for, what they should do, and what they should not do. Setting these requirements and guardrails is an important first step. Next, we design and write each module, ensuring that they are self-contained and have limited dependencies on other modules.

When designing and writing our modules, we must establish a clear and simple method for module-to-module communications. Standardizing an interface for these communications is critical to the overall success of the system. How these modules communicate with each other should be fully documented and tested.

We should be careful not to over-modularize, as doing so could make our system overly complex and add processing overhead. Finally, each module should be independently deployed and tested. This should be done periodically to ensure overall system efficiency.

Example

To illustrate the benefits of a modular implementation, consider a learning management system that might be used by a college or university. This system would likely have separate modules for user authentication, learning object repository, rubrics, content editing, multi-media management, grades, term publishing, blueprint rendering, and more. Each of the modules could be developed and maintained by a specialized team. This supports greater customization, testing, and upgrades.

This approach also supports greater scalability because each module can be independently scaled without requiring updates to other modules. For instance, we might decide to replace our content editing module with a new one that one of our teams worked on. Replacing this module would have no impact on the other modules; these other modules would not need to be updated.


Advanced Architectural Concepts


So far, we have covered initial design considerations for software architecture. We can now look at some advanced concepts, specifically Software-Oriented Architecture (SOA), Domain-Driven Design (DDD), Microservices, Event-Driven Architecture (EDA), and Cloud-Native Architecture.

Software-Oriented Architecture (SOA)

Software-Oriented Architecture (SOA) is a software design approach that calls for an application to consist of finite services that are loosely coupled with one another. The focus is on interoperability. When we adopt this approach, our services can be used with multiple applications and platforms.

Domain-Driven Design (DDD)

Domain-Driven Design (DDD) is a software architecture approach where the software is modeled after a specific business domain. This requires a thorough understanding of the business domain, its characteristics, challenges, intricacies, dependencies, and complexities. Let’s explore this further using our previous e-commerce example, where the business sells basketballs online.

Taking a DDD approach to this e-commerce application would require us to use a common language that developers and the business unit agree on. Examples include using “customer” instead of “user,” and “product” instead of “item.” This is an important early consideration.

Developers would need to understand how the domain works so that they can create domain models. This would apply to primary functions to include ordering, product cataloging, shipping, customer management, and abandoned cart management.

Microservices Architecture

We previously touched on microservices, and it is presented here to underscore its importance. It is an advanced architectural concept, and we will cover it in detail in Chapter 4. For now, we should remember that microservices are an architectural approach of loosely coupled services. These services are micro (small) and can be independently refactored, tested, deployed, and scaled.

Event-Driven Architecture (EDA)

Event-Driven Architecture (EDA) is an architectural approach where the application’s flow is determined by events. EDA can make the application more responsive and flexible. It involves event producers, event consumers, and other programming constructs.

We can further explore this concept with our persistent basketball e-commerce system. That system would include an inventory management system that updates available inventory based on sales and warehouse inventory. We would need to create four specific components to implement EDA.


	
Event Producers: This software component would generate events (see below) from sources such as the online ordering system and the warehouse. The online ordering system would notify the system when a new order is placed, and the warehouse would notify the system when new inventory is received.

	
Events: Events are based on user or system behaviors that trigger a system action. For example, when a customer completes an online order, we might have events such as orderPlaced for saleCompleted.

	
Event Listeners: Event listeners, also referred to as event consumers, are software components that ‘listen’ for events and then take appropriate action. For example, when the saleCompleted event triggers, the inventory management system would update the quantity of available items.

	
Event Bus: An event bus, also referred to as a message broker, is the bridge between event producers and event listeners. It is a type of middleware that handles communication and queueing.



The EDA approach can make a system more efficient and responsive. It is especially useful in situations where real-time data processing is required.

Cloud-Native Architecture

Cloud-native architecture refers to designing our software systems specifically for a cloud environment. This is different from migrating our current systems to the cloud. Cloud-native architectures rely heavily on concepts we have already touched on to include microservices and some that we will cover in future chapters, such as containerization (see Chapter 6, Containerization with Docker). This approach also takes advantage of several design patterns, such as the twelve-factor app methodology (see Chapter 2, Principles of Design Patterns).

We will examine this concept in greater detail when we cover the fundamentals of cloud computing in Chapter 7, Fundamentals of Cloud Computing, and in Chapter 8, Deploying in the Cloud, when we look at deploying in the cloud.

Operational Excellence

Ensuring that our software system is efficient, secure, and high-performing can be referred to as operational excellence. There are three primary areas for us to focus on here: security, interoperability, and CI/CD. Let us look at each of these areas.


Security


Both security and privacy should be inculcated throughout our system architecture. It is not a step in the design or development process; rather, we need to have a security mindset and consider security and privacy implications with each part of our software architecture and as we develop its components. Security, in our context, includes protecting the system, data, intellectual property, user privacy, and more.

Interoperability

Interoperability is an important component of operational excellence. We want to ensure our software system can operate in a plethora of technical environments. Using our basketball e-commerce application example, we want to ensure it can run effectively on macOS, Windows, and Linux, as well as in all major internet browsers.

CI/CD

The last component of operational excellence is the implementation of continuous integration and continuous delivery (CI/CD). We previously covered this concept and recall that it calls for the ongoing development and deployment for optimal system efficiency and performance.

Post-Development Focus

Our focus once we deploy a stable version of our software system should be on documentation and communication. We want to document all changes, tests, issues, and deployments. This record will help developers and decision-makers improve the system in the future.

Another post-development focus area is communicating system issues, changes, updates, and plans to internal and external stakeholders.

Conclusion

We should now be familiar with what software architecture is and its importance to modern systems. We should have an appreciation of the historical evolution of software architecture and understand how it informed the current approaches to software architecture. Our exploration of key architectural principles and practices included a look at initial design considerations, advanced architectural concepts, and operational excellence.

In the next chapter, we will look at the principles of design patterns and how they can be used to enhance our software design and development. We will look at specific examples using the Java programming language.


Points to Remember



	Software architecture documents the high-level structure of a software system.

	Separation of Concerns (SoC) calls for breaking a system into distinct sections.

	Modularity can enhance the scalability and maintainability of a software system.

	Domain-Driven Design (DDD) requires the alignment of software design with the business domain.

	Event-Driven Architecture (EDA) is an approach involving events, event listeners, and an event bus.

	Microservices architecture empowers us to build a system consisting of a collection of small, independent services.

	Continuous Integration and Continuous Deployment (CI/CD) practices are key characteristics of modern software architecture.

	Security is a mindset, not a design or development step.

	Software architectural decisions should be thoroughly documented.



Multiple Choice Questions


	Which is the primary purpose of the Separation of Concerns (SoC) principle?

	To ensure the system is written in the same programming language

	To segment the system into distinct sections

	To increase overall system performance

	To reduce software development time and cost





	Which of the following best describes modularity?

	Dividing a system into interchangeable modules

	A process of deploying software updates

	Use of multiple programming languages

	A data encryption technique





	What is an EDA key characteristic?

	Linear program execution

	Software components react to event notifications

	
Prioritization method for system design

	A focus on isolated systems





	Which of the following is a collection of loosely coupled services?

	Monolithic Architecture

	Service-Oriented Architecture (SOA)

	Microservices

	Layered Architecture





	What is the main benefit of CI/CD?

	Allows for the use of multiple programming languages.

	Improves the system’s overall security.

	Improves agility and quality.

	Simplifies the user interface design.







Answers


	b

	a

	b

	c

	c



Questions


	How can the different architectural choices affect the quality of a software system? How can they impact security, scalability, and performance?

	What is the significance of the historical evolution of software architecture for modern software architectural practices?

	What are the benefits of a Domain-Driven Design (DDD)? Provide a real-world example.

	What are the advantages and disadvantages of an Event-Driven Architecture (EDA)?

	
What are the trade-offs between the flexibility of microservices architecture and its complexity?

	How can Continuous Integration and Continuous Delivery (CI/CD) practices transform the software development lifecycle?

	What is the importance of inculcating security concerns throughout the design process?

	Explain the Separation of Concerns (SoC) principle.

	What changes do you think we will see with software architecture methodologies in the future?

	How can software architects ensure their system designs meet the business’ strategic needs?



Key Terms


	
Continuous Integration/Deployment (CI/CD): The software development practice involving regular integration and deployment of code.

	
Documentation: Visual and textual records of software architecture and systems.

	
Domain-Driven Design (DDD): An approach focusing on the alignment of software design and the business domain.

	
Event-Driven Architecture (EDA): An architecture style based on system behaviors referred to as events.

	
Interoperability: The ability of system components to communicate in a coordinated way.

	
Microservices Architecture: A software architectural approach that results in a software system consisting of a collection of loosely coupled services.

	
Modularity: A design methodology that calls for a system to consist of self-contained modules.

	
Monolithic Architecture: A software architectural style that results in software systems existing as a single and indivisible unit.

	
Scalability: The capability of a system or system component to accommodate increased usage.
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