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The AdventureWorks databases are pretty old. They were originally published for SQL Server 2008. The databases show the data of a fictitious company Adventure Works that is selling sports articles, especially focusing on bicycles. AdventureWorks is the OLTP sample, and AdventureWorksDW is the data warehouse sample. We decided to use the AdventureWorksDW2019 version. However, we wanted to refresh the dates in the database in order to make it look a bit more modern.
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Although David did enormous work, there were still a few dates missed. We created an additional script that updates also those dates. The script is provided with this book in the “Preface_Code.sql” file. Therefore, in order to use completely the same data we used when we were writing the book, you have to download and restore the AdventureWorksDW2019 database, execute David’s script, and finally execute our script.











Preface





Using Excel and Power BI is practically a key requirementfor a career in analyticsnowadays. The book covers both mentioned building blocks of contemporary business intelligence (BI) in a condensed, although quite complete manner. In addition, readers will gain insightsinto theperformance of the reports and some more advanced topics, such as using data science algorithms in the reports.


The book presents the technologies in a holistic view. Many contemporary BI professionals are pretty narrowly oriented and try to solve all problems with a single tool or language. For example, you can do data enrichment with calculations in many places and with many languages, including source SQL query, Power Query Formula Language or M, Python, R, and DAX. This book discusses the advantages and disadvantages of solutions in different languages.


The book comprises ten chapters that cover the complete development process of a Power BI analytical solution, from data modeling and preparation to creating and publishing reports and deploying dashboards and apps. An overview of security and performance tuning is covered as well.


The book is full of examples and exercises. You can find the accompanying content, all the code and Power BI files, on GitHub at https://github.com/OrangeAVA/Advanced-Analytics-with-Power-BI-and-Excel.


Chapter 1 will introduce the theoretical background for analytical applications. The two pillars of online analytical processing (OLAP) are the logical design and the physical implementation. With OLAP, we want to enable end users to create different reports and analyze data. The tool must be able to write queries based on the report design, and the queries must be executed atlightning speed. The Star Schema logical model enables tools, like Power BI, to write queries automatically. Columnar storage is the physical storage implementation by Microsoft that provides the appropriate performance. This chapter introduces the two pillars and briefly describes the history of Power BI.


Chapter 2 will cover connecting data sources with Microsoft technology and why that is advisable. We’ll take an overview of integrated data systems and introduce Power Query, a tool provided with Microsoft Excel, Power BI Desktop, and some other Microsoft resources that can perform ETL processes with data from data sources. Then we’ll overview Power Query Editor, a graphical user interface that offers users the ability to perform transformations in a friendly manner without writing code.


Chapter 3 will start with an exercise to transform a sample of data to a suitable format using Power Query Editor. Then we’ll introducethe language behind Power Query – formula language M, which provides good capabilities to perform extract, transform and load (ETL) processes on our data. As using Power Query Editor might not be enough for data processing needs, we will expand on the first exercise by performing optimization using the formula language M.


Chapter 4 will deal with Excel. When it comes to simple analytics and data crunching, Excel is still the go-to tool for most people. This chapter will describe some of the shortcomings of classic Excel and demonstrate how basic knowledge of Excel BI components (Power Query and Power Pivot) can help us in creating an analytical solution that we could never achieve with basic Excel tools.


Chapter 5 will focus on creating a data model in Power BI Desktop and analyzing the data we connected to. We will go through the process of connecting to data from Power BI Desktop, making connections between tables, and enriching the model with calculated columns and measures. We will also get to know some DAX functions and discuss certain theoretical concepts that we must understand to write good DAX.


Chapter 6 will introduce Power BI Desktop as a tool to develop reports for end users. We will overview Power BI Desktop and its screen elements and all the panes and views available for developing and modifying a report, its settings, and its objects. We’ll take a look at the most important functionality, such as using filters, visual headers, drill-throughs, and tooltips. We’ll take a lookat some of the most common visualizations and their settings, including what are some good color wheel options. We’ll also introduce the interface changes in a preview that Microsoft is currently testing.


Chapter 7 will explain how to publish the reports we create. Power BI Desktop is the report creation tool. When the report is created, we will probably want to share it with other people. In that case, the next step is to upload it to Power BI Service. This chapter will describe the various components of Power BI Service and how to use them as well as mention the “on-premises version” of Power BI Service – Power BI Report Server.


Chapter 8 is probably the most advanced of this book. Besides report elements like tables, matrices, and graphs, you can use Power BI also as an advanced data science tool. This chapter introduces advanced analytics capabilities in core Power BI and shows what you can do with the help of external languages, namely R and Python, Azure Machine Learning, and Azure Artificial Intelligence.


Chapter 9 will teach you how to develop optimized data models and reports. Power BI was created for the lightning speed of reports. Nevertheless, it is still good to know how to create efficient datasets. In addition, Power BI can operate in DirectQuery mode, where the data is stored in the source, and Power BI serves as the client tool only. For example, if the data remains in the SQL Server, then you also have to know how to optimize Transact-SQL queries. The chapter provides many useful tips for creating efficient models and reports.


Chapter 10 will cover some Power BI Service capabilities such as various security settings and setting up reports deployed from an on-premises environment using gateways. We will take a look at Power BI row-level security and how everything is set up in both Power BI Desktop and Power BI Service.We’ll also take a deeper look at Power BI Service Apps and general tips on keeping a well-maintained data system.
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CHAPTER 1



Introducing the Theoretical Background for Democratizing Analytics





Introduction


The two pillars of online analytical processing (OLAP) are logical design and physical implementation. With OLAP, we want to enable end users to create different reports and analyze data. The tool must be able to write queries based on the report design, and the queries must be executed at lightning speed. The star schema logical model enables tools, like Power BI, to write queries automatically. Columnar storage is the physical storage implementation by Microsoft that provides the appropriate performance. This chapter introduces the two pillars of OLAP. It also describes the building blocks and the history of Power BI.


Structure


In this chapter, let us discuss the following topics:




	Logical design – star schema


	Dimensions and fact tables


	Columnar storage


	Introducing Power BI and its history






Logical design – star schema



The relational model is the logical model commonly used for modeling the schema of a database for an online transactional system (OLTP). In an OLTP, or in short, in a transactional system, the data is written to the database in real-time, or online. The data must comply with integrity rules, it must be in accordance with business rules. Therefore, the relational model is ideal for line of business (LOB) applications, where data integrity is crucial. LOB applications are applications that are important for an enterprise to conduct its day-to-day operations. An example would be an application for an enterprise resource planning (ERP) system.


The relational model, contrived in 1970 by Edgar F. Codd, enforces data integrity through data types, database schema, declarative constraints, and even programming code through triggers and procedures. When you design a relational database, you go through some predefined processes, like normalization and specialization. In both of these two processes, you are creating more and more tables. Let us not get into the details of relational modeling. The point here is to show that after the model is finished, it is not very suitable for reports and analysis. The big problem is that you might finish with hundreds or even thousands of tables for even a quite small LOB application.


Before continuing, let’s do a recap. The relational model is definitely a great model for LOB applications, and for any other applications that need to enforce data integrity. However, querying the model is complex. You need to join multiple tables for even quite simple reports. You must first know where the data you need is stored, which tables and which columns you need to use in the report. Figure 1.1 shows a small example of a relational model. The figure has been created in SQL Server Management Studio (SSMS) for the tables in the Sales schema in the AdventureWorks2019 database. AdventureWorks2019 is a demo database by Microsoft, showing how to model a database for LOB applications:
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Figure 1.1: Sales Part of the AdventureWorks2019 Database Schema


If you count the tables, you can see that there are already seventeen (17). There is no simple query from this schema. Remember, in a real-world system that supports sales, you could have far larger number of tables. Unfortunately, the number of tables is not the only problem. The relational model does not enforce a naming convention. From the theoretical perspective, it is perfectly OK if you use names like Table001, Table002, Column001, Column002, and so on. Some databases really use similar, from the business perspective, meaningless names. The applications add labels and captions to the user interface, so it turns out that learning a querying language, like Transact-SQL (or T-SQL) for SQL Server databases, is not the biggest problem. The biggest problem is to learn where, in which columns of which tables, can you find the data you need for your report.


Business always wants to analyze the data over time. Business people want to compare this year's sales with the previous year's sales. They want to follow the behavior of their customers over time. Unfortunately, the databases that support LOB applications frequently store current data only, with no history. This is another problem for creating reports.


Another issue worth mentioning is data quality. A LOB system can live with a small amount of data that must be correct occasionally only. For example, you need to have existent and correct data about a customer only when you are in a contact with this customer, for example, when the customer places an order, when you ship the goods, or when you send an invoice. The data might have been missing a moment before the contact and might be updated incorrectly a moment after the contact. And in a LOB application, you need a few pieces of data only. For example, if the customer is a company, the name of the company, the address, the VAT ID, and probably nothing else. However, for analysis, data like the size of the company, measured by the number of employees, or gross income, would be very welcome.


There are never enough reports. In a modern company, end users must be able to create their own reports. The analytics must not be limited to IT people only; the analytics must be democratized. Of course, you cannot expect end users to learn a query language, and even more to know where to find the data for their analysis in the database. The tool that the end users use to create the reports should be able to create the queries automatically. The users should be able to create reports through the graphical user interface (GUI), and the tool should create the queries based on this report design. Ideally, the queries should be processed extremely quickly, and return the results instantly. We want to have an analysis in real-time. We want to have an online analytical processing or OLAP system.


We are at a dead end here. IT professionals are not able to create queries from a complex relational model. End users are not able to create the queries even more. So how could a tool be so smart to create the queries needed? Apparently, we need a new data model. Of course, we cannot change the design of the databases that support LOB systems. This means that we need to create new databases with a new model, extract the data from the sources, transform it for the destination schema, and load it into the destination database. The standard acronym for this extract-transform-load process is ETL. But what kind of model do we need?


Without any further hesitation, let’s see what a star schema is. The star schema was formally introduced by Ralph Kimball in 1996, although there were some analytical applications that used the same or a similar design already earlier. Figure 1.2 shows the star schema for the sales through the reseller channel, created from the AdventreWorksDW2019 demo database:
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Figure 1.2: Star Schema for the Reseller Sales


You can immediately see how the star schema got its name. We have a single central table and multiple surrounding tables. Note that the central table is on the many side of every single relationship, meaning that many rows from the fact table are associated with a single row from a dimension table. Now a tool can create queries automatically. The tool must find the central table from the metadata and then join the surrounding tables. Let us see what exactly is included in a star schema.


Dimensions and fact tables


Star schema is an informal standard for designing analytical databases. A star schema consists of two types of tables only: dimensions and fact tables. In addition, the informal standard also defines the column types in these two tables. Let us start the description of these two table types with an example of a fact table. Figure 1.3 shows the dbo.FactResellerSales table from the AdventureWorksDW2019 demo database:
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Figure 1.3: The dbo.FactResellerSales Table


Let us look at the columns. The first nine columns are foreign keys. The next two columns form the primary key of the table. A primary key in a table uniquely identifies each row. A foreign key is a primary key from another table, called the parent table, imported into a child table to maintain the associations between rows in both tables. For example, CustomerID might be the primary key in the Customers table and is imported as a foreign key into the Orders table to maintain the relationship between customers and their orders. All of these eleven columns can be grouped into a single group: keys. Keys are the first type of columns in the fact table. The next type of column is the column that is measuring something. They are called measures. Starting with OrderQuantity and up to Freight, we have ten measures in the table. Measures are the columns you are analyzing, and the columns you are aggregating. Keys and measures are the two main types of columns in a fact table. In the example, you can see some other columns. Columns RevisionNumber, CarrierTrackingNumber and CustomerPONumber help us by connecting the rows to the source system. We can follow immediately why the rows came into our system, for example, some rows came based on a specific customer’s purchase order. Such columns are called lineage columns. In the lineage columns, you could also follow who and when transferred the rows from the source system to the analytical database. Finally, the last three columns are just the three dates converted to the datetime data type from the original date key columns, which are integers. These columns are not really needed in the table; they do not bring any additional information, but they can simplify the reports.


There are three types of measures. The most useful measures for analyses are additive measures. Additivity means that you can use the SUM aggregate function for aggregating across any dimension. The SalesAmount column from the dbo.FactResellerSales table is an example of an additive measure.


Non-additive measures are measures for which the SUM function makes no sense across any dimension. The UnitPrice column is an example. Summing prices does not make sense either across products, or across resellers, and also not over time.


The third kind of measure is the semi-additive measure. Nearly-additive would probably be a better name because these measures are additive across every single dimension except time. All kinds of levels, like the stock level of a product, are semi-additive measures. In the dbo.FactResellerSales table, there is no example of a semi-additive measure. Aggregating semi-additive measures is a bit more complicated because you have to use SUM across all dimensions but time. Over time, you can use the last known state as the aggregate. For example, the aggregate of the stock level of a product for a month would be the level on the last date of that month when the level is known. Let’s say that today is March 23rd, 2023. The aggregate for February 2023 would be the state on February 28th, and the aggregate for March would be the state on March 22nd or March 23rd if the last data from March 23rd was already transferred.


Please note that star schema is not a proper relational schema anymore; it is denormalized. The dbo.FactResellerSales table does not comply with the second normal form, which states that all non-key columns must be dependent on the full key. A key can be a composite key, consisting of more than one column. The key columns for the composite key of the table are the SalesOrderNumber and the SalesOrderLineNumber columns. For many foreign key columns, you need to know the SalesOrderNumber column value only, to get the value of the column. For example, you do not need SalesOrderLineNumber to know the values of the OrderDateKey, DueDateKey and ShipDateKey columns.


Now let us focus on the dimensions. Let me start with the date (or time) dimension. This dimension is present in practically every star schema. It is a somewhat privileged dimension. Because it is always there, Power BI introduces many functions in the Data Analysis eXpressions (DAX) language, specialized to work with dates. For example, the PARALLELPERIOD() DAX function returns the dates from the parallel period of the current context date. The PARALLELPERIOD(DimDate[DateKey], -1, year) returns the same date of the previous year for every date of the current year. Figure 1.4 shows the dbo.DimDate table:
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Figure 1.4: The dbo.DimDate Table


Because all dates are known, you can populate the date dimension in advance. Like in the dbo.DimDate, you can add many calculated columns that create natural hierarchies for aggregates. In the dbo.DimDate, you can create two hierarchies from the last six columns:




	CalendarYear – CalendarSemester – CalendarQuarter – month - date and


	FiscalYear – FiscalSemester – FiscalQuarter – month – date.





Natural hierarchies are very useful because they form a natural drill-down path. Users many times analyze data with the divide-and-conquer method. Imagine there is a problem with the total sales amount. You need to find the root of the problem. First, you check sales over years, then you find a year with suspicious numbers. You drill down to semesters, quarters, and months to find the critical months.


Natural hierarchies in the dbo.DimDate table breaks the third normal form. Non-key columns should be mutually independent, they should depend on the key only. However, if you know the month, you know the quarter and the semester. But don’t worry, everything is fine with star schema denormalization. You are not building a new relational model used in the source systems; you are building a model that is suitable for analyses.


In Figure 1.5, you can see the dbo.DimProduct table. However, you can also notice two associated tables, namely the dbo.DimProductSubcategory and dbo.DimProductCategory tables:
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Figure 1.5: The dbo.DimProduct Table


For the products, the natural hierarchy category – subcategory – product is kept in lookup tables. This dimension complies with the third normal form, it is not denormalized. We also say that we have the snowflake schema. For Power BI, you should always try to target star schema. Snowflake schema brings more tables. More tables mean a more complex user interface for creating reports, slower queries, and more work with the ETL process. Therefore, let us repeat: Use star schema always and join the data from the associated tables in source queries or the ETL process.


In a dimension, we also have standard column types. First, we have the key, which is in this example the ProductKey column. Then we have column(s) that give the name to a member of the dimension. In the example, we have EnglishProductName, but also translations SpanishProductName and FrenchProductName for the name columns. Then we have columns that are used for analyses, to give the context to aggregated measures. For example, the Color column can be used to aggregate sales amounts over colors. These columns are called attributes in the star schema terminology. Some attributes can form natural hierarchies. Finally, we can have columns called member properties. These columns are not used for analyses, they are included only if we need them on the reports. For example, the SafetyStockLevel column would probably never be used for aggregations but could be useful as an additional piece of info in a report. Another, maybe even better example, would be a customer’s e-mail address.


There is another possible approach – hybrid star and snowflake schema. You can see how the geography data model part is solved in Figure 1.6:




[image: ]




Figure 1.6: Hybrid Schema for Geography


There are two fact tables, dbo.FactInternetSales and dbo.FactResellerSales. They are related to appropriate dimensions, the dbo.DimReseller and dbo.DimCustomer tables. For both customers and resellers, we have the same geography data. There is only one level of the snowflake lookup table, the dbo.DimGeography table, which is connected with foreign keys to both aforementioned dimensions. The denormalization starts in this table, with the hierarchy of country – region – city. This model is quite reasonable; however, for the sake of simplicity, we still prefer a complete star schema.


One star schema covers one business area. In the example we used so far, the schema covers reseller sales. What about internet sales? Or product inventory? In the AdventureWorksDW2019 database, there are more fact tables. A single-star schema has a single fact table. Multiple star schemas are connected through shared dimensions. For example, we could create a product inventory star schema around the dbo.FactProductInventory table.


Multiple star schemas are connected through shared dimensions. In our example, reseller sales and product inventory schemas share the product dimension. However, they do not share the reseller dimension. All the star schemas in a single database usually share the date dimension.


A database with multiple star schemas, an explicit date dimension, a good naming convention, and cleansed data in the tables, is called a data warehouse. A data warehouse is stored in a relational database management system (RDBMS), like Microsoft SQL Server. In an enterprise, a data warehouse is typically the source for all kinds of reports and analyses, including Power BI reports. The development of Power BI reports is much faster if a data warehouse is a source. Note also that we mentioned a good naming convention. The names of the tables and the columns are frequently shown on the reports directly. Many times, there is no client application in between that would add descriptive labels. Power BI allows renaming of the columns for clearer reports; however, a good naming convention still helps you developing the reports quickly. In addition, you might use another analytical tool using the same data warehouse data which does not allow renaming. In such a case, a good naming convention in a DW also helps keeping the same name for a single column in different tools.


However, developing and maintaining a data warehouse is quite exhaustive and expensive. Many times, you need ad-hoc reports for the transactional data. Developing a data warehouse, although highly recommended in longer terms, might not be feasible for quick reporting. This is no problem for Power BI; you can query the transactional data directly, and create the star schema model in Power BI, as you will see in the next chapters of this book. However, the process of building the Power BI dataset might be much longer and tiring compared to building it from a data warehouse.


Even if you start with a data warehouse, most of the time you will have to do some additional data modeling in Power BI. An RDBMS-like SQL Server does not have enough metadata needed for analyses. For example, we see the columns that create natural hierarchies in the dbo.DimDate table. However, the SQL Server knows nothing about hierarchies. Look at the tabular report in Figure 1.7:
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Figure 1.7: An Example of a Problematic Report


You can immediately notice multiple problems in this report. For the measure, the reseller key is used, and it is summarized over product categories and then subcategories. What does the sum of reseller keys mean? Nothing, of course. And note that the aggregation order is incorrect, it does not follow the natural hierarchy category -> subcategory. The order is turned around to subcategory -> category.


The report was created in Power BI Desktop; the data is imported from the AdventureWorksDW2019 database. Here, we have imported the following tables: dbo.FactResellerSales, dbo.DimDate, dbo.DimProduct, dbo.DimProductSubcategory and dbo.DimProductCategory. Star (or better snowflake) schema was inherited, as you can see in Figure 1.8:
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Figure 1.8: The Data Model in Power BI Desktop


Of course, it would be possible to create a meaningful report as well, as Figure 1.9 shows:
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Figure 1.9: A Meaningful Report


If you are creating a dataset for personal usage only, for a quick report, you might be satisfied by inheriting the star schema from your data warehouse. However, if you share the dataset you create in Power BI with multiple users, you might want to prevent the creation of such meaningless reports. Therefore, additional modeling in Power BI is needed.


Don’t bother for now how the data was transferred to Power BI Desktop and how the two reports were created. You will learn this in the following chapters.


Columnar storage


The logical model is just a part of the story. If we want to achieve real online analytics, then the queries must execute at lightning speed. Modern RDBMSs are pretty fast. Still, they are not fully optimized for querying the data; the optimization balances the speed of queries with the speed of modifications. In addition, the systems must take care of data integrity, they must check the constraints and maintain multiple commands together as a single transaction. A lot of locking is involved. For example, the SQL Server cannot allow lost updates; therefore, any row that is currently being updated is exclusively locked until the end of the transaction. These facts and many more things influence the performance of queries.


Data compression helps to lower disk input and output (disk IO). Disk IO is read-and-write operations or transfers of data between a random-access memory (RAM) and a disk. Compression speeds up reading the data. Nevertheless, there is no free lunch. Compression slows down updates and raises the load on the processors because data must be decompressed before the update and recompressed after the update. SQL Server supports two levels of compression: Row compression and page compression. We will test both of them in order to compare them with columnar storage (columnstore) compression used in Power BI, which Microsoft labels as tabular model technology, to get a feeling of how good the latter is.


Row compression means that every column is stored in variable length format, using only the minimal number of bytes possible. For example, the integer data type has a fixed length of four bytes. Not all integers need four bytes. Smaller numbers can occupy a single, two, or three bytes only. For Unicode character data, we calculate that one character on an average occupies two bytes; yet, many characters can take a single byte only. Row compression uses variable length storage for all columns, including those defined with fixed-length data types, and does the Unicode compression of strings as well. You can immediately imagine that the actual ratio of compression depends on the data. If you are already using variable-length data types and non-Unicode strings only, then row compression cannot help much.


Page compression is built on top of row compression. It adds dictionary and prefix compressions. For the dictionary compression, SQL Server creates a mini dictionary in every single 8kB page, where it stores common substrings from multiple columns in multiple rows on the same page, and stores just the pointers to these substrings in the original data values. Prefix compression is somehow similar. For character data, prefixes are just substrings at the beginning of the strings. However, prefix compression work on numbers and dates as well. For example, you might have numbers 1000, 1001, 1002, 1010, and 1020 in your data. You can store the prefix 1000 in the dictionary, and values 0, 1, 2, 10, and 20 in the original cells.


While row compression might be viable for systems with many updates, page compression is already not recommended for such systems. Let us now test both compressions. We are starting by creating four tables in the AdventureWorksDW2019 demo database:


USE AdventureWorksDW2019;


GO


SET NOCOUNT ON;


GO


-- Tables for the compression test


CREATE TABLE dbo.UniqueIntegers


(col1 INT NOT NULL);


CREATE TABLE dbo.UniqueGUIDs


(col1 UNIQUEIDENTIFIER NOT NULL);


CREATE TABLE dbo.BigCardinalityIntegers


(col1 INT NOT NULL);


CREATE TABLE dbo.SmallCardinalityStrings


(col1 NVARCHAR(10) NOT NULL);


GO


You can see that there is one column only in every single table. Take a closer look at the data types. We will store unique integers in the first table, globally unique identifiers (GUIDs) in the second table, integers with high cardinality (many distinct values, but not unique) in the third table, and strings with low cardinality in the fourth table. The following code inserts the data:


-- Insert the data


-- Unique integers


INSERT INTO dbo.UniqueIntegers(col1)


SELECT ROW_NUMBER() OVER(ORDER BY (SELECT NULL)) AS rn


FROM


(SELECT TOP 1000 CustomerKey


FROM dbo.DimCustomer) AS c1(col1)


CROSS JOIN


(SELECT TOP 1000 CustomerKey


FROM dbo.DimCustomer) AS c2(col2);


-- GUIDs


INSERT INTO dbo.UniqueGUIDs(col1)


SELECT NEWID()


FROM dbo.UniqueIntegers;


-- High cardinality integers


INSERT INTO dbo.BigCardinalityIntegers(col1)


SELECT (col1 - 1) / 50 +1 AS col1


FROM dbo.UniqueIntegers;


-- Low cardinality strings


INSERT INTO dbo.SmallCardinalityStrings(col1)


SELECT CAST(col1 % 5 AS NCHAR(1)) + N'AAAA' AS col1


FROM dbo.UniqueIntegers;


GO


The previous code inserts one million rows in every table. Before checking the data, let us also create the clustered indices for the four tables. Clustered indices reorganize the data in a table in a logically sorted structure called a balanced tree, or a B-tree:


-- Creating clustered indices


CREATE CLUSTERED INDEX cix_UniqueIntegers


ON dbo.UniqueIntegers(col1);


CREATE CLUSTERED INDEX cix_UniqueGUIDs


ON dbo.UniqueGUIDs(col1);


CREATE CLUSTERED INDEX cix_BigCardinalityIntegers


ON dbo.BigCardinalityIntegers(col1);


CREATE CLUSTERED INDEX cix_SmallCardinalityStrings


ON dbo.SmallCardinalityStrings(col1);


GO


To get the impression of cardinality, let us count the number of distinct values in the only column of every single table:


-- Check the cardinality


SELECT '1. unInt' AS testData, COUNT(DISTINCT col1) AS cntDist


FROM dbo.UniqueIntegers


UNION


SELECT '2. GUIDs' AS testData, COUNT(DISTINCT col1) AS cntDist


FROM dbo.UniqueGUIDs


UNION ALL


SELECT '3. bcInt' AS testData, COUNT(DISTINCT col1) AS cntDist


FROM dbo.BigCardinalityIntegers


UNION ALL


SELECT '4. lcStr' AS testData, COUNT(DISTINCT col1) AS cntDist


FROM dbo.SmallCardinalityStrings


ORDER BY testData;


GO


Here are the results:


testData cntDist


-------- -----------


1. unInt 1000000


2. GUIDs 1000000


3. bcInt 20000


4. lcStr 5


You can see that there are only five distinct strings in the fourth table. Now it is time to test row and page compressions. Instead of doing the actual compression, we are just estimating the compression savings with the sys.sp_estimate_data_compression_savings system stored procedure:


-- Estimating row and page compression savings


EXEC sys.sp_estimate_data_compression_savings


N'dbo', N'UniqueIntegers', NULL, NULL, N'ROW';


EXEC sys.sp_estimate_data_compression_savings


N'dbo', N'UniqueIntegers', NULL, NULL, N'PAGE';


EXEC sys.sp_estimate_data_compression_savings


N'dbo', N'UniqueGUIDs', NULL, NULL, N'ROW';


EXEC sys.sp_estimate_data_compression_savings


N'dbo', N'UniqueGUIDs', NULL, NULL, N'PAGE';


EXEC sys.sp_estimate_data_compression_savings


N'dbo', N'BigCardinalityIntegers', NULL, NULL, N'ROW';


EXEC sys.sp_estimate_data_compression_savings


N'dbo', N'BigCardinalityIntegers', NULL, NULL, N'PAGE';


EXEC sys.sp_estimate_data_compression_savings


N'dbo', N'SmallCardinalityStrings', NULL, NULL, N'ROW';


EXEC sys.sp_estimate_data_compression_savings


N'dbo', N'SmallCardinalityStrings', NULL, NULL, N'PAGE';


GO


The results are combined in Table 1.1:
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Table 1.1: Estimating Row and Page Compression


Note that these are estimated numbers only and that the data is made up. However, you can notice a few things. The estimated size for GUIDs after the compression is even bigger than the size of the data before the compression. Therefore, GUIDs are very unsuitable for compression. Unique integers did not gain much from the compression as well. However, integers with big cardinality have already gained a lot. The space needed after the compression is reduced by nearly half. But there is a small difference between row and page compression. This is due to the fact that dictionaries are created on the page level, and we still have mostly distinct values inside a single page. If cardinality was lower, or if the dictionaries would be created on bigger data chunks than 8KB pages, then row compression would be more useful. For the strings with low cardinality, you can immediately notice that the compression gain is the biggest. Also, there is an important additional space saving you get with the page compression, compared to the row compression. Still, page compression could be much better if the dictionaries would be created on bigger data chunks than 8KB pages.


Note that SQL Server supports also nonclustered indices, which are efficient for selective queries, when we need to seek for a small subset of rows only. Nonclustered indices are not important in the context of this chapter, where we compare row and columnar storage compression. However, we need to introduce another term: covering indices. A clustered index is a table itself; a table is organized as a book, with table of contents and pages logically ordered. Nonclustered indices are comparable to other indexes in a book, like word index, figure index formula index and similar. Nonclustered index can cover a query if all data needed for a query can be found inside the index. Imagine that you have a nonclustered index on a table with employees’ data with two columns only, namely last name and first name. A query that would want to retrieve first and last names only could find all of the data in this nonclustered index. SQL Server would not need to read the data from the actual table. The query would become covered query, and the nonclustered index would be a covering index.


So far, we have used regular row storage inside the SQL Server. SQL Server supports columnar storage as well. This is the same storage as Power BI and SQL Server Analysis Services Tabular (SSAS TAB) use. Therefore, we will be able to check the compression savings with columnstore inside the SQL Server.


Columnar storage means exactly what the name says: storing data column by column, not row by row. Rows represent entities from real life; for example, one row in the customer dimension represents a single customer. We operate with rows, not with columns. Therefore, the information on how to recreate rows from columns must be maintained internally in the database engine. Any update might mean that the engine has to fully recalculate this information. This is why columnar storage is read-only. Don’t be confused with SQL Server’s ability to update columnar storage. It is not updated directly; SQL Server stores new data in additional row storage and marks old data with a flag, so it is skipped for reading. The new row data is occasionally converted to columnar storage with a background process.


What do we then gain with columnar storage? A lot less disk IO for queries. Since data is stored column by column, the engine fetches only the columns that the query needs. In a way, columnstore indices in the SQL Server are always covering indices, because the engine does not fetch the full rows, unless requested by a query, of course. And we get a lot better compression than with row storage.


Every column is at least partially sorted. This enables the use of run-length encoding compression. For example, if the value ABCDE repeats ten times, you can store it only once, together with the frequency. You can immediately conclude that a column with low cardinality could be compressed better than a column with a high cardinality of data values.


Columns are partially sorted because full sorting would be too expensive when creating columnar storage. Rows are split into row groups of approximately one million rows. Then Microsoft uses its own row-rearrangement algorithm, which with a single pass through the data rearranges the rows in such a way as to get the optimal sort over all columns. Again, optimal does not mean full sort. After the sorting, rows are split into columns.


Now the compression can start. Besides run-length encoding, bit-packing is used. This is similar to row compression. Remember, row compression stores the data with the minimal number of bytes needed; bit-packing goes one level further and stores the data with the minimal number of bits needed.


Columnar storage also uses compression similar to page compression, with dictionary and prefix compression. However, dictionaries are built for row groups of approximately one million rows, which means that this compression in columnstore is much more efficient than page compression. In addition, for the most frequent substrings, a global dictionary is created as well.


Finally, the LZ77 compression is used. This compression was published by Abraham Lempel and Jacob Ziv in the year 1977. The name comes from the first letter of their last names and the last two digits of the year. This compression is also called sliding window dictionary encoding. It treats all data as a stream of bytes and searches for substrings of bytes that repeat in a sliding window. When a substring repeats, the algorithm stores only the info of how many bytes earlier it appeared and how long the substring is. Microsoft’s columnar storage uses a 64KB sliding window. Let me show you this in a very brief example. Imagine the following stream of bytes: ABCXYXYXYDEFXYXYXY. You can see that the substring XYXYXY is repeating. Therefore, you can store the stream like this: ABDXYXYXYDEF(9,6), meaning that for the second time, you go back nine bytes and read six bytes.


SQL Server allows you to compress the data in two steps. First, you build a columnstore index without LZ77 compression. Then you can rebuild it and add LZ77 compression. Of course, you can build the columnar storage immediately with full compression. We will show the process in two steps, so we can see the impact of LZ77 compression separately. The following code builds clustered columnstore indices on our four test tables without LZ77 compression:


-- Checking the space used and creating the columnar storage


-- First time without LZ77 compression


EXEC sys.sp_spaceused N'dbo.UniqueIntegers', @updateusage = N'TRUE';


CREATE CLUSTERED COLUMNSTORE INDEX cix_UniqueIntegers


ON dbo.UniqueIntegers


WITH (DROP_EXISTING = ON);


EXEC sys.sp_spaceused N'dbo.UniqueIntegers', @updateusage = N'TRUE';


GO


EXEC sys.sp_spaceused N'dbo.UniqueGUIDs', @updateusage = N'TRUE';


CREATE CLUSTERED COLUMNSTORE INDEX cix_UniqueGUIDs


ON dbo.UniqueGUIDs


WITH (DROP_EXISTING = ON);


EXEC sys.sp_spaceused N'dbo.UniqueGUIDs', @updateusage = N'TRUE';


GO


EXEC sys.sp_spaceused N'dbo.BigCardinalityIntegers', @updateusage = N'TRUE';


CREATE CLUSTERED COLUMNSTORE INDEX cix_BigCardinalityIntegers


ON dbo.BigCardinalityIntegers


WITH (DROP_EXISTING = ON);


EXEC sys.sp_spaceused N'dbo.BigCardinalityIntegers', @updateusage = N'TRUE';


GO


EXEC sys.sp_spaceused N'dbo.SmallCardinalityStrings', @updateusage = N'TRUE';


CREATE CLUSTERED COLUMNSTORE INDEX cix_SmallCardinalityStrings


ON dbo.SmallCardinalityStrings


WITH (DROP_EXISTING = ON);


EXEC sys.sp_spaceused N'dbo.SmallCardinalityStrings', @updateusage = N'TRUE';


GO


We are showing the eight results of the sys.sp_spaceused system procedure grouped in a single table, namely Table 1.2. The procedure returns the data size only, without higher levels of an index. This is why the Original Size KB column values slightly differ from the values in the previous table:
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Table 1.2: Columnstore Compression without LZ77


Now this is impressive. Look at the value for the small cardinality strings. The size of the data went from 28,680 KB down to 32KB! This is very impressive. There is some compression gain even with GUIDs. Please note the huge difference between compression rates of high and low cardinality data values. We are not done yet. The following code adds the LZ77 compression and checks the data size again:


-- Checking the space used and creating the columnar storage


-- Second time with LZ77 compression


EXEC sys.sp_spaceused N'dbo.UniqueIntegers', @updateusage = N'TRUE';


ALTER INDEX cix_UniqueIntegers


ON dbo.UniqueIntegers


REBUILD WITH (DATA_COMPRESSION = COLUMNSTORE_ARCHIVE);


EXEC sys.sp_spaceused N'dbo.UniqueIntegers', @updateusage = N'TRUE';


GO


EXEC sys.sp_spaceused N'dbo.UniqueGUIDs', @updateusage = N'TRUE';


ALTER INDEX cix_UniqueGUIDs


ON dbo.UniqueGUIDs


REBUILD WITH (DATA_COMPRESSION = COLUMNSTORE_ARCHIVE);


EXEC sys.sp_spaceused N'dbo.UniqueGUIDs', @updateusage = N'TRUE';


GO


EXEC sys.sp_spaceused N'dbo.BigCardinalityIntegers', @updateusage = N'TRUE';


ALTER INDEX cix_BigCardinalityIntegers


ON dbo.BigCardinalityIntegers


REBUILD WITH (DATA_COMPRESSION = COLUMNSTORE_ARCHIVE);


EXEC sys.sp_spaceused N'dbo.BigCardinalityIntegers', @updateusage = N'TRUE';


GO


EXEC sys.sp_spaceused N'dbo.SmallCardinalityStrings', @updateusage = N'TRUE';


ALTER INDEX cix_SmallCardinalityStrings


ON dbo.SmallCardinalityStrings


REBUILD WITH (DATA_COMPRESSION = COLUMNSTORE_ARCHIVE);


EXEC sys.sp_spaceused N'dbo.SmallCardinalityStrings', @updateusage = N'TRUE';


GO


You can see the results in Table 1.3:
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Table 1.3: Columnstore Compression with LZ77


This time, the biggest gain was on the integers with a big cardinality of data values. We can make a few conclusions here. We can see immediately that GUIDs are not very good candidates for compression. Lower cardinality of data, meaning less distinct values, means better compression. The compression rate for strings with small cardinality is really impressive. The size of the data went down from 28,680 KB to 32 KB only. This is nearly nine hundred times (900) less. We can also see that the actual compression rate depends highly on the data. Microsoft claims that we can count on approximately ten times compression, which sounds quite reasonable according to our tests.


Since we do not need the test tables anymore, let’s clean up the demo database with the following code:


-- Clean up


DROP TABLE IF EXISTS dbo.UniqueIntegers;


DROP TABLE IF EXISTS dbo.UniqueGUIDs;


DROP TABLE IF EXISTS dbo.BigCardinalityIntegers;


DROP TABLE IF EXISTS dbo.SmallCardinalityStrings;


GO


Columnar storage is only a part of the technologies used in Power BI to speed up queries. Unlike the SQL Server, where we used tables stored on a disk, Power BI stores all data in memory. Of course, memory is much faster than disks, even if you use solid-state drives (SSDs). You can also help speed up the queries by creating aggregate tables. Aggregates are calculated when you create the table, or when you refresh the data. With aggregates, you can get specific queries that use them magnitudes faster. Imagine that you need to compare the total sales amount for this year with the total from the previous year, and you have one million values per year. With precalculated aggregates, you only need to read two values instead of two million values, which are one million times faster. You will learn about aggregates and other important techniques for performance in later chapters of this book. Let us now briefly describe how Power BI evolved over time.


Introducing Power BI and its history


At the beginning of this millennium, enterprise data warehouses (EDW) became unpopular among managers. The process of building an EDW on an RDBMS took many years and a lot of resources and money. To many managers, it looked like it was a never-ending process. In addition, building a data warehouse is just part of the solution; companies also needed to prepare the ETL application and processes and analytical databases on analytical database systems.


We want to repeat that having a data warehouse is still extremely useful and is the appropriate approach for most analytical projects, but probably not appropriate for ad-hoc and simple projects. However, the data warehouse must be developed in smaller chunks, star schema by star schema, in order to get to the final results, to the reports and analyses, fairly quickly.


With SQL Server 2005, Microsoft offered a full enterprise-grade analytical environment. SQL Server was and still is the RDBMS for data warehouses. SQL Server Analysis Services Multidimensional (SSAS MD) was the analytical database management tool for OLAP analyses. SQL Server Integration Services was and still is the tool for the rapid development of ETL applications. Excel was and still is the client application for the SSAS MD. SQL Server Reporting Services was and still is the tool for classical paginated reports. However, with Power BI, you can also use Power BI Report Builder to build paginated reports in the SSRS format, you do not need SSRS for this task. However, in the market, there was an emerging need for simpler tools that could be used by more users, not just IT professionals, for building analytical databases and reports. For a successful analytical solution, the following parts are needed:




	Storage, some kind of database management system


	An ETL tool


	A tool for building reports


	A platform for publishing and sharing reports





Microsoft started to develop a columnar storage database in the year 2006 under the code name Gemini. In the project, SSAS and SSRS teams collaborated. The first product that was released was the Power Pivot add-in for Excel 2010. Power Pivot was considered a part of the SQL Server 2008R2 product line. It did not ship with Office; it was a free download. Power Pivot is the columnar database. Power Pivot introduced a new language, suitable for analytical processing, the Data Analysis Expressions (DAX) language. Power Pivot is still available in Excel. In Figure 1.10, you can see the model view of a simple Power Pivot model:
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Figure 1.10: Power Pivot for Excel


As you can see, the modeling window looks extremely similar to the one in the Power BI Desktop tool, as shown in Figure 1.8 earlier in this chapter. The main difference is the color theme – in Power BI Desktop, the main color is grey, and in Excel it is green. After you create the data model in Excel, you can start to analyze it immediately with pivot tables and graphs. With Power Pivot, you can analyze quite huge amounts of data inside Excel, completely bypassing Excel’s default limitations of around 1,000,000 rows per worksheet. Power Pivot storage is highly compressed; you are limited to computer memory only. If you count on approximately ten times compression, you can use more than 600 GB of source data in a Power Pivot database inside Excel on a computer with 64 GB memory.


With SQL Server 2012, columnar storage became available on the server side as well. SSAS TAB was introduced side by side with SSAS MD. SSAS MD is not being developed anymore. SSAS TAB is slowly replacing it. SSAS TAB uses the same columnar storage as Power Pivot. You can prepare a server-side database and then use Excel or Power BI Desktop as client tools only. Not every end user is capable of creating a data model. You develop an SSAS TAB database with Visual Studio using the Analysis Services Tabular Project Template. Figure 1.11 shows a model in the Visual Studio 2022 development environment. You can see the familiar interface again, just that this time the main color is blue:
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Figure 1.11: Visual Studio SSAS TAB Model


Columnstore indices were introduced for SQL Server 2012 RDBMS as well. The first version of the columnar storage was available with nonclustered indices. Nonclustered indices refer to a structure separate from data rows, containing a key value with a pointer to a data row with this key value. Later versions of SQL Server support clustered columnstore indices as well, meaning that you can have data stored in columnar storage only, without row storage. While SSAS TAB still holds the database in memory, you can get an unlimited size of the data inside a SQL Server database.


In the SQL Server 2012 product line, the first publishing and sharing platform was introduced. It was called Power Pivot for SharePoint Server (SPS). This was actually SSAS TAB installed in SPS integrated mode. SSAS TAB provided the database engine for the published reports. Finally, another reporting tool came in the same line. This was Power View, a very simple reporting tool inside SPS for creating reports on the published Power Pivot models. Power View used the Silverlight technology and is nowadays already history.


In the year 2013, the ETL tool, called Data Explorer, was introduced as another add-in for Excel. The same year, the tool was renamed Power Query. Besides a graphical user interface (GUI) for creating queries to extract the data from multiple sources, transform it and load it to the Power Pivot model, Power Query has a functional programming language called Power Query Formula Language or shortly M as well. With the GUI, you can create quite powerful queries in this language, but to get the full power of the language, you might need to write the queries manually.


In the same year 2013, another reporting tool called Power Map was introduced as another add-in for Excel. Like Power View, this tool is nowadays already deprecated as well.


The year 2015 was a very important milestone in Power BI development. Cloud service for publishing and sharing reports was introduced. This is the Power BI Service. This is now the default tool for publishing reports, sharing them through links or creating apps, creating dashboards for desktop and mobile layouts, maintaining security settings and more. Figure 1.12 shows a simple dashboard with two tiles that come from different reports:
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Figure 1.12: Power BI Dashboard


Besides Power BI Service, the tool for developing data models, queries, and reports in a single product, called Power BI Designer was introduced. The tool was renamed the same year as Power BI Desktop. This is currently the main tool for the development of Power BI elements. It can also serve as a client tool for SSAS TAB. Figure 1.13 shows the Power Query window inside Power BI Desktop with the GUI for creating queries, but also with the Advanced Editor window open, where you can see the M code created:
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Figure 1.13: Power Query inside Power BI Desktop


Many companies like to use classical, paginated SSRS reports. They are very simple to use, include in the application, and even develop them. However, they have limited graphical and OLAP capabilities. The default publishing and sharing of SSRS reports on-premises portal is a part of SSRS and is called Report Manager. You can develop paginated reports with Visual Studio, or with a simpler tool called Report Builder. Figure 1.14 shows the Report Builder development environment:
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Figure 1.14: Developing a Report in Report Builder


Customers wanted to combine paginated and Power BI reports together, they did not want to have two portals, one locally (Report Manager) and one in the cloud (Power BI Service). Microsoft developed an enhanced Report Manager that can host Power BI reports as well as a separate download, but bundled with SQL Server 2017, called Power BI Report Server (PBIRS). You can see the PBIRS portal with two published reports, one paginated, created with Report Builder, and one created with Power BI Desktop in the same folder in Figure 1.15:
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Figure 1.15: PBIRS Portal


With PBIRS, we have a new problem. SQL Server has its own updating schedule with new versions and cumulative updates that are less frequent than the Power BI schedule. Power BI Desktop and Power BI Service have synchronized update schedules. Apparently, we need another development tool synchronized with PBIRS. This is Power BI Desktop for PBIRS. While Power BI Desktop and Service get updated approximately every two months or even more frequently, PBIRS and Power BI Desktop for PBIRS are updated once or maximally twice per year. Figure 1.16 shows the Power BI Desktop for PBIRS with a report that is just about to be saved (or published) to the PBIRS:
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Figure 1.16: Power BI Desktop for PBIRS


When you publish a Power BI Desktop file to the Power BI Service, all reports and data are published. You can create additional reports on the published dataset inside the Power BI Service, without using a rich client tool. Can you also create a Power Query without Power BI Desktop? From the year 2018, this is possible as well. Power BI Dataflow is the cloud version of Power Query, inside Power BI Service. Figure 1.17 shows an example of the Power BI Dataflow. You can see the familiar Power Query environment hosted in Azure:
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Figure 1.17: Power BI Dataflow


In the PBIRS portal, you can combine paginated and Power BI reports. In Power BI Service, you could only see Power BI reports so far. From the year 2019, you can create paginated reports for the Power BI Service as well. The Power BI Paginated Report Builder, built on top of the classical Report Builder, was introduced. You can see a paginated report published in Power BI Service in Figure 1.18:
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Figure 1.18: A Paginated Report Published to Power BI Service


In the year 2021, we got Power BI Datamarts. A Power BI Datamart is a simple Azure SQL Database. You can also call it the citizen data warehouse. You create and manage it from Power BI Service. You do not need to use classical SQL Server tools, like SQL Server Management Studio (SSMS), Azure Data Studio (ADS) or Visual Studio (VS). Of course, you cannot do everything with Power BI Datamarts as you can do with the aforementioned tools. Therefore, the optimization options are also limited. Therefore, for any larger project, you should still build a classical data warehouse by yourself. Figure 1.19 shows an example of a Power BI Datamart:
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Figure 1.19: Power BI Datamart


Finally, there is also a mobile version of Power BI. Power BI Mobile was introduced in 2017 and is regularly refreshed. Initially, it was created for Android, iOS, and Windows 10 Mobile operating systems. The Windows Phone version is dead since March 2021. Figure 1.20 shows a Power BI service dashboard opened in the Power BI Mobile app:
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Figure 1.20: Power BI Mobile


Before finishing this chapter, we need to introduce three concepts more. They do not pertain to Power BI directly. However, they are frequently used in a modern analytical environment. A data lake is a repository for storing data in native or raw format, usually physically in blob files. You can use a data lake for staging data, for quickly loading raw data from different semi-structured and unstructured sources. For example, you could use Azure Blob Storage for your data lake. A data lakehouse is a combination of data warehouse and data lake. Azure Synapse Analytics is a cloud service that can serve as your data lakehouse.


The third concept we need to introduce is Microsoft Fabric. Of course, you noticed the plethora of products and services introduced so far. Microsoft Fabric is a new concept that helps simplifying analytical solutions. It is an umbrella for cloud services that deal with data storage, ETL processes, analytical solutions and data science. Microsoft Fabric covers Power BI, Azure Synapse Analytics, TL services like Azure Data Factory, Azure machine Learning and more. With Fabric, you also get an explicit data lake called OneLake.


Wow, that was quite a journey. You might be a bit confused with all the tools and services mentioned. Fortunately, very few companies use all of them. Most companies use either cloud or on-premises versions, rarely both of them. In this book, we will focus on the cloud version, and work mostly with Power BI Desktop and Power BI Service.


Conclusion


Power BI is a big thing. It democratizes analytical processing; it enables citizen analytics for the masses. The two pillars for online analytical processing are the logical pillar or the star schema, and the physical pillar or the database management system optimized for queries with lightning performance. In the whole Power BI suite, there are many products and services. Fortunately, the tools for the same purpose share a common interface. For example, you could see that we have the same interface for data modeling and ETL in Excel, Power BI Desktop, Power BI Service and Visual Studio. Of course, most companies do not use all the tools and services.


In the next chapter, we are going to start importing data into a Power BI dataset with the Power BI Desktop tool.


Key terms




	
Star schema: This is the logical schema for databases that support online analytical processing.


	
Fact table: It is the central table in a star schema, where we store values that we want to analyze in columns called measures.


	
Dimension: It is a table on one side of the relationship with a fact table. Columns that give context to measures are attributes of a dimension.


	
Columnar storage: This is the physical implementation of data storage, optimized for online analytical processing.


	
Data warehouse: A database in an RDBMS with multiple star schemas, explicit date dimension, good naming convention, and with cleansed data.






Questions





	What is the difference between Power BI and paginated reports?


	What is a Power BI Dataset?


	What is a Power BI Dataflow?


	What is a Power BI Datamart?


	Which tools can you use to create paginated reports that you would deploy on-premises?
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