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Preface





Welcome to the fascinating world of machine learning and data analysis in Julia! In this book, we embark on a journey that explores the powerful intersection of Julia, a high-performance programming language, and the transformative fields of machine learning and data analysis. As technology continues to evolve, the ability to harness and interpret vast amounts of data becomes increasingly crucial. Julia, with its speed, simplicity, and expressive syntax, emerges as an ideal language for tackling the challenges posed by the ever-growing datasets and complex algorithms in these domains.


This book is designed to be a comprehensive guide for both beginners and experienced practitioners seeking to master machine learning and data analysis using Julia. Whether you are a seasoned data scientist or a curious enthusiast, the content here will equip you with the tools and knowledge to navigate the dynamic landscape of modern data science.


The Journey unfolds…


Chapter 1: Julia in ML Fields


In our opening chapter, we lay the foundation by introducing readers to Julia as the optimal language for machine learning. We delve into the essence of data science, elucidate the necessity of data analysis, and showcase Julia's prowess in the realm of machine learning. While extolling the virtues of Julia, we candidly explore its strengths and acknowledge its limitations, culminating in a thoughtful conclusion.


Chapter 2: Get Started with Julia


This chapter serves as your gateway into the Julia ecosystem. We guide you through the installation process, introduce various Julia Integrated Development Environments (IDEs), and delve into the essentials of Julia's package management system. Building a solid foundation, we cover topics ranging from basic variable declarations to defining functions and navigating the intricate rules of variable scope.


Chapter 3: Features Assisting Scaling ML Projects


Discover how Julia's unique features enhance the scalability of machine learning projects. We explore the type system, multiple dispatch, and the intricacies of working with packages, modules, and macros. This chapter equips you with the tools needed to harness Julia's full potential for robust and scalable machine learning endeavors.


Chapter 4: Working with Julia Arrays


Delve into the world of Julia data structures. From arrays and tuple structures to advanced concepts like broadcasting and integration with Python/R, this chapter ensures a comprehensive understanding of Julia's array capabilities.


Chapter 5: Working with Datasets – A Data Science Problem


In this chapter, we tackle real-world scenarios, guiding you through the process of obtaining, inspecting, and handling diverse datasets. Learn to manipulate numerical, textual, and temporal data effectively, setting the stage for more advanced analyses.


Chapter 6: Basics of Statistics – StatsBase.jl


Unlock the power of statistics in Julia with a focus on fundamental statistical concepts. Covering scalar stats, distance methods, counts, and sampling, this chapter ensures a solid understanding of the statistical principles essential for data analysis.


Chapter 7: Probability Data Distributions – Distributions.jl


Navigate the world of probability distributions using Julia's Distributions.jl package. From common functions to univariate, multivariate, and matrix-variate distributions, this chapter delves into the mathematical underpinnings essential for probabilistic modeling.


Chapter 8: Framing the Data in Julia – DataFrames.jl


Introduce yourself to DataFrames.jl, Julia's premier package for working with tabular data. From fetching and inspecting data to manipulating columnar data and indexing, this chapter provides the skills needed to wield DataFrames effectively.


Chapter 9: Working on Data from DataFrames


Explore the myriad functionalities of DataFrames, including creating and converting dataframe objects, grouping and mutating dataframes, and applying transformative operations.


Chapter 10: Visualizing Data in Julia – Plot.jl


Unleash the power of data visualization in Julia with Plot.jl. Dive into plotting techniques, themes, colors, and layouts, mastering the art of making data come alive through compelling visuals.


Chapter 11: Introducing Machine Learning in Julia – MLBase.jl


Embark on the exciting journey of machine learning in Julia using MLBase.jl. From selecting and training models to evaluating loss and comparing metrics, this chapter demystifies the machine learning process.


Chapter 12: Data Modeling – GLM.jl and MixedModels.jl


Delve into data modeling with GLM.jl and MixedModels.jl, empowering you to construct statistical models efficiently. Gain insights into various GLM models and understand the essentials of mixed-effects modeling.


Chapter 13: Bayesian Inference – Turing.jl


Take a deep dive into Bayesian inference using Julia's Turing.jl libraries. Explore probabilistic modeling and learn practical applications for Bayesian workflows in machine learning.


Chapter 14: Parallel Computation in Julia


Master the art of parallel computation in Julia, leveraging multi-threading capabilities to speed up data science workflows. Discover the potential of JuliaHub and conclude with insights into optimizing code execution.


Chapter 15: Distributed Computing within Julia


Explore distributed computing in Julia, focusing on scaling data science and machine learning problems on CPUs. Dive into Dagger.jl, drawing parallels with Dask, and gain an introduction to CUDA.jl and CuArrays for GPU programming.


This book is designed to be a comprehensive and accessible companion for anyone eager to excel in machine learning and data analysis using Julia. Whether you are a novice or an experienced practitioner, the knowledge and skills imparted within these pages will empower you to navigate the complexities of modern data science. Let the exploration begin!
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CHAPTER 1


Julia In Data Science Arena



Introduction

This chapter acts as an insight into the buzzwords such as Julia, data science, and machine learning in the title of the book. We will discuss data science, machine learning, and the need for data science and machine learning in today’s world to solve and automate challenging problems. We will learn about technologies that will help us tackle these problems. You will gain an accurate and deep understanding of Julia programming language and the reason for using Julia in addressing all data-related issues. Julia is a new and actively developing language. Every programming language has some lacunae. Most of the time, Julia’s numerous advantages surpass its flaws. In the end, we will go through some shortcomings of Julia language.

Structure

In this chapter, we will discuss the following topics:


	Introducing data science 

	Defining data science

	The need for task automation

	Introducing statistics

	Introducing machine learning





	Drawing correlations from raw data

	Explaining the need for data analysis

	
Introducing Julia 

	Astounding Julia language!!





	Julia: ideal for data analysis

	Drawbacks of Julia



Introducing Data Science

Data is everywhere and abundantly available and more so in the near future. According to a late-2012 assessment, the quantity of digital data saved would increase by a factor of 300 between 2005 and 2020. The total digital data saved would be approximately 130 exabytes to 40,000 exabytes (Gand & Reinsel, 2012). Total digital data saved equates to 40 trillion gigabytes, which is more than 5.2 terabytes for every individual! The rising availability of data and the value of data will have an influence in every industry (Chen et al., 2014; Khan et al., 2014). We need data to understand the process and make decisions based on it. We must learn skills that will assist us in better interpreting the data cheaper and faster. A data scientist/data analyst/researcher is familiar with fundamental data management techniques. Figure 1.1 paints quite a picture of all the fundamental data management techniques.
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Figure 1.1: The data science workflow

Defining Data Science

Data science is the study of massive data using advanced tools and methodologies to discover previously unknown patterns, extract valuable information, and make better decisions. We employ science and math to help us use data to make better decisions. We can safely say that data science is a culmination of data acquisition, data warehousing (maintaining data by cleaning, processing, and creating an architecture), data mining (clustering/modeling), data analysis and data reporting techniques. It is quite humanly impossible to browse through the entire dataset and derive any useful insights from it. We use various statistical techniques to gain an understanding from our data. We use advanced technologies such as machine learning to analyze the data and automate the entire process. Although most of you are familiar with the concepts of machine learning and statistics, let me refresh those concepts again. Before going into machine learning, let us see why we need to automate all the data processes.

The need for Task Automation

Artificial intelligence was created in the 1950s by computer scientists who were interested if computers might be programmed to think on their own—a dilemma that is still being debated and looked into today. Artificial intelligence may be defined as a machine’s ability to accomplish activities that would normally need human-level intelligence and judgment. We should keep in mind that AI is a fairly wide science that covers not just machine learning and deep learning but also various approaches that do not involve learning.

One of the first significant results of AI algorithms was successfully implemented in chess competitions. Deep Blue (https://www.chess.com/terms/deep-blue-chess-computer) was created to compete with humans in chess. It had 8,000 handmade elements. In 1997, the Deep Blue program defeated former chess champion, Gary Kasparov. For a long time, most academics and scientists felt that achieving human-level intelligence required handcrafting a sufficiently wide set of specialized instructions.

The disadvantage of employing handmade characteristics is that only game professionals (checkers or chess) can build computer algorithms. Even professionals might fail to manufacture characteristics for complex tasks like image classification, speech recognition, natural language translation, and so on. Analyzing huge amounts of data and figuring out the apt algorithms is humanly impossible. We need some kind of automation tool that will solve our problem. In the next part, we will discuss machine learning, which is a subset of artificial intelligence.

Introducing Statistics

Statistics is a highly diverse research discipline. Statistics study has applications in almost all scientific research domains. Scientific research and data analysis, in fact, drives the development of novel statistical methods. Statistics is the branch of science that deals with creating and researching ways to gather, analyze, interpret, and display empirical data. Statistics aids in gaining a better understanding of the facts from raw data. Statisticians use a range of mathematical and computational techniques to develop procedures. Statistical computations demand an easy-to-read language with high-scaling features that can help Statisticians to focus only on developing theories rather than worry about the computational aspect of the data as in computing or testing or verifying the data.

It is humanly impossible to formulate a statistical equation for every set of inputs and outputs in a case where the data is large. Here, machine learning, a paradigm that devises statistical equations between outputs and inputs on its own, comes to our aid. A simple machine learning system is shown in Figure 1.2. The machine learning system in figure 1.2 shows that multiple inputs and outputs are fed into the machine and the machine devises an algorithm or model on its own. The model shows a correlation between the inputs and outputs of data. This correlation is further used for test inputs to find the outputs predicted.


[image: ]


Figure 1.2: Basic machine learning workflow

Introducing machine learning

Machine learning, a novel programming method, takes in input data and correlates it with answers, then deciphers the rules that link the inputs to their corresponding responses. The machine is given different samples and their related outputs while attempting to comprehend the statistical association between the samples and their outputs on its own. To categorize photographs of cats and dogs, we input different images of cats and dogs that have previously been tagged by humans, and the system will learn the statistical relationships between the images and their related labels. Machine learning is closely connected to computational statistics, which is the fundamental goal of making the machine properly predict the consequence. Now that we know we can use data science to derive insights, let us go step by step to understand how data is analyzed to derive meaningful information.

Drawing Correlations from Raw Data

Before collecting or processing data, we will understand the problem at hand. If we face a complex problem, then we can divide it into smaller subproblems and solve them one at a time. We will examine the subset of data pertaining to the smaller problem we are attempting to address. Otherwise, if our initial problem is not that complex, we will use the entire data for addressing the issue. While solving a real-world problem, we don’t get a customized dataset. We have to figure out the variables concerning the problem that can provide us valuable information about the data. We have to curate and create our own data pertaining to the problem. We compile data from numerous sources to create a unified dataset.

After collecting the data, we need to process the raw data into a format that is suitable for performing data analysis. At this stage, we delete any misplaced or incorrect data. If necessary, we will consolidate some data or eliminate all unneeded data.


	The raw data is processed so that we can easily make correlations from it.

	The second step is to create a machine learning or statistical model which will learn the data correlations on its own.

	The third step encompasses interpreting the acquired information from the data. At this stage, we find the solution to our problem. Otherwise, we will keep on changing metrics and techniques till we find a proper solution to our desired problem.

	The fourth step is to prepare the results and summarize the insights to share.



Figure 1.3 shows a pictorial description of the steps to follow while drawing correlation from raw data.
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Figure 1.3: The process of drawing correlations from the raw data

A data scientist gets insights and finds patterns and trends in datasets by making data models and forecasting algorithms. These algorithms are written using machine learning techniques on the data. The product is improved consistently by sharing ideas with other teams and upper management. We use several data analytics tools such as SAS, SQL and various programming languages like R, Python, and Julia leading developments in the field of data science. Some of these tools have a graphical interface and are thus simple to use. But they typically have constraints on how they are used. The wide diversity of jobs that a data scientist must perform points to the fact that some programming language is essential to accomplish maximum flexibility and clarity.

Explaining the Need for Data Analysis

Data analytics is critical since it allows firms to improve their performance. Companies that include it in their business models can assist cut expenses by discovering more efficient methods of doing business. Data analytics may also help a firm improve its business decisions and assess consumer patterns. Let’s see some features of data analysis:


	Data analysis is a simple approach to check on the research topic and provides the reader with information on what upgrades have been acquired in the whole data and interpretation process.

	You can understand your clients, tailor the model according to your client and support their specific needs.

	Data analysis aids in the reduction of enormous datasets via the application of new tools and technologies.

	Sellers rely on a large quantity of data to deliver their worth in the study and exploration of information via data mining.

	Data analysis entails comprehending and interpreting data in the form of data analysis without any human bias.

	Data analysis increases the legitimacy of existing data or the latest research by providing solid references that depend on a conceptual framework.

	Data analysis enables you to adapt your approach and technique, focus on saving money, and improve your initial research.



Introducing Julia

Julia is a fast, dynamic, high-level dynamic programming language widely developing and a huge number of machine learning libraries and frameworks are being developed which are being used by data analysts, data scientists, and machine learning researchers both in industry and academics. Julia is a free and open-source programming language that was created in 2012 by MIT. It is extensively used in statistical computing, data analytics, scientific research, data modeling, graphical representation, and reporting. Julia includes statistical modeling, plotting, and modeling libraries required for data science.

Julia is a huge ecosystem consisting of several libraries that are focused on many machine learning-related areas. This book will give a broad overview of the libraries and their functions along with hands-on exercises and code so that readers can directly start working on their own model with Julia. This book is aimed at creating interest in readers to contribute to various Julia libraries. This chapter aims to give an overview of the use and efficiency of Julia in handling Statistics, Data Science, and Machine Learning. Figure 1.4 shows a comparison of the speed of execution time of various languages including Julia with respect to a static language C.
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Figure 1.4: Comparison between speeds of various languages with Julia

In this book, we are going to focus mainly on the use of Julia in machine learning and data science fields. Since Julia is open source, a lot of packages and libraries are developed for the use of data science and machine learning. We are going to cover the most important and recent development packages for both data science and machine learning. This book focuses mainly on machine learning, different packages that are designed for classical ML are thoroughly explained in the book. Statistical analysis and its use in data science in Julia are also visited. A few bonus chapters such as an introduction to parallel and distributed computing in Julia are well explained. This book can assist data scientists and analysts who desire to transition to Julia for their daily data science job. This book will demonstrate how and why using Julia will be a game-changer for them. Let us look at some of the major functionalities of Julia language that make it stand out. Figure 1.5 shows some of the important features of Julia language.
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Figure 1.5: Features of Julia language

Astounding Julia language!!

Julia was designed to combine multiple performance measures from different languages into a single language. Julia was originally designed to have scientific computing in consideration. As a result, it began as a competition between languages such as Python, R, and MATLAB to employ the most effective metrics of such languages and achieve greater performance than other languages.

Machine-learning programmers and scientists want a language that can do quantitative, probabilistic, differentiable, tree-structured, and parallelized calculations. Julia is a functional programming language that employs the LLVM compiler framework with just-in-time compilation, making it possible to perform complex deep learning tasks quickly. In contrast to verbose C++ code, Julia is dynamically typed, making it perfect for designing, training, and tweaking data-related code.

There are several tools that you can use to write Julia code. You can use Julia REPL (read-eval-print-loop) which is a command line built into Julia executable or Pluto notebooks which are like Jupyter notebooks with additional functionalities for code execution and sequencing. If you have installed Julia (we will learn about it in the next chapter), you can open your terminal and type in julia. A Julia prompt will appear on your terminal screen. Figure 1.6 shows the Julia prompt.
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Figure 1.6: Julia prompt in REPL

Let us look at a sample function written in Julia that returns an integer raised to the power of 7. We can measure the performance of our code using @time macro and pay attention to the memory allocation. Generally, Julia runs faster after the first iteration.

julia> x = 7

7

julia> @time x->x^7

0.008357 seconds (977 allocations: 62.519 KiB, 66.14% compilation time) #1 (generic function with 1 method)

Julia is open source and widely available, making it simple to examine high-level code rather than delving into low-level abstractions. Julia is quicker than other dynamic languages like Python and similar to static ones.

Now, let us look into some of the main features of Julia language.


	Julia includes all features for complicated mathematical computations, so you can immediately write your mathematical equations into code. Julia syntax is close to that of MATLAB, making the transition to Julia easy for MATLAB users. This feature allows you to create mathematical equations in Julia while utilizing the same mathematical operators and expressions as you would in Julia code.

	Julia and Python are both dynamic-typed languages with similar-looking and easy-to-write prototype code. Julia’s Python interface is available at JuliaPy/pyjulia for Python developers. Julia, like Common Lisp, is easy to write and executes almost as quickly as C. Julia adheres to the majority of Lisp’s programming paradigms and components. Julia executes with a speed equivalent to FORTRAN.

	When you compile your program in Julia, all data types are moved from dynamic to static code, which takes some time but is afterwards super-fast. Julia has been a member of the petaflop club since 2020, which means it can execute one petaflop of instructions in one second. This minimizes compile time delay while also making it easier to write code in Julia without having to define the same object numerous times.

	As Julia’s code is written in Julia, programmers may simply make modifications or rectify problems. There is no need to install anything or bother about package linking services or different environments.

	Since Julia is a new language, numerical computing libraries in C and FORTRAN outperform Julia language libraries. Julia makes it simple to call C and FORTRAN functions, allowing you to reuse existing code. To call such functions, no in-between code, code creation, or compilation is required; instead, a regular call using ccall syntax from an interactive Julia prompt is sufficient.

	Julia dynamically dispatches functions and values based on the object’s run-time type. This entails leveraging the combined attributes of one or more function parameters to implement functions or values. When developing idiomatic Julia, type stability and memory allocation are taken into account. This functionality allows Julia code to be reused across many packages.

	Julia’s programming language enables coroutines, multi-threading, distributed computing, and GPU computing. Julia provides a message-passing multiprocessing environment that enables programs to run in many memory domains at the same time. Julia’s message-forwarding technique is distinct from those used in other contexts such as MPI. This functionality enables the CPU to accelerate deep learning job execution.

	The REPL (read-eval-print loop) is an interactive command-line interface that is built into the Julia executable. REPL provides simple and quick execution, a searchable history, tab completion, various handy key bindings, help, and shell mode. This feature makes it easier to write and run Julia code in the interactive Julia shell.

	Julia’s package manager Pkg can add packages quicker than the library equivalent since it does not have to recompile a stale cache file. Pkg handles package dependencies entirely on its own. While utilizing a package in a project, it downgrades and upgrades package dependencies. Pkg also manages project environments by utilizing two files, Project.toml and Manifest.toml, to keep track of package versions and dependencies in a specific project context. You may easily reproduce the full project procedure on your machine.



Julia: Ideal for Data Analysis

The most important feature of every language is its extensibility. The language should be designed in such a way that programmers may simply add new necessary functionality. Julia’s open-source machine learning frameworks make it simple for programmers to utilize and build specialized functionality as needed. Flux is a machine learning package that is intended for use in high-performance application pipelines. Flux is able to meet high-performance expectations because of a combination of current and novel compiler designs. The Flux framework is used to write all differentiable algorithms in Julia. Plots and graphs, as well as Flux, may be used to visualize data in Pluto.jl, a basic reactive notebook for Julia. CUDA.jl is used in Julia to communicate with NVIDIA CUDA GPUs, including array abstraction, CUDA kernel development in Julia, and wrappers for other CUDA libraries. The development and application of numerical computation libraries, such as differential solvers like SciML and optimization libraries like JuMP, have made it feasible to address complicated real-world problems with ease. Programmers can only view a restricted range of mathematical operations and cannot directly operate the GPU when training machine learning algorithms in parallel. Julia GPU programming allows you to work directly with CUDA kernels produced and executed from a script or notebook. This entire Julia GPU architecture contributes to boosting machine learning capabilities such as scalability because frameworks supply kernels.

Julia contributes to the development of many tools and technologies. Many major institutions, both technical and academic, employ Julia to perform various tasks more efficiently and quickly. You can go to https://juliahub.com/case-studies/ to learn about more use cases of Julia. You can see some of the major use cases of Julia in Figure 1.7.
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Figure 1.7: Break-throughs in various fields using Julia language

Some of the industrial and academic real-world use cases of Julia and its related libraries and frameworks are:


	Apart from these classical libraries and packages, Julia is progressing in the fields of modeling and simulation, which has aided Pumas’ predictive healthcare analytics. Pumas is a comprehensive platform for pharmacological modeling and simulation from Julia Computing and Pumas.ai. It is a tool for the whole drug development pipeline.

	Raj Dandekar, Chris Rackauckas, Emma Wang, and George Barbastathis of MIT devised a model to help reduce and stop COVID-19’s spread.

	Marius Millea, a cosmologist, used Julia to study gravitational lensing in the Cosmic Microwave Background from the South Pole Telescope.

	Jean-Christophe B. Loiseau uses Julia and highly recommends it for modeling turbulence because of the ability to write only fewer lines of code in Julia.

	JuliaHub is the simplest way to use the cloud to scale enormous, distributed Julia jobs.

	Julia Computing’s JuliaHub makes it easy for Julia users to manage their packages, locate documentation, contribute to open-source projects, and run large compute intensive workloads.

	Julia is taught at many institutions, including MIT and Stanford.

	Stipple is a new tool for developing, deploying, and scaling Julia applications. Stipple is a reactive UI library for building interactive data applications in pure Julia.

	JuliaTeam from Julia Computing allows your organization to collaborate, build, and manage private and public packages, manage open-source licenses, and take advantage of Julia’s continuous integration, deployment, security, indemnity, and enterprise governance capabilities.

	We at Julia are trying to heal the planet together. JuliaClimate is devoted to climate research and solving climate change problems utilizing Julia tools.

	Pfizer and Moderna have used Julia Computing to simulate new pharmaceuticals.

	
JuliaComputing helps AstraZeneca with AI-based toxicity prediction.

	
JuliaComputing aids European insurance giant Aviva in compliance issues.

	
JuliaComputing has provided energy provider Fugro Roames with an AI-based grid network failure prediction system and the FAA with its airborne collision prevention program.

	
JuliaComputing helped Cisco with ML-based network security and several national labs and academic institutions with ML-based network security research programs.

	Julia Computing also made headlines because of a DARPA award to modernize semiconductor codes for more efficient, current simulation codes.

	The language is used by over 10,000 firms throughout the world, including AstraZeneca PLC, BlackRock, and Microsoft Corp. Julia is also used by NASA, the Federal Aviation Administration (FAA), and the Federal Reserve Bank of New York.

	JuliaHub has also helped in the advancements in Williams racing cars.

	
JuliaComputing team will be designing digital phased array systems using Julia and GPUs. Eventually, Julia is expected to become an integral part of next-generation wireless systems.



Limitations of Julia

Julia’s code pre-compilation and dynamism are certainly noteworthy, but as with any other advantage provided by the language, Julia has its own limitations related to code pre-compilation and dynamism. Julia’s REPL takes a long time to start any Julia process for the first time.

This is due to Julia taking longer to compile the many available data types when the program is initially started. Although the compilation time delay has decreased with each subsequent Julia version, it remains relatively considerable. This is quite inconvenient when compiling a large complex machine learning program for the first time. When an executable is built from Julia code, Julia consumes extra RAM which makes it inconvenient to run complex data science or machine learning problems. As Julia is a functional programming language, integrating it into other languages is tricky. Static languages like C/C++/Rust are easier to incorporate since they generate binaries that can be compiled by other languages. Since the Julia environment is less developed than those of other languages, it is prone to a few common issues. There are several packages in Julia that cannot be used in production. To access R and Python libraries in Julia, use packages such as RCall.jl or PyCall.jl. Only production-ready libraries will be covered in the book.

Conclusion

Machine learning and data analysis lay the ground for data science tasks. Julia is a high-level and general-purpose language that is used to construct code for scientific computations which are quick to execute and simple to implement. The language is intended to address all of the requirements of scientific researchers and data scientists in order to maximize experimentation and design execution. You’ve probably heard of Julia, the future programming language of data science if you’re a data aficionado. There are speculations that Julia will eventually replace Python and R in the data science arena due to considerable improvements in performance, efficiency, and usability.

In the next chapter, we will learn to install Julia on our system. We will learn about various tools and technologies to write Julia code. We will learn to write basic Julia code in Pluto notebooks. We will go through the fundamentals of programming such as using data types, writing loops, functions and some other functionalities in Julia language.

Points to Remember


	Data science is the study of massive data using advanced tools and methodologies to discover previously unknown patterns, extract valuable information, and make better decisions.

	Artificial intelligence uses computers and technology to emulate humans’ problem-solving and decision-making skills.

	Machine learning is the usage and development of computer systems that can learn and adapt without explicit instructions, by analyzing and drawing conclusions from data patterns utilizing algorithms and statistical models.

	Statistics is the branch of science that deals with creating and researching ways to gather, analyze, interpret, and display empirical data.

	Julia is a high-level dynamic programming language. Julia is known for its high speed and performance compared to other languages used for machine learning, such as Python.

	Julia is an open-source language which was mainly designed for scientific computing but Julia also supports web development, database, gaming and so on efficiently.

	Julia’s package manager and REPL are robust. Julia supports multiple-dispatch.

	Julia uses the LLVM compiler with just-in-time compilation and is dynamically typed which makes it ideal for writing, training and tuning machine learning programs.

	Julia’s extensibility of code which makes it flexible to use and write various Julia programs and simplified design of the machine learning framework in Julia makes it the ideal machine learning language.
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CHAPTER 2


Getting Started with Julia



Introduction

This chapter will walk you through installing and configuring Julia on your PC. We will practice coding on several Julia IDEs (integrated development environments). We will learn about package management in Julia. We will define Julia environments and use them to develop project code. If you are new to the Julia language, this chapter will teach you the basic syntax and most significant ideas. Even if you are previously acquainted with Julia, we recommend that you rapidly review the offered subjects to ensure that you have a thorough knowledge of the fundamental principles. In this chapter, we will go through the fundamentals and basic functionalities of Julia. We will learn how to express values, variables, loops, functions, and so on. For a thorough introduction to Julia programming, we recommend the books mentioned at https://julialang.org/learning/books/ or the Julia guide at https://docs.julialang.org/en/v1/.

Structure

In this chapter, we will discuss the following topics:


	Installing and setting up Julia

	Working with Julia IDEs

	Julia package manager: Pkg

	Handling numerical data in Julia

	Declaring variables

	Constructing control flows

	
Defining functions

	Scope rules for variables



Installing and setting up Julia

Let us go through the process of downloading, installing, and configuring Julia environments on our own PC. These steps can be replicated in your own system. Once you have correctly configured Julia in your system, it will be simple to follow along with the examples in the chapters.

To begin, visit the website https://julialang.org/downloads/ to download Julia on your local PC. There are numerous operating systems and Julia versions available at the site. You can get Julia for your operating system by downloading the correct version. There are operating system specific instructions to set up Julia in your system.

We use Julia version 1.7 throughout the book because it’s the most recent one. However, you can read the book while using version 1.7 or above (if available). Using Julia versions greater than 1.7 will not cause problems, while using Julia versions less than 1.7 may cause problems. Version 1.7 was used to test the code in this book. However, the code will basically operate as expected for any Julia 1.x version. Higher versions may include minor modifications to execution or output. If you need Julia 1.7, go to the older unmaintained releases page (https://julialang.org/downloads/oldreleases/).

Follow the instructions for your operating system at https://julialang.org/downloads/platform/ to load the Julia executable on your system. Linux users can use Julia Installer (https://github.com/abelsiqueira/jill) to download and install Julia on their machine, or they can follow the platform-specific methods.

sudo bash -ci “$(curl -fsSL

https://raw.githubusercontent.com/abelsiqueira/jill/main/jill.sh)”

You can download Julia using the above code with the help of the jill package. It is an unofficial Julia Linux downloader.

After loading Julia, make sure to add Julia to the PATH environment variable. There are various methods for adding Julia to the PATH variable, each operating system has its own download and installation requirements along with adding the executable to the PATH. This makes it simple to start the Julia executable by entering julia followed by Enter keypress in a terminal.

Figure 2.1 depicts a basic Julia session running on the terminal.


	Launch your system’s terminal.

	The $ sign symbolizes the command prompt in the operating system. Along with the $ sign, enter the julia command.

	A Julia session will begin, and you will see the Julia logo, as well as links to assistance, such as documentation, help, and the official release repository.

	Below the Julia logo, you can notice the $ prompt change to julia> prompt. This implies

	that you can execute Julia instructions.

	To return to the terminal prompt and exit the Julia prompt, use the Julia command exit() on the terminal. The $ prompt has returned to your terminal screen.
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Figure 2.1: The Julia prompt in the Linux terminal

Working with Julia IDEs

We learned how to install and configure Julia locally using our terminal in the previous part. In this part, we’ll look at different ways to run Julia commands locally. You can use any of the techniques listed to write and execute Julia commands locally.

We’ll take a quick look at the many ways to run Julia commands. Throughout the book, we’ve used Julia’s REPL to write the code examples. It is up to you where you want to run the Julia code. The output will be the same in all three modes. An integrated development environment (IDE) offers robust technological facilities for software development. Programmers who use IDEs can edit code, and build and debug the code simultaneously. To recapitulate, some typical methods for creating and modifying Julia code include:


	using Julia read-evaluate-print-loop (REPL)

	
using an integrated programming environment (IDE) like Visual Studio Code (VSCode) or Atom

	using notebooks like Jupyter Notebook or Pluto notebook



Using Julia REPL

After adding the Julia executable to the PATH environment variable, you will just type julia commands directly into the terminal. There are two methods to access the terminal to execute Julia commands. To begin, you can employ the Julia executable’s in-terminal interactive session. Julia read-evaluate-print-loop is yet another name for the terminal with Julia prompt (REPL).

Julia REPL is the code editor for Julia command line programming.

In the previous unit, we explored how to use Julia REPL to run Julia commands. We used Julia’s exit() command in the previous section. You can apply any Julia command line options in addition to interactive Julia sessions https://docs.julialang.org/en/v1/manual/command-lineoptions/#command-line-options.

Julia scripts can also be executed from the terminal. You can write Julia code in a *.jl file, where

* is the filename. You may run the file by typing julia *.jl into the terminal. This will execute the file’s code and then exit at the completion of the code in the file.

Using IDEs

Aside from the Julia REPL, we can create and execute Julia code in any integrated development environment (IDE). To see the results, we may write a .jl script in the IDE and then execute it on the terminal. The Julia plugin may be added and installed on any IDE of your choosing, such as Atom or VSCode. You may learn how to access and configure all settings by consulting the instructions for VSCode or Atom. You can refer to https://code.visualstudio.com/docs/languages/julia and https://docs.junolab.org/stable/man/installation/ for assistance. The VSCode add-on contains capabilities such as integrated interactive autocompletion, embedded REPL, inline solutions, code tracking, plot panel, debugger, and many more.

Using Notebook

Pluto (https://github.com/fonsp/Pluto.jl) is a reactive notebook designed by Julia developers that includes capabilities not found in Jupyter notebooks. Being reactive implies that if you update a variable, Pluto will run all the cells that reference the variable after the change.

Because it automatically discovers relationships between cells, you can arrange them in whatever order you like. Pluto understands which packages are required in the project and installs and handles them automatically.

Julia can be composed and performed in notebooks as well. In the notebook, you must switch to the Julia executable and then type Julia commands in the cell. Both Jupyter and Pluto notebooks include output as well as graphical visualizations. The concept of a notebook, which incorporates code, arithmetic, graphs, prose, and other multimedia in a single prepared document, simplifies project collaboration.

Text, programming, arithmetic, and other graphical information can be written in the Jupyter or Pluto notebook. More installation options are available in the documentation at https://julialang.github.io/IJulia.jl/stable/. Launch your Jupyter notebook and change the kernel to Julia by choosing it from the drop-down menu.

You may also use IJulia to write Julia code in Jupyter notebooks by launching the IJulia notebook in your browser with the IJulia.jl package (https://julialang.github.io/IJulia.jl/stable/). Participate in the Julia interactive session. Then, in the REPL, enter the following code to open a notebook with Julia kernel in your browser.

Pluto makes it easy to develop and manage project environments. If we use the terminal to execute Julia code, we will learn how to establish and maintain project environments in the following section.

Julia package manager: Pkg

Julia has built-in package management. It allows you to install, manage, and use a wide range of dependent and independent packages in your projects. In this part, we’ll go through the most important components of package management in Julia. More thorough explanations may be found at https://pkgdocs.julialang.org/v1/.

Project environments

Julia has an in-built package manager - Pkg. Pkg handles packages, registries and artifacts. Pkg is based on “environments,” which are discrete groups of packages that can be local to a single project or shared and accessed by name. Pkg maintains packages in /.julia/environments/v1.6, registries in /.julia/registries, and artifacts in /.julia/artifacts in the local machine if the Julia executable is running in the home directory. You can alter the locations by establishing new environments, registries, or artifacts. We will just learn how to set up and oversee new project environments in this segment. You can learn more about managing registries at https://pkgdocs.julialang.org/v1/registries/ and about artifacts at https://pkgdocs.julialang.org/v1/artifacts/.

When you create a new project environment, you will see two new files created, that is, manifest.toml and project.toml. The manifest.toml file captures the detailed collection of packages and versions in an environment, which is then checked into a project repository and managed under version control, considerably increasing project reproducibility.
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Figure 2.2: The manifest.toml file which contains information about all the packages

A project.toml is a file in the root directory of a project that contains metadata about the project, such as its name, UUID (for packages), authors, license, and the names and UUIDs of the packages and libraries on which it depends.
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Figure 2.3: The project.toml file collects details about the packages in the project environment

Note If you’ve ever tried to execute old code only to realize that it no longer works because you’ve changed or deleted some of the packages in your project. Pkg has its own set of package versions, and it updates the packages and dependencies by locating the needed version for the time being, while older packages and their dependencies are garbage-collected.

Pkg, the project manager, provides two interfaces via which you may interact with it locally. Pkg may be interacted with via REPL when writing code interactively and using APIs when executing Julia code scripts via the terminal. The commands used in REPL mode and API mode differ depending on how they are written. Throughout the book, we shall use REPL mode. To use these commands in API mode, go to https://pkgdocs.julialang.org/v1/api/.

Working in Pkg REPL mode

To enter package management mode, press the ] key after beginning your Julia session. The prompt julia> will be replaced by pkg>, indicating that you are now in package management mode. By default, this prompt will appear like this - (@v1.7) pkg>.
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Figure 2.4: Pkg mode in REPL with pkg> prompt

It is advised that you use the manifest.toml and project.toml files to manage your project environment. We will use the repository https://github.com/dnabanita7/DataScienceWithJulia that comes with this book. As in the examples that follow, store this repository under the /DataScienceWithJulia$ folder.

Otherwise, you may generate a new project environment in Pkg mode by entering a new package name.

pkg> generate new_package_name

The DataScienceWithJulia repository contains its own manifest.toml and project.toml files. These two files are created automatically when you add a package or dependency to your project environment.
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Figure 2.5: isfile() function checking if manifest.toml and project.toml files are present

You can check if the project has those two files by using the isfile(filename) function where the filename is the name of the file.
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Figure 2.6: Adding a package “DataFrames” to the project environment through interactive REPL mode

You can add a package such as DataFrames by writing

pkg>add DataFrames

in Pkg mode. Now, if you use the isfile() function on those two files, it will return true.
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Figure 2.7: Activating the project environment

To activate the project environment, execute the activate. command and the prompt will change to the repository name, which is now “DataScienceWithJulia”. Julia’s existing work directory is represented by the dot following the activate command. Rather than changing the working directory, simply type activate ~/DataScienceWithJulia.

If you are employing a project environment for the very first time, you must instantiate it to ensure Julia receives all required web packages. By using the backspace key, you can quit the package manager.

Note Entering shell mode allows you to see what directory you are in. You may write shell commands from the REPL by pressing ; (semicolon).

Handling project environments

Once you have activated and instantiated your project environment, you will start building Julia applications that use the environment’s packages. Meanwhile, you can modify the existing packages. Pkg provides the most common package management activities including displaying available packages, adding packages, removing packages, and updating packages.

You may use add to add new packages, update to update the package’s version, and status to determine the version compatibility of your packages in the environment.
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Figure 2.8: Trying out a few commands such as add, update, and status on the packages in this environment

Here, we are adding a package Statistics and updating a package Random in the project environment. If you are starting from scratch, you can follow the instructions. Otherwise, clone the repository and proceed with the instructions.


	
You can verify the directory you are in by using the pwd() function in Julia prompt and changing to ~/DataScienceWithJulia$


	Enter Pkg mode by pressing ]


	Using the activate. command, activate the environment.

	You can use status in Pkg mode to verify the project’s status.

	Then, in Pkg mode, add the Statistics.jl package to this environment by the command add Statistics


	In Pkg mode, you can update any package in the project environment such as Random.jl by using the command update Random


	You can check the status of any particular package or all packages in your project environment by using the command status




When you add Statistics.jl, several more packages and dependencies are automatically added. Statistics.jl gets included in the project.toml and manifest.toml files. If someone else wishes to recreate the environment, they can do so straight from the repository. You can now view the status to see which version of Statistics has been added to the project repository.
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Figure 2.9: You can use short forms of update as up and status as st to perform the desired tasks

After a new release, simply type update in Pkg mode to update the packages. All packages and their dependencies will be updated accordingly. It might delete some outdated dependencies or introduce some new ones. Pkg is intelligent enough to update the packages on its own.
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Figure 2.10: Removing a package from the environment manually

You can remove the package by using the command remove Statistics in Pkg mode. This will delete any dependencies associated with Statistics.jl as well as remove it from the project.toml and manifest.toml files as required.

Now that we have installed Julia on our system, let’s learn to code in Julia. Julia is highly suited for scientific computing. We will go through numbers, variables, loops, functions and other error-handling techniques used in Julia in this chapter.

Numerical Data Handling in Julia

In general, we need to understand how Julia handles values. A value is a representation of some type of data that the Julia program can modify. Every value is the result of a Julia expression being evaluated. Let’s understand how values are represented in Julia.

julia> 7 # integer value 7

julia> 7.4 # floating point value 7.4

julia> false # boolean value false

julia> Inf # infinity Inf

julia> “Hello World!” # string value “Hello World!”

julia> [4.3, 5, 0] # single dimensional array 3-element Vector{Float64}:

4.3

5.0

0.0

julia> [4.3, “Hello”, 0, 7] # single dimensional array 4-element Vector{Any}:

4.3

“Hello”

0

7

The values in listing 2.3 are an integer 7, a foating point value 7.4, a boolean value false, an infinity value representation Inf, a string value “Hello World!”, a 3-element vector [4.3, 5, 0] and another 3-element vector [4.3, “Hello”, 0, 7].

You can see that although I used both integer and foating point values in the same array, it didn’t give any error, rather it converted integers to foating point values. This is called implicit type casting. Generally, when more than one type is present, the compiler can convert the type of the value to a higher data type which is known as implicit type casting. You would have noticed the Float64 data type in the Vector{Float64}. This means the value takes up 64 bits of memory. In the second vector, the type is set to Any. Julia can hold any data type in its array.

Any data type is hierarchically at the top of the type graph in Julia.

julia> [1;; 2;; 3;; 4] # 2 dimensional matrix

1×4 Matrix{Int64}:

1 2 3 4

julia> [[1, 2] [3, 4]] # 2 dimensional matrix

2×2 Matrix{Int64}:

1 3

2 4

In Julia, a vector is a one-dimensional array. Vector{Float64} is the same as Array{Float64, 1}. Array{Float64, 1} indicates that the value is of Array type. {Float64, 1} indicates that the values are of type Float64 and the number 1 represents the dimension of the array. One-dimensional arrays are otherwise termed vectors, while more than one-dimensional arrays are otherwise termed matrices. We represent a single-dimensional array as a single column having the total number of rows equal to the size of the vector. A two-dimensional matrix has both defined rows and columns. A three-dimensional matrix has its 3 dimensions or axes defined and so on. There are various ways of defining matrices in Julia. Some of the ways are using semicolon(s), commas, spaces or a combination of all three. You can look into https://docs.julialang.org/en/v1/manual/arrays/ to get a better idea.

julia> typeof(Inf) # finding the data type of Infinity defined in

Julia Float64

You can get the data type of the value by using typeof() in Julia. typeof(Inf) is Float64. In Julia, Inf is defined as an infinity value. Although Julia has a dynamic type system (see Chapter 1) you can still define types while writing the values except on global variables.

julia> reshape([1, 2, 3, 4], (2, 2)) # resizing a matrix to a defined

size 2×2 Matrix{Int64}:

1 3

2 4

reshape() function in Julia returns an array with the provided modified dimensions. While working with mathematical operations on arrays, it becomes necessary to reshape the matrix or vector to perform certain computations such as vector dot products.

julia> arr = [1, 2, 3, 4] 4-element Vector{Int64}:

1

2

3

4

julia> arr + arr # addition operation on two arrays 4-element Vector{Int64}:

2

4

6

8

julia> arr - arr # subtraction operation on two arrays 4-element Vector{Int64}:

0

0

0

0

julia> arr * reshape(arr, (1, length(arr))) # multiplication operation 4×4 Matrix{Int64}:

1 2 3 4

2 4 6 8

3 6 9 12

4 8 12 16

julia> arr / arr # division operation 4×4 Matrix{Float64}:

0.0333333 0.0666667 0.1 0.133333

0.0666667 0.133333 0.2 0.266667

0.1 0.2 0.3 0.4

0.133333 0.266667 0.4 0.533333

As you can see, we can perform various basic mathematical operations such as addition, subtraction, multiplication and division with arrays. Manipulating arrays in programming is similar to array manipulation in mathematics. Arrays perform various mathematical operations when inputs have the same dimensions. While vector addition, subtraction and division don’t need to change the dimensions of the arrays in Julia, we need to reshape our second array during multiplication to match the dimensions of the first array. reshape(arr, (1, length(arr))) is similar to transpose operation in mathematics. The dimensions of the resulting array depend on the dimensions of the input arrays. It can be a single-valued array or a multidimensional array.

julia> Float32.([4.3, 5, 0]) # type-casting of an array to floating point 3-element Vector{Float32}:

4.3

5.0

0.0

You can convert the type from Float64 to Float32 in Julia by using Float32.([4.3, 5, 0]). The vector is now a 3-element Vector{Float32}.

You must have noticed a dot after the type declaration. That dot is a dot operator. The dot operator is designed to be applied element-wise with collections of values such as a vector or matrix. In programming, this technique is known as broadcasting. If we want to apply specific functions over single or multi-dimensional arrays, then usually we go for a loop, that is, if-else-end, while-end, or for-end loops. But it is lengthy for typing out. In Julia, we can apply the same function across all elements of the array by using a dot notation after the function’s name. Let’s see an example.

julia> func(x) = 7x^2/(4+5x^3) # defining a function in Julia func (generic function with 1 method)

julia> x = [2π/n for n=1:3] 3-element Vector{Float64}: 6.283185307179586

3.141592653589793

2.0943951023931953

julia> y = func.(x)

3-element Vector{Float64}:

0.22210061177582122

0.43442513879920297

0.6149053316945388

In the example, func.(x) shows that it is applied across all elements of the three-element Vector. Dot notation can be used with binary operators, functions, data types, and so on. julia> x = [2, 4, 5]

3-element Vector{Int64}:

2

4

5

julia> y = 5x.^3 + 6x.^5 3-element Vector{Int64}:

232

6464

19375

julia> y = sin.(x) # using sine operation over all values in array 3-element Vector{Float64}:

0.9092974268256817

-0.7568024953079282

-0.9589242746631385

Note: π is a Unicode representation of the value pi=3.141592653897… in Julia. Julia supports many other symbolic Unicode representations. You can get the π Unicode in Julia REPL or notebook via TeX completion \pi followed by a tab. You can also access the pi value by writing just pi in the Julia console. In Julia, the π value is stored as irrational rather than rounded to the nearest foating-point value.

While working on any deep learning problems, we generally work with arrays of numerical data. It is impossible to write huge arrays of numbers by hand, hence, we use a function rand which generates the desired number of random numbers. For example,

julia> example = rand(5, 7) # defining an array with random floating values 5×7 Matrix{Float64}:

0.84574 0.394717 0.317663 0.0265575 0.154856 0.180189

0.865816 0.251014 0.256149 0.557439 0.814052 0.607115 0.173

0.265682

0.265331  0.439098  0.786905  0.310021  0.441693  0.407871

0.145327  0.269942  0.992338  0.044133  0.493182  0.424494

0.869254  0.319185  0.300924  0.117598  0.250328  0.863686

0.351836  0.163491  0.617714

julia> example1 = rand(Int64, 5, 7)#Random Integer values in array 5×7 Matrix{Int64}:

-7854820187046981395 671422092392350264 …

-8797921353975463297 1190311527666160570 -2999535863210223006

1196246067491248664  4090788726465192959 -5805998217061788037

-6607041929927670283 -3603700130076647610 4972624035219583797

907458187756625011

-6979151765419648327 8824871015523778106 -1654918304789514935

You can see the rand function creates a two-dimensional array with 5 rows and 7 columns as specified in the rand(5, 7) function. By default, the data type is set to Float64. But you can change that as shown in the second example. The data type is changed to Int64. Some other useful functions while dealing with numerical data are randn, ones, zeros, size, length, and so on which we will be using throughout the book. Let’s see how these work. julia> length(example) # finding total elements in the array

35

julia> size(example) # finding the size/no. of dimensions of the array (5, 7)

julia> typeof(example) # finding data types of values in the array Matrix{Float64} (alias for Array{Float64, 2})

julia> zeros(5, 4) #creating an array with defined size filled only with 0 5×4 Matrix{Float64}:

0.0 0.0 0.0 0.0

0.0 0.0 0.0 0.0

0.0 0.0 0.0 0.0

0.0 0.0 0.0 0.0

0.0 0.0 0.0 0.0

julia> ones(4) #creating an array with defined size filled only with

1 4-element Vector{Float64}:

1.0

1.0

1.0

1.0

julia> randn(5, 2) # defining an array with random floating values 5×2 Matrix{Float64}:

-0.221947 -0.462047

1.00376 0.775232

-0.870823 -1.34012

-0.0373757 -1.26907

-0.155329 1.46971

length(example) returns the total number of elements in the array. size(example) returns the size of the array. randn(example) works similarly to rand() with more variables, one for the number of rows and the other one for the number of columns. For more information on these functions, you can always go to help mode in REPL by typing ? on the console. In help mode, the prompt will change from julia> to help?>. Press Backspace to exit the help mode. Apart from the above operations, Float64, Float32, ComplexF64 and ComplexF32 support some linear algebraic operations such as dot product, vector addition, deep copying, finding maximum absolute value and so on. Basic Linear Algebra Subprograms (BLAS) is a design that defines a set of low-level routines for executing standard linear algebra operations such as vector addition, scalar multiplication, matrix multiplication, linear combinations, and dot products.

By default, BLAS is the standard low-level operation for linear algebra libraries. Heavy linear algebra operations in Julia are based on the LAPACK library, which is constructed on top of fundamental linear-algebra building blocks known as the BLAS. There are highly optimized BLAS implementations available for every computer architecture. It is convenient to invoke the BLAS functions directly in high-performance linear algebra routines. You can look into https://docs.julialang.org/en/v1/stdlib/LinearAlgebra/#BLAS-functions for more information on LAPACK/BLAS support in Julia. BLAS functions perform way faster than naive implementations of algorithms.

Declaring variables

We understand the meaning of a value be it numeric or textual. Now we will learn about variables. A program is typically made up of instructions that tell the computer what to perform and the data that the program needs while executing. A variable in programming is a value that may vary depending on the conditions or information provided to the program. Simply put, a variable is a name that is associated with a value. The assignment operator = (equal sign) is the easiest technique to associate a value with a variable name.

julia> n = 1

1

julia> a = 7

7

julia> t = false

false

julia> yt = [2, 4, 56.7]

3-element Vector{Float64}:

2.0

4.0

56.7

In this code sample, n, a, t and yt are all variables. The values 1, 7, false and [2, 4, 56.7] are the values contained in the respective variables. If we want to use the value, we can simply use the variable associated with the value instead.

julia> a+1

8

julia> a+1

8

julia> a+1+1

9

julia> ~t

true

julia> t

false

As you can see, we can use the variable a to represent 7 instead of writing 7. The variables are useful when writing expressions and manipulating them. Another thing you can see is that the original value of the variable is not changed when you try to manipulate it. A variable can retain a location in one form of memory known as the “heap.” The heap variables have an address that corresponds to the place in the memory that they inhabit, and so the value that they represent can be altered by updating the content of that location in memory. Heap is the location of mutable variables.

There are other fast-tracked memory locations such as stack or processor cache and most immutable variables are stored, altered and manipulated by the compiler according to the instructions. In this code sample, you can see the value of a or t is not altered, hence these variables are stored in the heap with a memory address.

Julia has a highly fexible variable naming mechanism. Variable names have no semantic value and are case-sensitive. Unicode names (encoded in UTF-8) are also supported.

julia> udhr = “在尊严和权利上一律平等”

“在尊严和权利上一律平等”

julia> 하세요 = “Yellow”

“Yellow”

julia> σ = 0.003

0.003

You can’t redefine variables with the already defined constant values or functions in Julia. You will get errors if you try defining the built-in variables again in the same Julia session.

julia> length = 3

3

julia> string = 5

5

julia> sqrt = 3

3

julia> string(4)

ERROR: MethodError: objects of type Int64 are not callable Maybe you forgot to use an operator such as *, ^, %, / etc. ? Stacktrace:

[1] top-level scope

@ REPL[17]:1

julia> string(4.6)

ERROR: MethodError: objects of type Int64 are not callable Maybe you forgot to use an operator such as *, ^, %, / etc. ? Stacktrace:

[1] top-level scope

@ REPL[18]:1

julia> null = 9

9

julia> Inf = 8

8

julia> pi = 3

3

julia> pi

3

julia> sqrt(100)

ERROR: MethodError: objects of type Int64 are not callable Maybe you forgot to use an operator such as *, ^, %, / etc. ? Stacktrace:

[1] top-level scope

@ REPL[23]:1

In general, sqrt() and pi would act as square root functions and the value of pi should be shown as we saw earlier. But since here, we defined variables sqrt and pi initially, they are treated as variables now and their values can’t be altered. In short, they won’t be overwritten by the in-built value of a function or constant respectively. If initially, we would have used sqrt as a function and pi as its in-built constant, then we can’t use those as variables in the same Julia session.

Acceptable variable names in Julia

As we learnt that we can’t have generic in-built predefined constants or function names as variables in a single Julia session, let us see what characters and names are acceptable to use in Julia.


	Variable names must begin with a letter (A-Z or a-z), underscore, or a subset of Unicode code points greater than 00A0; specifically, the Unicode characters, currency and other symbols, and a few other letter-like characters are permitted.

	The following characters may contain ! and digits (0-9), as well as additional Unicode code points, certain punctuation connectors, primes, and a few other characters.

	The variables shouldn’t be in-built keywords like if, for, else, try, and so on.



julia> else = false

ERROR: syntax: unexpected “else”

Stacktrace:

[1] top-level scope

@ none:1

julia> if = true

ERROR: syntax: unexpected “=” Stacktrace:

[1] top-level scope @ none:1

julia> catch = “HEllo”

ERROR: syntax: unexpected “catch”

Stacktrace:

top-level scope

@ none:1

julia> for = 75.4

ERROR: syntax: unexpected “=” Stacktrace:

[1] top-level scope

@ none:1

As you can see, when you use predefined keywords as variables, Julia’s compiler will generate problems.

There are some specific styling conventions that are used for declaring variables in Julia which are encouraged to follow but that’s not bound.


	Variable names are in lowercase.

	Underlines (‘_’) can be used to denote word separation, although they are discouraged unless the name would be difficult to read otherwise. Functions and macro names are in lowercase, with no underscores.

	Type and Module names begin with a capital letter, and word separation is represented with upper camel case rather than underscores.

	Function names that end in! are those that write to their arguments.

	These are sometimes known as “mutating” or “in-place” functions since they are meant to induce changes in their parameters after the function is called rather than just returning a value.



Bound vs Copy in mutable variables

A value is bound to a variable if we use an assignment operator such as “=”. A value is copied to a variable if we use the copy() function. Let us understand this through the example. julia> a = 4

4

julia> b = a

4

julia> n = copy(a)

4

julia> a = 6

6

julia> b

4

julia> n

4

No changes happened as numerical values are not associated with multiple variables. All the variables are independent of each other. But let us see where values such as arrays and tuples are mutable and dependent on the variables. Variables a, b, and n are not bound to each other. Hence, if we change the value of a, it doesn’t change the value of b or n.

julia> r = [3.4, 5]

2-element Vector{Float64}:

3.4

5.0

julia> t = r

2-element Vector{Float64}:

3.4

5.0

julia> r[1] = 3

3

julia> t[1]

3.0

julia> s = copy(r)

2-element Vector{Float64}:

3.0

5.0

julia> r[2] = 7

7

julia> s[2]

5.0

You can see that the variable t is bound to variable r by the assignment operator. We changed the value of the first array element and it changed the value of both the variables t and r. While s is the copied value of the variable r and changing the second element of the variable r doesn’t change the value of the copied variable s.

The address of the bound variable is linked to the original variable, hence changes in the original variable change the values of the bound variable. The address of the copy variable is altogether a separate address and is not linked to the original variable so s is not affected by the change in the original variable.

You can see that we are not defining any types with the variables. Julia is a dynamically typed language, the variables are associated with the type of value it stores. It is advised not to use the same variable for two different values although it won’t be an error but performance might decrease. Julia is a compiled language, as we covered in the previous chapter. Julia attempts to discover all potential sorts of values that may be tied to a particular variable name during compilation. julia> g = 7

7

julia> typeof(g)

Int64

julia> h = 45.6

45.6

julia> typeof(h)

Float64

You can see we don’t have to explicitly define the types of variables g or h, rather Julia determines the type Int64 and Float64 respectively on its own.

Constructing control flows

The control flow is the sequence in which statements in a script are processed by the computer. Unless the computer encounters (very common) structures that affect the control flow, such as conditionals and loops, code is run in sequence from the first line in the file to the final line. These common structures such as conditionals and loops are like little scripts inside the entire script. The flow is controlled within the structures for quite some time depending on the parameter that controls the flow sequence. Since the structures have their own control flow, the code is run in sequence from the first line in the structure to the final line as well. Julia has a number of control flow structures, such as:
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