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Preface





This book, Kickstart Operating System Design, offers a comprehensive exploration of the fundamental principles and practical implementations of operating systems. It is designed to provide a deep understanding of how operating systems function as the crucial bridge between users and hardware, managing resources and providing essential services.


The book is structured to guide the reader through the key concepts of operating systems, beginning with a foundational introduction. It then delves into core processes, including process management, threading, scheduling, and synchronization, along with the critical issues of deadlock handling. A significant portion is dedicated to memory management, covering both its theoretical underpinnings and practical techniques. The book further explores secondary storage and I/O systems, file systems, and the essential aspects of protection and security.


Recognizing the evolving landscape of computing, Kickstart Operating System Design extends its coverage to encompass advanced topics such as distributed operating systems, real-time and embedded systems, multimedia operating systems, and the specialized requirements of mobile, multiprocessor, and network operating systems. This breadth ensures readers gain insight into the diverse challenges and solutions presented by different computing environments.


This book is intended for students and professionals seeking a thorough understanding of operating systems. Whether you are a computer science student, a software developer, or an IT professional, this book will equip you with the knowledge and insights necessary to navigate the complexities of modern operating systems. We believe that by combining clear explanations with practical examples, this book will serve as an invaluable resource in your journey to mastering operating system concepts and techniques.
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CHAPTER 1


Computer Organization and Hardware Software Interfaces



Introduction

Computer Organization and Hardware-Software Interface is an essential component of contemporary technology that determines how our gadgets work and communicate with us. A fundamental understanding of the organization and design of computers is crucial given the speed at which technology is developing. Computer Organization and Hardware-Software Interface which guarantees smooth operation and communication, takes into account the complex interrelationships between hardware and software components. Investigating the interaction between these two elements to produce the technological marvels we use daily is fascinating. It encompasses the study of how hardware and software work together to form a working computer system. This domain includes computer system design, development, and implementation from both software and hardware standpoints.

Structure

In this chapter, we are going to learn the following topics:


	Overview of Computer Organization

	Working of (Digital Personal) Computers Popular Input and Output Devices

	Introduction to Computer Organization Interface

	Data Transfer Modes

	Using an Interrupt Handler to Pass Control Between a Running Program and OS




Overview of Computer Organization


A computer is a device that processes information. It transforms information (raw data) into a sensible format for direct human use. When we refer to a computer, we really mean a digital electronic computer, which is a personal computer for the majority of uses. The most fascinating thing to humans has been computer technology. We live in a world where computers are ubiquitous and will remain so for centuries to come. There are individuals who hold a science-fiction perspective on computers, believing that they possess sentience and will eventually take over the universe if precautions are not taken.

In fact, the opposite is probably more accurate. Within the limitations imposed by their designers, computers can do whatever they are programmed to do, but not more. They cannot (so far) “think” for themselves, but their method of dealing with a problem is similar in many respects to a human’s thought processes.

A computer has two main characteristics:


	Follows a predetermined set of instructions and reacts to them in a predictable way.

	Capable of carrying out a program: a recorded set of instructions. Contemporary computers are digital and electronic.



Software refers to the data and instructions, while hardware refers to the actual components, such as circuits, transistors, and wires.

Basic Parts of Computer

The Major Components of The Block Diagram of the Computer System are:


	Input Unit

	Output Unit

	Central Processing Unit (CPU)



Central Processing Unit (CPU) consists of:


	Control Unit (CU)

	Arithmetic and Logic Unit (ALU)

	Memory Unit



The memory unit in turn consists:


	Primary Memory

	Secondary Memory




Input Units


Before using data and information to solve problems, the computer needs the input unit to receive it. Information and data are fed into the computer by the user. We provide information and data through the use of input devices. Different types of input devices make up the input unit, for example, keyboard, mouse, scanner, microphone, and more.

Programs that run on the monitor and provide instructions to the computer’s CPU can process those instructions. There must be input devices available for the user to interact with these application programs. To process data entered by the user via input devices, the CPU pauses the application program’s instructions and starts processing input signals. The CPU uses the information from input signals to resume processing the instructions from the application program when it receives them.

The following are the main duties of the input unit:


	Gather user data via input devices

	Convert electrical signal data into machine language that can be read by computers

	Tell the CPU to start obtaining data from the input devices

	Give the CPU access to the converted data via the memory unit so that it can be processed further



Output Device

The output unit of the computer transmits information and processing results to the external environment. The output unit typically reverses the actions of the input unit, translating machine language into electrical signals that the output devices can understand. The most often used output device is the Visual Display Unit (VDU), also known the monitor. Other well-liked output devices are speakers, headphones, projectors, and so on.

Central Processing Unit (CPU)

The CPU serves as the system’s central nervous system. A computer would be useless without it. This “brain” of the computer processes all instructions, or a subset of instructions, that it receives from the user. After receiving instructions and user input, this brain prints out the desired outcome.

The CPU is essential to execute arithmetic and logical operations. It is in charge of managing the functions of other gadgets.
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Figure 1.1: Block Diagram of Computer with Central Processing Unit (CPU)

Three Major Components of the CPU are Arithmetic Logical Unit (ALU), Control Unit (CU), and Memory Unit (MU):

Arithmetic Logical Unit (ALU)

Arithmetic Logic Unit (ALU) is one of the primary parts of the Central Processing Unit (CPU). It is responsible for managing all of the CPU’s calculations, such as arithmetic and logical operations, related operations, and so on. They also operate using comparisons. Additionally, it plays a crucial role in decision-making processes, enabling the CPU to perform the majority of its tasks efficiently.

Control Unit (CU)

When calculations need to be made, the data is passed from the memory unit to the Arithmetic Logic Unit (ALU) by the Control Unit (CU). The computation data is returned to the memory unit by the CU after the computation and the ALU has produced the results. Arithmetic, logical, and bit-shifting operations are carried out by the arithmetic unit.

The control unit (CU) is a crucial component of the central processing unit (CPU). The term “central nervous system” refers to the control unit, which is responsible for coordinating and managing the other functional components of the computer.

All CPU operations, such as data flow within the CPU and ALU operations, are managed by the CU. The control unit (CU) performs several crucial tasks for the system, including:


	Directing the input unit where to store data received from users via input devices.

	
During program execution, the Govern unit controls the flow of data and instructions from memory to the ALU because the Control Unit (CU) loads instructions from memory one at a time and executes them at the ALU.

	Additionally, CU receives the computation result from the ALU and routes it to the output unit for screen display as well as back to memory. Data transfer from the ALU to the memory and output units is overseen by the Control Unit (CU).



Memory Unit (MU)

This part of the computer is in charge of holding data and information needed by the other operating systems. Before the central processing unit (CPU) processes the data and information from the input unit, it is first stored in the computer’s memory unit. You can also refer to a memory unit as a memory unit. In addition, the memory unit performs several crucial roles in the system, including:


	Storing data received from the input unit.

	Information and data are sent to the CPU so that it can be processed further.

	Variables are used to store any information or commands that the CPU generates during intermediate processing.

	Subsequently, the variable records the outcome of the CPU’s data processing.

	Delivers the processed data results to the output devices at the end.

	It also keeps information and data for later use.



The Memory Unit is divided into two categories:


	
Primary Memory: The most rapidly accessible memory unit is the primary memory. Data delivery and reception for processing from these memories happen quite quickly. Also situated close to the main memory are the Control Unit and Arithmetic Logic Unit. The program that is currently running in the CPU, data that the input unit has received, and intermediate and final program results that have been stored and transferred back and forth between memory and the CPU are all commonly kept in this memory. Temporary and volatile memory makes up the main memory. This means that the data is deleted forever if the computer is shut off. Hence, it is unable to store data for very long. To avoid data loss, the computer’s secondary memory receives data from the primary memory.

	
Secondary Memory: Secondary memory stores information for the computer system and has a capacity ranging from gigabytes to terabytes. Applications, documents, audio files, movies, databases, and more can all be kept in secondary memory. Receiving and transmitting data and information is slower than in primary memory. Programs run on the Central Processing Unit (CPU) are executed there. Program execution doesn’t start until the CPU asks the secondary memory to transfer the important data and instructions from the secondary memory into the primary memory.




Working of (Digital Personal) Computers


A computer obtains data or information through some input device. The memory of the device contains this data. Nevertheless, a computer only remembers the data that it has been programmed to store, in contrast to the human brain, which typically remembers all the information entered into it—even though we might not be aware of this. The computer loses any further data. It will compare the two pieces of data if it is programmed to do so and then decide what is best. The computer’s output unit receives the result via transmission.

Data is raw Information, especially information in a form that can be used by a computer. It includes text, numbers, sounds, and pictures. A single piece of information is called a Datum.

A computer follows a series of instructions programmed into its memory by the user and operates on data presented to it by the user.

The data input may be in the form of:

Typed or handwritten linguistic data or instructions in the computer’s language.

Linguistic Raw data can be:


	Numeric

	Alphabetic

	Alphanumeric



Then this is coded into data acceptable to the computer in its language.

It may be audible, visual, or audio-visual analogic data.

In general, a computer is meant to perform four tasks:


	Receiving input of data, retaining the instructions, data, and other information in its memory and retrieving it when needed.

	Storing data in short-term memory when the power is on and long-term memory when it is off.

	Processing the data in accordance with instructions to transform it into meaningful information.

	Transmitting the data as an output.



The information processing is the core function of any computer system. However, if information is presented in an unexpected way or if the machine is asked to process information in a manner for which it has not been programmed, it will fail to proceed. Keep in mind that information will only be processed in accordance with the program that was entered into the computer, which is hardly able to think for itself. Since there are many different ways that information can exist, it is necessary for the input and output units to be able to “translate” the information into or out of a format that the computer can understand.
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Figure 1.2: Data Flow in any Personal Computer

Complete detailed computer organization including some of the input and output units is shown in Figure 1.3.
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Figure 1.3: Detailed Computer Organization


Popular Input and Output Devices


All these components are interconnected and communicate with each other via the bus (Data, Control, and Address Bus). Most of these components in the architecture lie within the motherboard (the backbone of the computer).


[image: ]


Figure 1.4: Some Popular Input Devices

Following is an illustration of the various output devices:
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(a)
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(b)

Figure 1.5: (a) and (b) Some Popular Output Devices

Introduction to Computer Organization Interface

Interfaces are tools and concepts that technology developers use as points of interaction between hardware and software components. They help all components within a system to communicate with each other via an input-output system and detailed protocols while also allowing them to function independently.


Interfaces [1]


An interface, which can connect two or more components to the system for communication, is a shared boundary between two distinct computer system components. Interfaces come in two varieties:


	CPU Interface

	I/O Interface



Input/Output Subsystem

An effective way to communicate between the external environment and the central system is through the I/O subsystem of a computer. It manages the computer system’s entire input-output process.

Peripheral Devices: Attached to a computer, peripheral devices are input or output devices. These devices, which are regarded as components of the computer system, are made to read data into or out of the memory unit in response to commands from the central processing unit. Another name for these gadgets is peripherals. As an illustration, common peripheral devices include keyboards, displays, and printers.

Three categories of peripherals exist:


	
Input peripherals: Enable user input from the external environment to the computer, such as keyboard, mouse, and more.

	
Peripherals for output: Enable the computer to output information to the external environment.

	
Input-output peripherals: Examples of input-output peripherals are printers, monitors, and other devices that enable output (from the computer to the outside world) as well as input (from the outside world to the computer), for example, touch screens. Let’s examine the I/O Interface in more detail.



Input-Output Interface

To interface with the CPU, connected peripherals require dedicated communication links. To regulate or manage the input-output transfers in a computer system, specific hardware components are positioned between the central processing unit and peripheral devices.

These parts establish communication links between the processor bus and peripherals, which is why they are referred to as input-output interface units. They give internal systems and input-output devices a way to communicate with each other.

The mode of transferring information between internal storage and external I/O devices is known as I/O interface or input/output interface.
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Figure 1.6: Input/output Interface

(1) I/O Module Decisions:


	Protect or reveal device properties to the CPU

	Support one or more devices

	Control device functions or delegate them to the CPU



Additionally, O/S decisions – for example, Unix handles every possible thing as a file.

Data Transfer Modes

There are several ways to handle data transfer from the main computer to I/O devices. Three modes of data transfer are generally available between the central unit and I/O devices. These are as follows:


	Programmed I/O

	Interrupt Initiated I/O

	Direct Memory Access



Programmed I/O

Programmed I/O instructions are the result of I/O instructions written in the computer program. Each data item transfer is initiated by the instruction in the program.

Example of Programmed I/O

The I/O device does not have direct memory access when using the programmed I/O method. The CPU must carry out multiple instructions to transfer data from an I/O device to memory. These instructions include an input instruction to move data from the device to the CPU and a store instruction to move data from the CPU to memory. Additional instructions might be required to confirm that the data are accessible from the device and to tally the words transferred. An example of data transfer from an I/O device through an interface into the CPU is shown in Figure 1.7.
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Figure 1.7: Data Transfer from I/O device to CPU

The device inserts a data byte into the I/O bus and activates its data valid line as soon as it becomes available. Enabling the data accepted line, the interface takes the byte and stores it in its data register.

The bit in the status register set by the interface is called an F bit, or “flag” bit for short. To stop sending data until the interface stops sending data accepted lines, the device can now stop sending data on the data valid line. The computer can run a program to check the status register flag and determine whether an I/O device has written a byte to the data register. To determine the value of the flag bit, the status register must be read into a CPU register. dot.

The CPU reads data from the data register if the flag is equal to 1. Depending on how the interface circuits are built, either the CPU or the interface clears the flag bit to 0.

Upon clearing the flag, the device can proceed to transfer the next data byte as the interface disables the data accepted line.

In Figure 1.8, there is a flowchart representing the program that needs to be written for the CPU. A series of bytes that need to be kept in memory are presumed to be being sent by the device.
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Figure 1.8: Flowchart for CPU program for Inputting Data

Small, slow computers or systems designed to continuously monitor a device benefit greatly from the programmed I/O technique. The inefficiency of this type of transfer stems from the differing information transfer rates of the CPU and I/O device. To comprehend why this is inefficient, imagine a typical computer that can perform the two tasks: reading the status register and checking the flag in 1 μS.

Assume for the moment that data is transmitted from the input device at an average rate of 100 bytes per second. This is equivalent to one byte every 10,000 μS. The CPU will perform 10,000 flag checks between each transfer, according to the instructions mentioned here.

Three instructions are needed to transfer each byte:


	Read the status register

	Examine whether the flag bit is set, and if it is, branch to step 1; if not, branch to step 3

	Go through the data register



After being read into a CPU register, each byte is moved to memory following a store instruction. A typical I/O programming task involves moving a word block from an I/O device into a memory buffer.

Data transfer to and from the CPU and peripherals is typically managed by the program. The CPU must constantly keep an eye on the peripherals when transferring data under programmed I/O.


	CPU sends out I/O operation requests

	I/O module carries them out

	I/O module sets status bits

	CPU checks status bits periodically

	I/O module does not inform the CPU directly

	I/O module does not interrupt the CPU.

	CPU may wait or come back later

	Under programmed I/O data transfer, each device is assigned a unique identifier

	Each device is a unique identifier

	CPU commands contain an identifier (address)



Disadvantage of Programmed I/O:


	The issue with programmed I/O is that it requires a lengthy wait for the relevant I/O module to be ready for data transmission or reception.

	
The processor, while waiting, must repeatedly interrogate the status of the I/O module.

	The entire system is severely degraded with respect to Performance



Interrupt Initiated I/O

To transfer data, the CPU in the programmed I/O method remains in the program loop until the I/O unit signals that it is prepared. The processor is kept unduly busy by this procedure, which takes a long time.

By allowing the interface to notify the computer when data is ready to be transferred, the CPU can avoid continuously monitoring the flag. This transfer mode utilizes the interrupt facility. While CPU is executing a program, it does not check the flag.

But when the flag is raised, the computer is alerted of its presence and is briefly forced to break out of its current program. To handle the input or output transfer, the CPU alters its current course of action. Once the transfer is complete, the computer returns to the prior program to carry out its previous task.

To handle the required I/O transfer, the CPU responds to the interrupt signal by first branching to a service routine and then storing the return address from the program counter into a memory stack. Each unit has a different method by which the processor selects the branch address of the service routine.

There are two types of interrupts: vectored interrupt and non-vectored interrupt. The branch address is allocated to a fixed location in memory in a non-vectored interrupt. The source of the interruption provides the computer with the branch information in a vectored interrupt called interrupt vector. The interrupt vector in certain computers is represented by the I/O service routine’s first address. On other computers, the interrupt vector is an address that leads to memory where the I/O service routine’s start address is kept.

Priority Interrupt

The CPU starts data transfer between an I/O device and itself. However, the CPU cannot initiate the transfer before the device is prepared to communicate with the CPU. An interrupt signal can be used to assess the device’s readiness. The return address from the PC is stored in a memory stack by the CPU in response to an interrupt request, and the program then branches to a service routine that handles the necessary transfer.

Additionally, some processors load a fresh PSW for the service routine and push the existing PSW (program status word) onto the stack.

In a typical application, an interrupt request can be initiated by any of the several I/O devices connected to the computer. The primary task of the interrupt system is to identify the source of interrupt. Additionally, multiple sources may make simultaneous service requests. In this scenario, the system has to choose which device to fix first as well.

When two or more requests arrive simultaneously, a priority interrupt system sets a priority over the different sources to decide which condition is to be serviced first. In addition, the system can decide under what circumstances the computer can be interrupted while another interrupt is being handled. Requests that could have major repercussions if delayed or interrupted are given higher priority interrupt levels. Keyboards and other slow devices are assigned a low priority, while devices with high-speed transfers such as magnetic disks are assigned high priority.

When two devices interrupt it simultaneously, the computer prioritizes responding to the device with higher priority.

Hardware or software can be used to establish the priority hierarchy for concurrent interruptions. In a polling process, software is used to ascertain which source is most important. This method uses a single, common branch address for all interrupts. The interrupt handling program polls each interrupt source sequentially, beginning at the branch address. The order in which interrupts are tested establishes their priority.

First, the highest-priority source is tested, and if its interrupt signal is detected, control branches to a service routine. Subsequently, the source with the lowest priority is examined, and so on. A program that tests the interrupt sources one after the other and branches to one of several potential service routines is thus the initial service routine for all interrupts. The specific service routine that was accessed is associated with the device that has the highest priority among all the devices that caused the computer to interrupt.

If there are a lot of interrupts, polling them could take longer than servicing the I/O device, which is a drawback of the software approach. One way to expedite the process in this scenario is to employ a hardware priority-interrupt unit.

A hardware priority-interrupt unit serves as the general manager in an interrupt system environment. It receives interrupt requests from various sources, chooses the one with the highest priority and then sends an interrupt request to the computer based on this choice.

Every interrupt source can directly access its own service routine through an interrupt vector, which expedites the process. Polling is unnecessary because the hardware priority-interrupt unit is used, as it makes all the decisions.

The hardware priority function can be established by either a serial or a parallel connection of interrupt lines. The serial connection is commonly referred to as the daisy chaining method.


Interrupt-Driven I/O Basic Operation


Details of the Interrupt Driven I/O Basic Operation are as follows:


	CPU problems with reading commands; I/O module obtains data from peripherals while the CPU performs other tasks

	I/O module interrupts the CPU; CPU requests data

	I/O module transfers data
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Figure 1.9: Interrupt Driven I/O

Interrupt initiated I/O is a solution to this issue. When the interface determines that the peripheral is ready for data transfer, it generates an interrupt. Upon receiving the interrupt signal, the CPU pauses its current task to handle the I/O transfer before proceeding with the previous processing task.

Processor Functioning in Terms of Interrupts


	Issue read command

	Take on other tasks

	Every time an instruction cycle ends, check for interrupts

	
In the event of a disruption: 

	Store context (registers)

	Process interrupt





	Fetch and store data

	If there are multiple interrupts: 

	Each interrupt line has a priority

	Higher priority lines can interrupt lower priority lines

	If the bus mastering, only the current master can interrupt







Working of CPU in Terms of Interrupts


	Issue read command

	Take on other tasks

	Check for interrupts at the end of each instruction cycle.

	If interrupted:

	Save context (registers)

	Process interrupt





	Fetch data and store

	In case of Multiple Interrupts:

	Each interrupt line has a priority

	Higher priority lines can interrupt lower priority lines

	If the bus mastering, only current master can interrupt







Direct Memory Access

The transfer speed would be increased if the peripheral device managed the memory buses directly and the CPU was removed from the path. This method is called DMA. In this case, data is transferred between the interface and the memory via the memory bus. The DMA controller facilitates data transfer between the memory unit and peripherals.

Disk drive controllers, graphic cards, network cards, sound cards, and other hardware systems use DMA. Moreover, multicore processors use it for intra-chip data transfer. When a DMA transfer is in progress, the CPU starts it, performs other tasks, and waits for the DMA controller to interrupt it when the transfer is finished.
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Figure 1.10: Block diagram of DMA

DMA Operation:

CPU provides the following instructions to the DMA controller:


	Read/Write

	Device address

	Start address of data memory block

	Amount of data to be transferred

	CPU continues with other tasks

	DMA controller handles transfer

	The DMA controller sends an interrupt when the transfer is complete
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Figure 1.11: CPU Bus Signals for DMA Transfer

Using Interrupt Handler to Pass Control Between a Running Program and an OS

An interrupt is an event that alters the sequence in which the processor executes instructions. An interrupt might be planned (specifically requested by the currently running program) or unplanned (caused by an event that might or might not be related to the currently running program).

Interrupt Handler in OS

Operating systems depend heavily on interrupt handlers to handle time-sensitive events and enable effective multitasking. Let’s start by defining an interrupt before talking about interrupt handlers.

In computing, interrupts are used to handle urgent or time-sensitive tasks, react to outside events, or communicate between various parts of a computer system. Program normal execution is momentarily halted and control is passed to an interrupt handler when an interrupt occurs, such as a hardware request or an external event.

Interrupts are used in computing to respond to external events, handle urgent or time-sensitive tasks, and facilitate communication between various parts of a computer system. The normal execution of a program is momentarily halted and control is passed to an interrupt handler when an interrupt occurs, such as an external event or hardware request. This response examines interrupt handlers’ purpose, significance, and mechanism in addition to describing the various kinds of interrupt handlers and their unique duties. A specific code routine or function known as an interrupt service routine (ISR) is carried out in reaction to an interrupt event. Upon detecting an interrupt, the CPU transfers control to the corresponding ISR to address the event efficiently.

Interrupt Handlers

The interrupt handlers’ responsibilities include responding to interruptions in a timely and efficient manner and carrying out essential tasks related to particular events. Time-sensitive operations such as processing data from hardware devices or reacting to user input are made sure to happen on time, thanks to interrupt handlers.
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Figure 1.12: Interrupt Handling Mechanism

Interrupt handlers aid in preserving system responsiveness and enable the simultaneous processing of several tasks by pausing the running of the current program.

Workflow of Interrupt Handlers

In the event of an interrupt, the CPU first stores the register values and program counter as well as the current state of the interrupted program. Afterward, it recognizes the particular interrupt request (IRQ) linked to the occurrence and responds to the interruption. The interrupt vector table (IVT) is then searched by the processor using the interrupt number or IRQ line to find the appropriate interrupt handler. After that, the code required to handle the interrupt is run at the interrupt handler’s memory address. The interrupt handler handles interrupt-specific tasks, such as communicating with hardware or handling data.
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Figure 1.13: Working of Interrupt Handlers

Once the interrupt is handled, the saved state is restored, allowing the interrupted program to resume execution from where it left off. This workflow ensures that interrupt events are promptly addressed while preserving the integrity of the interrupted program. By saving and restoring the program state, interrupt handling ensures that the interrupted program can seamlessly resume execution after the interrupt is serviced.
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Figure 1.14: The Process of Interrupt handling


Types of Interrupt Handlers


Just as there are different types of interrupts, there are also various categories of interrupt handlers. The main types of interrupt handlers include:


	Device-specific interrupt handlers

	Timer interrupt handlers

	Exception handlers

	Software interrupt handlers



Let’s discuss them in detail.


	
Device-specific interrupt handlers: They handle interrupts generated by devices, such as keyboards, mice, disk drives, and USB devices and interact with the corresponding hardware to perform actions, such as reading or writing data.

	
Timer interrupt handlers: Timer interrupt handlers are responsible for handling interrupts triggered by hardware timers or system clocks. They manage time-related events and perform tasks such as task scheduling and pre-emptive multitasking.

	
Exception handlers: Exception handlers deal with exceptional conditions or events that occur during program execution, such as divide-by-zero errors, page faults, or invalid memory accesses.

	
Software interrupt handlers: Software interrupt handlers are triggered by software-generated interrupts, which are typically initiated through software instructions or system calls.



Applications of Interrupt Handlers

Multimedia and graphics processing: In systems that handle multimedia and graphics processing, interrupt handlers handle interrupts related to audio, video, or graphical events, facilitating the smooth playback of audio and video streams.

Because of their responsiveness and event-driven architecture, which allows them to react in real time, interrupt handlers are extensively used in contemporary operating systems and embedded systems.

The following are some domains in which interrupt handlers are employed:


	
Networking and communication: These systems depend on interrupt handlers. They support dependable and responsive network communication by facilitating effective protocol handling, data transfer, and network event management.

	
Multimedia and graphics processing: Interrupt handlers are used to handle audio, video, or graphical event-related interrupts in systems that manage multimedia and graphics processing, enabling the seamless playback of video and audio streams.

	
Power management: Interrupt handlers are involved in power management mechanisms, such as handling interrupts related to power state changes, sleep/wake events, or power-related events from hardware components. They assist in managing system power modes, transitions between power states, and power-related notifications, optimizing energy consumption and enhancing overall power efficiency.



Conclusion

In this chapter, while learning Computer Organization, we have learnt basic Parts of Computer CPU, ALU including the Input and output Units combinedly known as peripherals. We then learnt various modes of data transfer that included Programmed I/O, Interrupt Driven I/O Basic Operation and Direct Memory Access. We also learned about Priority interrupt and Interrupt handler in OS.

In the next chapter, we will learn about the various aspects of Operating Systems.

Questions


	With the help of a detailed diagram describe various Basic Parts of the Computer?

	What are the primary functions of Input Units?

	What are the primary functions of output Units?

	What is the primary function of the CPU?

	Draw a block diagram of a computer with a Central Processing Unit (CPU) and describe their functions in brief.

	Describe the basic three Major Components of the CPU.

	What is ALU and what are its components? Describe the function of each of its components.

	Describe in detail the working of (Digital Personal) Computers.

	What are the various types of digital devices and Data Flow diagrams of a typical Personal Computer?

	Define digital Computer Interface?

	
What is included in Input/Output Subsystem and what is meant by Peripherals?

	What are the different modes of Data Transfer?

	How is data transfer effected between the central computer to I/O devices? may be handled in variety of modes.

	Draw a flowchart for the CPU program for inputting data.

	What is a Programmed I/O method and state the advantages and disadvantages of Programmed I/O?

	What is Direct Memory Access?

	Define and describe the working of Interrupt Handlers.

	How many types of interrupt handlers are there? Describe any one of them.
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CHAPTER 2


Introduction to Operating Systems



Introduction

An operating system, a type of specialized software, is installed on every computer, smartphone, and other electronic device. The core component that gives computers and smartphones their usefulness is their operating system(OS). If you work or want to work in the information technology (IT) industry, you should be aware of the various operating system that vary based on the device, manufacturer, and user preference.

Structure

In this chapter, we will learn about the following topics:


	Operating Systems

	Concept of the Kernel in OS and their Types

	Decision on Using the Type of Kernel

	Types of Operating Systems Based on their Method of Operation

	Generations of the Evolution of Operating Systems

	Overview of Main Popular Operating Systems

	Disk Operating Systems, such as MS DOS, Unix Linux and Posix, Windows, Android, and Apple’s iOS and iPadOS



Operating Systems

This software interface known as an Operating System (OS) serves as a conduit between the user and the hardware of a device. Users can interact with the device and carry out the required tasks, thanks to this software. Two components that are used by operating systems to control computer programs and applications are as follows:


	
The kernel is the central component that handles data processing on the hardware level and takes care of memory, input-output, and process management.

	The outermost layer that controls communication between the OS and the user is called the shell. Through the use of shell scripts or user input, the shell can interact with the operating system. A file containing a series of system commands is called a shell script.



Concept of Kernels in OS and Their Types

At the heart of an operating system on a computer is a computer program called the kernel, which typically has total authority over all system operations. Preventing and minimizing conflicts between various processes falls under the purview of the kernel. Interactions between hardware and software are facilitated by this part of the operating system code, which is always present in memory. Complete kernels manage every hardware resource; for example, Device drivers manage resource conflicts (I/O, memory, cryptography) between processes and maximize the use of shared resources. For example Use of file systems, network sockets, and CPU and cache. The kernel loads among the first applications on most systems upon startup, following the bootloader. After converting software requests for input/output (I/O) and memory into instructions, the central processing unit can be used to process data; it manages the remainder of the startup.


[image: ]


Figure 2.1: An oversimplification of how a kernel connectsapplication software to the hardware of a computer

Usually, application software and other less important components of the operating system cannot access the critical code of the kernel as it is located in a separate area of memory. Within this protected kernel space, the kernel carries out its operations, including managing hardware devices such as the hard disk, executing processes, and responding to interrupts. On the other hand, application programs that run on different parts of memory called user space include word processors, video and audio players, and browsers [1].

This section prevents operating system crashes and malfunctioning apps from crashing other apps. It also prevents user and kernel data from interfering with and slowing down the system. Even in systems where application address spaces include the kernel, memory protection ensures unauthorized applications from altering the kernel.

The kernel interface serves as a low-level abstraction layer. When a process requests a service from the kernel, it typically does so through a system call, which is often invoked via a wrapper function.

Types of Kernel Designs/Architecture

There are various kernel architecture designs. Monolithic kernels, optimized primarily for speed, operate entirely within a single address space while the CPU runs in supervisor mode. In contrast, microkernels prioritize resilience and modularity by running most of their services in user space, although not in the same way as user processes. One well-known instance of microkernel design is MINIX 3. The Linux kernel is both monolithic and modular as it allows loadable kernel modules to be added or removed at runtime. As the core component of a computer system, the kernel is responsible for executing programs. It also manages the assignment of active programs to the processor or processors, determining which tasks should run at any given time.

Monolithic Kernels

As they share the same memory space, all OS services in a monolithic kernel operate concurrently with the main kernel thread. This methodology offers rich and potent hardware access. Ken Thompson, a UNIX developer, said that “implementing a monolithic kernel is easier in [his] opinion.” Large kernels can be very difficult to maintain; Thompson also noted that “it is also easier for [a monolithic kernel] to turn into a mess in a hurry as it is modified.” While monolithic kernels offer performance benefits, they have significant drawbacks. These include dependencies between system components (where a bug in a device driver could crash the entire system) and their large size, which makes maintenance challenging. The operating system’s fundamental features and device drivers are all contained in monolithic kernels, which are typically utilized by Unix-like operating systems.
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Figure 2.2: Diagram of a Monolithic Kernel System

An entire program with all the code required to complete every task pertaining to the kernel is called a monolithic kernel. The kernel contains all components that are needed by most programs but cannot be placed in a library, including file systems, network stacks, schedulers, device drivers, and memory management. A large number of system calls are supplied to enable applications to access all those services. A monolithic kernel can be tuned to run at least as fast as the one that was created especially for the hardware, though it is generally more relevant. At first, it may be loaded with subsystems that are not necessary.

Modern monolithic kernels support loadable kernel modules, which enable modules to be loaded into the kernel at runtime, allowing for easy extension of the kernel’s capabilities as needed while helping to minimize the amount of code running in kernel space. Examples of these kernels are the Linux, FreeBSD, AIX, HP-UX, and Solaris kernels, all of which are classified as Unix-like operating systems.

In a monolithic kernel, system calls handle the majority of the work. These are interfaces that typically maintain a tabular structure and provide access to a kernel subsystem, such as disk operations. A verified copy of the request is passed through the system call when calls are essentially made within programs. Therefore, it wouldn’t be far to go. Due to its flexibility in dynamic module loading and ease of customization, the monolithic Linux kernel can be made incredibly small. Some versions (like the widely used muLinux) are compact enough to fit alongside numerous utilities and other programs on a single floppy disk while still offering a fully functional operating system. The use of Linux in embedded systems has increased significantly due to its capacity to shrink its kernel.

These kernels are made up of the device drivers and the essential components of the operating system, which can load modules dynamically. They offer rich and robust abstractions of the underlying hardware and a limited range of basic hardware abstractions. To offer additional functionality, they leverage servers, which are applications. Though this method has several shortcomings, it creates a high-level virtual interface over the hardware and uses a series of system calls to implement operating system functions in multiple supervisor mode-running modules, including memory management, concurrency, and process management.

Earlier Examples of Monolithic Operating Systems

Two basic instances of monolithic operating systems are DOS and CP/M. Operating systems that share a single address space with applications are DOS and CP/M. System variables and the application area are the first two addresses in the 16-bit address space in CP/M.

The three operating system components that remain are the BIOS (Basic Input/Output System), BDOS (Basic Disk Operating System), and CCP (Console Command Processor). The array of interrupt vectors and system variables are at the beginning of DOS’s 20-bit address space. Next comes the application area, resident portion of DOS, and lastly, a memory block utilized by the BIOS and video card.

Advantages of Monolithic Architecture

Some benefits of monolithic architecture are:


	Straightforward structure and ease of implementation

	Faster execution because all services are accessed directly



Disadvantages of Monolithic Architecture


	Adding new features or removing outmoded features is extremely challenging in a monolithic architecture.

	As the kernel lacks isolation between different servers, security problems are constant.

	It is challenging to port code written for this operating system (OS).

	Monolithic operating systems are more likely to produce errors and bugs. The rationale is that the kernel and user processes share the same address spaces.

	Adding and removing features from a monolithic operating system is hard. To add or remove any feature, all code must be completely redone and recompiled.



Runtime executable module loading and unloading is possible for modern monolithic operating systems, such as Linux, BSD, SunOS, AIX, and MULTICS as well as modular operating systems. Instead of being at the architecture level, the operating system’s modularity occurs at the binary level.

Operating systems that are modular monolithic should not be confused with the inherent architectural modularity of server-client operating systems and their derivatives, which are sometimes referred to as hybrid kernels, that use servers and microkernels. In practice, handling the operating system image at runtime with dynamically loaded modules is far more flexible than rebooting with a different operating system image. The operating systems’ capabilities can be easily expanded as needed, thanks to the modules. The cost of dynamically loadable modules is slightly higher than that of integrating the module into the operating system image.

Modular Monolithic Systems

Nevertheless, dynamic module loading can occasionally reduce the amount of code executing in kernel space. This approach is particularly useful for minimizing the operating system’s footprint on embedded devices or devices with limited hardware resources. Specifically, it is not necessary to store an unloaded module in randomly allocated memory.

Features of Monolithic System

The following features are offered to users of monolithic operating systems:


	
Simple structure: This kind of operating system has a simple structure. The kernel contains all the parts required for processing.

	
Functions well for shorter tasks: Due to its capacity to manage fewer resources, it performs better on shorter tasks.

	
Communication between components: Every component has direct access to the kernel as well as to each other.

	
Quick operating system: The code required to create a monolithic kernel is incredibly robust and quick.

	
Challenging: The inability to use common libraries, such as a feature-rich libc, and the requirement to use a source-level debugger, such as gdb, can make kernel coding difficult at times. It is frequently necessary to restart the computer. For the developers, this is more than just a convenience issue.

	
Code is more likely to be “buggier” when debugging is more difficult and as problems get more severe. Strong side effects can result from bugs in one area of the kernel. Since all functions in the kernel have full access, a bug in one area of the kernel can corrupt the data structure of another, completely unrelated area of the kernel, or of any running program.

	
Kernels frequently grow to be very big and challenging to manage.

	Although the modules responsible for these functions are isolated from the overall system, the code integration is intricate and challenging to execute accurately.

	
The system can crash due to a bug because all the modules share the same address space.




The microkernel approach limits the capabilities of the kernel to just those functions necessary for the operation of servers: separate programs that take over the roles of former kernel components, such as GUI servers and device drivers.

Microkernels

The term “microkernel” refers to an approach to operating system design wherein the system’s functionality is transferred from a traditional “kernel” to a collection of “servers” that interface with each other via a “minimal” kernel, thereby minimizing the amount of space occupied by “system space” and optimizing it for “user space.” A microkernel built for a particular platform or gadget will only ever have the components necessary for it to function. By defining a basic abstraction over the hardware and using a set of primitives or system calls, the microkernel approach can implement basic operating system functions, such as memory management, multitasking, and inter-process communication. Additional services such as networking, typically supplied by the kernel, are implemented in user-space programs, also known as servers.

Although microkernels are simpler to maintain than monolithic kernels, the sheer volume of context switches and system calls they generate may cause the system to lag compared to plain function calls, which, in kernel space, need to be in a privileged mode: basic memory handling, basic I/O primitives, basic scheduler, or scheduling primitives (IPC). The whole scheduler, memory management, file systems, and network stacks are among the many essential components currently operating in user space. The conventional “monolithic” kernel design, in which every system function was contained in a single static program operating in a dedicated “system” mode of the CPU, prompted the creation of microkernels. The microkernel handles only the most basic functions, such as managing memory, coordinating message passing amongst processes, and gaining some, but not all, hardware access. A few systems that make use of microkernels are the HURD and QNX. In QNX and Hurd, user sessions can be full snapshots of the system or views as they are called.

Advantages of Using Microkernel Architecture

The microkernel architecture’s core benefits are as follows:


	Easy to maintain

	Patches can be tested in a separate instance before being swapped in to take control of a production instance.

	It is possible to test new software quickly even without restarting the kernel.

	If one instance malfunctions, it is feasible to replace frequently with a functional mirror.



To handle requests from one server to another, the majority of microkernels employ a message-passing mechanism. Typically, the message-passing system communicates with the microkernel through ports. For instance, when a request is made for more memory, the microkernel opens a port and sends the request through it. The procedures are the same as the system calls once inside the microkernel. The reasoning behind it was that it would introduce modularity to the system architecture, making it more performative, easier to debug or dynamically modify, and more user-friendly.

Operating systems that include them are GNU Hurd, MINIX, MkLinux, QNX, and Redox OS.

Despite being extremely small on their own, microkernels are frequently larger than monolithic kernels when combined with all auxiliary code they require. The two-tiered architecture of microkernel systems, where most of the operating system does not interact directly with the hardware, is a key point of contention among proponents of monolithic kernels. This structure results in a noticeable loss of system efficiency. The only functions that these kernel types typically offer are process management, inter-process communication (IPC), and memory address space definition. Microkernels are not directly responsible for other tasks, such as managing hardware processes. The drawback of monolithic kernels, according to proponents of microkernels, is that a single kernel error can bring down the entire system. But with a microkernel, you can still stop the system from crashing altogether if a kernel process crashes: restart the service that generated the error.

Additional kernel functions, such as networking, are implemented in user-space programs called servers. Programs can be started and stopped on servers to make changes to the operating system. The networking server, for example, is not started on a machine without networking support. Microkernels are less efficient than monolithic kernels because of the overhead caused by moving data between servers and applications, which involves entering and exiting the kernel.

The microkernel has a few drawbacks. A few of these include:


	A potentially higher running memory footprint

	More software is needed for interfaces

	A possible decrease in performance

	Compared to a single copy in a monolithic kernel, messaging bugs can be more difficult to fix because they must travel a longer distance

	In general, process management can be highly complex

	Microkernels have a great deal of context-specific drawbacks. For instance, when only a few processes are required to run, the difficulties associated with process management are successfully reduced, making them ideal for small, single-purpose (and crucial) systems.



Using multiple operating systems on top of the same unaltered kernel and implementing the remaining portion of the operating system as a standard application program written in a high-level language are made possible by microkernels. It is also feasible to have multiple operating systems open at once and to switch between them dynamically.

Monolithic Kernels versus Microkernels

To reduce the kernel’s footprint, extensive editing has to be performed to carefully remove unneeded code. A kernel’s footprint refers to the amount of memory it uses. The size and vulnerability of the computer kernel’s trusted computing base increase along with the kernel itself, which not only compromises security but also causes issues with memory footprint expansion. Though not all computer architectures support virtual memory, this is somewhat mitigated by advancements in the virtual memory system [2].

With millions of lines of code, a kernel may have subtle dependencies among many of its parts, making it extremely challenging to remove extraneous code carefully without requiring extensive editing. This may lessen the footprint of the kernel. Due to their many disadvantages over microkernels, nearly all operating system researchers felt that monolithic kernels were obsolete by the early 1990s. As a result, a well-known discussion between Linus Torvalds and Andrew Tanenbaum centered on whether Linux was intended to be a monolithic kernel or a microkernel. In the Tanenbaum–Torvalds debate, both sides made valid points. However, it can be challenging to understand non-obvious dependencies between the millions of lines of code that make up a kernel.
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Figure 2.3: Monolithic Kernels vs. Microkernels

Table 2.1 compares the several features of Monolithic kernels vs. microkernels Systems.








	
Features


	
Monolithic Kernel


	
Microkernel





	
Definition


	
When an operating system’s whole system operates inside the kernel, the kernel is said to be monolithic


	
A microkernel is a kernel that helps to implement an operating system by offering low-level thread management, address space management, and interprocess communication





	
Address space


	
The address space used by kernel and user services is shared in a monolithic kernel


	
Services are kept in separate address spaces in case of microkernel user services and kernel,





	
Size


	
The monolithic kernel is larger than the microkernel


	
The microkernel is smaller in size





	
Execution


	
Fast execution


	
Slow execution





	
OS services


	
The kernel contains the OS services in the case of a monolithic kernel system,


	
Here OS services and kernels are separated in the case of a microkernels-based system





	
Extendible


	
The monolithic kernels are complicated to extend


	
Easily extendible





	
Security


	
In case of any service crash, then the whole system crashes


	
In case of a service crash, it does not affect the working





	
Customization


	
Adding new functionalities is very difficult due to which it is not customizable


	
It is easier to Adding new functionalities to the microkernel is simple and customizable





	
Code


	
Smaller amount of coding is required


	
More amount of coding is required





	
Example


	
Linux, FreeBSD, OpenBSD, NetBSD, Microsoft Windows (95, 98, Me), Solaris, HP-UX, DOS, OpenVMS, XTS-400, etc.


	
QNX, Symbian, L4L.inux, Singularity, K42, Mac OS X, Integrity, PikeOS, HURD, Minix, and Coyotos.






Table 2.1: Comparison of the several features of Monolithic kernels vs. microkernels Systems

Performance

Some developers contend that to improve system performance, monolithic kernels must have all of their code in the same address space or kernel space. Additionally, some developers contend that, when written properly, monolithic systems can be incredibly efficient. Compared to the slower IPC system of microkernel designs, which is usually based on message passing, the monolithic model is generally more efficient due to its utilization of shared kernel memory. Microkernels did not perform well in the 1980s or the early 1990s. Studies that evaluated these microkernels’ performance empirically, however, did not examine the causes of their inefficiency. The explanations for these data were relegated to “folklore,” with the supposition that they were caused by a rise in the frequency of context switches, communication between processes, and the transition from “kernel mode” to “user mode.” It was possible to predict in 1995 the reasons for the low performance of microkernels. They were as follows:


	A true inefficiency of the microkernel approach as a whole

	Specific concepts implemented in those microkernels, and

	The specific implementation of those concepts. It was therefore still up for debate whether using the right construction methods—as opposed to earlier attempts—was the way to create an effective microkernel.



Conversely, every time there’s an interaction between various protection levels (that is, layers of protection), the hierarchical protection domain architecture that results in the design of a monolithic kernel has a major performance disadvantage. It necessitates message copying by value when a process must manipulate a data structure in both “user mode” and “supervisor mode”.

Hybrid (or Modular) Kernels

The hybrid kernel approach blends the execution safety and modularity of a microkernel with the speed and easier design of a monolithic kernel. Most commercial operating systems, including Microsoft Windows NT 3.2, employ hybrid kernels. 3 points for NT, 5 for NT. 10., NT 4.0, 2000, XP, Vista, 7, 8, and 8.1. Based on code from FreeBSD’s monolithic kernel and OSF/1’s Mach kernel (OSFMK 7.3),

Apple’s macOS runs on a hybrid kernel known as XNU. Except adding extra code to kernel space to improve performance, hybrid kernels are comparable to microkernels. Some developers made modifications by implementing these kernels to accommodate the major benefits of both microkernels and monolithic systems.

These kernel varieties are developments of microkernels with certain monolithic kernel characteristics. Unlike monolithic kernels, these kernels cannot automatically load modules at runtime. To minimize the performance overhead of a traditional microkernel, some services such as the filesystem or network stack, are run in kernel space. However, similar to device drivers, kernel code is still run as servers in user space.

Nowadays, many traditionally monolithic kernels are incorporating module capabilities. Linux is the most popular kernel among these. Parts of the modular kernel can, in essence, be binaries that load into memory on demand or parts that are integrated into the main kernel binary. An operating kernel could become unstable due to a code-tainted module. A driver for a microkernel can be written in a different memory space, tested, and then “gone” live. The doorway to potential pollution is opened when a kernel module loads because it adds to the monolithic portion’s memory space as needed.

Advantages

The hybrid kernel has several benefits, including:


	Quicker development time for drivers that can function from within modules; testing doesn’t require a reboot (as long as the kernel isn’t unstable)

	The ability to recompile an entire kernel on demand as opposed to repurposing it for new drivers or subsystems

	Quicker integration of outside technology (relevant to development but not in and of itself)



Modules typically use some module interface to communicate with the kernel. Although specific to a particular operating system, the interface is generalized, so using modules is not always possible. Device drivers frequently require more flexibility than what the module interface provides. In essence, there are two system calls involved, and safety checks that were previously required only once in the monolithic kernel may now need to be performed twice.

Disadvantages of a Hybrid Kernel (or Modular) System

The modular approach has a few drawbacks, including:


	The potential for more bugs because there are more interfaces to go through, which suggests more security holes.

	Some administrators may find maintaining modules confusing when addressing issues such as symbol discrepancies.



Nanokernels

An operating system with a nano kernel architecture only provides the features that are absolutely necessary for the system to run. It does little more than supervise routine computer operations and help systems communicate with one another. More complex tasks are delegated to other operating system components. Microkernels have their roots in the 1980s when they were created to make kernels more straightforward and robust. Nano kernels developed this idea even further by doing even less. They did this to meet the need for safe and efficient systems, especially for embedded and real-time environments.

Nano Kernel Functions

These can vary depending on how the kernel is implemented, but they usually consist of:


	
Low-level hardware management: Regulates the central processing unit (CPU) and memory of the computer.

	
Changes in context: Switches attention between various computer processes or tasks.

	
Interprocess communication: Facilitates the sharing of information across system components.

	
Planning: Determines which task, albeit occasionally it is delegated to more sophisticated layers, the CPU should work on next.

	
Disruptive management: Reacts to and controls unforeseen requests or system modifications.



Advantages of a Nano kernel

The advantages of a Nano kernel operating system are as follows:


	
Adjustability: A modular system that makes it simple to add or remove features as needed is made possible by a nano kernel.

	
Effectiveness and output: Nano kernels are small, quick, and low power, making them appropriate for systems with constrained resources. safety.

	
Less complexity: This implies a decreased possibility of mistakes or security problems.



To further reduce the kernel memory requirement compared to a conventional microkernel, a nanokernel assigns almost all functions, including the most fundamental ones such as interrupt controllers and timers, to device drivers.

Exokernels

Exokernel is an operating system kernel developed by the MIT Parallel and Distributed Operating Systems group, and also a class of similar operating systems.

Applications typically access hardware resources through operating systems via high-level abstractions such as (virtual) file systems. Exokernel’s concept is to impose as few abstractions as possible on application developers, giving them the freedom to choose as many hardware abstractions as they like. Since exokernel functionality is restricted to resource multiplexing and protection, it is much simpler than conventional microkernels’ message-passing implementation and the high-level abstraction implementation of monolithic kernels. This simplicity is why exokernels are small.

The end-to-end principle can be applied to operating systems by using kernels, which spare application programs from having to layer their abstractions on top of other abstractions created with different needs in mind. For instance, the kernel ensures safe disk access by blocking unauthorized reading and writing, but the application or the libraries it uses determines how the disk is abstracted. In the MIT Exokernel project, for instance, the disk is used by the Cheetah web server to store preformatted Internet Protocol packets.
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Figure 2.4: Exokernel System Explored

A relatively new method of designing operating systems is the use of kernels. Unlike other kernel varieties, they are restricted in their capabilities to safeguard and multiplex the unprocessed hardware; they do not offer any hardware abstractions for the development of applications. Since hardware protection and hardware management are kept apart, application developers can decide how best to utilize the hardware that is available for each unique program. Exokernels are minuscule creatures in and of themselves. They are supported, nevertheless, by library operating systems (also see unikernel), which give application developers access to traditional operating system features.

Exokernels have never taken off because this means that each user must write the remainder of the kernel from scratch. This is a risky, complicated, and intimidating task, especially in a production environment with tight deadlines. The ability to integrate multiple library operating systems, each exporting a distinct API—for instance, one for real-time control and another for high-level UI development—is a key benefit of exokernel-based systems.

Multikernels

When using a multikernel operating system, a multi-core computer is viewed as a network of separate cores, much like a distributed system. Instead of assuming shared memory, it uses message-passing to implement inter-process communications. The term “multikernel” was first applied to an operating system, namely Barrelfish. System software is not evolving and diversifying as quickly as computer hardware. For OS designers, a wide range of core counts, caches, interconnect links, IO devices, and accelerators present significant scalability and correctness challenges. Although this hardware bears some similarities to previous parallel systems, it is novel in the realm of general-purpose computing.

In an operating system with multiple kernels, a multi-core computer is viewed as a distributed system consisting of a network of separate cores. The inter-process communications is implemented through message-passing instead of assuming shared memory.

In contrast to traditional high-performance computing applications, multicore systems are becoming more common in a variety of settings, such as data centers and personal computer platforms, with workloads that are typically more OS-intensive and less predictable. Tuning a general-purpose OS design for a particular hardware model is no longer ideal (or useful) since deployed hardware varies greatly and optimizations become obsolete after a few years when new hardware is released. With workloads that are less predictable and frequently more OS-intensive than traditional high-performance computing applications, multicore systems are becoming more and more common in a range of environments, from personal computing platforms to data centers.

A general-purpose OS design cannot be optimized for a specific hardware model any longer, as the deployed hardware varies greatly and the optimizations become outdated when new hardware is released after a few years. These optimizations also involve trade-offs specific to hardware parameters, such as the cache hierarchy, the memory consistency model, and the relative costs of local and remote cache access, making them non-transferable across different hardware types. Often, they do not even apply to updated versions of the same architecture. Hence before developers notice a scalability issue, it typically needs to affect a significant user base. Beyond being a better fit for networked, heterogeneous, and dynamic hardware, the model we propose—dubbed a multikernel (Figure 2.4)—enables the application of distributed system principles to address challenges of scale, adaptivity, and diversity in operating systems designed for future hardware.
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Figure 2.5: MultiKernel Model

The ability to pipeline and batch messages encoding remote operations allows a single core to achieve greater throughput and lowers interconnect utilization, as opposed to sequentially manipulating shared data structures, which is constrained by the latency of remote data access. This is true even on current systems with effective cache-coherent shared memory. Building an operating system with message-based rather than shared-data communication offers genuine advantages.

Moreover, the idea naturally supports heterogeneous hardware. Similar to a distributed system, a multicore computer is treated by a multikernel operating system as a network of separate cores. Instead of assuming shared memory, it uses message passing to implement inter-process communications. Barrelfish was the first operating system to be referred to as a multikernel.

Decision on Using the Type of Kernel

In conventional commercial systems, the “kernel mode”/”user mode” architectural approach to protection—technically known as hierarchical protection domains—causes a monolithic design; in fact, any module that requires protection is ideally integrated into the kernel. The relationship between “privileged mode” and monolithic design can be traced back to the fundamental problem of mechanism-policy separation. Although capability-based addressing, the main alternative architectural approach, clearly distinguishes between the two and inevitably leads to a microkernel design, “privileged mode” actually blends the protection mechanism and the security policies together.

Microkernels attempt to operate the majority of their services in user space, as opposed to monolithic kernels, which execute all of their code in the same address space (kernel space), to enhance codebase maintainability and modularity. Most kernels are found in the space between these two designs, not precisely in either of these categories. They are referred to as hybrid kernels. Although they exist, less common applications for production systems include more complex designs, such as nanokernels and exokernels; for instance, an exokernel is the Xen hypervisor.

History of Kernel Development

A computer can function without an operating system and, consequently, without a kernel—provided software developers are willing to work without operating system support or hardware abstraction. In such cases, programs can be loaded and run directly on the “bare metal” machine. This was how the majority of early computers worked in the 1950s and early 1960s; they were loaded and reset in between running different programs. Eventually, little auxiliary programs were loaded from ROM or kept in memory between runs, such as debuggers and program loaders. As these were created, they served as the model for the initial operating system kernels.

While some embedded systems and video game consoles continue to employ the “bare metal” method, most modern computers run modern operating systems and kernels. The RC 4000 Multiprogramming System introduced the notion of a compact core, commonly referred to as the microkernel approach, in 1969, “upon which operating systems for different purposes could be built in an orderly manner” for system design.

Basic Functions of an Operating System

An operating system’s fundamental features include:


	
Booting: Controls the starting up of a device.

	
Memory management: Allows memory to various installed programs on a computer and manages computer applications.

	
Data security: Shields data from cyberattacks

	
Loading and running programs: Launches and runs programs

	
Disk and drive management: Partitions and controls drives in the computers

	
Device control: Grant or deny access to devices using the operating system

	
User interface (UI): Let users send and receive data

	
Process management: Space is allotted by the operating system to support computer functions, such as information sharing and storing



The majority of devices come with pre-installed operating systems. Users can upgrade to a newer version of the operating system or switch to a different one for improved device performance.


Types of Operating Systems


Following are the types of operating systems based on their method of operation. They evolved in different periods in history which is discussed in the earlier sections.


	Serial

	Batch type

	Multi-Programmed Batch System

	Time-Sharing Operating System

	Distributed OS

	Network OS

	Real-time OS

	Mobile OS



History of the Evolution of Operating Systems

The evolution of Operating Systems happened in several stages known as Generations [3].

First Generation (Serial Processing)

The following are the characteristic features of computing devices developed during this generation.


	
Timeline: The development of electronic computers began in the 1940s and 1950s. They took the place of the previous mechanical trend as the new one.

	
Dimensions and Cost: The first computers were enormous and expensive.

	
Basic Functions: They were only capable of basic tasks, despite their size and expense.

	
Absence of an Operating System: Computers used to operate without an operating system. They completed the tasks one by one.

	
Serial Processing: The process of moving to the next task after completing the previous one.



Limitations of First Generation


	
Wasted Power: The CPU, the central processing unit, was often left idle without allowing it to process other tasks. It squandered power, particularly on tasks such as reading data.

	
One Task at a Time: These systems function similarly to a single-tasking individual as they could only manage one job at a time; everything moved slowly.

	
Extended Wait Times: They work slowly and one has to wait long time to get the output after assigning a task.



Second Generation (Batch System)

The need for a more optimized strategy became apparent due to the inefficiencies in serial processing, which later on, initiated a system for batch processing. The 1950s and 1960s are referred to as the second generation of operating systems. Similar tasks or jobs are gathered into batches in a batch system, which processes them one after the other without requiring user input. The objective was to reduce setup time and automate job processing.

The Job Control Language (JCL) scripting language was introduced to manage these batches. It enables operators to designate the order in which tasks should be completed. The computer and the batch operating system are not directly connected. A different system separates and assigns related tasks into batches for easier processing and quicker response. For lengthy and time-consuming tasks, the batch operating system is suitable. These systems are used for data entry, bank statement processing, and payroll system management. Each user prepares their tasks offline before sending them to an operator to prevent slowing down a device.

The advantages and disadvantages of using a batch operating system include:







	
Advantages


	
Disadvantages





	
The system could better utilize CPU and minimum idle time by processing tasks in batches. Many users can share batch systems. There is little idle time for batch operating systems.


	
Debugging batch operating systems presents a challenge. Errors cannot be made after the batch has been processed.





	
The system minimizes setup time and overhead in the processing sequence by clustering related tasks.


	
There isn’t any real-time user interaction, that is, users must wait until the entire batch is processed. Delivering the output takes longer if the batches contain multiple tasks.





	
It enables the automated completion of tasks, reducing the requirement for manual intervention. Managing heavy workloads becomes feasible.


	
In case of failure, the backlog is created.





	
Estimating the amount of time required to complete a task is easy.


	
It is costly to install and maintain good batch operating systems.






Table 2.2: Advantages and Disadvantages of Using Batch Operating System


Third Generation (Multi-Programmed Batch System)


Since the CPUs waits for I/O operations to complete, the systems in the first two generations execute tasks sequentially, one at a time.

The subsequent operating system generations included multiprogramming as a solution to this problem. With multiprogramming, several tasks can run concurrently in the main memory, that is, if a job must wait for an I/O operation, the CPU may move to another one. A CPU with multiple programs can handle more tasks in a given amount of time. More sophisticated memory management was required because several tasks were completed concurrently. Concepts like memory partitioning, paging, and segmentation were developed as a result of these memory demands. Choosing which task to complete first, second, or last is crucial because multiple jobs are completed simultaneously.

The Shortest Job Next (SJN), Round Robin, and First-Come, First-Served algorithms are developed. To help manage files, devices, and other system resources, system utilities were created, and the OS’s complexity increased.

Operating systems were accompanied by hardware, such as Integrated Circuit, allowed for smaller, faster, and more reliable computers.

Fourth Generation (Time-Sharing Operating System)

The fourth-generation operating system was more commonly associated with programming languages close to human language and often used for database-related tasks.

Fourth-generation operating systems introduced graphical user interfaces (GUI), which signaled a change in focus toward improving performance and efficiency. The user experience was transformed by these GUIs and improved the intuitiveness of interactions. For example, instead of utilizing text-based commands to navigate through their devices, users can now do so by using icons and menus. This development expedited task execution by streamlining operations.

Another essential component of fourth-generation operating systems was the integration of networking capabilities. These operating system versions made it possible for computers to communicate with one another and share resources easily. Connectivity changed the way people used technology by allowing for effective data exchange and collaborative work environments. Among the features of the fourth generation are:


	
Graphical User Interface (GUI), which lets users use windows, menus, and icons to interact with the system: the capacity to execute several programs at once.

	The ability to connect to and use networks, including the Internet, out of the box.

	Identify and set up hardware devices automatically.

	Advanced security features to guard against malware and unwanted access.

	Compatibility with a large variety of hardware components and architectural styles.

	Every task is given a small time slice, or quantum, by the OS.



Advanced Features: These state-of-the-art operating systems improved user experiences significantly with several features. Improved file management was one of these features; it made data stored on the device easier to organize and retrieve. Users could more easily search for specific documents, create folders, and move files between directories.

Fourth-generation operating systems also came equipped with multitasking by default, allowing users to run multiple applications simultaneously without sacrificing system performance. Since users could move between tasks without having to quit one program to open another, this feature increased productivity. Enhanced security was another characteristic that set these cutting edge operating systems apart. The developers incorporated strong security protocols into the OS architecture to guard sensitive data against malicious attacks and unauthorized access.

Future Generations and Emerging Trends

Future generations and emerging trends are further discussed in the upcoming section of this book.

Distributed OS

The foundation of this system is a network of linked, autonomous computers that can communicate with one another over shared communication lines. Every autonomous system has a processor varying in capacity and capability. These operating systems are frequently utilized for peer-to-peer networks, airline reservation controls, and telecommunication networks.

A distributed operating system provides real-time service to numerous users and applications. Next, the processors are assigned different tasks related to processing the data. The potential advantages and disadvantages of distributed operating systems are:







	
Advantages


	
Disadvantages





	
Allows remote working


	
The system shuts down as a whole if the primary network fails





	
Facilitates a quicker data exchange between users


	
Expensive to install





	
Failure in one site may not cause much disruption to the system.


	
To maintain them, one must possess a high degree of expertise





	
Minimizes the load on the host computer


	






	
Improves scalability by allowing the network to accommodate more systems


	






	
Reduces delays in data processing


	







Table 2.3: Advantages and Disadvantages of Distributed Operating Systems

All features and attributes of Distributed Operating Systems are discussed in detail in Chapter 10, Distributed OS.

Network OS

Potential advantages and disadvantages of these systems are:







	
Advantages


	
Disadvantages





	
High stability is provided by Centralized servers


	
Requires regular updates and maintenance





	
Security issues are easily handled through the servers


	
Servers are expensive to buy and maintain





	
Easily upgradable and integrable new technologies


	
Users reliance on a central server could be harmful to workflows





	
Remote access to the servers is possible


	
No remote access is possible






Table 2.4: Advantages and Disadvantages of Network OS

All features and attributes of the Operating Systems are discussed in detail in Chapter 15, Network Operating System and Ultimate in Operating Systems.

Real-Time OS

Systems that adhere to stringent time constraints can be supported by real-time operating systems. Typically, they are employed in air traffic control, robotics, medical imaging, and scientific experiments. Processes requiring high precision and sensitivity benefit from the short response time between input, processing, and response. These procedures include running air traffic control, medical, and missile systems, where delays could result in property and human casualties.

There are two types of real-time operating systems: soft real-time and hard real-time. Applications with stringent time constraints are installed with hard real-time systems. The system ensures that delicate tasks are finished on schedule. Virtual memory does not exist in hard real-time. Equally strict time requirements do not apply to soft real-time systems. Priority is given to critical tasks over other tasks. The following are possible benefits and drawbacks of real-time operating systems:


	Real-time systems with stringent time constraints must be supported by real-time operating systems.

	Typical applications include air traffic control, robotics, medical imaging, and scientific investigations.

	The short response time between input, processing, and response is beneficial for processes that are extremely sensitive and require high precision.

	Delays in these systems could result in loss of life or property, such as in air traffic control, missile, or medical operations.









	
Advantages


	
Disadvantages





	
High stability is provided by centralized servers


	
Requires regular updates and maintenance





	
Easier to handle security issues through the servers


	
Servers are expensive to buy and maintain





	
Easy to upgrade and integrate new technologies


	
Workflows may suffer if users become overly dependent on a central server





	
Remote access to the servers is possible


	






	
More output is provided as they use devices and systems to the maximum


	
Low capacity to run tasks in a time group





	
Allows fast shifting from one task to another


	
Uses heavy system resources





	
The less focus is put on the queue and more focus, on current tasks


	
Complex algorithms render themselves not easy to understand





	
Used in embedded systems


	
Unsuitable for thread priority due to the system’s inability to switch tasks





	
Real-time systems are free of errors as they are meticulously programmed


	






	
Allows easy allocation of memory


	







Table 2.5: Advantages and Disadvantages of Real-Time OS


Mobile OS


Smartphones, tablets, and wearables are the only devices that can run mobile operating systems, such as Android, Apple, and Windows Mobile OS. With the addition of features suitable for a portable device, the system combines the functionality of a personal computer. The mobile operating systems launch as soon as a device is powered on to enable access to installed applications. Wireless network connectivity is another feature that mobile operating systems handle.

Potential advantages and disadvantages of mobile operating systems are:







	
Advantages


	
Disadvantages





	
Easy for users to learn and operate in most systems


	
Certain mobile operating systems severely deplete a device’s battery, necessitating frequent recharging.





	



	
Some systems are not user-friendly.






Table 2.6: Advantages and Disadvantages of Mobile Operating Systems

All features and attributes of Mobile Operating Systems are discussed in detail in Chapter 13, OS for Mobile Systems.

Overview of Popular Operating Systems

Following is the list of most common operating systems in use:


	MS DOS

	Unix and Linux, Posix

	Windows

	Android and Apple’s iOS and iPadOS



Microsoft Windows has the largest market share (roughly 68%) in the personal computer market as of September 2023. macOS. from Apple Inc. is in the second place (20%), followed by the various Linux versions, including ChromeOS, which come in third place (7%) together. In the mobile sector (including smartphones and tablets), as of September 2023, Android’s share is 68.92%, followed by Apple’s iOS and iPadOS with 30.42%, and other operating systems with .66%.

MS-DOS

Microsoft created the MS-DOS [4], or Microsoft Disk Operating System that served as a basic operating system. As the main operating system for computers compatible with IBM PCs, it rose to prominence in the 1980s and early 1990s. Users of MS-DOS performed tasks by entering text commands through a command-line interface.

Although graphical user interfaces such as Windows eventually supplanted MS-DOS; it played a critical role in the early days of personal computers by performing necessary tasks for managing files and running software. Nevertheless, its historical significance in the development of operating systems cannot be overlooked. Versions of MS-DOS that exist in different forms are MS-DOS 2.0 (1981), MS-DOS 2.0, MS-DOS 3.0, MS-DOS 4.0, MS-DOS 5.0, MS-DOS 6.0, MS-DOS 6.22, and MS-DOS 7.0 (Windows 95 DOS). With every update, the operating system gained new capabilities and enhancements.

Working of Disk Operating System

MS-DOS works like a command interpreter. Let us understand the workings of the DOS operating system in detail.

Booting: One of the first programs that the computer loads into memory when turned on is Microsoft Windows Operating System. It coordinates with each of the subsequent actions as detailed as follows:


	
Command Line Interface: Unlike the graphical user interfaces found in contemporary computer systems, MS-DOS lacks one. Rather, we use the keyboard to enter commands through a command line. These commands are like instructions given to the computer to perform a particular task.

	
Command Execution: Upon entering the command, the user hits the “Enter” key. After reading the command, MS-DOS determines what needs to be done, which may involve copying files, erasing folders, or executing programs.

	
Interacting with Hardware: MS-DOS communicates with the hardware components and issues commands to them.

	
Memory Management: MS-DOS is also essential to the computer’s memory management process.

	
File Management: Users can create, remove, copy, and move files and folders on the computer’s storage with the help of MS-DOS.

	
Task Switching: MS-DOS is used to move between the various computer programs that are open at the same time, enabling multitasking.

	When shutting down a computer, MS-DOS makes sure that all relevant processes are correctly closed.



Features of MS-DOS

The features of the MS-DOS are as follows:


	
MS-DOS Command Line Interface: This interface enables users to communicate with the operating system. The user can carry them out by inputting commands into a text-based interface. For instance, one could type "DIR" and hit Enter to view the contents of a directory. The commands "COPY," "DEL," and "FORMAT" are also frequently used.

	
File Management: The FAT file system served as the foundation for MS-DOS’s straightforward but efficient file management system. Commands such as "COPY" and "RENAME" allow users to create, move, copy, and rename files. Additionally, MS-DOS supported subdirectories, enabling users to arrange their files into folders.

	
Memory Management: MS-DOS’s ability to manage memory was constrained. Users could manage conventional memory or memory smaller than 640 KB. The "MEM" command allowed users to view their memory’s used and free capacities. The users use different memory managers to maximize memory use.

	
Batch Files: They were scripts that allowed users to run commands sequentially or automate repetitive tasks. Batch files can be created using basic text editors and run in the same manner as other commands. For instance, a batch file can be used to copy files to a remote location and backup important files.

	
Boot Process: MS-DOS had a straightforward boot process. Both reading the OS files from the disk and running the command interpreter were required. Users are thus able to communicate with the system. Pressing the reset button or turning on the computer started the boot process.



Types of MS-DOS Commands

There are two types of commands in MS-DOS. They are:


	Internal Commands

	External Commands



Internal Commands

The command interpreter, or COMMAND, is integrated into and directly performs internal commands. COMP). When the system boots up, these commands are loaded into memory with the command interpreter. Since they are pre-invented, they operate more quickly than external commands.

DIR, CD, MD, RD, COPY, DEL, TYPE, and VER are examples of internal commands.

Directory, file, and system are the three categories of internal commands. To work with directories, use the directory commands (MD, RD). System management is done with file commands (COPY, DEL, REN, TYPE, XCOPY, ATTRIB). The system is managed using system commands (CHKDSK, FORMAT, LABEL, and MEM).







	
Internal Commands


	
Use of the Command





	
CLS


	
Clear the screen





	
DIR


	
Display a list of files and directories





	
CD or CHDIR


	
Change the current directory





	
COPY


	
Copy one or more files to another location





	
DEL or ERASE


	
Delete one or more files






Table 2.7: Internal Commands

External Commands

External commands are stored on a disc and are executable files that run by themselves. Every time these commands are executed, they are loaded from the disk because they are not part of the command interpreter. As they are kept in memory, they take longer to execute than internal commands.

FORMAT, CHKDSK, and EDIT are some examples of external commands.







	
External Commands


	
Use of the Command





	
FORMAT


	
Format a disk or drive





	
CHKDSK


	
Check a disk for errors and fix them





	
TREE


	
Display the structure of a directory tree





	
EDIT


	
Starts the MS-DOS editor, a text editor used to create and edit ASCII text files





	
XCOPY


	
Copy files and directories, with more options





	
DISKPART


	
Disk partitioning utility






Table 2.8: External Commands

Benefits of an MS-DOS Operating System

Especially in the early days of personal computing, MS-DOS offered several advantages during its peak.


	
Simple and Lightweight: MS-DOS was a lightweight and simple operating system, which made it ideal for the low processing power of early personal computers. Its minimalistic design allowed it to run on machines with relatively low processing power and memory. These are just a few of its noteworthy advantages.

	
Compatibility: MS-DOS compatibility offered software developers a standardized platform. With a greater degree of consistency across various computer systems, applications created for MS-DOS could operate on a broad spectrum of compatible hardware.

	
Users used text commands to communicate with the system via the MS-DOS command-line interface (CLI). Experienced users had strong control over the system even though this interface might not seem as user-friendly as more contemporary graphical ones.

	
Can be Booted Straight from Floppy Disks: MS-DOS was designed to enable users to run the operating system without the need to install it on a hard drive. This was especially helpful when running the system on computers with low storage or for troubleshooting and recovery purposes.

	
Windows OS Foundation: The Microsoft Windows operating systems were built upon the MS-DOS platform. Microsoft-DOS was still heavily relied upon by Windows versions up to Windows ME (Millennium Edition) for several purposes. OS X was the operating system underneath which Windows 95, 98, and ME functioned as graphical shells. MS-DOS is a 16-bit operating system made to run on computers with little memory.



Drawbacks of an MS-DOS Operating System

Mentioned here are a few drawbacks of the MS-DOS operating systems:


	The maximum memory limit is 640 KB, and this restricts the amount of data and programs that can be saved and used simultaneously.

	Mostly command-line based, it features a limited graphical user interface. For inexperienced users, this makes navigation and use challenging.

	The limited network capabilities of this OS make it unsuitable for use as a network OS, restricting efficient working in a contemporary networked setting.

	It doesn’t have user accounts or other security features. Hence viruses and other security risks can exploit it.

	File names can only contain a certain amount of characters. This has a character limit of eight followed by a file extension of three characters. It may result in confusion and difficulty in organizing a large number of files.

	It was designed to function with antiquated technology. Therefore, its compatibility with contemporary hardware, such as USB drives and wireless networks, was restricted.



Starting MS-DOS on Windows

To open MS-DOS in a Windows, follow the steps given here:

On the desktop,


	Locate and click the Windows Start button. You can also press the Windows key on your keyboard.

	
Next, type cmd and hit the Enter key. By doing this, the MS-DOS command line interface will open.



UNIX

The AT&T Unix, developed in 1969 at the Bell Labs research center by Ken Thompson, Dennis Ritchie, and other individuals, is the ancestor of the Unix family of multitasking, multi-user computer operating systems.

The Open Group authorizes the use of the mark for operating systems that are certified to comply with the Single UNIX Specification (SUS). When AT&T licensed Unix to outside parties in the late 1970s, it was no longer meant for use inside the Bell System. This resulted in a wide range of commercial and academic Unix variants from vendors, such as IBM (AIX), Microsoft (Xenix), Sun Microsystems (SunOS/Solaris), HP/HPE (HP-UX), and University of California, Berkeley (BSD). AT&T sold Novell its rights to the Unix operating system early in the 1990s, and Novell subsequently sold the trademark to The Open Group, an industry association established in 1996. The Open Group permits certified operating systems that adhere to the Single UNIX Specification (SUS) to use the mark.

As the whole operating system is written in C, Unix can run on a variety of platforms. Initially, Unix was not intended to be multitasking or portable. Later on, Unix progressively acquired time-sharing configuration portability, multitasking, and multiuser capabilities. Users started to view Unix as a potential all-purpose operating system for computers of all sizes by the early 1980s.

The Unix environment and the client–server program model were essential elements in the development of the Internet and the reshaping of. Users started perceiving Unix as a potentially all-purpose operating system that could run on PCs of any size by the early 1980s. A key component in the creation of the Internet and the transformation of computing from being cantered on individual computers to networks was the Unix environment and the client-server program model. More machine families have seen the porting of Unix and the C programming language than any other operating system since they were created by AT&T and given to government and academic institutions. Computing is centered in networks rather than on individual computers.

Both Unix and the C programming language were developed by AT&T and distributed to government and academic institutions, leading to both being ported to a wider variety of machine families than any other operating system.

Different versions of Unix are as follows: AIS (IBM), BSD, HP – UX, Solaris, and Iris.








	
DOS and UNIX commands





	
Action


	
DOS


	
UNIX





	
change directory


	
Cd


	
Cd





	
change file protection


	
attrib


	
Chmod





	
compare files


	
comp


	
Diff





	
copy file


	
copy


	
Cp





	
delete directory


	
Rd


	
Rmdir





	
directory list


	
Dir


	
Ls





	
edit a file


	
Edit


	
Pico





	
environment


	
Set


	
Printenv





	
find string in file


	
Find


	
Grep





	
help


	
Help


	
Man





	
make directory


	
Md


	
Mkdir





	
move file


	
move


	
Mv





	
rename file


	
Ren


	
Mv





	
show date and time


	
date, time


	
Date





	
show disk space


	
chkdsk


	
Df





	
show file


	
Type


	
Cat





	
show file by screens type filename


	
more


	
More





	
sort data


	
Sort


	
Sort






Table 2.9: Docs and UNIX Commands (source: Treebeard’s Unix Cheat Sheet)

Following is the aspects mentioned of Docs and UNIX:








	
Aspect


	
DOS


	
Unix





	
Operating System Type


	
Single-user operating system


	
Multi-user operating system





	
User Interface


	
Command-line interface (CLI)


	
Command-line interface (CLI) and graphical user interface (GUI)





	
File System


	
Limited file system support


	
Hierarchical file system with rich features





	
Security


	
Minimal security features


	
Robust security measures, user permissions, and access controls





	
Multitasking


	
Limited multitasking support


	
Advanced multitasking capabilities





	
Network Functionality


	
Basic networking capabilities


	
Built-in networking capabilities and protocols






Table 2.10: Aspects of Docs and UNIX

You don’t need Unix skills to use Java, or vice versa, but if you do, then you’ll have a good toolbox relevant to any kind of development.

Linux

Linux is an operating system like Windows, iOS, and Mac OS. In fact, Linux powers one of the most widely used platforms worldwide, Android [5]. The components that make up the Linux operating system are as follows:


	
Bootloader is the program that controls how your computer boots up. This will mostly appear as a splash screen that appears and then disappears when the operating system boots up for most users. The one component of the entire system that is genuinely referred to as “Linux” is the kernel.

	
The kernel that is at the center of the system, controls the memory, peripheral devices, and CPU. The OS’s lowest tier is called the kernel.

	
The Init system is a subsystem responsible for initiating the user space and managing daemons. Systemd, which is also one of the most popular init systems, is also one of the most used. After the bootloader transfers control of the initial boot process, the init system takes over GRAND Unified Bootloader, also known as GRUB. Daemons are background services (such as scheduling, audio, and printing, and so on) that you can launch either at boot time or after logging into the desktop.

	The system component that shows graphics on your monitor is called the graphic server. It’s often called X or the X server. The area that users interact with is the desktop environment.

	One can select from a multitude of desktop environments, including KDE, Xfce, Enlightenment, Pantheon, Cinnamon, Mate, and GNOME. ( ) Every desktop environment comes with pre-installed programs (such as web browsers, file managers, configuration tools, and games).



Applications: The complete selection of apps is not available in desktop environments. Just like Windows and macOS, Linux offers thousands upon thousands of high-quality software titles that can be easily found and installed. Most modern Linux distributions include App Store-like tools that centralize and simplify applications.

If free software isn’t enough to entice you, how about having an operating system that will function flawlessly for as long as you use it?

Linux is typically far less susceptible to these kinds of assaults. Rebooting the server is only necessary when the kernel has been updated. A Linux server may go for years without needing to be rebooted. This is not unusual. Stability and dependability are essentially guaranteed if you apply the frequently advised updates. Other than your laptop or PC, most devices you can think of operate on a Linux distribution. An open-source operating system based on Unix is called Linux. Developed in 1992, Linux is essentially the name of the kernel. Linus Torvalds is in charge of overseeing the community’s development of the Linux kernel.

Apart from the command line interface, Linux has a graphical user interface (GUI) akin to the Windows operating system and applications, thereby making it a complete operating system. Linux Torvalds developed the Linux kernel during the 1990s. Richard Stallman did, however, make a significant contribution to the finished OS under the GNU GPL license. After adding numerous GUI and driver features, and taking inspiration from MINIX, a Unix-like system.

Linus Torvalds created the OS framework that would eventually become LINUX in 1992. On September 17, 1992, the LINUX kernel was made available. A global community of developers contributes free of charge to the advancements in Linux. But, Linus Torvalds, the man who created Linux, has the power to put the development into practice because he has been publishing updates for its kernels.
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