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			Preface to the Third Edition

			Much as it pains the original authors to admit, it is over 15 years since the first edition of this book was published. In the preface to that edition we retold the infamous story of an analyst who had recommended an equity, in part on the basis of a discounted cash flow valuation. It subsequently transpired that capital expenditures had been mistakenly added to the stream of cash that was being discounted, rather than deducted. The firm responded promptly with a second piece of research on the same equity. It acknowledged the mistake in its previous research, which it had corrected in the second. The new research also contained a number of other adjustments to its forecasts for the company concerned. And the result? The ‘target price’ for the share concerned had increased, not decreased!

			The purpose of recounting the story is to emphasise that the apparent sophistication of valuation methodologies is mostly illusory. In this case, despite a significant and basic error, other levers could be used to eliminate the valuation deficiency and restore the target price, despite the correction of the error. The truth is that at the heart of all but the simplest approaches to valuation are subjective judgements about a range of material inputs. The only way to ensure that valuation models are robust is to be as rigorous as possible with the underlying analysis. In this text we suggest that, along with proven, professional modelling methods, detailed financial statement analysis is key to this. 

			We consider accounting as the central information set for valuation. Over the years one of the most common, and depressing, statements we have heard is:

			“It does not matter – it is only a non-cash item.”

			What matters is not just that this proposition is completely false, it is also that it is symptomatic of an approach to the analysis, and valuation, of companies that is entirely misguided. It is generally based on the idea that if it is true that the value of a company is the net present value of the discounted stream of cash flow that it will generate between now and infinity, why should we care about anything other than cash flows. This misses the point that, in order to capture these future streams of cash flows, we need to use financial statement information. Why? First, the information set we are presented with in a set of financial statements is hugely detailed, whereas there is very limited cash flow disclosure. Secondly, accrued benefits and costs are clearly relevant to these future cash streams and so we want to extract these from the financial statements. It turns out that forecasting earnings first, and subsequently converting this to free cash flow, is a much more effective valuation process than forecasting cash flows directly.

			The authors believe that while cash flow is certainly a member of the royal family, it is profit that is the king!

			This is not to deny that measures of profit during any particular period will be dependent on the accounting conventions used by the company, or even that they are malleable. Accounting under IFRS or US GAAP is complex and involves judgements. However, over recent years the closure of loopholes in accounting, coupled with increased levels of disclosure and international alignment of rules, provide users with a powerful suite of accounting tools. 

			Sophisticated interpretation of accounts is a critical skill to develop. This text seeks to link the practice and theory of valuation with the information that can be gleaned from accounting analysis. The two together present valuers with the best chance of success. Therefore, we firmly reject the idea that an appropriate response is to declare accounting profits irrelevant, and to revert to a simple reliance on cash flows as the central tool for valuation. Cash flow analysis has its place, but not through turning away from accounting information.

			1. How the book is structured

			The book is set out in eight chapters.

			Chapter One

			The first chapter states the main thesis, which is that it is in effect impossible to value a company without reference to profit and capital employed. Attempts to avoid this simply result in implicit assumptions, often  foolish ones, replacing explicit assumptions irrespective of  how flawed the latter may be. In addition, it argues that far from being unimportant, accruals represent key information about value, whether or not it is represented in the framework of a Discounted Cash Flow (DCF) model.

			Chapter Two

			Chapter two attempts to explode another myth, that the cost of capital for a company is an unambiguous figure, and that it is stable. Neither is the case. We show how the traditional Weighted Average Cost of Capital (WACC) can be reconciled with a more transparent approach based on Adjusted Present Value (APV), and argue that the traditional framework within which practitioners operate has at its core an assumption about the value of tax shelters. Our approach supports the view that there has been a systematic overvaluation of the benefits from leverage. In addition, there is an ambiguity at the heart of the treatment of debt in the standard Capital Asset Pricing Model (CAPM). Different interpretation of the risk premium on corporate debt results in very different estimates for WACC, and for the value of the enterprise.

			In addition to creating tax shelters, leverage also creates option value for shareholders, and this is systematically missed in intrinsic value models of companies. It can only be captured systematically as a transfer of option value from the bond-holder to the shareholder. Chapter two closes with a discussion of the application of real options theory, relating a discussion of whether or not the risk premium on debt is market risk or specific risk to the correct use of these models as applied to capital arbitrage (the trading of alternative capital instruments issued by the same company).

			Chapter Three

			Economists talk about Net Present Value (NPV) and Internal Rate of Return (IRR). Investors talk about Returns on Capital Employed (ROCE). But a company’s accounting return on capital employed is not the same as the internal rate of return that it earns on its assets. There are several ways of attempting to address this problem, none wholly satisfactory. What they tell us is that depreciation charges are not necessarily equivalent to impairment of value, and that the capitalisation and depreciation of fixed assets is a key component of the way in which accounts can influence perceptions of valuation. Chapter three explains the problem, and looks in some detail at one proposed panacea, Cash Flow Return On Investment (CFROI). This is shown to be a rearrangement of the standard discounted cash flow methodology, with potential advantages in the case of capital intensive companies with long asset lives.

			Although relatively short, the first three chapters provide the theoretical framework for what follows, which comprises a discussion of accounting issues and then their applications to valuation models.

			Chapter Four

			Chapter four explores accounting issues and how they impact valuation. Instead of concentrating on accounting standards, it concentrates on what investors need to know, and the ways in which accounts do, or do not, provide them with the information that they need. In this, the longest section of the book, the authors address key accounting issues from two approaches: the latest changes in proposed accounting treatment, and the implications for market valuation of companies. These include topical areas such as leasing, revenue recognition, pension accounting, accounting for derivatives and off balance sheet finance. 

			Chapter Five

			The fifth chapter begins by taking the theoretical and the accounting points discussed in the first four chapters and discussing their application to the forecasting and valuation of a company. It turns out that a large part of the problem relating to the latter task concerns treatment of the terminal value of the company, which relates to what happens after the explicit forecast period.

			If an industry is exceptionally profitable, capital will flood it. If it is hopelessly unprofitable, retrenchment follows. And, in the long run, no company grows faster than nominal Gross Domestic Product (GDP), or, in the end, it takes over the world. So, we would expect company returns on capital to regress to their cost of capital, and their growth rates to ultimately fall to below nominal GDP growth rates. Does this happen? Well, yes and no. This debate takes us to the heart of definitions regarding what constitutes capital and what constitutes an operating cost. Chapter five demonstrates that one of the problems with valuing companies is a direct result of the fact that much of what would ideally be capitalised is not. If it were then the task of monitoring performance and deriving market values would be much easier.

			After a full discussion of a stable, mature company, the chapter concludes with suggested treatment for companies that are expected to have a significant change to their balance sheet structure, are cyclical, are asset light, or are growth stocks. Each presents its own problems.

			Chapter Six

			Accounts were designed by bankers, and the system of double entry reflects this history. But most reports and accounts are prepared by industrial companies. Accounting conventions largely reflect the problem of reporting the performance of a business that utilises fixed assets to add value to raw materials, and which is mainly financed by a combination of debt and equity. But there are large parts of the equity market that do not fit this model well, for one reason or another. Chapter six addresses the techniques required to interpret the accounts of, and to value, companies in areas such as banking, insurance, mineral extraction, regulated utility and technology industries, where particular treatments are needed and where in some cases accounting rules are very specific to the industry.

			Chapter Seven

			In chapter seven we address the modelling and valuation of mergers and acquisitions. It includes consideration of the treatment of goodwill and how it might be interpreted as we explore the value added or subtracted by the merger.

			Chapter Eight

			The final section of the book is entitled ‘Conclusions and continuations’. As mentioned in the preface one of the important conclusions is that far from cash, it is profit that is of prime importance to valuation and to understanding a company’s value. It is profit and balance sheets that are required, not simple streams of cash. That there will always be disagreements about what to put into the income statement  and balance sheets, for the past as well as for the future, is what the makes the subject of investment endlessly fascinating.

			2. Supporting website

			The website supporting this book and containing all of the more important models used in the text can be found at:

			www.harriman-house.com/ifrs

			3. Acknowledgement

			Putting together a detailed technical text is a major undertaking. We could not have achieved this without the support of the excellent publication team at Harriman House. In particular our sincere thanks to Craig Pearce and Emma Tinker for their support, patience and advice throughout the process.

		

	
		
			Chapter One: It’s Not Just Cash; Accounts Matter

			1. Introduction – Valuation refresher

			The key valuation technology that underpins the views expressed in this text is based around the importance of financial statements as a foundation for sensible and accurate valuations. Before exploring this further let us refresh some core ideas about equity valuation.

			Valuation language is based around financial ratios

			Open any financial website or the financial section of a newspaper, and somewhere you will be confronted by tables of share prices, accompanied by at least two ratios: Price/Earnings (P/E) and dividend yield. P/E is a measure of the share price divided by the last year’s earnings. Dividend yield is the dividend paid by the company during the past twelve months, divided by the share price. The first is a measure of payback period: how many years is it before I earn my money back? The second is a measure of income yield: what am I going to receive in income on a pound or euro invested?

			There is a third ratio in the triumvirate which is rarely shown, though, ironically, academic testing shows that it has the highest explanatory value in predicting future share price movements. This is the ratio of Price/Book (P/B) which is the ratio of the share price divided by the per share value of shareholders’ equity in the balance sheet. This tells me what premium I am paying over the amount that has been invested in the business in subscriptions to equity capital and in retained earnings.

			The three ratios are clearly related. To the extent that companies retain earnings, rather than paying them out, they increase the book value of their equity. Moreover, the same considerations will determine whether I am prepared to buy a share on a high P/E ratio, a low dividend yield or a high P/B ratio. In each case I should be happier to pay more for a company that looks safe, is highly profitable, or grows faster than others.

			True returns: the IRR and NPV rule

			When companies make investment decisions, they go beyond simple calculations of payback. More sophisticated approaches include calculating the Internal Rate of Return (IRR) on the investment, or using a required discount rate to calculate a Present Value (PV), from which the investment cost can be deducted to derive a Net Present Value (NPV). If the latter is positive, invest: if not, do not invest. 

			The same consideration applies to shares. We can move beyond simple multiples to derive present values, and much of this book is concerned with interpreting accounts and building models that do this accurately. But it should not be forgotten that just as there is usually a relationship between payback periods and IRRs (fast payback usually goes with a high IRR) so there is usually a relationship between simple share price ratios, so long as they are sensibly interpreted, and the results of a more sophisticated valuation model.

			Valuation models: sophistication versus simplicity

			In extreme simplifying cases (where the stream of cash flow is flat, or grows steadily in perpetuity) the output of a sophisticated valuation model and the application of a simple ratio will both give the same answer. It is only when the cash flows are unstable that we benefit from a more detailed approach. This is as true for companies as it is for projects.

			Enterprise value rather than equity

			When valuing shares there are two basic approaches: value the equity directly or value the business (debt plus equity), and then deduct the debt component to leave the equity value. The key advantage of using the latter route is that it separates the valuation of a business from the issue of how it is financed. It also involves using cleaner accounting numbers. The ratios mentioned so far (P/E, P/B and dividend yield) relate purely to equity, but similar versions are often also constructed for Enterprise Valuations (e.g., EV/invested capital or EV/NOPAT [Net Operating Profit after Tax]). An EV approach is often more intuitive than attempting to value equity directly. For example, in valuing your house, the sensible approach would be to value it on the basis of the rental yield that it would generate, and then subtract the mortgage, rather than to think in terms of cash flows net of interest payments. In practice, nobody would do the latter for a house, so why do so for a company?

			Economic profit differs from accounting profit

			Accounting profit is determined by accounting rules and embraces fundamental accounting concepts such as accruals, which allocates expenses and income to the periods to which those items relate. Although we find concepts such as accruals appealing, accounting profit does omit one cost: a charge for equity capital. This is where economic profit plays a role. Economic profit starts with accounting profit and then subtracts a charge for equity capital. The remaining balance after this deduction is termed ‘economic profit’, ‘residual income’ or ‘abnormal earnings’. We shall explore how useful this concept is later on in the text. 

			The problems of cash flow

			A final point. Readers may have seen reference to another group of ratios. These relate not to book capital, or to earnings, or to income, but to cash flow from operations. One of the aims of this book will be to encourage readers to use these figures (cash earnings per share, EBITDA to enterprise value) with extreme caution. Firstly, they rarely measure a real cash number. Secondly, to the extent that they do, they do not represent a sustainable stream, as they precede the investments that a company must make to survive. In pure form, they can only help to provide liquidation values, not going concern values.

			Reconciling multiples with present values

			Much of the above will (we hope) be clearer by the end of this chapter. At first sight, the formulae that we shall be using may not seem to bear much resemblance to the familiar P/Es and yields from the daily newspaper. But we hope that our readers will be reassured, by the end of this chapter, that the resemblance is very close indeed, and that there are good reasons for proceeding with the slightly more sophisticated approaches.

			Actually, we have taken the precaution of relegating all mathematical proofs to a Mathematical Appendix. Those who are interested will find all that they need to derive their valuations formally, but this is by no means essential. From the authors’ experience, while most practitioners constantly use the ideas of this chapter, only a tiny proportion of them could explain why they work! Our aim is to provide all readers with the tools to model and value companies properly, and to make the supporting theory available to those who are interested.

			2. Distributions, returns and growth

			Many books on valuation have been written in order to propound the virtues of one mechanical approach as against another. So the devotees of DCF, EVA™ (a branded acronym for Economic Value Added), CFROI, dividend discounting and residual income all battle it out. We shall explain all of these variants on intrinsic valuation as the book progresses, but our concerns are a little different. We shall have something to say about which approaches we regard as more desirable in practice, to address specific types of company. However, one point should be made right at the start. Correctly handled, the main valuation methodologies should all generate the same result for any one company, whether or not it is cash or economic profit that is discounted, or whether the streams are to capital or to equity.

			What matters far more than the mechanics of how to translate a forecast into a valuation is where the assumptions that feed the forecasts come from, and the interplay between interpretation of historical accounts and forecasting of prospective ones. These connections are, we believe, often systematically ignored or even misunderstood.

			Let us begin by keeping the picture simple. Take a company that has no debt in its balance sheet. Every year, it generates (we hope) some profit. Profit is calculated after deductions not only for cash costs, such as Cost of Goods Sold (COGS), employment costs, taxation, and so on, but also after a provision for the deterioration of the fixed assets that will one day have to be replaced. This provision is known as depreciation. So, in our very simple example, cash flow into the company is the sum of net profit and depreciation. Cash out takes the form of capital expenditure, increase in working capital (inventory and receivables, less payables), and dividends to the shareholders.

			Furthermore let us assume that the company is going to run with no debt and no cash in the balance sheet. So dividends each year must equal the cash flow after capital expenditure and change in working capital (free cash flow). Exhibit 1.1 illustrates the profit and loss account, cash flow statement, and balance sheets for Constant company over its first five forecast years.

			Exhibit 1.1: Constant growth company accounts

			
				
					
					
					
					
					
					
					
				
				
					
							
							Profit and loss account year

						
							
							0

						
							
							1

						
							
							2

						
							
							3

						
							
							4

						
							
							5

						
					

					
							
							Profit and loss account

						
							
							
							
							
							
							
					

					
							
							Sales

						
							
							1,000

						
							
							1,050

						
							
							1,103

						
							
							1,158

						
							
							1,216

						
					

					
							
							Operating costs

						
							
							(750)

						
							
							(788)

						
							
							(827)

						
							
							(868)

						
							
							(912)

						
					

					
							
							Profit

						
							
							
							250

						
							
							263

						
							
							276

						
							
							289

						
							
							304

						
					

					
							
							Tax

						
							
							(100)

						
							
							(105)

						
							
							(110)

						
							
							(116)

						
							
							(122)

						
					

					
							
							Earnings

						
							
							
							150

						
							
							158

						
							
							165

						
							
							174

						
							
							182

						
					

					
							
							Balance sheet

						
							
							
							
							
							
							
					

					
							
							Year

						
							
							0

						
							
							1

						
							
							2

						
							
							3

						
							
							4

						
							
							5

						
					

					
							
							Balance sheet

						
							
							
							
							
							
							
					

					
							
							Fixed assets

						
							
							1,000

						
							
							1,060

						
							
							1,123

						
							
							1,189

						
							
							1,259

						
							
							1,332

						
					

					
							
							Working capital

						
							
							500

						
							
							515

						
							
							531

						
							
							547

						
							
							565

						
							
							583

						
					

					
							
							Total assets

						
							
							1,500

						
							
							1,575

						
							
							1,654

						
							
							1,736

						
							
							1,823

						
							
							1,914

						
					

					
							
							Equity

						
							
							1,500

						
							
							1,575

						
							
							1,654

						
							
							1,736

						
							
							1,823

						
							
							1,914

						
					

					
							
							Cash flow

						
							
							
							
							
							
							
					

					
							
							Year

						
							
							0

						
							
							1

						
							
							2

						
							
							3

						
							
							4

						
							
							5

						
					

					
							
							Cash flow

						
							
							
							
							
							
							
					

					
							
							Earnings

						
							
							150

						
							
							158

						
							
							165

						
							
							174

						
							
							182

						
					

					
							
							Depreciation

						
							
							100

						
							
							106

						
							
							112

						
							
							119

						
							
							126

						
					

					
							
							Cash flow from operations

						
							
							
							250

						
							
							264

						
							
							278

						
							
							293

						
							
							308

						
					

					
							
							Capital expenditure

						
							
							
							(160)

						
							
							(169)

						
							
							(178)
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			Now, suppose that we know what is an appropriate discount rate to apply to the dividend (free cash flow) stream that we expect to receive from our company. We can use the standard discounting formula to convert all the future cash flows into present values, as follows:

			[image: ]

			where PV is the present value of a cash flow in year t (CFt) discounted at a cost of equity (k).

			Companies are not generally expected to be wound up at any particular date in the future. So, unlike the situation with a bond, we are discounting a stream that continues to infinity. This is one of the particular problems of valuing equities, the other being that even the medium term cash flows are uncertain. So unless we want to use an infinitely large spreadsheet, somewhere we have to call a halt, and assume that from that point onward the company will grow at a constant speed. This could be negative, or zero, or positive, but is generally taken to be positive.

			So how do we calculate a present value for a stream that is going to grow to infinity? Exhibit 1.2 illustrates the problem.

			Exhibit 1.2: Nominal dividend projection
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			Our problem is that each of the forecast items is getting bigger. But there is solution. So long as our discount rate is larger than our growth rate, by the time that the stream of dividend has been discounted to present values, instead of expanding, it contracts. The same stream of dividend is illustrated in the form of present values in exhibit 1.3.

			Exhibit 1.3: Discounted dividend projection
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			So now all the projections are getting smaller, and as we add them up, they become progressively less significant to the answer. It is now intuitively plausible that there should be a simple formula that would tell us what the sum of all these present values tends towards, as the stream of dividends gets longer and longer, and there is indeed such a formula. It is known as the Gordon Growth model, and it is as follows:

			[image: ]

			where V is the value now, D is last year’s dividend, g is the growth rate, and k is the discount rate. Clearly, it will only yield a sensible result if the discount rate is bigger than the growth rate (k>g). (A proof of the Gordon Growth model is provided in the Appendix.) As the Gordon Growth model is a general formula for valuing perpetuities with a flat compound rate of growth, it applies equally whether we are valuing a stream of dividend or a stream of cash flow from operations.

			So that is all that we need to do to value a company, then. We project our financial items for a few years, and then assume a constant growth rate at a sensible level, and convert our stream of dividends after the final explicit forecast into a so-called terminal value. If we add together the present value of the next few dividends and the present value of the terminal value (because it is a value at the end of the forecast period, and we want to bring it back to today’s date), then we get the value, now, of the equity in the company. And that is it.

			Exhibit 1.4 shows a valuation of Simple Co., which pays dividends that rise from 5.0 to 9.0 over the next five years (clearly not a constant compound rate) and then grow at 5% compound from a base level of 10.0 in year 6. Because year 6 is being used as a base to value all the dividends that include and follow it, it is often referred to as the ‘terminus’. Along with the discount rate of 10%, if we apply the Gordon Growth model to it we arrive at a future value of the terminal value of 200.0. That is to say that a share in Simple Co. will be worth 200.0 in five years’ time. We want a value now. So we need five factors by which to discount the individual dividends and the terminal value. The standard formula for discounting a value is:

			[image: ]

			where PV=present value, FV=future value, k=discount rate and n=number of years.

			Notice that the terminus is discounted for five years, not six. This is despite the fact that it is based on a year 6 dividend. The reason is that the Gordon Growth model has as its first term the cash item that you expect to receive in one year’s time. So a stream which begins in year 6 is capitalised as a value in year 5, and we then have to bring it back to now by discounting it back another five years.

			Exhibit 1.4: Simple Co. dividend discount model
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			Sadly, for the vast majority of valuation models currently in use in banks, investment institutions and companies, that is indeed it. Of course they are adjusted to permit companies to be financed both with debt and with equity (a point to which we shall return later) and they accommodate accounts which include goodwill, provisions and other items (often badly – that is another point to which we shall return). But in principle, this is how most of them work, and it is dangerously simplistic.

			Let us return to Constant company and change the rate of growth in the terminal value calculation. The resulting effect on value is illustrated in exhibit 1.5.

			Exhibit 1.5: Value versus growth
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			Well, that is impressive! Tiny changes in growth rate are having an increasingly enormous effect on our value. (The first 1,264 of value is coming from the 25 years of forecast dividend, so the columns are illustrating merely the impact of changes in the assumed growth rate after 25 years!) But is this realistic? To answer the question, let us think back to the components of the Gordon Growth model: dividend, growth rate, and discount rate. What we are doing is changing the growth rate and leaving the other two unchanged. Is this plausible? Can we grow at different speeds and still distribute exactly the same amount of dividend? Surely not. If we want to grow faster then we need to retain more of our profits within the company, and reinvest them to grow the business. An extreme case is what happens if we distribute all of our profit, and do not grow at all. So what our first calculation did was to assume that the choices look like those in exhibit 1.6. It assumed that we are free to imagine that the same company could plausibly grow at different growth rates without any change to the amount of its profit that it ploughs back into the business, which is ridiculous.

			Exhibit 1.6: Possible cash flows (1)
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			But the reality is that if a company wants to grow faster, it has to reinvest more of its profits. And if it chooses to pay out more of its profit, then the trade-off will be slower growth. So the real choices confronting investors actually look more like the streams of dividend illustrated in exhibit 1.7. 

			Exhibit 1.7: Possible cash flows (2)
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			So, there is a trade-off. We can have more cash distributed to us now, but accept that the stream will grow more slowly, or we can take less out of the company now, let it reinvest more, and enjoy a higher rate of growth in our income. What sets the terms of the trade-off? The return that we make on the incremental equity that we are reinvesting.

			There is a formula for this (with, again, a proof in the Appendix). This is it:

			[image: ]

			where g is growth, b is the proportion of profits that are reinvested in the business, and R is the return that we make on the new equity.

			Notice, incidentally, that the return that we make on new equity does not have to be the same as the return that we are making on existing equity. Suppose that we had a wonderful niche business making fantastic returns, luxury shops on ideal sites, for example. It might be that they could continue to produce a very high return for us, on the existing investments. But if we were to invest some of the profits in new sites, perhaps less good ones, then our returns on new equity would be below that on the existing equity. It is the return on the incremental equity that generates the incremental profit.

			Usually, we think about this relationship the other way round. Rather than setting the retention ratio and the return, it often makes more sense to set the growth rate and the return, and let the retention ratio be a result. Then:
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			The proportion of our profit that we pay out, which is the first item in the stream of cash that we are trying to discount, is (1-b) so our dividend in any one year will be:

			[image: ]

			where Y is earnings.

			Substituting this into the Gordon Growth model gives:
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			where V is value, Y is earnings, g is the growth rate, R is return on incremental equity, and k is the discount rate.

			Now we have a formula which will value for us streams of cash that look like our more realistic example, in exhibit 1.7. This begs an important question. What happens to our value if we assume that a company has a choice between different levels of reinvestment, and subsequently, of growth?

			Let us take a concrete example. Exhibit 1.8 shows a table of resulting values per share based on a set of input assumptions, and then for what happens as we alter either the growth rate or the return on incremental equity. For the base case we shall use a return on equity of 10%, a growth rate of 5%, and a discount rate of 8%. Then we shall flex the input assumptions for the performance of the company. Let us look at the extremes first. If the company pays out all of its profits, and does not grow, then the return on incremental equity is irrelevant because there is none. The value will simply be earnings divided by the discount rate. Now, suppose that the company earns exactly the same return on new investments as the rate at which the market discounts them. Clearly, they can have no impact on its value, and the growth rate becomes irrelevant. New investments, and the earnings growth that results, only matters if the return that the company makes on them is above or below its cost of equity. Growth can be bad. Look at what happens if we push up the growth rate with R<k!

			Exhibit 1.8: Company valuation sensitivities
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			There are real examples of companies that have driven their share prices down to the point at which they are worth less than they would be if management promised never, ever, to make another incremental investment. Generally, they get taken over in the end. In these days of shareholder activism an alternative is the removal of the management by a group of institutional shareholders.

			Let us take some time to review what we have discussed so far in this chapter. Of course the examples have been kept simple. We are looking at constant growth companies, with stable returns on incremental investment. We have kept debt out of the picture. Both of these assumptions can be relaxed. We shall do that in later sections of this book. But what we have already done makes it absolutely clear that it is impossible to value a company without taking views on profitability.

			Think again about our simple extrapolation exercise from exhibit 1.6. Knowing what we do now, we can see that there must have been an implicit assumption about returns on equity for each rate of growth. If a company can grow faster while paying out the same amount of dividend and reinvesting the same amount of equity, then it must be making higher and higher returns on the incremental equity. As a small exercise, look at exhibit 1.9. Ask yourself, is it investing too much or too little to produce an assumed growth rate of 5%?

			Exhibit 1.9: Growth rate = 5% annually

			[image: ]

			This company has profit of 100. It is reinvesting 20% of its profit and growing at a rate of 5% annually. So its return on incremental equity must be 25%! And the faster the assumed rate of growth, the higher the assumed return must be. No wonder exhibit 1.5 gave us such exciting valuations as we began to increase the assumed growth rate.

			The conclusion is that you cannot have a pure cash flow model that does not (at least implicitly) make assumptions about profitability. Implicit assumptions are dangerous. Much better to make them explicit. But where, in the real world, are they going to come from? Clearly, they are likely to be heavily influenced by the company’s real historical experiences, and those of its competitors, as represented in their reports and accounts. Which, in turn, means that the numbers in companies’ financial statements do matter a lot.

			Having committed the heresy of arguing that discounted cash flow models are ultimately dependent on accounts for their assumptions, we shall now go one step further, and argue that valuation should include lots of items that do not reflect cash flow at all, and should exclude lots of items that are real, measurable, cash flow into the company. Put like that it may sound complicated, so let us make it very clear. Accruals matter.

			3. Cash, accruals and profits

			Imagine a property company which earned a 5% annual rental yield on the market value of its property. In addition, the market value of its existing property portfolio goes up by 5% every year. Meanwhile, its administrative and financing costs also represent 5% of the market value of its portfolio each year.

			This is a very simple company to understand. It has zero free cash flow prior to new investments in new properties, and to the extent that it does grow its cash flow is negative. Its value goes up each year to the extent of its new investments, and because of the 5% increase in value of the opening property portfolio.

			Now imagine trying to build a discounted cash flow of the company. So long as it was growing, it would have negative cash flow. Once it stopped growing it would have zero cash flow. But the value of its portfolio would be rising at 5% compound, without any new investment. At any stage, it would be possible to turn this accrual into cash. Just liquidate the portfolio and realise the value. What we want is an approach to valuation that recognises the fact that the company has added 5% to the value of its opening portfolio, without this having to be reflected in its cash flows.

			What we have in our property company is two forms of accretion of value. The first is a realised cash stream of rental payments. The second is an unrealised increase in property values. To be set against these are the administrative and financing costs, both of which are again streams of cash.

			Now let us take a different example. Suppose that we were analysing a power generation company, all of whose plants are nuclear. These might be expected to generate substantial amounts of cash flow most of the time, since the operating cost of a nuclear plant is low. But its decommissioning costs are not. So the accounts of the nuclear power generator may be characterised by a profit that is net of a very large provision for the eventual decommissioning of its plant.

			This is the opposite of our property company. Discounting a stream of cash flows growing to infinity on the basis of this company’s accounts would give a ridiculously high value to the company, because it would implicitly assume that its power stations would never be decommissioned. So could we solve the problem by taking the provisions that it has built up in its balance sheet and subtracting them from our valuation, as if they were debt? No, because this would only deal with the cost associated with the decommissioning of this generation of power stations. What about the ones that they will build to replace these? After all, we are extrapolating the sales to infinity, so we should also be extrapolating these large, highly irregular, costs to infinity.

			This is going to create pretty odd looking discounted cash flow models. In some cases we are going to find ourselves adding into our definition of ‘cash flow’ things that are not cash items at all, namely, unrealised benefits. Then, in other cases, we are going to subtract from our cash flows items that are also not cash items at all, namely, provisions that represent a real cost to the company.

			
				
					
				
				
					
							
							Note: Now, there is no reason at all why companies cannot be modelled using the framework of a DCF, so long as such adjustments are made. In effect, we exclude cash flow that does not belong to us, and we add back accrued benefits that we have not realised but could in principle have realised.

						
					

				
			

			4. The Economic Profit model

			This is an appropriate point at which to introduce the main alternative to DCF: the economic profit model. Just as DCF can be applied either to equity (dividend discounting) or to capital (firm free cash flows), so the economic profit model can be applied either to equity (residual income) or to capital (often referred to as EVA™).

			Instead of thinking about value as being created by a stream of future cash flows, the economic profit model thinks of value as being balance sheet book value (the depreciated value of an asset) plus or minus a correction for the fact that it earned more or less for us than we expected it to (i.e., a stream of residual income). We shall show you below that the two approaches yield the same result, whether we stick to our simple equity-only constant growth company, or move on to something that looks more like the real world. But the attraction of economic profit models is that because they start with balance sheets and profit they naturally accommodate accruals as having an impact on the valuation. If the value is calculated using profits that are net of a deduction for (say) decommissioning costs, then there is no risk of the valuer forgetting the adjustment for the accrual, as he or she might in the case of the DCF approach discussed above. That said, as we shall see in later chapters, we shall often want to include some accruals and exclude others, so the reality is that whichever valuation is used, thought and care have to go into the process of defining either what constitutes free cash flow or what consititutes profit.

			Instead of expressing the Gordon Growth model in terms of income, let us instead express it in terms of shareholders’ equity.
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			was where we started, where D1 is the prospective dividend.
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			where B is book value (shareholders’ equity), R is return on equity and b is retention ratio, so the Gordon Growth model can be rewritten as:
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			Since, as we have seen, g = b*R,

			[image: ]

			Exhibit 1.10 shows what happens to the Price/Book value of the company as we alter the assumptions for growth rate and the return on equity, and it is similar to the earlier table calculated using the income-based formula. The same comments naturally apply about the relationships between profitability, growth and value. Why are the answers only the same for the row in which return on equity equals 10%? Because in exhibit 1.9 above, we had 1,000 of invested capital earning a 10% return to give a profit of 100, and we flexed the assumed returns on new capital. Here we are assuming that both new and old capital earn the same return. The distinction is crucial (though often ignored in valuation models) and we shall return to it in chapter five.

			Exhibit 1.10: Price/book sensitivities
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			An insight into this version of valuation can be gleaned by what happens if we set growth at zero. Then the ratio of value to book is simply the ratio of return on equity to cost of equity. So, if we always make a return on equity of 8% and we discount at 8% we shall always be worth our book value. If we make a return of 10% with a discount rate of 8% and do not grow, then our Price/Book value would be 10/8=1.25. Now look at the boxed value in the table for a 10% ROE and a 5% growth rate. The fair value Price/Book ratio is 1.67. This implies that the value that is added by the ability to make new investments which grow the company at 5% annually justifies the difference between a Price/Book ratio of 1.25 and a Price/Book ratio of 1.67.

			We shall use both valuation methodologies in the examples given later in this book, but will have to be slightly more sophisticated in separating out the returns achieved by old capital and the returns expected from incremental capital, when we turn to real company examples. The point to grasp here is that there is fundamentally no difference between valuing a company in terms of a stream of dividend income or in terms of a series of earnings and book values.

			5. The real world of specific forecasts

			Of course, most companies do not conform to the assumption of constant growth. In practice, we are not going to be able to forecast specific numbers to infinity, so what ends up happening is a hybrid of specific forecasts and a so-called terminal value: the future value of the business at the point at which we give up with the specific forecasts and assume that the company becomes a constant growth company. This is conventionally taken to be when it is mature and at a mid-cycle level of margins and profitability. This was how we valued Simple Co. in exhibit 1.4.

			We have claimed, but not shown, that our two methodologies will handle a stream of cash flows, or returns, that are different from one another every year. The discounted stream of cash flow to equity can be written as follows:

			[image: ]

			where ∑ represents the sum of series from time t=0 to t=∞. The alternative valuation can be written as:
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			where B0 is the book value now and Xt is the residual income that the company is expected to earn in year t. X can be written as:

			[image: ]

			which is to say that residual income is earnings (Y) minus a charge for the equity that we were employing in the business at the start of the year.

			The challenge is to demonstrate that the two measures of value, the discounted stream of dividend and the opening book value plus the discounted stream of residual income, will always provide the same value, and we provide a proof of this in the Appendix. Intuitively, the connection is that a dividend in any year can be expressed as the earnings achieved minus the growth in book value during the year. Discounting dividends ascribes value to the dividend. Discounting residual income ascribes value to the earnings but then increases the future charges for equity for the extra equity ploughed back into the business. The two must equate to one another.

			So it makes no difference whether we discount a stream of cash flow to equity in the form of a conventional dividend discount model, or whether we discount a stream of residual income (the difference between profit and a charge for equity) and then add it to the opening balance sheet equity.

			One advantage of the latter is that there is no presumption, if one is thinking in terms of profits rather than dividends, that there is any particular cash flow attached to the calculation. Accrued benefits or charges are intuitively fine within the residual income framework. This is less true for discounted dividend or discounted cash flow models, since it seems highly counter-intuitive to start with a stream of cash and then to deduct part of it and add on unrealised gains. But that is what you have to do if the model is to produce a reasonable valuation. This is why many academics prefer residual income-type models.

			6. Introducing debt

			We started with a constant growth company which was only financed by equity, and discovered that even that could only be properly analysed with reference to accounting entities such as profits and balance sheets. We then made matters worse by accepting that whatever the form of our model, it would to have to take account of accruals. We then generalised it to relax the constant growth assumption, which made no difference to anything, except that it is not practicable to forecast individual years to infinity. But however far forward we project individual years, that represents no methodological problem, just a practical one.

			Now we are going to relax the assumption of no debt (or cash) in the balance sheet. Intuitively, it should make no difference whether we discount cash flows to capital at a cost of capital or cash flows to equity at a cost of equity. Again, we leave the proof to the Appendix, but the point is that:

			[image: ]

			where the three values stand for equity, the total firm, and debt, respectively. What we need to know is that it makes no difference whether we value equity directly as:
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			or as:
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			where FCF is last year’s free cash flow, and WACC is the weighted average cost of capital.

			Free cash flow is calculated as being after a notional taxation rate, which is levied on operating profit, to derive a so-called Net Operating Profit After Taxation (NOPAT). Exhibit 1.11 shows the calculation of NOPAT and free cash flow for a constant growth company partially financed by debt. The same value will be derived, if the calculation is done correctly, whether the company is valued by discounting its free cash flows at the weighted average cost of capital and deducting the value of the debt, or whether its free cash flows to equity are discounted at a cost of equity (as we have done up to this point). (The relationship between the two discount rates will have to await the next chapter. Here it must be taken as read.)

			Exhibit 1.11: NOPAT and free cash flow
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			There are two important points to note in this calculation. The first is that the taxation charge is a notional one, so that the free cash flows are calculated on the presumption that the company is fully equity financed. The cash flows are unleveraged. The second point is that the net of the three items, depreciation, capital expenditure and change in working capital, represents net investment. They are the proportion of NOPAT that is ploughed back into the business and the free cash flow is that which is paid out. For a really unleveraged company, NOPAT equals earnings and free cash flow equals dividend, which is what we assumed in our simplified discussions above.

			So we now have four possible ways of valuing a company: using cash flow to equity (dividend discounting); cash flow to capital (DCF); using economic profit to equity (residual income) or economic profit to capital (EVA™). Just as equity can be valued either by discounting free cash or by adjusting its book value for its economic profit, so can capital. And they all give us the same answer, but they all depend on accounts for the forecasts, They must all be adjusted to take account of accruals. It is absolutely not true that discounting cash flows releases us from either obligation.

			
				
					
				
				
					
							
							To spell this out, the only non-cash charge that is not included in the numerator of our valuation model is depreciation of tangible assets or amortisation of intangible ones. In a DCF model, cash flow is NOPAT (including accruals) less net investment (capital expenditure and change in working capital minus depreciation and amortisation). In an economic profit model, NOPAT again includes accruals. Capital, from which the charge for capital is derived, grows with capital expenditure and change in working capital and is reduced by depreciation. So all non-cash items other than depreciation should be reflected in the stream of cash flow, or profit, that is being discounted, or they will end up being ignored. The only difference between the two models is that in a DCF depreciation is a source of cash, and in an economic profit model it reduces future capital charges.

						
					

				
			

		

	
		
			Chapter Two: WACC – Sixty Years On

			Introduction to CAPM

			
					What do risk and return mean in the financial sense?

					How do investors trade them off against one another?

					Are assets assessed individually, or as parts of portfolios, and why does this matter?

					How can we quantify the appropriate discount rate to apply to the cash flows of an asset?

					Companies are financed by a combination of debt and equity, so how does shifting the balance between them affect the discount rate that an efficient market will apply to its cash flows?

			

			Miller and Modigliani addressed the fifth question. The answers to the first four questions lead us to the Capital Asset Pricing Model (CAPM). The development of this branch of investment theory is associated with Markowitz, Treyner, Sharpe, Mossin and Lintner.

			1. Risk and return

			Exhibit 2.1 describes the risk and return characteristics of three different assets: a government bond, a share in a large company, and a receipt for a bet placed on a horse-race. That the three assets represent risk-taking of increasing proportions is not hard to understand. What may be less clear is why the return promised by the third asset is negative, and not positive.

			In financial terms, return is the mean (arithmetic average) expected return to be derived from an asset, taking into account all of the possible outcomes and weighting them by their probabilities. It is possible that a bet on an outsider to win will generate a high return to the gambler, but it is improbable. Bookies make money by setting the odds so that they are highly likely to pay out less in prizes than they take in stakes. In other terms, the expected return on a bet on a horse is negative, as will be familiar to most who have enjoyed an afternoon at the races.

			Exhibit 2.1: Risks and returns
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			If by return we imply the mean expected return from holding the asset, how can we quantify risk? It is generally taken to be defined in terms of the dispersion of the range of possible outcomes. If the outcome is known, or known within a very narrow range, then the investment is low risk. If the outcome is highly uncertain, then this means that the investment is high risk. The probability distribution of all the possible outcomes from two investments are illustrated in exhibit 2.2.

			The continuous curve illustrates all of the possible outcomes for an investment with a mean expected return of 9%, with a standard deviation (measure of dispersion of outcomes) of 1%, and the dotted curve illustrates all the possible outcomes for an investment with a mean expected outcome of 11% and a standard deviation of 2%.

			Exhibit 2.2: Probability distributions of returns

			[image: ]

			The curves have been drawn assuming that the appropriate probability distribution for the two assets is normal (a bell-shaped curve). This cannot necessarily be assumed to be the case. It is certainly not the case for the bet at the horse race, for which there are only two outcomes: a small probability of a high return if the horse wins, or a high probability of the loss of the stake (100% loss) if the horse does not win. The assumption that expected returns are normally distributed holds good for assets in which the returns are composed of compounding small positive or negative increments over a long series of periods, in each of which the probability of a gain or a loss is 50%. This is a reasonable model of what happens to share prices. They tend to rise and fall in small incremental movements, following a so-called random walk, which compound over time to generate annual returns. This pattern through time is illustrated in exhibit 2.3, in which the extent of the up and down movements is a function of the volatility of the share (measured by standard deviation), and the probability attaching to the possible final outcomes is clearly greater in the centre of the distribution and lower at the extremes. As the number of periods approaches infinity, the resulting distribution gets closer and closer to a normal distribution.

			Exhibit 2.3: Binomial share price progression

			[image: ]

			2. Diversification and portfolio effects

			The bedrock of modern portfolio theory is that investors do not look at investments in isolation from one another. They think in terms of the risk and return characteristics of their overall asset portfolio. So far, we have assumed that we are examining a single investment in isolation. But investors do not hold only one asset in their portfolios. Private individuals, for instance, would typically own a house, some valuable personal effects, cash, be the beneficiaries of assets held on their behalf in a pension scheme, have taken out a life insurance policy, and possibly own equities, either directly or more commonly in pooled funds such as unit trusts or investment trusts.

			Imagine owning shares in just two companies: British Airways (International Airlines Group) and British Petroleum. There are clearly a large number of factors that could increase or decrease the value of either share, but one item that they have in common is a very strong dependence on oil prices. An overall increase in the price of oil is good news for BP, as this will increase its revenues, but it is bad news for IAG, as it will increase its costs. (Aviation kerosene represents one of the larger operating costs for any airline.)

			This implies two things. It implies that an investor who holds an appropriate combination of BP and IAG in his, or her, portfolio need not worry about movements in the oil price. And it implies that the share prices of BP and IAG will tend to move in opposite directions if there is a sharp change in the oil price. In this context, the oil price is known as a diversifiable risk, since holding more than one share allows it to be diversified away. The fact that the two shares will not always move together implies, in statistical terms, that they have a correlation of less than 1. Correlation can range from 1, for assets that move together systematically, to -1, for assets that move against one another systematically (as BP and IAG might, if the oil price was the only factor to change the value of their shares).

			Exhibit 2.4 shows the range of possible portfolios that it is possible to create by holding a combination of two assets, A and B, where A has an expected return of 15% with a standard deviation of 4%, and B has an expected return of 9% and a standard deviation of 3.5%. If the expected returns to the two shares were perfectly correlated then the range of possible portfolios would be described by a straight line drawn from A to B.

			Exhibit 2.4: Two-stock portfolio
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			But this is not realistic because returns on shares are not perfectly correlated with one another, as we saw in our discussion of BP and IAG. There are times when they will move independently of one another, or even systematically in opposite directions. The curve representing possible investment portfolios constructed from the two shares in exhibit 2.4 is drawn using the assumption that there is a fairly low correlation of 0.3 between the expected returns offered by the two shares. The combination of shares that offers the lowest risk, with a standard deviation of about 3%, is less risky than either of the two shares held in isolation, and offers a return of about 11.5%, which is some 2.5% higher than the return offered by the lower risk share, B, held in isolation (though less high than the 15% return offered by A held in isolation). We shall not provide the derivation of the formula for the standard deviation of a two-stock portfolio in this book (we refer the reader to any standard statistics textbook), but it is the simplest case of the ‘variance/covariance’ model and is as follows:

			[image: ]

			Where W stands for weight within the portfolio, SD for standard deviation and R for correlation.

			There are obviously more than two possible choices of asset to put into a portfolio, even if we restrict our analysis to equities only. For any group of shares, changing their weightings within the portfolio will result in the creation of an envelope of possible balances of risk and return. Evidently, an efficient portfolio is one that extends as far to the top and left (high return and low risk) of the chart as possible.

			This was the point that Markowitz reached in his analysis. Its extension into the full CAPM model came later, developed independently by several economists.

			CAPM’s starting point was that as we increase the number of shares in the portfolio, its volatility declines until it reaches an irreducible minimum: the volatility of the equity market portfolio as a whole. Exhibit 2.5 illustrates what happens to the risk of a portfolio as more stocks are added to it. As specific risks are diversified away the investor is left only with un-diversifiable risk, which is otherwise known as market risk or systematic risk.

			Exhibit 2.5: Diversification and risk

			[image: ]

			2.1 CAPM and the market line

			We noted above that an efficient portfolio would be well diversified. We could, however, construct a portfolio badly (filling it, for example with lots of house-builders, all of whom would boom and bust together with the oscillations of the house-building cycle). The range of portfolios open to investors thus includes an envelope of efficient ones, those in which the trade-off between risk and return is relatively favourable, and a much larger choice of inefficient ones, where the return could be improved upon for any acceptable degree of risk.

			In exhibit 2.6, the efficient frontier represents the risk-return characteristics of all of the available efficient portfolios. For any particular degree of risk there is no better available return than the one on the line. Above the line is unachievable.

			Below the line is inefficient.

			But in addition to assets that have risk attached to them there is also one asset that offers a risk-free return. This is a long-term government bond. The return is risk free because the risk of default is deemed to be negligible, and because the return is fixed, so long as the bond is held to redemption. Hence the position of the risk free asset on the chart. It offers a low return at no risk.

			Exhibit 2.6: Capital market line

			[image: ]

			Since investors can hold a portfolio which comprises a combination of the risk-free asset and one portfolio, the one at the tangent of the efficient frontier and the capital line, it follows that they will always do this. Imagine an investor who held an equity portfolio on the efficient frontier to the left of the market portfolio. He could improve his returns at no additional risk by holding the appropriate mix of the risk free asset and the market portfolio, and would always benefit from doing this.

			The extension of the capital market line to the right of the market portfolio is explained by the fact that investors can sell government bonds that they do not own (go short of the risk free asset) and buy more equities, thus increasing their risk and return through leverage.

			The final stage in the argument is that the portfolio of choice must be the market portfolio. If it were not then presumably investors would shun the shares that made the portfolio sub-optimal and buy more of the shares that improved the portfolio’s characteristics. As they did this they would force down the price of the former and drive up the price of the latter until they had eliminated the benefit that derived from selecting only certain stocks. In other words, in a perfect market the only optimal portfolio will be the market portfolio.

			The CAPM theory results in a very simple formula for the required return on any individual asset. It is a function of three items: the risk-free rate, the market risk premium, and the impact that the asset has on the risk of the investor’s portfolio, known as its Beta (see below). Mathematically, the formula is:

			[image: ]

			2.2 Pausing for breath

			By this point the argument may seem to be distinctly unreal, and it may be worth briefly reviewing the steps in our argument, highlighting a few of the assumptions, and discussing the realism of the conclusion, which is that rational investors will only hold combinations of two assets: the risk-free asset and the market portfolio.

			We began by defining return as mean expected return and risk as the standard deviation of expected returns. We went on to assume that risk was normally distributed, and then introduced the concept of correlation between expected returns and portfolio effects. This led us to the idea of an efficient frontier of investments. The fact that there is a risk-free asset implied that a line (a tangent, in fact), could be drawn from a portfolio holding the risk-free asset to a single portfolio on the efficient frontier implies that for all levels of risk, the relevant point on the line will offer the highest available return, so rational investors will all hold combinations of the risk-free asset and one portfolio, which, in an efficient market, must be the market portfolio.

			How realistic is all this and how reasonable are the assumptions? Defining return as mean expected return is probably uncontroversial, but defining risk in terms of volatility is not, nor is the assumption of risks being normally distributed. A common sense approach would be to argue that it is the risk of company failure, of losing one’s investment, that should weigh most heavily with investors, rather than the notional volatility of a portfolio over time. The cost of bankruptcy is ignored in CAPM, as it is effectively assumed that returns to assets are the product of a long succession of small incremental positive and negative movements during which investors can instantaneously adjust their portfolios with no transaction costs. One would therefore expect the model to be least successful at explaining the pricing of two types of assets: the capital of distressed companies, and assets which are highly illiquid, such as venture capital investments; or very large projects, where investors would find it impossible to diversify their portfolios effectively. This is exactly what we find in the real world. Pricing illiquidity is very difficult. Pricing default risk is easier, because option pricing techniques are applicable, and we revert to this approach later in this chapter.

			Finally, there is the question of time horizons. The CAPM assumes that investors all measure risk and return over the same period. If they do not, or if the period is not what economists have assumed it to be, all historical measures aiming to prove or disprove the theory are unsound. Time horizons also complicate the notion of the risk-free rate and the market risk premium. The risk-free rate is actually a yield curve, not a single number. And there is no reason why the market risk premium should be a stable premium applied to each year’s cash flows.

			2.3 What is a Beta?

			The CAPM analysis above implies that the factors that drive asset prices may be divided between two categories: specific risk, which is diversifiable, and for which investors therefore do not demand a return, and market risk, which is un-diversifiable, and for which they do demand a return. It follows from this that, under this approach, investors will demand returns from assets not because of the uncertainty of the returns from the asset, but because of the contribution of the asset to the uncertainty of the returns that they will obtain from their entire portfolios. An asset that increases the volatility of the portfolio is a high-risk asset, and one that reduces the volatility of the portfolio is a low-risk asset. To understand the point, imagine a share in a company which was very volatile, but which was not driven by fluctuations in the economic cycle; an oil exploration and production company might be a good example. Although it is itself volatile, it will not contribute to the volatility of the overall portfolio, and might even reduce it in times of crisis in the oil market. If CAPM is correct, investors will not demand a high return for undertaking the specific risk, and will be content with a fairly average return since they are undertaking only fairly average systemic (or un-diversifiable) risk.

			Reverting to exhibit 2.6 for a moment, shares that have a high covariance with the equity market (that go up more than the market when it goes up and fall more than the market when it falls) will have the effect of increasing the volatility of the portfolio, as against the market portfolio. Increasing the weight of these shares would pull the investor’s portfolio to the right of the market portfolio, and shifting the weight from these to shares with a lower covariance with the overall equity market would have the effect of pulling the overall portfolio to the left. Since we know that the two asset portfolio, represented by the risk-free asset and the market portfolio, is optimal, it follows that the premium over the risk-free rate that is required of any asset may be read straight off a line, the security market line, which related to its impact on the volatility of the overall portfolio. The security market line, which related required returns to covariance with the market portfolio, or Beta, is illustrated in exhibit 2.7.
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