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  Guy Steele


  I’ve been writing programs for over 52 years now. I still find it exciting, because there are always new problems to tackle and new things to learn. My programming style has changed quite a bit over the decades, as I learn new algorithms, new programming languages, and new techniques for organizing my code.


  When I first learned to program, in the 1960s, a well-accepted methodology was to draw a flowchart for the program before writing actual code. Every computation was represented by a rectangular box, every decision by a diamond, and every input/output operation by some other shape. The boxes were connected by arrows representing the flow of control from one box to another. Then writing the program was just a matter of writing code for the contents of each box in some order, and whenever an arrow pointed anywhere but the next box you were about to code, you would write a goto statement to its destination, the result often resembled a mound of spaghetti, and in those days we indeed talked about the difficulties of understanding and maintaining “spaghetti code.”


  The first big influence on my programming style was the “structured programming” movement of the early 1970s. Looking back, I see two big ideas that came out of that community-wide discussion. Both of them are techniques for organizing control flow. The idea, which became famous, was that most control flow could be expressed in terms of a few simple patterns: sequential execution, multiway decisions such as continue) but should not jump into a block from outside.


  When I first learned the ideas of structured programming, I did not have access to a structured programming language. But I found myself writing my Fortran code a little more carefully, organizing it according to the principles of structured programming. I even found myself writing low-level assembly language code as if I were a compiler translating from a structured programming language into machine instructions. I found that this discipline made my programs easier to write and to maintain. Yes, I was still writing goto statements or branch instructions, but almost always according to one of the standard patterns, and that made it much easier to see what was going on.


  In the bad old days when I wrote Fortran code, all the variables needed in a program were declared right up front, all together in one place, followed by the executable code. (The COBOL language rigidly formalized this specific organization; variables were declared in the “data division” of a program, which began with the actual words “DATA DIVISION.” This was then followed by the code, which always began with the actual words “PROCEDURE DIVISION.”) Every variable could be referred to from any point in the code. That made it hard to figure out, for any specific variable, exactly how it might be accessed and modified.


  The second big influence that changed my programming style was “object-oriented programming,” which for me encompasses a combination and culmination of early ideas about objects, classes, “information hiding,” and “abstract data types.” Again, looking back I see two big ideas that came out of this grand synthesis, and both have to do with organizing access to data. The first idea is that variables should be “encapsulated” or “contained” in some way, to make it easier to see that only certain parts of the code can read or write them. This can be as simple as declaring local variables within a block rather than at the top of the program, or as elaborate as declaring variables within a class (or module) so that only methods of that class (or procedures within the module) can access them. Classes or modules can be used to guarantee that sets of variables obey certain consistency properties, because methods or procedures can be coded to ensure that if one variable is updated, then related variables are also appropriately updated. The second idea is inheritance, meaning that one can define a more complicated object by extending simpler ones, adding new variables and methods, and perhaps overriding existing methods. This second idea is made possible because of the first one.


  At the time that I learned about objects and abstract data types, I was writing a lot of Lisp code, and while Lisp itself is not a purely object-oriented language, it is pretty easy to use Lisp to implement data structures and to access those data structures only through approved methods (implemented as Lisp functions). If I paid attention to organizing my data, I got many of the benefits of object-oriented programming, even though I was coding in a language that did not enforce that discipline.


  The third big influence on my programming style was “functional programming,” which is sometimes oversimplified into the slogan “No side effects!” But this is not realistic. Understood properly, functional programming provides techniques for organizing side effects so that they don’t occur just anywhere—and that is the subject of this book.


  Once again, there are actually two big ideas that work together. The first big idea is to distinguish computations, which have no effect on the outside world and produce the same result even when executed multiple times, from actions, which may produce different results each time they are executed and may have some side effect on the outside world, such as displaying text on a screen, or launching a rocket. A program is easier to understand if organized into standard patterns that make it easier to figure out which parts might have side effects and which parts are “merely computations.” The standard patterns may be divided into two subcategories: those typically used in single-threaded programs (sequential execution) and those typically used in multi-threaded programs (parallel execution).


  The second big idea is a set of techniques for processing collections of data—arrays, lists, databases—“all at once” rather than item by item. These techniques are most effective when the items can be processed independently, free of side effects and their influence, so once again the second idea works better thanks to the first idea.


  In 1995 I helped to write the first full specification for the Java programming language; the next year I helped to write the first standard for JavaScript (the ECMAScript standard). Both these languages were clearly object-oriented; indeed, in Java there is no such thing as a global variable—every variable must be declared within some class or method. And both those languages have no goto statements and global variables.


  But what about functional programming? There are some purely functional languages such as Haskell that are widely used. You can use Haskell to display text on a screen, or to launch a rocket, but the use of side effects within Haskell is subject to a very strict discipline. One consequence is that you can’t just drop a print statement anywhere you want in the middle of a Haskell program to see what’s going on.


  On the other hand, Java, JavaScript, C++, Python, and so many others are not purely functional languages, but have adopted ideas from functional programming that make them much easier to use. And this is the punchline: once you understand the key principles for organizing side effects, these simple ideas can be used in any programming language. This book, Grokking Simplicity, shows you how to do that. It may seem long, but it’s an easy read, filled with practical examples and sidebars that explain the technical terms. I was drawn in, really enjoyed it, and learned a couple of new ideas that I am eager to apply in my own code. I hope you enjoy it, too!


  Jessica Kerr


  Jessitron, LLC


  When I first learned programming, I loved it for its predictability. Each of my programs was simple: it was small, it ran on one machine, and it was easy for one person (me) to use. Loving software development is something different. Software is not small. It is not written by one person. It runs on many machines, in many processes. It accommodates different people, including people who don’t care how the software works.


  Useful software doesn’t get to be simple.


  What’s a programmer to do?


  For sixty years, the techniques of functional programming have grown in the minds of computer scientists. Researchers like to make positive statements about what can never happen.


  This last decade or two, developers have been adopting these techniques in business software. This is good timing, because it corresponds with the dominance of web applications: every app is a distributed system, downloaded to unknown computers, clicked on by unknown people. Functional programming is well suited. Whole categories of hard-to-find bugs can never happen.


  But functional programming does not transfer peacefully from academia to business software. We are not using Haskell. We aren’t starting from scratch. We depend on runtimes and libraries outside our control. Our software interacts with many other systems; it is not enough to output an answer. It is a long way from FP-land to legacy business software.


  Eric has undertaken this journey for us. He delved into functional programming, found its most helpful essences, and brought them to us where we are.


  Gone are the strict typing, the “pure” languages, the category theory. Here instead we notice the code that interacts with the world, choose to leave data unchanged, and break code apart for better clarity. Instead of high-minded abstractions, here are degrees and levels of abstraction. Instead of eschewing state, here are ways to safely keep state.


  Eric offers new ways to perceive our existing code. New diagrams, new smells, new heuristics. Yes, this came out of a journey into functional programming—yet, when he makes his ways of thinking explicit so that we can use them too, he creates something new. Something that will help all of us with our creations.


  My simple programs were not useful to the world. Our useful software will never be simple. But we can make more of our code simpler than it was. And we can manage those crucial bits that interact with the world. Eric unwinds these contradictions for us.


  This book will make you better at programming—and more, at software development.


  
preface
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  I was first introduced to functional programming (FP) in the form of Common Lisp back in 2000 when I took an Artificial Intelligence class at my university. At first, Lisp appeared spare and foreign compared to the object-oriented languages I was used to. But by the end of the semester, I had built many assignments in Lisp, and it started to feel comfortable. I had gotten a taste of FP, even if I had only just begun to understand it.


  Over the years, my use of functional programming deepened. I wrote my own Lisp. I read books on Lisp. I started doing my assignments from other classes in it. And from there, I was introduced to Haskell and eventually Clojure in 2008. In Clojure I found my muse. It was built on the 50-year tradition of Lisp, but on a modern and practical platform. And the community was churning through ideas about computation, the nature of data, and the practical engineering of large software systems. It was a hotbed of philosophy, computer science, and engineering. And I ate it up. I blogged about Clojure and eventually built a company to teach Clojure.


  Meanwhile, awareness of Haskell was also on the rise. I worked in Haskell professionally for a few years. Haskell had a lot in common with Clojure, but there were also a lot of differences. How could we define functional programming to include both Clojure and Haskell? That question led to the seed of this book.


  That first seed was the idea of actions, calculations, and data as the primary distinction of the functional programming paradigm. If you ask any functional programmer, they will agree this distinction is essential to the practice of FP, though few would agree it is the defining aspect of the paradigm. That looked like cognitive dissonance. People tend to teach the way they were taught. I saw an opportunity in that cognitive dissonance to help people learn FP in a new way.


  I worked on many drafts of the book. One was very theoretical. One was showing off the impressive features of FP. One was extremely didactic. One was entirely narrative. But eventually, with a lot of coaching from my editor, I arrived at the current incarnation which treats functional programming as a set of skills. Basically, it was picking skills that are common in FP circles, but are rare outside of them. Once I decided on that approach, planning the book was just a matter of finding those skills, organizing them, and prioritizing them. The writing proceeded very quickly after that.


  Of course, the book can’t cover every skill. Functional programming is at least sixty years old. There are a lot of techniques that deserve to be taught well that I just didn’t have room for. I’m sure people would object to some of my omissions, but I’m confident that the skills I did include are important parts of the professional functional programmer’s repertoire. Further, they open the doors to more skills. I hope that other authors take the skills in this book as a starting point for discussion and further teaching.


  My main goal with Grokking Simplicity was to at least start the process of legitimizing functional programming as a practical option for professional programmers. When a programmer wants to learn object-oriented programming, they can find many books on the subject written just for them, the beginning professional. Those books name patterns and principles and practices that the learner can build their skills upon. Functional programming does not have the same pedagogical literature. What books exist are mainly academic, and those that try to appeal to industry, in my opinion, fail to capture the most foundational concepts. But the knowledge and experience are out there in the minds of thousands of functional programmers. I hope this book inspires FP literature to bloom out of the hard-won skills of functional programmers everywhere.
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  Who should read this book


  Grokking Simplicity was designed for programmers with 2–5 years of experience. I expect you to know at least one programming language. It will help if you have built a system sizeable enough to feel the pain we’ve all felt when systems scale. The code examples are written in a style of JavaScript that emphasizes readability. If you can read C, C#, C++, or Java, you should have little trouble


  How this book is organized: a roadmap


  This book is organized into two parts and nineteen chapters. Each part introduces a fundamental skill and then explores the other skills that fundamental skill opens up. Each part ends with a capstone about design and architecture in a functional programming context. Part 1, which starts in chapter 3, introduces the distinction between actions, calculations, and data. Part 2, which starts in chapter 10, introduces the idea of first-class values. There is a high-level tour of the possibilities that these skills open up in chapter 2.


  
    	Chapter 1 introduces the book and the main idea of functional programming.


    	Chapter 2 gives a high-level tour of what is possible using the skills in this book.

  


  Part 1: Actions, calculations, and data


  
    	Chapter 3 begins the first part by introducing the practical skills for distinguishing between actions, calculations, and data.


    	
Chapter 4 teaches us how to refactor code into calculations.


    	Chapter 5 shows how we can improve actions if they cannot be refactored to calculations.


    	Chapter 6 teaches an important immutability discipline called copy-on-write.



    	Chapter 7 teaches a complimentary immutability discipline called defensive copying.



    	Chapter 8 introduces a way of organizing our code according to layers of meaning.


    	Chapter 9 helps us analyze the layers according to maintenance, testing, and reuse.

  


  Part 2: First-class abstractions


  
    	Chapter 10 starts the second part by introducing the idea of first-class values.


    	Chapter 11 teaches you how to give any function superpowers.


    	Chapter 12 shows us how we can create and use tools that iterate over arrays.


    	Chapter 13 helps us build complex calculations out of the tools from chapter 12.


    	Chapter 14 introduces functional tools for dealing with nested data while touching on recursion.


    	Chapter 15 introduces the notion of timeline diagrams as a way to analyze the execution of your code.


    	Chapter 16 shows how to safely share resources between timelines without introducing bugs.


    	Chapter 17 shows how you can manipulate the ordering and repetition of actions to avoid bugs.


    	Chapter 18 caps off part 2 with a discussion of two architectural patterns for building services in functional programming.


    	Chapter 19 finishes the book with a retrospective and guidance for further learning.

  


  You should read the book from the beginning and in order. Each chapter builds on the last. Be sure to do the exercises. Noodle on it exercises don’t have an answer. They are there to help you formulate your own opinions on subjective matters. It’s your turn exercises have answers. They are intended to give you practice and to reinforce the skills you learn through realistic scenarios. Feel free to pause at any time in the book. No one has mastered FP by reading books alone. If you’ve learned something important, put the book down and let it sink in. The book will be there when you’re ready.


  About the code


  There is code throughout the book. The code is written in JavaScript using a style that emphasizes clarity instead of current best practices. I use JavaScript not to advocate that you do functional programming in JavaScript. JavaScript, in fact, is not great at FP. However, because it doesn’t have a lot of FP features, this makes it a great language for teaching FP. We have to build a lot of functional constructs ourselves. By doing that, we understand them deeply. We also appreciate when they are provided by a language such as Haskell or Clojure.


  The parts of the text that are code are clear. References to variables and other pieces of syntax that appear inline in the text use a underlining to draw attention to relevant parts of the code.


  Source code for the examples in this book is available for download from the publisher’s website at https://www.manning.com/books/grokking-simplicity.


  liveBook discussion forum


  Purchase of Grokking Simplicity includes free access to a private web forum run by Manning Publications where you can make comments about the book, ask technical questions, and receive help from the author and from other users. To access the forum, go to https://livebook.manning.com/#!/book/grokking-simplicity/discussion. You can also learn more about Manning’s forums and the rules of conduct at https://livebook.manning.com/#!/discussion.


  Manning’s commitment to our readers is to provide a venue where a meaningful dialogue between individual readers and between readers and the author can take place. It is not a commitment to any specific amount of participation on the part of the author, whose contribution to the forum remains voluntary (and unpaid). We suggest you try asking the author some challenging questions lest his interest stray! The forum and the archives of previous discussions will be accessible from the publisher’s website as long as the book is in print.


  
Other online resources


  There are too many online and offline resources related to functional programming to list them all. And none are canonical enough to merit special mention. I would like to encourage you, though, to seek out local functional programming groups. We learn better when learning is social.


  If you would like additional material related specifically to this book, I maintain links to resources and other materials at https://grokkingsimplicity.com.


  
about the author
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    In this chapter


    
      	Learn the definition of functional thinking.


      	Understand how this book is different from other books on functional programming.


      	Discover the primary distinction that functional programmers make when they look at code.


      	Decide whether this book is for you.

    

  


  In this chapter, we will define functional thinking and how its major distinction helps working programmers build better software. We will also get an overview of the journey ahead through two major insights that functional programmers experience.


  
What is functional programming?


  Programmers ask me all the time what functional programming (FP) is and what it’s good for. What FP is good for is difficult to explain because it is a general-purpose paradigm. It’s good for everything. We’ll see where it really shines in just a few pages.


  Defining functional programming is difficult, too. Functional programming is a huge field. It’s used in both the software industry and in academia. However, most of what has been written about it is from academia.


  Grokking Simplicity takes a different approach from the typical book about functional programming. It is decidedly about the industrial uses of functional programming. Everything in this book needs to be practical for working software engineers.
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  You may come across definitions from other sources, and it’s important to understand how they relate to what we’re doing in this book. Here is a typical definition paraphrased from Wikipedia:


  functional programming (FP), noun.


  
    	a programming paradigm characterized by the use of mathematical functions and the avoidance of side effects**

      ** we need to define the underlined terms

    


    	a programming style that uses only pure functions without side effects


  


  Let’s pick apart the underlined terms.


  Side effects are anything a function does other than returning a value, like sending an email or modifying global state. These can be problematic because the side effects happen every time your function is called. If you need the return value and not the side effects, you’ll cause things to happen unintentionally. It is very common for functional programmers to avoid unnecessary side effects.


  Pure functions are functions that depend only on their arguments and don’t have any side effects. Given the same arguments, they will always produce the same return value. We can consider these mathematical functions to distinguish them from the language feature called /functions/. Functional programmers emphasize the use of pure functions because they are easier to understand and control.


  The definition implies that functional programmers completely avoid side effects and only use pure functions. But this is not true. Working functional programmers will use side effects and impure functions.


  
    Common side effects include


    
      	Sending an email


      	Reading a file


      	Blinking a light


      	Making a web request


      	Applying the brakes in a car

    


    these are why we run software in the first place!

  


  
The problems with the definition for practical use


  The definition might work well for academia, but it has a number of problems for the working software engineer. Let’s look at the definition again:


  functional programming (FP), noun.


  
    	a programming paradigm characterized by the use of mathematical functions and the avoidance of side effects


    	a programming style that uses only pure functions without side effects

  


  There are three main problems with this definition for our purposes.


  Problem 1: FP needs side effects


  The definition says FP avoids side effects, but side effects are the very reason we run our software. What good is email software that doesn’t send emails? The definition implies that we completely avoid them, when in reality, we use side effects when we have to.
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    Side effects are any behavior of a function besides the return value.


    Pure functions depend only on their arguments and don’t have any side effects.

  


  Problem 2: FP is good at side effects


  Functional programmers know side effects are necessary yet problematic, so we have a lot of tools for working with them. The definition implies that we only use pure functions. On the contrary, we use impure functions a lot. We have a ton of functional techniques that make them easier to use.


  Problem 3: FP is practical


  The definition makes FP seem like it’s mostly mathematical and impractical for real-world software. There are many important software systems written using functional programming.


  The definition is especially confusing to people who are introduced to FP through the definition. Let’s see an example of a well-intentioned manager who reads the definition on Wikipedia.


  
The definition of FP confuses managers


  Imagine a scenario where Jenna, the eager programmer, wants to use FP for an email-sending service. She knows FP will help architect the system to improve dependability. Her manager doesn’t know what FP is, so he has to look up the definition on Wikipedia.
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  The manager looks up “functional programming” on Wikipedia:


  … the avoidance of side effects…
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  He Googles “side effect.” Common side effects include


  
    	sending an email


    	…
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  Later that day…
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We treat functional programming as a set of skills and concepts


  We’re not going to use the typical definition in this book. FP is many things to many people, and it is a huge field of study and practice.


  I’ve talked with many working functional programmers about what they find most useful from FP. Grokking Simplicity is a distillation of the skills, thought processes, and perspectives of working functional programmers. Only the most practical and powerful ideas made it into this book.


  In Grokking Simplicity, you won’t find the latest research or the most esoteric ideas. We’re only going to learn the skills and concepts you can apply today. While doing this research I’ve found that the most important concepts from FP apply even in object-oriented and procedural code, and across all programming languages. The real beauty of FP is that it deals with beneficial, universal coding practices.


  Let’s take a crack at the skill any functional programmer would say is important: the distinction between actions, calculations, and data.
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Distinguishing actions, calculations, and data


  When functional programmers look at code, they immediately begin to classify code into three categories:


  
    	Actions


    	Calculations


    	Data

  


  Here are some snippets of code from an existing codebase. You need to be more careful with the snippets with stars.
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  The starred functions need caution because they depend on when they are run or how many times they are run. For instance, you don’t want to send an important email twice, nor do you want to send it zero times.


  The starred snippets are actions. Let’s separate those from the rest.


  
Functional programmers distinguish code that matters when you call it


  Let’s draw a line and move all of the functions that depend on when you call them to one side of the line:
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  This is a very important distinction. Actions (everything above the line) depend on when they are called or how many times they are called. We have to be extra careful with them.


  However, the stuff below the line is much easier to work with. It does not matter when you call a sum. It will give you the correct answer any time. And it doesn’t matter how many times you call it. It won’t have an effect on the rest of the program or the world outside the software.


  But there is another distinction we can make: Some of the code is executable and some is inert. Let’s draw another line on the next page.


  
Functional programmers distinguish inert data from code that does work


  We can draw another line between calculations and data. Neither calculations nor data depend on when or how many times they are used. The difference is that calculations can be executed, while data cannot. Data is inert and transparent. Calculations are opaque, meaning that you don’t really know what a calculation will do until you run it.
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  The distinction between actions, calculations, and data is fundamental to FP. Any functional programmer would agree that this is an important skill. Most other concepts and skills in FP are built on top of it.


  It’s important to emphasize that functional programmers are not averse to using code in any of the three categories because they are all important. However, they do recognize the tradeoffs and try to use the best tool for the job. In general, they prefer data to calculations and calculations to actions. Data is the easiest to work with.


  It’s worth emphasizing this again: Functional programmers see these categories when they look at any code. It’s the primary perspective difference of FP. There are a number of skills and concepts that revolve around this distinction. We will focus on these skills throughout the rest of Part 1.


  Let’s see what this distinction can tell us about a simple task management service.


  
    Functional programmers prefer data to calculations and prefer calculations to actions.

  


  
Functional programmers see actions, calculations, and data


  Distinguishing actions, calculations, and data is fundamental to FP. You couldn’t really do FP without it. This may be obvious, but just so we are all on the same page, let’s go through a simple scenario that illustrates the three categories.


  Let’s imagine a cloud service for project management. As the clients mark their tasks as completed, the central server sends email notifications.
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  Where are the actions, calculations, and data? In other words, how does a functional programmer see what’s going on?


  Step 1: The user marks a task as completed.


  This triggers a UI event, which is an action, since it depends on how many times it happens.


  Step 2: The client sends a message to the server.


  Sending the message is an action, but the message itself is data (inert bytes that must be interpreted).


  Step 3: The server receives the message.


  Receiving a message is an action, since it depends on how many times it happens.


  Step 4: The server makes a change to its database.


  Changing the internal state is an action.


  Step 5: The server makes a decision of who to notify.**


  Making a decision is a calculation. Given the same inputs, your server would make the same decision.


  Step 6: The server sends an email notification.**


  Sending an email is an action, since sending the same email twice is different from sending it once.


  ** we distinguish between deciding (calculation) and carrying out the decision (action)


  If this doesn’t make sense to you now, don’t worry, because we’re going to spend the whole first part of this book understanding how to make this distinction, why we make it, and how to improve our code because of it. As we’ve talked about before, the distinction between actions, calculations, and data is the first big idea in this book.


  
The three categories of code in FP


  Let’s go over the characteristics of the three categories:


  1. Actions


  Anything that depends on when it is run, or how many times it is run, or both, is an action. If I send an urgent email today, it’s much different from sending it next week. And of course, sending the same email 10 times is different from sending it 0 times or 1 time.


  Actions**


  
    	Tools for safely changing state over time


    	Ways to guarantee ordering


    	Tools to ensure actions happen exactly once

  


  ** FP has tools for using each category


  2. Calculations


  Calculations are computations from input to output. They always give the same output when you give them the same input. You can call them anytime, anywhere, and it won’t affect anything outside of them. That makes them really easy to test and safe to use without worrying about how many times or when they are called.


  Calculations


  
    	Static analysis to aid correctness


    	Mathematical tools that work well for software


    	Testing strategies

  


  3. Data


  Data is recorded facts about events. We distinguish data because it is not as complex as executable code. It has well-understood properties. Data is interesting because it is meaningful without being run. It can be interpreted in multiple ways. Take a restaurant receipt as an example: It can be used by the restaurant manager to determine which food items are popular. And it can be used by the customer to track their dining-out budget.


  Data


  
    	Ways to organize data for efficient access


    	Disciplines to keep records long term


    	Principles for capturing what is important using data
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How does distinguishing actions, calculations, and data help us?


  FP works great for distributed systems, and most software written today is distributed


  FP is a buzzword these days. It’s important to know if it’s just a trend that will one day die down, or if there is something essential about it.


  FP is not a trend. It is one of the oldest programming paradigms, which has roots in even older mathematics. The reason it is gaining popularity only now is that, due to the internet and a proliferation of devices such as phones, laptops, and cloud servers, we need a new way of looking at software that takes into account multiple pieces of software communicating over networks.


  Once computers talk over networks, things get chaotic. Messages arrive out of order, are duplicated, or never arrive at all. Making sense of what happened when, basically modeling change over time, is very important but also difficult. The more we can do to eliminate a dependency on when or how many times a thing runs, the easier it will be to avoid serious bugs.


  Data and calculations do not depend on how many times they are run or accessed. By moving more of our code into data and calculations, we sweep that code clean of the problems inherent in distributed systems.


  The problems still remain in actions, but we’ve identified and isolated them. Further, FP has a set of tools for working with actions to make them safer, even in the uncertainty of distributed systems. And because we’ve moved code out of actions and into calculations, we can give more attention to the actions that need it most.


  
    Three rules of distributed systems


    
      	Messages arrive out of order.


      	Each message may arrive 0, 1, or more times.


      	If you don’t hear back, you have no idea what happened.

    


    once you go distributed, things get really complicated

  


  


  


  


Why is this book different from other FP books?


  This book is practical for software engineering


  A lot of the discussion around FP is academic. It’s researchers exploring the theory. Theory is great until you have to put it into practice.


  Many FP books focus on the academic side. They teach recursion and continuation-passing style. This book is different. Grokking Simplicity distills the pragmatic experience of many professional functional programmers. They appreciate the theoretical ideas but have learned to stick to what works.


  This book uses real-world scenarios


  You won’t find any definitions of Fibonacci or merge sort in this book. Instead, the scenarios in this book mimic situations you might actually encounter at your job. We apply functional thinking to existing code, to new code, and to architecture.


  This book focuses on software design


  It’s easy to take a small problem and find an elegant solution. There’s no need for architecture when you’re writing FizzBuzz. It’s only when things get big that design principles are needed.


  Many FP books never need to design because the programs are so small. In the real world, we do need to architect our systems to be maintainable in the long term. This book teaches functional design principles for every level of scale, from the line of code to the entire application.


  This book conveys the richness of FP


  Functional programmers have been accumulating principles and techniques since the 1950s. A lot has changed in computing, but much has stood the test of time. This book goes deep to show how functional thinking is more relevant now than ever.


  This book is language agnostic


  Many books teach the features of a particular functional language. This often means that people using a different language cannot benefit.


  This book uses JavaScript for code examples, which is not great for doing FP. However, JavaScript has turned out to be great for teaching FP precisely because it isn’t perfect. The limitations of the language will cause us to stop and think.


  And even though it uses JavaScript for the examples, this is not a book about FP in JavaScript. Focus on the thinking, not on the language.


  The code examples have been written for clarity, not to suggest any particular JavaScript style. If you can read C, Java, C#, or C++, you will be able to follow.


  
What is functional thinking?


  Functional thinking is the set of skills and ideas that functional programmers use to solve problems with software. That’s a big set of skills. This book aims to guide you through two powerful ideas that are very important in functional programming: (1) distinguishing actions, calculations, and data and (2) using first-class abstractions. These are not the only ideas in FP, but they will give you a solid and practical foundation on which to build. And they will take you from beginner to professional functional programmer.


  Each idea brings with it associated skills. They also correspond with the two parts of this book. Each part teaches practical, line-by-line and function-by-function skills and caps off with a chapter or two on design for a higher-level picture of what’s going on.


  Let’s go over the two big ideas and what skills you’ll learn in each part.


  Part 1: Distinguishing actions, calculations, and data


  As we’ve seen, functional programmers separate all code into one of three categories: actions, calculations, or data. They may not use these same terms, but that’s what we’ll call them in this book. These categories correspond to how difficult the code is to understand, test, and reuse. We’ve already begun to discover this important distinction in this chapter. Throughout this first part of the book, we’ll learn to identify the category of any piece of code, refactor actions into calculations, and make actions easier to work with. The design chapters look at how identifying layers in our code can help make it maintainable, testable, and reusable.


  Part 2: Using first-class abstractions


  Programmers of all kinds will find common procedures and name them to be reused later. Functional programmers do the same but can often reuse more procedures by passing in procedures to the procedures. The idea may sound crazy, but it’s extremely practical. We’ll learn how to do it and how to avoid overdoing it. We’ll cap it off with two common designs called reactive architecture and onion architecture.


  It will be quite a journey. But let’s not get ahead of ourselves. We’re still in part 1! Before we begin our journey, let’s lay out some ground rules for what we’ll learn.


  
Ground rules for ideas and skills in this book


  FP is a big topic. We won’t be able to learn “the whole thing.” We will have to pick and choose what to learn. These ground rules will help us choose practical knowledge for the working programmer.


  1. The skills can’t be based on language features


  There are a lot of functional programming languages out there that have features made to support FP. For instance, many functional languages have very powerful type systems. If you are using one of those languages, that’s great! But even if you’re not, functional thinking can help you. We’ll only focus on skills that are language-feature agnostic. That means that even though type systems are cool, we will only mention them here or there.


  2. The skills must have immediate practical benefit


  FP is used in both industry and academia. In academia, they sometimes focus on theoretically important ideas. That’s great, but we want to keep it practical. This book will only teach skills that can benefit you here and now. In fact, the ideas we will learn are beneficial even if they don’t show up in your code. For example, just being able to identify actions can help you better understand certain bugs.


  3. The skills must apply regardless of your current code situation


  Some of us are starting brand new projects, with no code yet written. Some of us are working on existing codebases with hundreds of thousands of lines of code. And some of us are somewhere in between. The ideas and skills in this book should help us, regardless of our situation. We’re not talking about a functional rewrite here. We need to make pragmatic choices and work with the code we’ve got.
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    There’s more to go, but let’s take a break for questions


    Q: I use an object-oriented (OO) language. Will this book be useful?


    A: Yes, the book should be useful. The principles in the book are universally applicable. Some of them are similar to OO design principles you might be familiar with. And some of them are different, stemming from a different fundamental perspective.


    Functional thinking is valuable, regardless of what language you use.


    Q: Every time I’ve looked into FP, it has been so academic and math-based. Is this book more of the same?


    A: No! Academicians like FP because calculations are abstract and easy to analyze in papers. Unfortunately, researchers dominate the FP conversation.


    However, there are many people working productively using FP. Though we keep an eye on the academic literature, functional programmers are mostly coding away at their day jobs like most professional programmers. We share knowledge with each other about how to solve everyday problems. You will find some of that knowledge in this book.


    Q: Why JavaScript?


    A: That’s a really good question. JavaScript is widely known and available. If you’re programming on the web, you know at least a little bit. The syntax is pretty familiar to most programmers. And, believe it or not, JavaScript does have everything you need for FP, including functions and some basic data structures.


    That said, it’s far from perfect for FP. However, those imperfections let us bring up the principles of FP. Learning to implement a principle in a language that doesn’t do this by default is a useful skill, especially since most languages don’t have this by default.


    Q: Why is the existing FP definition not enough? Why use the term “functional thinking”?


    A: That’s also a great question. The standard definition is a useful extreme position to take to find new avenues of academic research. It is essentially asking “What can we accomplish if we don’t allow side effects?” It turns out that you can do quite a lot, and a lot of it is interesting for industrial software engineering.


    However, the standard definition makes some implicit assumptions that are hard to uncover. This book teaches those assumptions first. “Functional thinking” and “functional programming” are mostly synonymous. The new term simply implies a fresh approach.

  


  
Conclusion


  Functional programming is a large, rich field of techniques and principles. However, it all starts with the distinction between actions, calculations, and data. This book teaches the practical side of FP. It can apply in any language and to any problem. There are thousands of functional programmers out there, and I hope this book will convince you to count yourself among us.


  Summary


  
    	The book is organized into two parts that correspond to two big ideas and related skills: distinguishing actions, calculations, and data and using higher-order abstractions.


    	The typical functional programming definition has served academic researchers, but until now, there hasn’t been a satisfactory one for software engineering. This explains why FP can feel abstract and impractical.


    	Functional thinking is the skills and concepts of FP. It’s the main topic of this book.


    	Functional programmers distinguish three categories of code: actions, calculations, and data.


    	Actions depend on time, so they are the hardest to get right. We separate them so we can devote more focus to them.


    	Calculations do not depend on time. We want to write more code in this category because they are so easy to get right.


    	Data is inert and require interpretation. Data is easy to understand, store, and transmit.


    	This book uses JavaScript for examples, since it has familiar syntax. We will learn a few JavaScript concepts when we need them.

  


  Up next…


  Now that we have taken a good first step into functional thinking, you might wonder what programming with functional thinking actually looks like. In the next chapter, we’ll see examples of solving problems using the big ideas that form the structure of this book.


  
2 Functional thinking in action
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    In this chapter


    
      	See examples of functional thinking applied to real problems.


      	Understand why stratified design can help organize your software.


      	Learn how actions can be visualized in timelines.


      	See how timelines help you discover and resolve problems having to do with timing.

    

  


  This chapter will give a broad overview of the two big ideas we will address in this book. Your main goal should be to get a taste of thinking with FP. Don’t worry about understanding everything right away. Remember that each of these ideas will be addressed in several chapters later on. This will be a whirlwind tour of functional thinking in action.


  
Welcome to Toni’s Pizza


  Welcome to Toni’s Pizza. The year is 2118. It turns out people still like pizza in the future. But all of the pizza is made by robots. And the robots are programmed in JavaScript. Go figure.


  Toni has applied a lot of functional thinking to the code that runs her restaurants. We’re going to take a brief tour through some of her systems, including the kitchen and her inventory, and see how she has applied the two levels of functional thinking.


  Just so you don’t have to flip back, here are the two levels again. Here’s how Toni uses them.


  Part 1: Distinguishing actions, calculations, and data


  Toni is sure to distinguish the code that uses ingredients and other resources (action) from code that doesn’t (calculations). In this chapter, we’ll dip into some examples of each category; then we’ll see how she organizes the code into layers using the principles of stratified design.


  Part 2: Using first-class abstractions


  Toni’s kitchen is a distributed system because multiple robots work together to cook the pizzas. We’ll peek in as Toni uses timeline diagrams to understand how her system operates (sometimes unsuccessfully). We also see how Toni uses first-class functions (functions that take functions as arguments) to coordinate her robots so she can successfully scale up the baking.
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Part 1: Distinguishing actions, calculations, and data


  Toni’s pizza business has grown a lot and has faced scaling problems. However, she has kept on top of those challenges with diligent use of functional thinking. The primary way she has applied functional thinking is the most fundamental: distinguishing actions, calculations and data. Every functional programmer needs to make this distinction that tells us which parts of our code are easy (calculations and data) and which need more attention.


  If you looked at Toni’s code, you’d see the three main categories of code:


  1. Actions


  The actions are anything that depend on when they are called or how many times they are called. The actions use ingredients or other resources, like the oven or delivery van, so Toni has to be really careful with how they are used.


  Example actions**


  
    	Roll out dough


    	Deliver pizza


    	Order ingredients

  


  ** examples of categories


  2. Calculations


  The calculations represent decisions or planning. They don’t affect the world when they run. Toni likes them because she can use them any time and any place without worrying about them messing up her kitchen.


  Example calculations


  
    	Double a recipe


    	Determine a shopping list

  


  3. Data


  Toni represents as much as she can with immutable data. That includes the accounting, inventory, and the recipes for her pizzas. Data is very flexible since it can be stored, transfered over the network, and used in multiple ways.


  Example data


  
    	Customer orders


    	Receipts


    	Recipes

  


  These examples are all parts of Toni’s pizza business. But the distinction applies at all levels, from the lowest JavaScript expression to the largest function. We’ll learn how these three categories interact when they call each other in chapter 3.


  Making the distinction between these three categories is vital to FP, though functional programmers might not use these same words to describe them. By the end of Part 1, you will feel very comfortable identifying actions and calculations, and moving code between them. Let’s take a look at how Toni uses stratified design in her codebase.


  
Organizing code by “rate of change”


  A first glimpse of stratified design


  Over time, Toni’s software has had to change and grow with her business. Using functional thinking, she has learned to organize her code to minimize the cost of making changes.


  Imagine we draw out a spectrum. On the bottom, we put the stuff that changes the least frequently. On the top, we put the stuff that changes the most frequently.


  What parts of Toni’s software would go on the bottom, and what would go on the top? Certainly the JavaScript language changes the most slowly. In the bottom layer are all of the built-in language constructs like arrays and objects. In the middle, there is all of the stuff about making pizza. Then on the top go all of the specifics about her business, like what’s on the menu this week.
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  Each layer is built on layers beneath it. That means that each piece of code is built on a more stable foundation. By building our software in this way, we ensure we will make code changes as easy as possible. Stuff at the top is easy to change because very little other code relies on it. Things at the bottom, of course, might change, but are much less likely to.


  Functional programmers call this architectural pattern stratified design because it creates layers. In generic terms, we think of three main layers: business rules, domain rules, and tech stack.


  We will go deeper into stratified design in chapters 8 and 9. It’s a great way to organize code to improve testing, reuse, and maintenance.


  


  


  


Part 2: First-class abstractions


  As applied to a robotic kitchen


  Toni’s kitchen just has one robot right now, and she’s starting to get scaling problems. She can’t bake fast enough to satisify her customers. Following is a timeline diagram of the actions one robot takes to make a pizza.


  [image: Image]


  We use the timeline diagram to understand how actions will execute over time. Remember, actions depend on when they are run, so it is important to make sure they run in the right order. We will see Toni manipulate the diagram to make her kitchen more efficient. We’ll learn everything she does, including how to draw these diagrams, and more, starting in chapter 15. For now, let’s just sit back and watch her work. We don’t need to understand it all right away.


  
Timelines visualize distributed systems


  Toni’s one robot makes good pizza, but it’s not fast enough. It is purely sequential. She is sure that there is a way to get three robots working together on one pizza. She can divide the work into three parts that can happen in parallel: making the dough, making the sauce, and grating the cheese.


  However, once she has more than one robot working, she has a distributed system. Actions can run out of order. Toni can draw a timeline diagram to help her understand what the robots will do when they run their programs. Each robot gets its own timeline, which looks something like this. We will learn to draw these in part 2.
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  The timeline diagram will help Toni understand problems in her program, but she has failed to account for different orderings of actions. When she ran the three-robot kitchen at the restaurant that night, it was a disaster. Many pizzas came out wrong. There are many ways these timelines can run that will make bad pizzas.


  
Multiple timelines can execute in different orderings


  In the timeline diagram, there is no coordination between different timelines by default. There is nothing in the diagram saying to wait for another timeline to finish, so no waiting occurs. The actions in different timelines can also occur out of order. For instance, the dough can be finished after the sauce. In that case, the sauce robot will start rolling out the dough before the dough is ready.
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  Or the cheese could be finished last. The sauce robot will start spreading the cheese before it’s ready.
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  In fact, there are six ways the preparations could be interleaved, and the sauce is finished last in only two of them. Only when the sauce is finished last will you get a good pizza.
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  The hard fact of distributed systems is that uncoordinated timelines run in weird orders. Toni needs to coordinate the robots to guarantee that they don’t start assembling the pizza before the three ingredients are ready.


  
Hard-won lessons about distributed systems


  Toni does a postmortem


  Toni learns the hard way that moving from a sequential program to a distributed system is not easy. She will need to focus on the actions (things that depend on time) to make sure they happen in the right order.
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  1. Timelines are uncoordinated by default.


  The dough might not be ready yet, but the other timelines just keep going. She needs to get the timelines to coordinate.


  2. You cannot rely on the duration of actions.


  Just because the sauce usually takes the longest doesn’t mean it always does. The timelines need to be independent of order.


  3. Bad timing, however rare, can happen in production.


  It worked fine in her tests, but once the dinner rush came in, the rare event became common. The timelines need to get a good result every time.


  4. The timeline diagram reveals problems in the system.


  She should have seen from the diagram that the cheese might not be ready in time. Use the timeline diagram to understand the system.
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Cutting the timeline: Making the robots wait for each other


  Toni is going to give us a first look at a technique we will learn in chapter 17 called cutting a timeline. It’s a way to coordinate multiple timelines working in parallel, implemented as a higher-order operation. Each of the timelines will do work independently, then wait for each other to finish when they are done. That way, it doesn’t matter which one finishes first. Let’s watch her do it.
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  We call this operation cutting the timeline. We’ll learn how to implement it in chapter 17.


  Toni tries it that night at the restaurant and it is a total success.


  
Positive lessons learned about timelines


  Retrospective on coordinating robots


  The three-robot system worked great at the restaurant. Pizzas came out in record time, and they were all perfectly prepared. Toni’s application of the cutting technique ensured that the actions happened in the right order.
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  1. Cutting a timeline makes it easy to reason about the pieces in isolation


  The cut lets Toni separate preparation, which can be done in parallel, from assembly, which happens in sequence. Cutting timelines lets you reason about shorter timelines without worrying about the order.


  2. Working with timeline diagrams helps you understand how the system works through time


  Now that Toni understands timeline diagrams, she trusts how things will run. Timelines are a useful tool for visualizing parallel and distributed systems.


  3. Timeline diagrams are flexible


  Toni figured out what she wanted to happen and drew the timeline. Then all she had to do was figure out a simple way to code it up. Timeline diagrams give you a way to model coordination between timelines.


  We will learn about cutting and other higher-order operations in part 2. But for now, that marks the end of our tour!


  
Conclusion


  In this chapter, we got a high-level view of some of the functional ideas we’ll see later in the book.


  We watched as Toni got a lot of mileage from applying functional thinking to her pizza restaurant software. She organized her actions and calculations according to stratified design to minimize the cost of maintenance. We will learn to do this in chapters 3 through 9. Toni was also able to scale the kitchen to multiple robots and avoid some nasty timing bugs. We will learn to draw and manipulate timeline diagrams in chapters 15 through 17.


  Unfortunately, we won’t revisit Toni. But we will see very similar scenarios so we can learn the exact same processes she used.


  Summary


  
    	Actions, calculations, and data are the first and most important distinction functional programmers make. We need to learn to see them in all code we read. We’ll start to apply this distinction in chapter 3.


    	Functional programmers apply stratified design to make their code easier to maintain. The layers help organize code by rate of change. We see the exact process of stratified design in chapters 8 and 9.


    	Timeline diagrams can help you visualize how actions will run over time. They can help you see where actions will interfere with each other. We’ll learn the process of drawing timeline diagrams in chapter 15.


    	We learned to cut timelines to coordinate their actions. Coordinating them helps us guarantee that they perform their actions in the proper order. We’ll see exactly how to cut timelines in chapter 17 in a very similar scenario to the pizza kitchen.

  


  Up next…


  We just got an example of how functional thinking can be applied to a practical scenario. After that high-level overview, let’s get down to the nitty-gritty of functional thinking: distinguishing between actions, calculations, and data.


  
Part 1. Actions, calculations, and data



  We will learn many skills on our journey into the world of functional programming. But first we must equip ourselves with a fundamental skill. That skill is the ability to distinguish three categories of code: actions, calculations, and data. Once we learn that distinction, a vast landscape of powerful ideas is available to us. We will learn to refactor actions to become calculations, making our code easier to test and read. We will improve the design of actions to be more reusable. We will make data immutable so that we can rely on it for keeping records. And we will learn a way to organize and understand our code as layers of meaning. But first, we must learn to see actions, calculations, and data.


  
3 Distinguishing actions, calculations, and data
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    In this chapter


    
      	Learn the differences between actions, calculations, and data.


      	Distinguish between actions, calculations, and data when thinking about a problem, coding, and reading existing code.


      	Track actions as they spread throughout your code.


      	Be able to spot actions in existing code.

    

  


  We’ve already seen the categories of actions, calculations, and data at a glance. In this chapter, we’re going to learn how to identify these three categories in real life and in code. As we’ve talked about before, it’s the first step in doing functional programming. By identifying these categories, you’ll see how calculations are often overlooked and how infectious actions can be.


  
Actions, calculations, and data


  Functional programmers distinguish between actions, calculations, and data (ACD).


  
    Actions


    Depend on how many times or when it is run


    Also called functions with side-effects, side-effecting functions, impure functions


    Examples: Send an email, read from a database


    Calculations


    Computations from input to output


    Also called pure functions, mathematical functions


    Examples: Find the maximum number, check if an email address is valid


    Data


    Facts about events


    Examples: The email address a user gave us, the dollar amount read from a bank’s API

  


  We apply this distinction throughout the development process. For instance, you might find functional programmers using these concepts in the following situations:


  1. Thinking about a problem


  Even before we begin coding, functional programmers try to break it down into actions, calculations and data. This will help us clarify the parts that need special attention (actions), what data we will need to capture, and what decisions we will need to make (calculations).


  2. Coding a solution


  While we’re coding, functional programmers will reflect the three categories in their code. For instance, data will be separated from calculations, which are separated from actions. Further, we will always ask whether an action couldn’t be rewritten as a calculation, or whether a calculation couldn’t be data.


  3. Reading code


  When we read code, we are always conscious of what goes in what category, especially actions. We know that actions are tricky because they depend on time, so we always look for hidden actions. In general, functional programmers will look for ways to refactor the code to better separate actions, calculations, and data.
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    Calculations are referentially transparent because a call to a calculation can be replaced by its result. For instance, + is a calculation. 2 + 3 always results in 5, so you could replace the code 2 + 3 with 5 and have an equivalent program. That means you can call 2 + 3 zero, one, or more times and get the same result.

  


  In this chapter, we’re going to look at all three categories. We will also look at how we can apply them in the three situations listed. Let’s get to it!


  
Actions, calculations, and data apply to any situation


  Let’s check out a situation that we encounter frequenty in our lives: going grocery shopping.


  If a nonfunctional programmer were to sketch out the process of shopping, it might look roughly like the following. On the left, we’ll categorize each of the steps into actions, calculations, and data (ACD).


  
    Actions depend on how many times or when they are run.
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  There must be something being left out. Let’s do a deeper look, this time for calculations and data.


  We can’t accept that everything is an action. Though we might rarely find only actions in extremely simple situations, this one isn’t so simple. We’ve got a good outline of the shopping process. Let’s go through each step and see if we can find what we’re missing.
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  Check fridge


  Checking the fridge is an action because when we check matters. The information about what food we have is data. We will call it a current inventory.
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  Drive to store


  Driving to the store is a complex activity. It’s definitely an action. However, there are some pieces of data in there; for instance, the location of the store and directions to get there. Because we’re not building a self-driving car, we’ll leave this step alone.


  Buy what you need


  Buying stuff is definitely an action, but you could break this down further. How do you know what you need? This depends on how you shop, but a simple way to do it is to make a list of everything you want but don’t already have.


  desired inventory – current inventory = shopping list


  In fact, this is using a piece of data we generated in the first step: the current inventory. We can break “buying what you need” into a few pieces:
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  Drive home


  We could break down driving home further, but that is beyond the scope of this exercise.


  Let’s rebuild our process with all of this new stuff in it.


  Let’s draw out a more complete diagram of the process. We will separate out the actions, calculations, and data into separate columns for clarity. We can also draw arrows to represent data being outputted by and inputted to actions and calculations.
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  We could definitely go deeper and start pulling these things even further apart into actions, calculations, and data. The more you pull things apart, the richer your model will be.


  For instance, we could pull “check fridge” apart even further and make actions to check the fridge and freezer separately. Each action would generate a separate piece of data, which we would have to combine. Or, “buy from list” could be composed out of “add to cart” and “check out” actions.


  Of course, we could make it as complex as we wanted to. What’s important for functional programmers is to be aware that actions can be complex miasmas of actions, calculations, and data. Don’t be satisfied until you’ve broken them apart.


  
Lessons from our shopping process


  1. We can apply the ACD perspective to any situation


  It may be difficult to see at first, but the more you do it, the better you’ll get at it.


  2. Actions can hide actions, calculations, and data


  What seems like a simple action might actually be made of multiple pieces from any of the categories. Part of functional programming is digging deeper to pull apart actions into smaller actions, calculations, and data, and also knowing when to stop pulling apart.


  3. Calculations can be composed of smaller calculations and data


  We didn’t see a great example of this, but data can hide in calculations as well. This is often benign, but sometimes it is advantageous to break things apart. Usually it takes the form of one calculation getting broken up into two, with data output from the first passing to the second as input.


  4. Data can only be composed of more data


  Luckily, data is just data. That is one of the reasons we seek out data so eagerly. If you’ve got data, you’ve got a lot of guarantees about how it will behave.


  5. Calculations often happen “in our heads”


  One reason we take calculations for granted, even if they are there, is that they often take the form of thought processes. For instance, we might figure out what to buy throughout the shopping trip. There was never a point where we sat down and made a list of what we wanted to buy. It all happened in our heads.


  However, once we realize this, it makes it easier to spot calculations. We can ask ourselves, “Do we need to make any decisions? Is there anything we can plan ahead?” Decisions and planning make good candidates for calculations.


  This shopping scenario was a good application of the ACD perspective to a problem before we’ve coded it. But what does it look like when we apply ACD to code we are writing? We are going to go further with a real coding problem. But first, a word about data.
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    What is data?


    Data is facts about events. It is a record of something that happened. Functional programmers tap into the rich tradition of record-keeping that started thousands of years ago.


    How do we implement data?


    Data is implemented in JavaScript using the built-in data types. These include numbers, strings, arrays, and objects, among others. Other languages have more sophisticated ways of implementing data. For instance, Haskell lets you define new data types that encode the important structure of your domain.


    How does data encode meaning?


    Data encodes meaning in structure. The structure of your data should mirror the structure of the problem domain you are implementing. For instance, if the order of a list of names is important, you should choose a data structure that maintains order.


    Immutability


    Functional programmers use two main disciplines for implementing immutable data:


    
      	
Copy-on-write. Make a copy of data before you modify it.


      	
Defensive copying. Make a copy of data you want to keep.

    


    We will learn about these disciplines in chapters 6 and 7.


    Examples


    
      	A list of foods to buy


      	Your first name


      	My phone number


      	A receipt for a meal

    


    What are the advantages of data?


    Data is useful mostly because of what it can’t do. Unlike actions and calculations, it cannot be run. It is inert. That is what lets it be so well understood.


    
      	
Serializable. Actions and calculations have trouble being serialized to be run on another machine without a lot of trouble. Data, however, has no problem being transmitted over a wire or stored to disk and read back later. Well-preserved data can last for thousands of years. Will your data last that long? I can’t say. But it sure will last longer than code for a function.


      	
Compare for equality. You can easily compare two pieces of data to see if they are equal. This is impossible for calculations and actions.


      	
Open for interpretation. Data can be interpreted in multiple ways. Server access logs can be mined to debug problems. But they can also be used to know where your traffic is coming from. Both use the same data, with different interpretations.

    


    Disadvantages


    Interpretation is a double-edged sword. Although it’s an advantage that data can be interpreted in different ways, it is a disadvantage that data must be interpreted to be useful. A calculation can run and be useful, even if we don’t understand it. But data needs a machine to interpret it. Data has no meaning without interpretation. It’s just bytes.


    
      Much of the skill of functional programming is about how to represent data so that it can be interpreted now and reinterpreted in the future.

    

  


  
    [image: Image] Brain break


    There’s more to go, but let’s take a break for questions


    Q: Is all data facts about events? What about facts about a person or another entity?


    A: That’s a really good question. Even information about a person enters the system at a certain time. For example, we might store the first and last name of a user in the database. That’s definitely data. But where did it come from? If we trace it back, we might find that it was received as part of a “create user” web request. The receipt of that web request is an event. The web request was processed and interpreted, and some parts of it were stored in the database. So yes, you can interpret the name as a fact about a person, but it originates as a specific event, the web request.


    data, mass noun.


    
      	facts about events


      	factual information used as a basis for reasoning, discussion, or calculation


      	information obtained from an input device that must be processed to be meaningful

    


    The “facts about events” definition is straight out of the dictionary. Of course, there are various definitions from different dictionaries. But this definition is the perfect one for functional programming because it highlights two points. First, it emphasizes the necessity of interpretation. Most data goes through many levels of interpretation in its lifetime, from bytes, to characters, to JSON, to user information.
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