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  preface


  In 2018, as a junior high school English teacher in the city of Kobe, Japan, I found myself at a crossroads. What I had originally intended to be a brief teaching stint in Japan had stretched into four years, and I was reaching the limit of my stay. I was in Japan on the Japan Exchange and Teaching (JET) Programme, a program sponsored by the Japanese government to bring recent university graduates to Japan to teach English for up to 5 years. As my tenure neared its end, I pondered my next step.


  Being fascinated with computers since childhood, I found the field of IT a natural choice. I was no computer wizard—I had no experience in programming or anything of the sort—but after some searching, I stumbled upon the Cisco Certified Network Associate (CCNA) certification. If the stories were to be believed, getting CCNA certified was the gateway to a promising career in IT with a decent salary and plenty of room for growth. After a bit of studying, I was hooked! Peering under the hood of networks like the internet—an ubiquitous part of the modern world—was (and still is) endlessly fascinating.


  Fast forward a year to 2019, and I was a network engineer at the world’s leading colocation data center and interconnection provider! I share my personal story here to emphasize that, with no formal education or previous experience on the topic, I was able to self-study, get certified, and make a 180-degree career change to enter the IT industry. And my story is no exception; I hear such stories from students all over the world on a daily basis.


  You will occasionally encounter naysayers who downplay the value of the CCNA these days. One common argument is that, with the rise of cloud services like Amazon Web Services (AWS) and Microsoft Azure, there is less demand for network engineers; students should pursue cloud providers’ certifications instead. I couldn’t disagree more; connecting the complex multicloud infrastructure used by many modern enterprises is no simple task, and we need network professionals more than ever. 


  Studying a particular cloud service provider’s solutions before learning the fundamentals of networking is simply putting the cart before the horse—a house built on sand. The same can be said of pursuing the field of cybersecurity before grasping basics like networking. Network fundamentals are foundational knowledge for any IT professional, and the CCNA exam tests and certifies not only that you understand the fundamentals, but also that you have the skills to apply them in real networks. In our increasingly interconnected world, such knowledge and skills are invaluable—my story, and countless others’ stories, prove that.


  This book—consisting of two volumes—is the culmination of insights gained from countless interactions with many thousands of students of my CCNA video course, refined and expanded to offer a comprehensive resource. For countless people—including myself—becoming CCNA certified has been truly life changing. There will be struggles and setbacks, but if you’re looking to make a change in your life and career, I can’t recommend the CCNA enough, and I hope that this book will inspire and empower you to pursue and achieve your CCNA certification.
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  about this book


  Acing the CCNA Exam was written with one goal in mind: to help you prepare for and successfully pass the CCNA exam. It begins from zero and assumes no previous knowledge, covering network fundamentals and every CCNA exam topic step by step. 


  Who should read this book


  As an exam study guide, this book is for anyone who wants to pass the CCNA exam and attain their CCNA certification. If that’s you (good choice, by the way), you’ve come to the right place! Even for those who already have their CCNA or are already working in the field, this book will be a useful resource for reference, covering key network protocols and how to configure them on Cisco routers and switches.


  How this book is organized


  The CCNA exam is quite wide in scope, and as a result, this book is divided into two volumes. This is volume 1, consisting of 24 chapters arranged across 6 parts:


  
    	
      Chapter 1, separate from the main 6 parts, serves as an introduction to the CCNA exam: what it is, why you should get CCNA certified, and advice about how to study for the exam.

    

  


  Part 1 lays the foundation of networking concepts, introducing how networks operate at a basic level, the devices that form a network, and the protocols that govern communication:


  
    	
      Chapter 2 introduces some of the different types of devices, such as routers and switches, that make up networks, and the roles of each.

    


    	
      Chapter 3 covers the different cables, connectors, and ports that are used to physically connect devices to form a network.

    


    	
      Chapter 4 covers the TCP/IP model, a network “blueprint” that conceptualizes the various functions involved in network communications.

    


    	
      Chapter 5 introduces the command-line interface (CLI) of Cisco routers and switches—the text-based interface that we will use to interact with and configure them throughout this book.

    


    	
      Chapter 6 focuses on the role of Ethernet switches in facilitating communications within a local area network (LAN).

    


    	
      Chapter 7 covers Internet Protocol version 4 (IPv4) addresses; these are how computers identify each other on a network.

    


    	
      Chapter 8 focuses on the interfaces that connect Cisco routers and switches and how to configure them.

    

  


  Part 2 delves into how data navigates through complex networks, focusing on routing principles, the end-to-end journey of a data packet, and segmenting a network with subnetting:


  
    	
      Chapter 9 covers the fundamentals of routing—the process by which routers forward packets to destinations in remote networks.

    


    	
      Chapter 10 is a deep dive into the various processes involved in delivering a message from one host to another, reviewing the key concepts covered up to this point.

    


    	
      Chapter 11 introduces subnetting, which is the process of dividing a larger IP network into multiple smaller networks.

    

  


  Part 3 focuses on technologies and protocols used by switches to facilitate their role in forwarding frames in an efficient, reliable, and secure manner:


  
    	
      Chapter 12 covers virtual LANs (VLANs), which are used to segment a LAN for improved efficiency and security.

    


    	
      Chapter 13 explains Dynamic Trunking Protocol (DTP) and VLAN Trunking Protocol (VTP), which play key roles in the configuration and management of VLANs.

    


    	
      Chapter 14 introduces Spanning Tree Protocol (STP), a protocol that ensures a loop-free topology in Ethernet LANs.

    


    	
      Chapter 15 delves into Rapid Spanning Tree Protocol (RSTP), an evolution of STP that provides faster convergence.

    


    	
      Chapter 16 discusses EtherChannel, a technology that combines multiple physical links into a single logical unit to increase bandwidth while providing redundancy.

    

  


  Part 4 covers key protocols used by routers—dynamic routing protocols to enable automatic and adaptive packet forwarding, and first-hop redundancy protocols to provide a reliable gateway for hosts in a LAN:


  
    	
      Chapter 17 introduces dynamic routing, focusing on the various protocols that enable routers to communicate with each other and dynamically build their routing tables.

    


    	
      Chapter 18 focuses on Open Shortest Path First (OSPF), the most common dynamic routing protocol used by routers within an organization.

    


    	
      Chapter 19 explains first hop redundancy protocols (FHRPs), which provide continuous network availability by allowing routers to coordinate and provide a redundant default gateway.

    

  


  Part 5 introduces the next generation of the Internet Protocol, IPv6, designed to overcome the limitations of IPv4 and support the internet of the future:


  
    	
      Chapter 20 covers IPv6 addressing, detailing the structure and various types of IPv6 addresses.

    


    	
      Chapter 21 delves into familiar routing concepts from an IPv6 perspective, focusing on configuring IPv6 static routes.

    

  


  Part 6 explores the role of the Layer 4 protocols TCP and UDP, as well as how to use IP access controls lists (ACLs) for filtering and securing network traffic:


  
    	
      Chapter 22 discusses Transmission Control Protocol (TCP) and User Datagram Protocol (UDP), the core protocols of the Transport Layer.

    


    	
      Chapter 23 introduces standard ACLs, which identify and filter packets based on their source IP address.

    


    	
      Chapter 24 covers extended ACLs, which provide more granular traffic filtering based on IP addresses, port numbers, and protocol types.

    

  


  Additionally, there are four appendixes, each of which should prove helpful in your exam preparation:


  
    	
      Appendix A is a reference table that lists the CCNA exam topics and which chapters of each volume cover each topic.

    


    	
      Appendix B is a reference table that lists the Cisco IOS CLI commands covered in each chapter of this volume, with a brief description of each.

    


    	
      Appendix C consists of several quiz questions for each chapter of this volume. I recommend using these questions to test your understanding after studying each chapter, and then doing the same for review as necessary.

    


    	
      Appendix D lists the correct answers to the chapter quiz questions in appendix C and gives a brief explanation for each answer.

    

  


  If you are just beginning your CCNA studies, I highly recommend starting from volume 1 (this volume) and reading the chapters in order; each chapter builds upon the previous ones, assuming familiarity with all preceding material. However, if you are using this book as a secondary resource (having already completed another course of study, such as my video series), feel free to treat the book more as a reference guide. In this case, you can directly consult chapters that address specific areas you want to focus on. Appendix A will be particularly useful for this targeted study, as it lists which chapters in which volume address each CCNA exam topic.


  About Cisco CLI commands and output formatting


  This book contains many examples of Cisco command-line interface (CLI) commands and output in examples and in line with normal text. These examples are formatted in a fixed-width font like this to separate it from ordinary text, using the syntax conventions shown in the following table. Code annotations accompany many of the code examples and highlight important concepts. Where necessary, the code has been reformatted to accommodate the available page space, and where code wraps, we've used line-continuation markers (➥).


  Table 1 CLI syntax conventions


  
    
      
      
    

    
      
        	
          Convention

        

        	
          Description

        
      

    

    
      
        	
          Standard text

        

        	
          Command prompts and CLI output not typed by the user.

        
      


      
        	
          Bold text

        

        	
          Commands and keywords as typed by the user.

        
      


      
        	
          Italic text

        

        	
          Arguments in a command for which you supply values.

        
      


      
        	
          [x]

        

        	
          Square brackets indicate optional elements, such as optional keywords.

        
      


      
        	
          . . .

        

        	
          An ellipsis indicates that output has been abbreviated/omitted.

        
      


      
        	
          |

        

        	
          Pipes (vertical bars) are used to separate mutually exclusive elements, as shown in the following two conventions (square brackets and curly braces).

        
      


      
        	
          [x | y]

        

        	
          Optional alternative elements are enclosed in square brackets and separated by pipes.

        
      


      
        	
          {x | y}

        

        	
          Mandatory alternative elements are enclosed in curly braces and separated by pipes.

        
      

    
  


  Each command in this book will be explained as it is introduced, but you can refer to this table as needed for clarification. The following examples demonstrate some of these different syntax conventions:


  
    	
      show ip interface [interface]


      
        	
          You must type show ip interface and then optionally provide a value for the interface argument.

        

      

    


    	
      vtp version {1 | 2 | 3}


      
        	
          You must type vtp mode and then the keyword 1, 2, or 3.

        

      

    


    	
      switchport trunk allowed vlan [add | remove | except] vlans


      
        	
          You must type switchport trunk allowed vlan, optionally specify one of the listed keywords, and then specify a value for the vlans argument.

        

      

    


    	
      R1(config-if)# interface g0/1


      
        	
          The command prompt R1(config-if)# was displayed, and the user typed the command interface g0/1.

        

      

    

  


  liveBook discussion forum


  Purchase of Acing the CCNA Exam includes free access to liveBook, Manning’s online reading platform. Using liveBook’s exclusive discussion features, you can attach comments to the book globally or to specific sections or paragraphs. It’s a snap to make notes for yourself, ask and answer technical questions, and receive help from the author and other users. To access the forum, go to https://livebook.manning.com/book/acing-the-ccna-exam-fundamentals-and-protocols/discussion. You can also learn more about Manning’s forums and the rules of conduct at https://livebook.manning.com/discussion.


  Manning’s commitment to our readers is to provide a venue where a meaningful dialogue between individual readers and between readers and the author can take place. It is not a commitment to any specific amount of participation on the part of the author, whose contribution to the forum remains voluntary (and unpaid). We suggest you try asking him some challenging questions lest his interest stray! The forum and the archives of previous discussions will be accessible from the publisher’s website as long as the book is in print.


  Other online resources


  There is no shortage of helpful resources for CCNA students online. I have collected some of my recommended resources (video courses, practice exams, etc.) on my website at https://www.jeremysitlab.com/ccna-resources.


  Another page that every CCNA candidate should have bookmarked is the official exam topics list at https://learningnetwork.cisco.com/s/ccna-exam-topics. This is where you can find what Cisco expects you to know to pass the CCNA exam. 


  Finally, I recommend bookmarking Cisco Certification Roadmaps at https://learningnetwork.cisco.com/s/cisco-certification-roadmaps. This page will give you information about Cisco’s yearly certification review process. If there are any scheduled changes coming to the CCNA exam, they will be listed on this page well in advance.
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  Jeremy McDowell is a senior network engineer from Canada, living and working in Japan for over 10 years. After graduating with a bachelor of music degree from the University of Toronto, he taught English in Japan for five years before entering the networking industry in 2019.


  Combining his knowledge of networking with his teaching skills, Jeremy has helped thousands of students study for and pass the CCNA exam through his YouTube channel Jeremy’s IT Lab, which currently has over 340,000 subscribers.


  about the cover illustration


  The figure on the cover of Acing the CCNA Exam, titled “Maître d’école,” or “Teacher,” is taken from a book by Louis Curmer published in 1841. Each illustration is finely drawn and colored by hand.


  In those days, it was easy to identify where people lived and what their trade or station in life was just by their dress. Manning celebrates the inventiveness and initiative of the computer business with book covers based on the rich diversity of regional culture centuries ago, brought back to life by pictures from collections such as this one.


  1 Introduction to the CCNA


  This chapter covers


  
    	What is the CCNA?


    	Why study for the CCNA?


    	How to study for the CCNA

  


  In this chapter, we will take a look at the CCNA exam itself, why it’s valuable, and how you should go about studying for it. If you are interested enough in the CCNA to buy a book about it, chances are you already have a basic idea about what the CCNA is. You also certainly have your own reasons for wanting to study for the CCNA. However, I hope this chapter helps clarify some doubts you may have and encourages you to continue down the path to achieving the CCNA certification. 


  1.1 What is the CCNA?


  The Cisco Certified Network Associate (CCNA) is an entry-level networking certification by Cisco Systems, and it is also the name of the exam you have to pass to become CCNA certified. The CCNA exam tests a candidate on various aspects of networking, such as IP addressing, wired and wireless network connections, routing and switching packets across a network, network services, security fundamentals, network automation, and many more. The various topics of the CCNA exam are organized into six logical domains. 


  1.1.1 The six domains of the CCNA exam


  The six domains tested on the CCNA exam and their relative weightings are as follows:


  
    	
      1.0 Network Fundamentals—20%

    


    	
      2.0 Network Access—20%

    


    	
      3.0 IP Connectivity—25%

    


    	
      4.0 IP Services—10%

    


    	
      5.0 Security Fundamentals—15%

    


    	
      6.0 Automation and Programmability—10%

    

  


  Within each of the domains, there are various topics and subtopics. If you are planning to take the CCNA exam, it is a good idea to know exactly what Cisco expects of you. Fortunately, Cisco has you covered; you can view the CCNA exam topics list on the Cisco Learning Network at http://mng.bz/AdVx.


  Looking at the list of exam topics at the start of your studies might be a bit intimidating. If you are like I was when I started studying for the CCNA in 2018, you might have heard of an IP address before, but everything else on that list seems like a foreign language. Rest assured that if you follow volumes 1 and 2 of this book from start to end and take your time to understand the concepts, you will be fluent in the language of networking. You won’t be an expert, but you will have the foundational knowledge and skills necessary to take on the CCNA exam and enter the world of network professionals.


  I have heard the CCNA described as “a mile wide and an inch deep.” Objectively speaking, that statement is true. The CCNA covers a wide variety of topics related to the field of networking, and as an entry-level certification, it does not dig deep into many nitty-gritty details, especially compared to Cisco’s higher-level certifications like Cisco Certified Network Professional (CCNP) and Cisco Certified Internetwork Expert (CCIE). However, do not let this statement make you underestimate the CCNA or think it is trivial. It is often more difficult to wrap your head around a topic for the first time than it is to dig deeper once you already have a grasp of the fundamentals, and the CCNA certainly includes plenty of new topics for an aspiring engineer to understand. The CCNA is also much more comprehensive and challenging than comparable entry-level networking certifications like CompTIA’s Network+.


  Although the CCNA is a vendor-specific certification (as opposed to a vendor-neutral certification like Network+), it is the de facto industry standard entry-level certification in the networking industry. In addition to testing your skills at configuring and troubleshooting Cisco routers and switches, the CCNA tests your knowledge of the fundamentals of networking. Modern networks use a variety of standard protocols that apply regardless of which vendor’s device is running them. IP (Internet Protocol) is IP; it does not matter whether it is being used by a Cisco router, an Apple iPhone, or a Windows PC. The CCNA requires a combination of theoretical knowledge of standard protocols, as well as practical application on Cisco devices. That makes it one of the most respected and desired entry-level certifications not just for network professionals but also for IT professionals in general.


  1.1.2 Format of the CCNA Exam


  The CCNA is a 120-minute exam covering the six exam topic domains previously listed. The majority of the questions are multiple choice, but you can expect questions of various formats, such as


  
    	
      Multiple choice, single answer—The question won’t state “select one,” but you’ll only be able to select one option at a time.

    


    	
      Multiple choice, multiple answers—The question will clearly indicate how many options to select: “select two,” “select three,” etc.

    


    	
      Drag and drop—In these questions, you are required to move items or options from one part of the screen to another to correctly answer the question. This can involve matching terms with definitions, sequencing steps in a process, etc.

    


    	
      Lab simulations—In these questions, you will log in to and configure Cisco routers and switches in a simulated network.

    

  


  Cisco has a short video summarizing each of the four question types. I recommend taking a look to familiarize yourself with the question types and the exam interface: http://mng.bz/ZEpA.


  When taking the CCNA exam, questions are randomly selected from a large pool, so no two test-takers will have the exact same experience. This applies to both the types and order of questions, as well as their distribution across the six exam domains. Although the exam topics list is divided into six sections, the exam itself is not. You will receive a set number of questions and have 120 minutes to answer them, managing your time as needed. And here’s an important point: after you answer or skip a question, you can’t go back! Don’t make the mistake of skipping a difficult question with the intention of answering it later—this is not possible.


  Exam tip Effective time management is crucial for success on the CCNA exam. Some questions, particularly lab simulations, demand more time than others, so it’s important to allocate sufficient time for these questions. The challenge lies in not knowing the exact number of lab simulation questions or their placement within the exam. For example, if you only have 1 minute left and the final question is a lab simulation, it’s unlikely you’ll be able to finish the question, resulting in lost points. My recommendation is to answer the more straightforward questions confidently and move on—avoid spending excessive time second-guessing yourself. If you don’t know the answer, select one and move on—there is no penalty for guessing.


  Cisco keeps the exact contents of the exam and the grading scheme tightly protected, but the general consensus is that the lab simulations are more heavily weighted than the other question types. There’s a study tip: when studying for the CCNA, never skip the lab exercises! Whether the lab simulations on the exam are more heavily weighted or not, hands-on practice is still essential for studying.


  
    Exam scenarios


    Throughout the book, you will find several exam scenarios that present questions similar to what you might find on the CCNA exam. Note that these aren’t actual CCNA exam questions. The contents of Cisco’s exams are protected by a nondisclosure agreement (NDA) that you must accept before taking each exam. Violating the NDA will result in Cisco banning you from their certification program. This includes accessing leaked exam questions to prepare for an exam; don’t do it!

  


  1.1.3 Scheduling and taking the exam


  The CCNA exam, administered by Cisco’s testing partner Pearson VUE, can be taken either at an authorized test center or online. To schedule the exam, visit CertMetrics (https://cp.certmetrics.com/cisco/en/login). If you don’t have a Cisco account yet, you’ll have to make one; just click Sign Up, and make an account. 


  Once logged in to CertMetrics, click Schedule Now to proceed to the Pearson VUE website, where you can find the CCNA exam under Proctored Exams. Here, you can choose between taking the exam at a test center or online.


  Some prefer to schedule the exam at the start of their studies and build a study plan based on that date. However, if this is your first time taking a certification exam, I advise against this, as the time required for preparation can vary depending on factors like your work and educational background and the amount of time you can dedicate to studying.


  Note The CCNA is not held on specific dates; you are free to schedule and take the exam at any time throughout the year. Online exams are available 24/7 (depending on the availability of proctors), but in-person exams depend on the test center’s availability.


  Both test center and online exams are proctored to ensure exam integrity. At a test center, staff will be present to monitor you. If you take the exam online, a proctor will confirm that you have a suitable testing environment before the exam (possibly asking you to remove objects around your desk or walls) and monitor you via webcam and microphone during the exam. For details about online testing, check out Cisco’s page here: http://mng.bz/RZvv. If you can’t secure a quiet, private location for at least 2 hours, I recommend taking the exam at a test center—any unexpected disturbances (such as another person entering the room) could result in your exam being canceled.


  1.2 Why get CCNA-certified?


  Every day, thousands of people worldwide decide to begin their journey to becoming CCNA-certified. There is a good reason for that: although these days there are many competitive players in the field of networking, Cisco is still the industry leader by far. Enterprises all over the world, large and small, use Cisco devices in their networks, so it makes sense that those enterprises would want to hire people competent with Cisco devices. A job search on LinkedIn for “CCNA” gives many tens of thousands of results in the United States alone, and that number multiplies to hundreds of thousands worldwide. 


  Whether you are already in the field of IT and looking to move up the ladder to a new position or are new to the field and looking for your first job in IT, the CCNA can give you a major career advantage. A CCNA-certified person should be ready to take on job roles like network technician, network support engineer, network/systems administrator, junior network engineer, and many more. Aside from the immense value of the information you learn and the skills you acquire, simply having the CCNA on your resume is a big help in getting past the so-called HR filter and actually getting the interview. Getting a job in IT without any experience can be difficult, but being CCNA-certified will greatly improve your odds.


  Although the CCNA is a networking-focused certification, it is valuable not only for those aiming for networking-specific roles. Networking is one of the foundational skills of IT, so your CCNA studies will serve you well regardless of your path. CCNA-certified professionals often move on to careers in cybersecurity, cloud, systems engineering, and other areas of IT.


  Whatever your reasons are for wanting to become CCNA-certified, I promise you that you won’t regret it. IT is competitive, with many eager individuals all over the world looking to join the field. The CCNA will help you differentiate yourself and stand out from the crowd.


  1.3 The structure of this book


  The official CCNA exam topics list divides the topics into six logical domains. However, for a student beginning their CCNA studies, studying the topics in order from top to bottom is not ideal. Each CCNA instructor (myself included) structures their book or course differently, but no course (that I am aware of) follows the order of the exam topics list. At a very high level, the two volumes of this book cover the exam domains in the following order:


  
    	
      1.0 Network Fundamentals and 3.0 IP Connectivity

    


    	
      2.0 Network Access

    


    	
      3.0 IP Connectivity (again)

    


    	
      4.0 IP Services

    


    	
      5.0 Security Fundamentals

    


    	
      6.0 Automation and Programmability

    

  


  However, you will find elements of multiple domains throughout all parts of both volumes of the book. If you are just beginning your CCNA studies, I recommend studying this book in the order I have written it; each chapter assumes you have already studied the previous chapters, so jumping around is likely to result in confusion. However, appendix A includes a chart that you can use to cross-reference the CCNA exam topics and the chapters in volumes 1 and 2 of this book. The chart should prove useful when reviewing specific exam topics before the exam.


  Figure 1.1 depicts a sample network and highlights some of the various devices and protocols that make the network work. This is only a small selection of the topics we’ll delve into in this book. If you’re a newcomer to networking, you might have only heard of a few of the highlighted technologies (and probably aren’t sure how they actually work). However, at the end of both volumes of this book, you’ll be able to explain all of these technologies and more.


  
    [image: ]


    Figure 1.1 A local area network (LAN) connected to the internet (as represented by the cloud icon). Various devices (routers, switches, etc.) and protocols (DHCP, DNS, etc.) are highlighted. We will cover all of these technologies and more in this book’s two volumes.

  


  1.4 How to study for the CCNA


  The CCNA is a demanding exam that requires an understanding of various complex concepts, how they relate to each other, how to practically apply them in a network, and how to troubleshoot them when things go wrong. An optimal CCNA study plan should therefore take advantage of multiple resources such as a book, a video course, and practical lab exercises. Let’s examine each of these resource types and their role in effectively preparing for the CCNA exam.


  1.4.1 Using a book


  For many CCNA candidates, a book is where they start their CCNA studies, and for good reason. The written word is a powerful medium for conveying technical information. I want to emphasize that studying from a book differs from simply reading from a book. While you study from a book, stop occasionally to think about what you’ve just read. Take notes. Try to explain the concepts you are learning. Be an active learner, and you’ll be able to get the most out of this book and others. You don’t get more out of a book by simply reading through it multiple times. You get more out of a book by being an active learner rather than a passive learner.


  1.4.2 Using a video course


  A video course allows you to cover the same material studied in a book from a different angle. It’s common to hear that videos are good for developing a general understanding of a particular topic, and books are good for digging into the details. The extent to which that is true depends on which book and which video course you are using, but I would generally agree. While you don’t have to use both a book and a video course, my own experience and the experiences of many others suggest that it is beneficial. Use this book in combination with a video course of your choice, and you’ll be able to take advantage of the strengths of both mediums.


  1.4.3 Lab exercises


  Lab exercises (labs) are an essential part of any CCNA study plan. Labbing, a common bit of IT jargon, is a term that means getting hands-on practice with the technology you’re studying. Because this book is about the CCNA, in this context, labbing means practicing configuring Cisco routers and switches. Although there is a lot of theoretical information covered in the CCNA, it’s all for the purpose of being able to apply your skills in a real network, so labbing is an essential part of studying for the CCNA.


  There are a few options available for CCNA lab practice: physical hardware, network emulators, and network simulators. Let’s take a look at each option and why I recommend using a network simulator (Cisco Packet Tracer) for the CCNA.


  The first option is to use physical hardware—real Cisco routers and switches. While this may seem like the ideal approach, it is not the one I recommend for your CCNA studies. It certainly is valuable practice for an aspiring network engineer to connect and configure real physical network devices, but in terms of cost and convenience, this approach is not the best. To buy all of the necessary hardware would be cost prohibitive for most—likely many thousands of dollars. Second-hand hardware can be more affordable (you could probably assemble a viable home lab for under $1,000), but it is still too expensive for many. Second-hand devices also often run old software versions, which may not accurately represent the behavior of more recent devices.


  Another option is to use a network emulation platform such as Cisco Modeling Labs (CML). CML uses virtualization technology to run virtual routers and switches, enabling you to build and run virtual networks on a personal computer or server. These virtual devices run real Cisco IOS (Internetworking Operating System, not to be confused with Apple iOS, which runs on iPhones) and allow you to configure nearly anything you would be able to on a physical Cisco router or switch. Although I would recommend this approach over physical hardware, I still do not think it is ideal. While cheaper than hardware, CML still costs around $200 per year. Additionally, running these virtual labs can require a lot of CPU and RAM resources, so unless you already have a powerful computer, you might have trouble running networks with more than a few virtual devices.


  These reasons are why I think Cisco Packet Tracer is the best option for CCNA lab practice. Whereas CML is a network emulator that uses virtual machines to run real Cisco IOS, Packet Tracer is a network simulator. It is software that simulates the function of Cisco network devices but does not actually run real Cisco IOS. This makes Packet Tracer very lightweight—you do not need a powerful computer to run even very large simulated networks. Best of all, it’s free. I’m all for investing money in your studies when necessary (I’m certainly glad you invested in this book!), but when a tool like Packet Tracer is available for free, it’s hard to argue against it. Figure 1.2 shows a screenshot of a lab in Packet Tracer.
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    Figure 1.2 A lab in Cisco Packet Tracer. On the left is the network diagram with the lab’s instructions below it, and on the right is the CLI of one of the devices in the network.

  


  Note Go to http://mng.bz/2Kra to download Packet Tracer for free (click Sign Up if you don’t have a Cisco account). That page also includes links to free courses from Cisco that guide you through how to download, install, and use Packet Tracer.


  Although I recommend Packet Tracer, there are certainly downsides to it. Because it doesn’t run actual Cisco IOS but rather a simulated version of it, there are plenty of features and configuration commands that Packet Tracer doesn’t support. Packet Tracer only supports what its developers have programmed into it. That means that there will be some instances where a configuration command I show in this book cannot be used in Packet Tracer. However, Packet Tracer was developed as a tool for CCNA labs, so the vast majority of what we will cover in this book is supported. For studies beyond the CCNA, however, you should look into one of the other two options.


  Most CCNA courses include lab exercises with them; they are essential practice. My video course includes lab exercises that will help solidify the concepts you’ve studied and build your networking skills. You can access it for free on YouTube at http://mng.bz/1G9q.


  1.4.4 Using multiple resources together


  So you’ve got this book, you’ve decided on a video course, and you’ve installed Cisco Packet Tracer on your computer for labs. Now what? While there is no single correct answer for how to approach your studies, the following are a couple of ideas.


  One option is to focus exclusively on this book at first. Read a chapter, take notes, try to explain the concepts in your own words, and try out the configurations in Packet Tracer. Then, progress to the next chapter, and repeat the process until you have completed both volumes of this book. After that process, you may very well be ready to take on the CCNA exam, but there’s also a chance that there will be some gaps in your understanding of the concepts. To fill in those gaps, you can then follow the same process with a video course of your choice.


  A second option is to use multiple resources at the same time. Study a chapter from this book, and then study the equivalent section of the video course. Do the labs provided in the course, move on to the next chapter of the book, and then repeat the process.


  As I mentioned previously, there is no single correct answer. You might have to experiment to find the approach that works best for you. I will emphasize one point, though: don’t forget to do labs! Networking is a skill, and no skill can be developed only by reading a book. You have to get your hands dirty and apply what you’ve learned.


  Summary


  
    	
      The CCNA is an exam and certification by Cisco Systems. It is the de facto industry standard entry-level networking certification.

    


    	
      The CCNA exam topics are divided into six domains: network fundamentals, network access, IP connectivity, IP services, security fundamentals, and automation and programmability. Each domain contains various topics and subtopics.

    


    	
      The CCNA exam is 120 minutes in length and consists of a variety of question types: multiple choice, single answer; multiple choice, multiple answers; drag and drop; and lab simulations.

    


    	
      Exam questions are randomly drawn from a large pool. Question types, order, and distribution across the exam domains are random, so each test-taker will have a different experience.

    


    	
      After answering or skipping a question, you can’t go back. Don’t skip a question with the intention of answering it later—this is not possible.

    


    	
      Don’t be afraid to guess if you don’t know the answer to a question on the exam. There is no penalty for incorrect answers.

    


    	
      The CCNA exam is administered by Pearson VUE and can be taken at an authorized test center or online.

    


    	
      Enterprises of all sizes use Cisco devices and seek CCNA-certified engineers. The knowledge and skills gained in the CCNA apply to all areas of IT—not just networking.

    


    	
      Study resources (including this book) do not teach the CCNA exam topics in order, from top to bottom. Rather, each instructor teaches the topics in the order they believe to be best. Use the appendix at the back of this book to cross-reference the CCNA exam topics if necessary.

    


    	
      Multiple study resources (book, video, labs) should be used together to solidify what you learn.

    


    	
      Labs can be done with physical hardware, an emulator (such as Cisco Modeling Labs), or a simulator (Cisco Packet Tracer).

    


    	
      Cisco Packet Tracer is the best option for CCNA labs because it is free, easy to set up, and supports most of what is needed for the CCNA.

    


    	
      Do your lab exercises!

    

  


  Part 1. Network fundamentals


  Welcome to the first leg of your journey into the intricate world of computer networking. In this first part of the book, we will set the stage for your understanding of how networks like the internet work, forming a foundation we will build upon throughout the rest of this book. When learning any new subject, the fundamentals are key, and networking is no exception. We’ll start in chapter 2 by examining the various kinds of devices that form networks: routers, switches, and firewalls—the devices that form the underlying network infrastructure—as well as the clients and servers that communicate over that infrastructure.


  In chapter 3, we’ll see how we can connect those devices with copper and fiber-optic Ethernet cables. Chapter 4 takes a theoretical approach, covering the TCP/IP networking model; this is the blueprint of the internet and most modern networks, providing a theoretical framework for understanding how different network protocols function and interact. Chapter 5, on the other hand, is very hands-on; we will connect to the command-line interface (CLI) of a Cisco router and navigate through its basic command hierarchy. If you’re new to CLIs, you’ll feel like you’ve hacked into the matrix! The CLI can seem like a maze at first, but with a bit of hands-on practice, it will soon feel like a second home.


  In chapter 6, we will begin delving into how networks actually enable devices to communicate with each other, focusing on how switches facilitate communication within a local area network (LAN). Then, chapter 7 addresses one of the most important topics in all of computer networking: Internet Protocol (IP) addresses. Just as a house needs an address to communicate via physical mail, a computer needs an IP address to communicate via digital messages over a network. Finally, chapter 8 focuses on Cisco router and switch interfaces, which are used to connect these network infrastructure devices.


  2 Network devices


  This chapter covers


  
    	The definition of a network


    	Types of network devices, including clients, servers, switches, routers, and firewalls

  


  This chapter is a high-level introduction to networks and some of the different types of devices that compose them. After looking at what a network is, we will examine clients, servers, switches, routers, and firewalls. We will look at the basic roles of each of these types of devices in a network, but we won’t get into any details about how they actually perform these roles—we’ve got the rest of the book to do that! By the end of this chapter, you will be able to identify each of the network devices in figure 2.1 and briefly explain their respective roles.
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    Figure 2.1 An enterprise network connecting multiple offices over the internet

  


  Each office in figure 2.1 is a local area network (LAN), a group of interconnected devices in a limited area such as an office. Within each office in the diagram, you can find the kinds of network devices we will look at in this chapter: clients, servers, switches, routers, and firewalls. The connection between offices is called a wide area network (WAN)—a network that extends over a large geographical area (such as between cities). In volume 2 of this book, we will cover several WAN connection types. The internet, as represented by the cloud icon in figure 2.1, is just one of the options for connecting remote locations.


  2.1 What is a network?


  What is a network? As a general term, network can refer to many different things. A system of railways connecting towns and cities is a network. The veins and arteries in our bodies can be called a network. A group of people, such as business associates, can also be called a network. What do these all have in common? They are all about connecting people or things. In this book’s two volumes, we are looking at a specific kind of network: a computer network—a network that connects computers. A computer connected to a network can be many different things, including


  
    	
      A personal computer connected to the internet via a home network

    


    	
      A television that connects to the internet to stream Netflix

    


    	
      An iPhone connected to the internet via wireless 5G

    


    	
      A YouTube server that streams videos to devices all over the world

    


    	
      An enterprise’s servers that store private files and data

    


    	
      A security camera that saves footage to a server

    

  


  We can define a computer network as a telecommunications network that allows nodes to share resources. That definition is certainly short and sweet, but you might be left with a couple of questions, like “What is a node?” and “What is a resource?”


  A node is any device that connects to a network. It includes the previously listed examples, like a personal computer or an iPhone, as well as the network infrastructure that connects the devices—the routers, switches, firewalls, and various other types of devices that make up the network.


  A resource is anything that can be accessed or used over the network. For example, if you use a web browser such as Google Chrome to access manning.com, the webpage that appears on your screen is a resource shared over the network. It is a file located on a server somewhere on the internet, and that server shares the webpage with the device you use to access the website. However, resources aren’t just files. There are countless examples, but here are a few: 


  
    	
      A printer that is connected to the network and shared by users in an office

    


    	
      An online game server that supports multiplayer gaming

    


    	
      Cloud-based software like Gmail and Microsoft 365

    

  


  2.2 Types of network devices


  The previous discussion of nodes and resources leads us to this section. Let’s look at the types of nodes that share resources over a network, as well as the types of nodes that comprise the network infrastructure that facilitates the sharing of resources. 


  2.2.1 Clients and servers


  First, we will look at the nodes that share resources over a network: clients and servers. We cannot understand one without understanding the other because they are defined by their relationship with each other: a client is a device that accesses a service provided by a server, and a server is a device that provides services for clients. Figure 2.2 shows the icons for clients and servers that we will be using throughout this book.
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    Figure 2.2 Icons representing a desktop computer and a file server. Icons like these are commonly used in network diagrams to represent clients and servers.

  


  It’s important to note that clients and servers aren’t specific types of physical devices. Rather, they are roles that can be assumed by a variety of devices. If a device provides a service, such as hosting a webpage, that device is functioning as a server. If a device accesses a service, such as retrieving a webpage from a server, that device is functioning as a client.


  Note The term server is also used to refer to a kind of device—a very powerful computer designed to be able to provide services to many clients, such as a YouTube server streaming video to thousands of clients over the internet. However, almost any kind of device can function as a server, so it’s better to think of a server as a role, not a specific kind of device.


  Let’s list a few examples of client–server pairs:


  
    	
      Client—A network-enabled TV that streams a movie on Netflix

    


    	
      Server—A Netflix server that hosts the movie and sends it over the network

    


    	
      Client—An iPhone scrolling through X (formerly Twitter)

    


    	
      Server—X servers that host the tweets and send them to the iPhone

    


    	
      Client—A PC accessing an Excel spreadsheet located on an enterprise’s server

    


    	
      Server—An enterprise’s server containing spreadsheets and other internal files

    

  


  Almost any node can be both a server and a client, depending on the context. For example, in a home network, it’s possible to share files among devices. You can transfer a movie file from one PC to another PC in the network. In that case, the PC where the movie file is located is a server, and the PC accessing the file is a client. If the file was shared in the opposite direction, the server and client roles would be reversed. And both PCs would be clients when they are accessing websites over the internet. Figure 2.3 shows a client–server relationship between two PCs.
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    Figure 2.3 Two desktop PCs sharing a file. The PC on the left is functioning as a client, and the PC on the right is functioning as a server.

  


  Note Both devices in figure 2.3 use the client icon to emphasize that they are both PCs—the same kind of device—but their roles are different in this exchange.


  Sometimes a network is as simple as two devices directly connected to each other. However, this type of connection is rare. To expand the network and allow more devices to communicate with each other, we need some specific types of devices to act as the network infrastructure and facilitate that communication.


  Client and server nodes are often called endpoints or end hosts. These are general terms for devices that communicate over a network, as opposed to the network infrastructure devices that connect the end hosts.


  2.2.2 Switches


  Let’s build out the network further by connecting our end hosts to a switch, as in figure 2.4.
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    Figure 2.4 Three end hosts connected to a switch

  


  Devices connected to a switch are able to communicate with each other via the switch. Note that they do not typically communicate with the switch itself—the switch only serves as infrastructure over which communication can occur.


  The role of a switch is to connect devices within a LAN. For example, all of the PCs, security cameras, printers, servers, and other devices in an office are probably connected to one or more switches. For this reason, it’s common for switches to have many ports for end hosts to connect to—usually from 24 to 48 per switch.


  Note A port is a physical connector on a device. Devices are physically connected by connecting one end of a cable to each of two devices. A port serves as the interface between one device and the other devices in the network. For that reason, the terms port and interface are often used interchangeably.


  Switches use a variety of technologies to facilitate communications between the devices connected to them. In chapter 6, we will begin to learn exactly how switches do this. For now, it’s sufficient to know their basic purpose. Note that the role of a switch is not to provide connectivity between LANs or to external networks. For example, you would not connect a switch directly to the internet. For that, we need another type of device.


  2.2.3 Routers


  So far, we’ve connected end hosts to a switch to allow them to communicate with each other. Switches provide connectivity among devices within a LAN, but chances are we want our end hosts to be able to communicate with external networks, too. For example, for end hosts to communicate over the internet, we need a device that provides connectivity between LANs and the internet. That type of device is called a router. Figure 2.5 shows how routers are used to connect LANs to external networks, such as the internet.
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    Figure 2.5 Two LANs connected to the internet via a router at the edge of each LAN

  


  Note A cloud icon is used in a network diagram to represent parts of a network that are unknown or unimportant to the diagram. For example, a cloud is often used to represent the internet. For the purpose of figure 2.5, we just need to know that the two LANs are connected to the internet. We do not need any details about what the internet (a very large and complicated network) actually looks like.


  Routers are not used to connect many end hosts within a LAN. Instead, they are placed at the edge of a LAN and used to enable communications between LANs and external networks, such as the internet.


  Like switches, routers use a variety of technologies to play their role in the network—facilitating communications between LANs. We will begin to look at how routers work in chapter 7, which covers IP addresses.


  
    Wireless routers


    You might be wondering, “If that’s a router, what is the wireless router that connects my home network to the internet?” A wireless router (also known as a Wi-Fi router or home router) is not just a router; it’s a multifunctional network device that combines the roles of multiple different network devices.


    These devices typically fill the roles of a router, switch, wireless access point (to provide Wi-Fi connectivity), and firewall all in one device. They are perfect for a small office/home office (SOHO) network with only a few users. However, in enterprise networks, it’s simply not feasible for a single device to fulfill all necessary roles. 

  


  2.2.4 Firewalls


  Devices in the two LANs in figure 2.5 are perfectly capable of communicating with each other and with other devices over the internet. However, by allowing our devices to communicate over the internet, we are exposing them to potential security risks. The internet is a large public network, and anyone can connect to it, whether their intentions are good or not. To protect our networks, we should make use of firewalls. Figure 2.6 shows how firewalls can protect networks by denying certain kinds of network traffic.
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    Figure 2.6 A firewall between each LAN and the internet secures the network. Network communications between the two LANs are allowed, but malicious traffic from an attacker is denied.

  


  You have probably heard the term firewall before regarding a piece of software on your PC. For example, Windows PCs use Microsoft Defender Firewall by default. This kind of firewall is a host-based firewall. It examines network traffic entering and exiting the host device and then decides to allow or deny (block) it. It makes these decisions based on a set of defined rules. However, this is not the kind of firewall you need to know for the CCNA. The kind of firewall we will cover is the network firewall.


  A network firewall is a separate hardware appliance that serves a purpose similar to a host-based firewall but on a larger scale. It inspects all traffic entering and exiting a network and decides to allow or deny it based on a set of configured rules.


  Firewalls are not a major focus of the CCNA. We will cover some of their functionality in chapter 11 of volume 2, which covers security concepts, but the majority of this book will focus on the previously discussed two device types: routers and switches.


  Summary


  
    	
      A local area network (LAN) is a group of interconnected devices in a limited area, such as an office.

    


    	
      A wide area network (WAN) is a network that extends over a large geographical area, such as between cities.

    


    	
      A computer network is a telecommunications network that allows nodes to share resources.

    


    	
      A node is any device that connects to a network: a personal computer, an iPhone, a router, etc.

    


    	
      A resource is anything that is shared over a network, such as a web page.

    


    	
      Various types of network devices are used to facilitate network communications.

    


    	
      Clients and servers are defined by their functions in relation to each other: clients access services provided by servers, and servers provide services for clients. Most types of devices can be both a client and a server.

    


    	
      Switches provide connectivity between devices in a LAN. They typically have many ports (24 to 48) for devices to connect to.

    


    	
      Routers provide connectivity between LANs and external networks, such as the internet.

    


    	
      A wireless router (Wi-Fi router/home router) is a multifunctional device that combines the roles of router, switch, wireless access point, and firewall.

    


    	
      Firewalls secure the network by inspecting traffic that enters or exits the network and allowing or denying it based on a set of configured rules.

    

  


  3 Cables, connectors, and ports


  This chapter covers


  
    	The specifications and standards that allow computers to communicate


    	The fundamentals of traffic over a network


    	Types of wired connections and cabling standards


    	The uses of unshielded twisted pair and fiber-optic connections in networks


  


  In chapter 2, we looked at a few diagrams showing network nodes connected with cables. In this chapter, we will look at the specific kinds of cables, connectors, and ports used to make those connections. These topics are part of section 1.0, Network Fundamentals, of the CCNA exam. Specifically, we will cover aspects of exam topic 1.3, which is as follows:


  
    	
      1.3 Compare physical interface and cabling types


      
        	
          1.3.a Single-mode fiber, multimode fiber, copper

        


        	
          1.3.b Connections (Ethernet shared media and point-to-point)

        

      

    

  


  In the past, there have been many different ways to connect devices, and there still are. However, in modern networks, Ethernet reigns supreme and is by far the most common connection type. Perhaps you have heard of Ethernet before in reference to Ethernet cables. Ethernet is not one single thing but rather a collection of standards for physical wired connections as well as rules for communicating over those connections. In this chapter, we will look at two different kinds of physical connections between devices: those using copper cables and those using fiber-optic cables.


  3.1 Network standards


  In modern networks, someone in an office using a Dell PC connected to a Cisco switch can communicate with another person using an Apple MacBook connected to the Wi-Fi in Starbucks. The data is sent over the internet, possibly traveling over the infrastructure of multiple Internet Service Providers (ISPs), which use entirely different hardware. How is it possible that all of these devices, made by different companies, can communicate with each other? For this modern miracle, we can thank standards: sets of technical requirements and specifications that define the rules of communication in networks. 


  To demonstrate why these rules of communication are important, let’s forget about computers for a second and think about direct communication between humans. If an English speaker uses English to speak to a person who only understands Japanese, there isn’t going to be any communication at all. Each language, English and Japanese, has a different set of rules about how information should be communicated between people. Unless both speaker and listener agree on the rules, communication doesn’t happen.


  Even if both parties understand English, they must agree on the medium of communication. If person A writes a message on a piece of paper, but person B closes their eyes and tries to listen to the message, the result is the same as in the previous example: communication doesn’t happen. For humans to be able to communicate with each other, we must agree on both the rules of communication and the medium of communication.


  The same can be said of computers. For two computers to communicate, they must adhere to the same rules of communication—for example, how to format data when sending it over the network. There must also be rules governing the medium of communication: specifications for physical cables, connectors, and ports, as well as radio waves used in wireless communications.


  There are several governing bodies that define the standards used in computer networks, and I’ll be mentioning a couple of them throughout this book’s two volumes. The main one relevant to this chapter is the Institute of Electrical and Electronics Engineers (IEEE, pronounced I-triple-E). In 1983, the IEEE first defined the IEEE 802.3 standard, better known as Ethernet.


  Note The IEEE also defines the IEEE 802.11 standard, better (but not officially) known as Wi-Fi. IEEE 802.11 wireless LANs are a major topic of the CCNA exam and are covered in part 4 of volume 2 of this book.


  Ethernet is not a single standard but rather a family of standards that define both physical aspects of network connections as well as how data should be formatted into messages to be sent over the network.


  3.2 Binary: Bits and bytes


  Terms like bit, byte, megabit, megabyte, etc. might be familiar to you, even if you’re not entirely sure what they mean (I certainly wasn’t before I started studying networking). You might even use the terms yourself, referring to a gigabit internet connection or a file that is X gigabytes in size. Depending on your age, you might even reminisce about your 56k (kilobit) internet connection. 


  To understand what these terms mean, we must define the term bit. A bit is the most basic unit of information used by computers. The word bit is simply a blend of the words binary digit. Binary is a number system that expresses all values using only two digits: 0 and 1. A byte, on the other hand, is simply a unit of 8 bits. Eight bits are equal to 1 byte.


  Binary is the language of computers. They compute in binary, and they communicate in binary. Everything you see on a computer screen or hear from a computer speaker is a series of 0s and 1s interpreted by a computer and presented to you in a human-understandable format. That includes applications, photos, videos, songs, this book if you’re reading it in an electronic format, and everything else a computer does.


  The CCNA, as a networking certification, is all about how computers communicate; that’s what networking is. When two computers connected by a cable communicate with each other, they are sending each other long (very long, by human standards) series of bits (0s and 1s) over that cable. In modern networks, they often send these bits at the rate of billions (with a “b”) per second. Exactly how these 0s and 1s are conveyed depends on the medium. For example, 0s and 1s can be communicated over copper wiring by modifying the voltage of an electric signal between the two devices. Voltage “x” represents a value of 0, and Voltage “y” represents a value of 1. Figure 3.1 illustrates this concept; as the router sends 1 byte of data to the switch via the cable connecting them, changes in the voltage of the signal are used to communicate values of 0 and 1.


  Exam Tip Understanding the binary number system is very important for the CCNA exam. In future chapters of this volume, we will cover how to count in binary and how to convert between binary and other number systems like decimal and hexadecimal.
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    Figure 3.1 A router sends 1 byte of data to a switch. Changes in the voltage of the electric signal indicate values of 0 or 1.

  


  We measure the speeds of network connections by how many bits can be transmitted per second over the connection. However, due to the incredible speeds of computer networks, we express these rates using larger units like kilobits, megabits, and gigabits. The following are some common units of measuring bits:


  
    	
      1 kilobit (kb) = 1,000 (thousand) bits

    


    	
      1 megabit (Mb) = 1,000,000 (million) bits (1,000 kilobits)

    


    	
      1 gigabit (Gb) = 1,000,000,000 (billion) bits (1,000 megabits)

    


    	
      1 terabit (Tb) = 1,000,000,000,000 (trillion) bits (1,000 gigabits)

    

  


  Network speeds are then stated as X bits per second (bps)—for example, 56 kilobits per second (56 kbps), 100 megabits per second (100 Mbps), 10 gigabits per second (10 Gbps), 1 terabit per second (1 Tbps), etc.


  
    1,000 or 1,024 bits?


    There is some confusion over whether 1 kilobit is 1,000 bits or 1,024 bits, 1 megabit is 1,000 kilobits or 1,024 kilobits, etc. The definitions listed previously are correct, and they are the terms you should know for the CCNA. The 1,024 values are a result of the binary (base-2) number system; 210 is equal to 1,024. The correct terms for the base-2 values are


    
      	
        1 kibibit (1,024 bits)

      


      	
        1 mebibit (1,024 kibibits)

      


      	
        1 gibibit (1,024 mebibits)

      


      	
        1 tebibit (1,024 gibibits)

      

    

  


  3.3 Copper UTP connections


  The CCNA requires you to know about two kinds of wired connections: those using copper cables and those using fiber-optic cables. First, we will look at copper cables. This is the kind of network cable most often called an Ethernet cable, although the Ethernet standard makes use of both copper and fiber-optic cable types. Before we examine a copper Ethernet cable itself, let’s look at the connector at the end of the cable as well as the port it connects to on a network device, both of which are pictured in figure 3.2.
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    Figure 3.2 Two 8P8C ports on a Cisco switch (left) and an 8P8C connector on a copper UTP network cable (right)

  


  Figure 3.2 shows the 8 position 8 contact (8P8C) connector of an Ethernet cable on the right. The name refers to the fact that there are eight pins on the connector: one for each of the eight wires inside of the cable. These connectors allow the cable to connect to ports like the ones shown on the left of figure 3.2. Another name for this kind of connector is RJ45 (RJ stands for Registered Jack); strictly speaking, this name is not correct, but it is commonly used when referring to Ethernet cables.


  The type of cables used for these connections are called unshielded twisted pair (UTP) cables. There are also shielded twisted pair (STP) cables, but they are less common, so I will refer to them as UTP throughout this book. Each UTP cable contains eight individual wires inside, twisted together to make four pairs. Let’s examine the meaning of UTP:


  
    	
      Unshielded—The wires do not have a metallic shield around them. This shield can reduce electromagnetic interference (EMI) but is not present in UTP cables.

    


    	
      Twisted pair—The eight wires in the cable are twisted together to form four pairs of two wires each. The twisting of the wires reduces EMI between the wires of each pair.

    

  


  3.3.1 IEEE 802.3 standards (copper)


  The IEEE defines various standards for Ethernet connections that support different speeds, cable types (copper or fiber-optic), and distances. Each standard is referred to by a few different names:


  
    	
      One name is derived from the maximum supported transmission speed.

    


    	
      The name of the IEEE task group that defined the standard is also used to refer to the standard itself. These names begin with IEEE 802.3, followed by a letter.

    


    	
      The third name is an informal name given by the IEEE that indicates both the speed and cable type (standards for copper cabling end with T).

    

  


  
    IEEE working groups and task groups


    The IEEE assigns working groups to develop specific technologies. The two main working groups relevant to the CCNA are 802.3 (tasked with developing the Ethernet standard for wired networks) and 802.11 (wireless LANs, also known as Wi-Fi).


    Within each working group, task groups are assigned to revise and continue developing upon the original standards. Each time a task group is formed, it is assigned a letter in serial order (i.e., 802.3a to 802.3z). Once all of the letters are used, an additional letter is added (i.e., 802.3aa to 802.3az). At the time of writing, 802.3dk is in development. 

  


  Table 3.1 lists some examples of Ethernet standards using copper cabling. Take note of the three names for each standard, as listed previously.


  Table 3.1 A handful of Ethernet standards


  
    
      
      
      
      
      
    

    
      
        	
          Speed

        

        	
          Speed-derived name

        

        	
          IEEE task group

        

        	
          Informal name

        

        	
          Maximum cable length

        
      

    

    
      
        	
          10 Mbps

        

        	
          Ethernet

        

        	
          IEEE 802.3i

        

        	
          10BASE-T

        

        	
          100 m

        
      


      
        	
          100 Mbps

        

        	
          Fast Ethernet

        

        	
          IEEE 802.3u

        

        	
          100BASE-T

        

        	
          100 m

        
      


      
        	
          1 Gbps

        

        	
          Gigabit Ethernet

        

        	
          IEEE 802.3ab

        

        	
          1000BASE-T

        

        	
          100 m

        
      


      
        	
          10 Gbps

        

        	
          10 Gig Ethernet

        

        	
          IEEE 802.3an

        

        	
          10GBASE-T

        

        	
          100 m

        
      

    
  


  Exam Tip For the purpose of the CCNA exam, there is no need to memorize the IEEE task group names associated with each standard. You should be aware of the speed-derived and informal names, however.


  Each of these standards supports a maximum cable length of 100 meters. Attempts to use UTP cables longer than the listed maximum can result in signal attenuation and decreased performance. Maximum cable length can be a problem for copper UTP connections. As you’ll see in section 3.4, increased maximum cable length is a major advantage of fiber-optic cables over copper UTP cables.


  Note The cables used in the aforementioned Ethernet standards are not actually defined by the IEEE but rather by two other organizations: the Electronic Industries Alliance (EIA) and the Telecommunications Industry Association (TIA). So the name “Ethernet cable” isn’t very accurate because the cables, although used by Ethernet, are not defined by IEEE 802.3. 


  The standards for these cables are given names like Category 5, which is often shortened to Cat 5. Table 3.2 lists some cable standards that can be used with the aforementioned Ethernet standards.


  Table 3.2 Common UTP cable standards


  
    
      
      
      
    

    
      
        	
          Speed

        

        	
          Ethernet informal name

        

        	
          Cable name

        
      

    

    
      
        	
          10 Mbps

        

        	
          10BASE-T

        

        	
          Cat 3

        
      


      
        	
          100 Mbps

        

        	
          100BASE-T

        

        	
          Cat 5

        
      


      
        	
          1 Gbps

        

        	
          1000BASE-T

        

        	
          Cat 5e

        
      


      
        	
          10 Gbps

        

        	
          10GBASE-T

        

        	
          Cat 6a

        
      

    
  


  3.3.2 Straight-through and crossover cables


  Although these days all UTP cables used for network communications have four pairs of wires (eight wires), not all of the Ethernet standards use all four pairs of wires:


  
    	
      10BASE-T uses two pairs (four wires).

    


    	
      100BASE-T uses two pairs (four wires).

    


    	
      1000BASE-T uses four pairs (eight wires).

    


    	
      10GBASE-T uses four pairs (eight wires).

    

  


  Each wire inside of the cable is connected to one of the eight pins of the 8P8C connector. For devices to communicate over these wire pairs, each wire pair forms an electrical circuit between the two connected devices. In 10BASE-T and 100BASE-T connections, it is very important to use the proper cable to ensure that the wires connect the pins on one end of the connection to the correct pins on the other end of the connection. To facilitate that, there are two kinds of cables we can use: straight-through and crossover. These cable types differ in which pins on one end of the cable connect to which pins on the other end of the cable.


  Straight-through cables


  10BASE-T and 100BASE-T use two wire pairs, one for each direction of communication. The two wire pairs are


  
    	
      The pair connected to pins 1 and 2

    


    	
      The pair connected to pins 3 and 6 (yes, it’s 3 and 6, not 3 and 4)

    

  


  This is shown in figure 3.3, in which a PC and a switch are connected via a UTP cable. Pins 1 and 2 on the PC connect to pins 1 and 2 on the switch. Likewise, pins 3 and 6 on the PC connect to pins 3 and 6 on the switch.
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    Figure 3.3 A PC and a switch connected via a straight-through cable

  


  When devices are connected with a straight-through cable, a pin pair on one connector connects to the same pin pair on the other connector. This works well when connecting a PC to a switch. As shown in figure 3.3, PCs use the 1–2 pin pair to transmit data (this is often shortened to Tx), and switches use the 1–2 pin pair to receive data (often shortened to Rx). Likewise, switches use the 3–6 pin pair to transmit data, and PCs use the 3–6 pin pair to receive data.


  However, what would happen if two switches were connected? Or two PCs? Or two routers? In these cases, using a straight-through cable would cause problems, as shown in figure 3.4.
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    Figure 3.4 Two routers connected via a straight-through cable. Because both routers transmit data using the same pin pair, communication fails.

  


  When two devices that transmit using the same pin pair are connected with a straight-through cable, they will not be able to communicate. The Tx pins of one device are connected to the Tx pins of the other device. For devices like this to communicate, they need a cable that is wired differently: a crossover cable.


  Crossover cables


  A crossover cable connects opposite pin pairs; pins 1 and 2 on one end of the cable connect to pins 3 and 6 on the other end. This allows devices that transmit data on the same pin pair to communicate with each other. As figure 3.5 shows, devices that transmit using the same pin pair can communicate with each other when connected with a crossover cable.
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    Figure 3.5 Two routers connected via a crossover cable. The Tx pin pair of one router connects to the Rx pin pair of the other router.

  


  Table 3.3 lists some common network device types and which pins they use to transmit and receive data. To put it simply, switches transmit on pins 3 and 6 and receive on pins 1 and 2. All other devices are the opposite.


  Table 3.3 Common device types and their Tx/Rx pin pairs


  
    
      
      
      
    

    
      
        	
          Device type

        

        	
          Transmit (Tx) pins

        

        	
          Receive (Rx) pins

        
      

    

    
      
        	
          Router

        

        	
          1 and 2

        

        	
          3 and 6

        
      


      
        	
          Firewall

        

        	
          1 and 2

        

        	
          3 and 6

        
      


      
        	
          PC/Server

        

        	
          1 and 2

        

        	
          3 and 6

        
      


      
        	
          Switch

        

        	
          3 and 6

        

        	
          1 and 2

        
      

    
  


  Note Although 10BASE-T and 100BASE-T only use two wire pairs, there are still four wire pairs inside of the cable. The remaining two wire pairs are unused.


  Auto MDI-X


  Now that we’ve covered straight-through and crossover cables, I would like to share some good news: on modern networking equipment, we don’t have to worry about using the correct cable type. That’s because of a feature called Auto Medium-Dependent Interface Crossover (Auto MDI-X). Auto MDI-X allows a device to change which pins it will use to transmit and receive data depending on the device they are connected to. You should know about straight-through and crossover cables as a potential exam question, but in the field, you probably won’t have to think about whether a cable is straight-through or crossover.


  Figure 3.6 demonstrates this concept. The two routers are connected via a straight-through cable. Routers typically transmit data on the 1–2 pair and receive data on the 3–6 pair, but thanks to Auto MDI-X, the router on the right reverses that; it transmits data on the 3–6 pair and receives data on the 1–2 pair.
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    Figure 3.6 Two routers connected via a straight-through cable. The router on the right uses Auto MDI-X to adjust which pins it uses to transmit and receive data.

  


  1000BASE-T and 10GBASE-T


  1000BASE-T and 10GBASE-T take advantage of all eight wires in a cable, so a total of four wire pairs are used. The same 1–2 and 3–6 pin/wire pairs are used as in 10BASE-T and 100BASE-T. The remaining two pairs are the pair in positions 4 and 5 and the pair in positions 7 and 8. This is shown in figure 3.7.
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    Figure 3.7 Pin and wire pairs used on 1000BASE-T and 10GBASE-T connections. All eight wires of the cable are used.

  


  Additionally, instead of a device using each pair of wires exclusively for transmitting or receiving data, each wire pair can be used for both purposes simultaneously.


  If a crossover cable is used, the 1–2 and 3–6 pairs are crossed over as in 10BASE-T and 100BASE-T, and the new 4–5 and 7–8 are crossed over as well. However, thanks to Auto MDI-X, we no longer have to worry about selecting the proper cable type.


  3.4 Fiber-optic connections


  Copper UTP connections are still the most common type of connection within a LAN. Both the cables and the switch ports themselves are fairly inexpensive, and they are supported by nearly all modern devices that connect to a network. However, there is a major limitation that can make copper connections unfeasible in some cases: the maximum cable length of 100 meters. For connections between devices on the same floor of a building, 100 meters is usually more than enough, but for some connections between devices on separate floors, it might not suffice. And certainly, for connections between buildings and WAN connections, the next type of cabling is preferred: fiber-optic cabling.


  Fiber-optic cables, instead of transmitting electrical signals along a copper wire, transmit light signals along a glass fiber. The glass fiber used is more flexible than you might think of when you imagine glass, but still, fiber-optic cables must be handled with care; a sharp bend in the cable can damage the glass fiber, rendering the cable unusable. Even if the glass fiber doesn’t snap, bending the cable can cause light to leak out of the cable, resulting in a weakening of the signal.


  3.4.1 The anatomy of a fiber-optic cable


  A typical fiber-optic connection does not use a single cable but rather two: one for transmitting data and one for receiving data. These cables connect to a Small Form-Factor Pluggable (SFP) transceiver that is inserted into an SFP port on the device. SFP transceivers are modular and must be purchased separately from the device itself (and you’d probably be surprised at how much those little things cost).


  Figure 3.8 shows a Cisco switch with a couple of SFP transceivers: one inserted into an SFP port and one on top of the switch. Notice that two cables connect to the SFP transceiver, not one. When connecting two devices with fiber-optic cables, it’s important to connect the cables correctly: one device’s transmitter must connect to the other device’s receiver; otherwise, communication is not going to happen (similar to correctly selecting straight-through/crossover cables when connecting devices that don’t support Auto MDI-X).
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    Figure 3.8 A Cisco switch with an SFP transceiver inserted into one of its SFP ports. An additional SFP is placed on top of the switch.

  


  As shown in figure 3.9, there are a few layers to a fiber-optic cable. An outer jacket (4) and buffer (3) serve to protect and contain the inner components. A layer of reflective cladding (2) helps carry the light signal along the glass core (1). The core is a very thin glass fiber, although the thickness of the core depends on the type of cable.
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    Figure 3.9 The typical structure of a fiber-optic cable. An outer jacket (4) and buffer (3) serve to protect and contain the inner components. A layer of reflective cladding (2) helps carry the light signal along the glass core (1).

  


  All types of fiber-optic cabling can carry a signal farther than copper cabling, but even within the category of fiber-optic cabling, the maximum supported length can vary greatly. There are two main types of fiber-optic cabling: multimode fiber (MMF) and single-mode fiber (SMF). Figure 3.10 shows how light travels along MMF and SMF cables.
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    Figure 3.10 Light travels down an MMF cable at multiple angles (modes), whereas light travels down SMF cables at a single angle.

  


  MMF cables have a wider core than single-mode fiber cables. They are used in combination with LED transmitters that send light down the cable at multiple angles (modes), reflecting off of the cladding. MMF cables typically support maximum distances of several hundreds of meters.


  SMF cables use a very narrow core in combination with laser transmitters that send light down the cable at a single angle. These laser transmitters are typically more expensive than the LED transmitters used by MMF cables. However, SMF cables also support much greater maximum distances: up to tens of kilometers.


  3.4.2 UTP vs. fiber


  Fiber-optic connections support much greater distances than copper UTP cables but at increased cost (largely due to expensive SFP transceivers). Both connection types are in common use in modern networks. UTP connections are most common for connections from switches to end hosts. In an office setting, there are generally switches on each floor, and the 100-meter maximum cable length is usually sufficient for end hosts to reach a switch on their floor. On the other hand, fiber-optic connections are more common for connections between network infrastructure—for example, connecting switches and routers that are located on separate floors or in separate buildings. 


  However, fiber cabling has a couple more advantages over copper UTP: one is that copper UTP cables are vulnerable to EMI. This is generally not a concern, but in environments with lots of electrical equipment, EMI can negatively affect the signals traveling along a UTP cable. A second disadvantage is that copper UTP cables can emit (leak) their signal outside of the cable. This leaked signal is quite weak, but it’s possible that it can be detected and read, posing a security risk.


  The most common considerations for whether to use copper UTP or fiber cabling are maximum distance, cost, and which connection type is supported by the devices to be connected. Most client devices (such as PCs) do not have SFP ports that can be used for fiber-optic connections, so a UTP connection is the only choice.


  Summary


  
    	
      Standards provide agreed-upon sets of rules for communication over networks.

    


    	
      Ethernet is a family of standards defined by the Institute of Electrical and Electronics Engineers (IEEE) 802.3 working group. It defines standards for communication over physical wired connections.

    


    	
      Computers compute and communicate using binary: 0s and 1s. Each binary digit is called a bit, and a group of 8 bits is called a byte.

    


    	
      Network speeds are measured in bits per second using units like kilobit (1,000 bits), megabit (1,000 kilobits), gigabit (1,000 megabits), and terabit (1,000 gigabits).

    


    	
      The most common connection type in Ethernet LANs uses copper unshielded twisted pair (UTP) cables. Unshielded means the wires in the cable do not have a metallic shield around them to protect against electromagnetic interference (EMI). Twisted pair means the eight wires in the cable are twisted together to form four pairs of two wires. The twisting of the wires reduces EMI between the wires of each pair.

    


    	
      UTP cables use 8 position 8 contact (8P8C) connectors, also known as Registered Jack-45 (RJ45).

    


    	
      10BASE-T and 100BASE-T connections use two of the four wire/pin pairs in a UTP cable, and 1000BASE-T and 10GBASE-T connections use all four pairs. All connection types support a maximum cable length of 100 meters.

    


    	
      In 10BASE-T and 100BASE-T connections, different device types send and receive data using different pins of the connector; however, Auto MDI-X allows devices to automatically adjust which pins to use for which purpose.

    


    	
      Fiber-optic cables send light signals down a glass fiber core and support much greater maximum distances than UTP cables.

    


    	
      Single-mode fiber (SMF) cables support greater maximum distances (tens of kilometers) than multimode fiber (MMF) cables (hundreds of meters), but the laser-based small form factor pluggable (SFP) transceivers used by SMF connections are more expensive than the LED-based transceivers used by MMF connections.

    


    	
      Fiber-optic connections are more expensive than copper UTP connections, largely due to the cost of the SFP transceivers.

    


    	
      UTP connections are more common between end hosts and switches because of their lower cost and because the 100-meter maximum cable length is usually sufficient. Additionally, most client devices (such as PCs) only support UTP connections.

    


    	
      Fiber-optic connections are more common between network infrastructure devices because of the increased maximum cable length. Network devices often connect to other network devices on different floors and in different buildings.

    

  


  4 The TCP/IP networking model


  This chapter covers


  
    	What networking models are and why we need them


    	The OSI model


    	The TCP/IP model and its layers


    	How each layer plays a role in moving data across a network


    	Data encapsulation and de-encapsulation

  


  In the previous chapter, we looked at Ethernet; specifically, we looked at the types of physical connections defined by the Ethernet standard. Ethernet also defines rules for how devices can communicate over those connections. However, Ethernet alone isn’t sufficient for two computers to communicate over a network (e.g., for a PC to retrieve a web page from a server over the internet). Communicating over a network is a complex process, and it requires a variety of protocols, each of which performs specific functions and, when brought together, enables network communications.


  In this chapter, we will look at a couple of models that define the various functions required to enable computers to communicate over a network: the Open Systems Interconnection (OSI) model and the TCP/IP model (named after two key protocols of the model: Transmission Control Protocol and Internet Protocol). TCP/IP is the model currently used by modern networks all over the world.


  Neither of these models is explicitly listed as a CCNA exam topic. However, the information in this chapter is fundamental networking knowledge. We will examine the functions of various network protocols throughout the two volumes of this book, so it’s important to have a framework to understand it all. That’s the role of these networking models—to provide a framework to organize the various functions that make a network work.


  The purpose of this chapter is to provide a high-level overview of how data travels from source to destination across a network. In the rest of this book, we will fill in the gaps regarding the exact mechanisms that make network communications possible, but first we need a framework.


  4.1 Conceptual models of networking


  Since the beginning of computer networking, there have been several attempts to create models that define the various functions necessary for computers to communicate with each other. Several of these models were vendor-proprietary, meaning they were created by a specific vendor (i.e., IBM) to be used by their products. However, the vendor-proprietary approach was not ideal; each vendor designed its own communication protocols, so enabling communication between different vendors’ products was no simple task.


  Definition A protocol is a set of rules defining how data should be communicated between devices in a network. Protocols can be thought of as the languages computers use to communicate; two computers using different networking protocols are like two humans speaking different languages—they won’t be able to communicate.


  These days we all enjoy the benefits of the alternative approach: vendor neutral. In a vendor-neutral model, with vendor-neutral protocols that can be used by devices of all kinds, we don’t have to worry about whether an Apple MacBook will be able to access a website hosted on a Linux web server or whether a PC running Windows will be able to send an email that can be read on a smartphone running Android. 


  Networking models are frameworks that define the various functions needed to allow data to travel from source to destination over a network. These functions are typically divided into layers, with each layer describing a certain role required to enable network communications. Then, protocols can be designed to fill those roles. 


  Using layers allows for a modular design: at each layer of the model, there are several protocols that can fill the necessary roles of the layer. For example, in the previous chapter, we looked at some aspects of Ethernet (IEEE 802.3) and also briefly mentioned wireless LANs as defined by IEEE 802.11 (best known as Wi-Fi). Both protocols serve the same purpose: they define how data should be sent over a particular physical medium (UTP/fiber cables for Ethernet, radio waves for Wi-Fi). An email application on a computer doesn’t need to care about whether a message will be sent over the network via a wired Ethernet connection or a wireless Wi-Fi connection; as long as the email application performs its role, it can expect the other layers to perform their roles as well.


  There are two networking models that network professionals should be familiar with: OSI and TCP/IP. Although the TCP/IP model is the model used in modern networks, the OSI model has also had a large influence on how we think and talk about networks and is still considered core knowledge for anyone involved in networking (despite not being in use in modern networks).


  4.2 The OSI reference model


  The Open Systems Interconnection reference model is a conceptual model of networking developed by the International Organization for Standardization (ISO). Most people simply call it the OSI model.


  
    International Organization for Standardization


    The ISO publishes standards related to various aspects of technology. Looking at the name, you may wonder why it’s abbreviated as ISO and not IOS. The ISO decided upon the abbreviation to have one shared abbreviation regardless of language. Rather than being an acronym for International Organization for Standardization, the organization states that ISO is derived from the Greek word isos, meaning “equal.”

  


  The OSI model defines seven layers, each with its own functions that contribute to the process of communicating over a network. Table 4.1 lists the seven layers of the OSI model.


  Table 4.1 The seven layers of the OSI model


  
    
      
      
    

    
      
        	
          Layer

        

        	
          Name

        
      

    

    
      
        	
          7

        

        	
          Application

        
      


      
        	
          6

        

        	
          Presentation

        
      


      
        	
          5

        

        	
          Session

        
      


      
        	
          4

        

        	
          Transport

        
      


      
        	
          3

        

        	
          Network

        
      


      
        	
          2

        

        	
          Data Link

        
      


      
        	
          1

        

        	
          Physical

        
      

    
  


  Because this chapter focuses on the TCP/IP model, we won’t cover the role of each of the seven layers listed in table 4.1. The OSI model is a relic of the past that I don’t recommend digging too deeply into unless you’re interested in the history of how networks developed.


  Exam Tip Although we will focus on the TCP/IP model in this chapter, the terminology of the OSI model is still widely used, so it’s worth remembering the seven layers and their names. Most students use a mnemonic to help with this: for example, “Please Do Not Teach Students Pointless Acronyms,” using the first letter of each layer’s name from Layers 1 to 7.


  4.3 The TCP/IP model


  The TCP/IP model was born out of research and development funded by the US Department of Defense (DOD) Defense Advanced Research Projects Agency (DARPA). It was then called the ARPANET reference model, but it has since evolved into the Internet Protocol Suite, which was defined in Request for Comments (RFC) 1122. RFCs are documents published by the Internet Engineering Task Force (IETF) to define standard protocols for the internet. Some more common names for this model are the TCP/IP suite, TCP/IP model, or just TCP/IP. TCP and IP are two of the foundational protocols included in the model, so they are often used to refer to it.


  
    RFCs and the IETF


    The IETF is an organization that defines the standard protocols used by the internet. RFCs are the documents published by the IETF that define these protocols. Many of these documents are informational or experimental and sometimes humorous (e.g., check out RFC 1149 at https://datatracker.ietf.org/doc/html/rfc1149, which describes how to send network messages using birds). 


    However, some RFCs go on to be recognized as Internet Standards; these are the RFCs that define the protocols that make up the TCP/IP model. For example, TCP, IP, and other well-known protocols like HTTPS (which you’ll see at the beginning of the previous URL I copied) are Internet Standards.

  


  The TCP/IP model as defined in RFC 1122 has four layers; however, network engineers typically reference a five-layer TCP/IP model. The five-layer version of the model, as indicated by the thick border in table 4.2, is what we will be using in this book. The table lists the layers of the TCP/IP model, their equivalent OSI model layers, and some example protocols that belong to each layer of the model.


  Table 4.2 The TCP/IP model


  
    
      
      
      
      
    

    
      
        	
          OSI model

        

        	
          Four-layer TCP/IP model

        

        	
          Five-layer TCP/IP model

        

        	
          Example protocols

        
      

    

    
      
        	
          Application

        

        	
          Application

        

        	
          Application

        

        	
          HTTP


          HTTPS


          FTP


          SSH

        
      


      
        	
          Presentation

        
      


      
        	
          Session

        
      


      
        	
          Transport

        

        	
          Transport

        

        	
          Transport

        

        	
          TCP


          UDP

        
      


      
        	
          Network

        

        	
          Internet

        

        	
          Network

        

        	
          IPv4


          IPv6

        
      


      
        	
          Data Link

        

        	
          Link

        

        	
          Data Link

        

        	
          Ethernet


          802.11 (Wi-Fi)

        
      


      
        	
          Physical

        

        	
          Physical

        
      

    
  


  Note The similar layers of the OSI model and TCP/IP model are not entirely equivalent; although they have similarities, they are two independent models.


  As table 4.2 shows, instead of the three upper layers (Application, Presentation, and Session) of the OSI model, TCP/IP uses a single layer called the Application Layer. Additionally, in the four-layer version of the TCP/IP model, the concerns of the bottom two layers of the five-layer version are addressed by a single layer called the Link Layer. However, for the purpose of the CCNA and understanding networking, the five-layer model is generally more useful, and it is the one we will refer to throughout this book.


  The example protocols listed in table 4.2 are some of the protocols we will cover in this book; they are just a few of the protocols you should know for the CCNA exam. I included them in the table for reference, but we will cover how they function in the rest of this book. In this chapter, we will focus on understanding the role of each layer of the TCP/IP model.


  Exam Tip The layers of the TCP/IP model can be referred to by their names or their numbers: the Physical Layer is Layer 1, the Data Link Layer is Layer 2, the Network Layer is Layer 3, the Transport Layer is Layer 4, and the Application Layer is Layer 7. As I mentioned previously, the terminology of the OSI model is still widely used (for better or for worse!), so even when referring to the TCP/IP model, the Application Layer is typically called Layer 7 rather than Layer 5 or 4.


  4.3.1 The layers of the TCP/IP model


  Each layer of the TCP/IP model provides an essential function in enabling computers to communicate over a network. The end goal is for an application on one computer to be able to communicate with an application on another computer over a network (e.g., a PC’s web browser communicating with a web server). Figure 4.1 demonstrates this process; a PC (PC1) accesses a web page hosted on a server (SRV1). As we examine each layer of the TCP/IP model in the following pages, we will see how the layers work together to enable this communication.
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    Figure 4.1 A web browser on PC1 uses a Layer 7 protocol (HTTPS) to request a web page from the web server on SRV1. Layers 2, 3, and 4 work together to deliver the message to the appropriate application on SRV1. Layer 1 is the medium over which the communication occurs.

  


  The functions defined by each layer of the TCP/IP model include


  
    	
      Physical specifications, such as cables and radio waves

    


    	
      Communication between intermediate nodes in the path to the destination

    


    	
      End-to-end communication from the original source node to the final destination node

    


    	
      Addressing messages to a specific application on the destination node

    


    	
      How an application should interface with the network

    

  


  Now let’s examine each layer of the TCP/IP model one by one to see how they enable network communications. The goal of this chapter is to provide a framework we can build upon in the rest of this book with details of how the different protocols of each layer fulfill their roles.


  Layer 1: The Physical Layer


  The Physical Layer is fairly self-explanatory; it defines the physical requirements for transmitting data (a series of bits) from one node to another. Those bits could be encoded as electrical signals traveling along a copper cable, light signals on a fiber-optic cable, or radio waves in a wireless connection. 


  We covered this in chapter 3: IEEE 802.3 (Ethernet) and IEEE 802.11 (Wi-Fi) both define specifications at the Physical Layer. For example, Ethernet defines connector and cable types, how data should be encoded into electrical (or light) signals, and countless other minutiae about how to communicate over UTP and fiber-optic cables. Likewise, Wi-Fi defines what radio frequencies should be used for wireless LAN communication, how radio waves should be modulated to encode data, etc.


  To summarize, the Physical Layer of the TCP/IP model defines the physical requirements to enable a series of bits to travel from one node to another over a physical medium.


  Layer 2: The Data Link Layer


  Ethernet and Wi-Fi do not only define physical specifications; they also specify how data should be addressed and sent to another node connected to the same physical medium within a LAN. The Data Link Layer’s job is to prepare data for transmission over that physical medium so it can be received by the next node in the path to the final destination. That next node could be the final destination itself or the next router in the path. The journey from one node to the next in the path is called a hop, and the job of the Data Link Layer is to provide hop-to-hop delivery of messages.


  Figure 4.2 demonstrates the concept of network hops. PC1 sends a message to SRV1, perhaps a request to access a file hosted on the server. For PC1’s message to reach SRV1, it must make three hops through the network: from PC1 to R1, from R1 to R2, and from R2 to SRV1. The Data Link Layer’s job is to forward the message from one hop to the next until the message reaches the destination host: SRV1. Notice that a message traveling through a switch does not count as a hop. We will examine why this is when we look at Ethernet LAN switching in chapter 6.


  Note PC1, R1, R2, and SRV1 are examples of hostnames. A hostname is a name used to identify each device in the network. The hostname of each device in figure 4.2 follows the pattern I will use throughout this book: PCX for PCs, SWX for switches, RX for routers, and SRVX for servers.
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    Figure 4.2 TCP/IP Layer 2. A message sent from PC1 to SRV1 takes three hops through the network: from PC1 to R1, from R1 to R2, and from R2 to SRV1. At each hop, the message is addressed to the next hop’s MAC address. A message traveling through a switch does not count as a hop.

  


  The Data Link Layer achieves this hop-to-hop delivery by using media access control (MAC) addresses, a kind of network address assigned to each port of a device. At each hop, the message is sent to the MAC address of the next hop. In the first hop, PC1 addresses the message to R1’s MAC address. In the second hop, R1 addresses the message to R2’s MAC address. In the final hop, R2 addresses the message to SRV1’s MAC address.


  Note The roles of SW1 and SW2 may seem unclear in figure 4.2. As covered in chapter 2, the role of a switch is to provide many ports for end hosts to connect to the LAN. For the sake of avoiding clutter, I only show one end host connected to each switch (PC1 to SW1 and SRV1 to SW2). However, in reality, there could be 40+ end hosts connected to each of them. In chapter 6, we will examine how switches function.


  Layer 3: The Network Layer


  We just looked at how the Data Link Layer is used to forward a message from hop to hop until it reaches the final destination. At each hop, the message is sent to the MAC address of the next hop. However, we still need a way for the original source host to address the message to the final destination host. That is the role of the Network Layer: end-to-end delivery.


  The type of address used at the Network Layer is the Internet Protocol (IP) address. Chances are you’ve heard of IP addresses before, although you might be unsure about how they work. We will cover IP addresses in chapter 7. Figure 4.3 shows how PC1 addresses a message to SRV1 by addressing it to SRV1’s IP address. The destination IP address of the message remains the same throughout the journey, whereas the destination MAC address is different at each hop.
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    Figure 4.3 TCP/IP Layer 3. PC1 addresses a message to SRV1’s IP address. Layer 3 is responsible for the end-to-end delivery of the message, whereas Layer 2 is responsible for the hop-to-hop delivery. The destination MAC address of the message changes at each hop, but the destination IP address remains the same throughout the journey.

  


  
    IPv4 and IPv6


    There are two versions of IP in use today: IP version 4 (IPv4) and IP version 6 (IPv6). Network engineers must be familiar with both, and both are part of the CCNA exam. IPv4 and IPv6 use different address formats. The following is an example of an IPv4 address and an IPv6 address:


    
      	
        IPv4 address: 203.0.113.255

      


      	
        IPv6 address: 2001:db8:1:1:2fe3:1:32a:af01

      

    


    Although IPv4 has been the dominant version of IP for a long time, IPv6 is steadily gaining popularity. In recent years, IPv6’s adoption has accelerated as the number of available IPv4 addresses is running out. We will cover both address types in this book.

  


  Understanding how Layers 2 and 3 work together to deliver a message to its destination is a fundamental concept you must understand for the CCNA exam. In this chapter, I provide a high-level overview of the concepts; we will review these concepts and dig deeper in later chapters of this volume. At this point, it is enough to know the following points:


  
    	
      Layer 2 uses MAC addresses to provide hop-to-hop delivery of messages.

    


    	
      Layer 3 uses IP addresses to provide end-to-end delivery of messages.

    


    	
      Layers 2 and 3 work together to allow a message to travel through the network to its final destination.

    


    	
      The destination IP address of a message remains the same throughout the journey, whereas the destination MAC address is different at each hop.

    

  


  Layer 4: The Transport Layer


  Layers 2 and 3 work together to deliver a message from the source host across a network to the destination host. You might think that’s the end of the story because the message has reached its destination, but it’s actually not all the way there. It’s not enough for the data to reach the correct destination host; we need a way to address data to a specific application process on the destination host (e.g., a service running on a server). That is the role of Layer 4, the Transport Layer.


  Like Layers 2 and 3, Layer 4 also uses its own addressing scheme: port numbers. By addressing a message to a particular port, you can send messages to a particular application process on the destination host. Computers run many different applications simultaneously, so this is a very important function. For example, a PC can simultaneously run an online game, a web browser with various tabs that each access a different website, an antivirus application that communicates with an external server for updates, and countless other applications. Port numbers allow the PC to ensure that data it receives from the network reaches the proper destination process.


  Note Layer 4 port numbers are not related to the physical ports on a device that we connect cables to (which are an aspect of Layer 1, the Physical Layer). Same name, different concept.


  Figure 4.4 demonstrates this concept. Layers 2 and 3 work together to deliver PC1’s message to SRV1, and Layer 4 delivers the message to the appropriate application process on SRV1. SRV1 is a server that provides a few services to clients in the network. It is a name server using the Domain Name System (DNS) to convert website names to IP addresses for clients (that’s what happens when you type manning.com into a web browser). It is also a web server that uses Hypertext Transfer Protocol (HTTP) and Hypertext Transfer Protocol Secure (HTTPS) to allow clients to access the websites it hosts. DNS, HTTP, and HTTPS are Layer 7 (Application Layer) protocols, and they each accept messages using a different Layer 4 port number.
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    Figure 4.4 Layers 2 and 3 work together to deliver PC1’s message to SRV1. At Layer 4, PC1 addresses the message to port 443, which is used by the HTTPS protocol. Three ports are open on SRV1 (53, 80, 443), meaning it will accept messages addressed to any of those ports.

  


  Note All three addresses—the MAC address (Layer 2), the IP address (Layer 3), and the port number (Layer 4)—are included in the same message. We will examine how this works in section 4.3.2.


  
    TCP and UDP


    The two most common Layer 4 protocols are Transmission Control Protocol (TCP)—the “TCP” in TCP/IP—and User Datagram Protocol (UDP). Both protocols allow computers to address messages to specific application services on the destination host, but there are several differences between the two. 


    For example, TCP implements checks to ensure that each message reaches its destination and is used by Application Layer protocols such as HTTP and HTTPS (used for accessing websites). UDP, on the other hand, takes a “send it and forget it” approach; it doesn’t check to ensure that every message reaches the destination. UDP is used by Voice over IP (VoIP) protocols—used for phone calls—and live video streaming protocols, among others. We will cover TCP and UDP in chapter 22 of this book.

  


  Layer 7: The Application Layer


  The Application Layer is the interface between the applications running on a computer and the network. Using Layer 7 protocols, an application running on a computer can prepare a message to be sent over the network. This message could be, for example, a request from a web browser to retrieve a web page that is hosted on a web server. Layers 2, 3, and 4 are then responsible for delivering that message to the appropriate application on the destination computer.


  Note Although the TCP/IP model only has five layers (or four, in the original definition), Layer 7 is the most common term used for the Application Layer, so that is what I will use throughout this book. That is due to the influence of the OSI model, as mentioned previously.


  Layer 7 protocols such as HTTPS are not user applications themselves; rather, they provide services for those applications to enable them to communicate with applications on other computers over the network. Figure 4.1 shows the complete process that enables a web browser on PC1 to send a message to request a web page from the web server running on SRV1. The process that the message goes through to reach SRV1 is as follows:


  
    	
      Layer 7—PC1’s web browser uses HTTPS to request the web page.

    


    	
      Layer 4—PC1 addresses the message to port 443, which is used by the HTTPS protocol. This ensures that the message reaches the correct application on SRV1.

    


    	
      Layer 3—PC1 addresses the message to the IP address of SRV1, and the destination IP address of the message remains the same as the message travels from PC1 across the network to SRV1.

    


    	
      Layer 2—PC1 addresses the message to the next hop in the path to SRV1, which is R1. After receiving the message, R1 forwards it to the next hop (R2) by addressing the message to R2’s MAC address. Finally, R2 forwards the message to the final destination (SRV1) by addressing the message to SRV1’s MAC address. Unlike the destination IP address of the message, the destination MAC address is changed at each hop.

    

  


  Definition To forward a message is to send it to the next node in the path to the destination, whether that is the final destination node itself or the next router in the path to the destination. In later chapters of this volume, we will examine how routers and switches make forwarding decisions to deliver messages to the correct destination.


  4.3.2 Data encapsulation and de-encapsulation


  In this section, we’ll see how the layers of the TCP/IP model work together to allow computers to communicate with each other. By now, you should be familiar with the basic purpose of each layer of the TCP/IP model:


  
    	
      Layer 7 (Application)—The interface between applications and the network

    


    	
      Layer 4 (Transport)—Provides application-to-application delivery of messages

    


    	
      Layer 3 (Network)—Provides end-to-end delivery of messages

    


    	
      Layer 2 (Data Link)—Provides hop-to-hop delivery of messages

    


    	
      Layer 1 (Physical)—The physical medium over which communication happens

    

  


  Data encapsulation


  The process a host goes through to send data is a five-step process. It begins with the Layer 7 protocol preparing some data to be sent. In the second step, a Layer 4 protocol then adds a header to that data addressed to a certain port. 


  Definition A header is supplemental data added to the front of a message that is to be transmitted over a network. A protocol’s header contains the data used by that protocol. For example, a Layer 4 protocol will include a destination port number, as well as other information.


  In the third step, the message is passed to Layer 3, which adds its own header to that data. This header will be addressed to the IP address of the destination host. In the fourth step, the message will then be passed to Layer 2, which adds both a header and a trailer.


  Definition A trailer is also supplemental data added to a message that is to be transmitted over a network. Whereas a header is added to the beginning of a message, a trailer is added to the end. The Ethernet trailer contains a small block of data used to check for errors in the message. For example, errors can occur during transmission as a result of electromagnetic interference.


  At Layer 2, the message is addressed to the next-hop device. Finally, in the fifth step, the host will transmit the bits over the physical medium, such as a UTP cable. The process of adding headers (and trailers) to data before sending it over a network is called encapsulation. To summarize that process:


  
    	
      The Application Layer protocol prepares data.

    


    	
      Layer 4 encapsulates the data with a header addressed to a port number on the destination host.

    


    	
      Layer 3 encapsulates the data with a header addressed to the IP address of the destination host.

    


    	
      Layer 2 encapsulates the data with a header addressed to the MAC address of the next hop. It also encapsulates the data with a trailer, used to check for errors.

    


    	
      The host transmits the bits of data over the physical medium (e.g., encoded as electrical signals over a UTP cable).

    

  


  Figure 4.5 demonstrates the five-step process of encapsulation and transmission.
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    Figure 4.5 The five-step process of encapsulating and transmitting data: (1) the Application Layer protocol prepares some data, (2) Layer 4 encapsulates the data with a header, (3) Layer 3 encapsulates the data with a header, (4) Layer 2 encapsulates the data with a header and trailer, and (5) the host transmits the bits over the physical medium (i.e., a UTP cable).

  


  Note The Layer 2 header is the beginning of the message; it is the first part sent. The Layer 2 trailer is the end of the message; it is the last part sent.


  Data de-encapsulation


  When the destination host receives the message, it goes through the opposite process: de-encapsulation. In the de-encapsulation process, the host receiving the message inspects the information in each header/trailer and then removes them until it gets to the data inside. Like encapsulating and transmitting a message, receiving and de-encapsulating a message can also be summarized into five steps, summarized as follows (also see figure 4.6):


  
    	
      The destination host receives the message.

    


    	
      It inspects the Layer 2 header and trailer, removes them, and passes the message to Layer 3.

    


    	
      It inspects the Layer 3 header, removes it, and passes the message to Layer 4.

    


    	
      It inspects the Layer 4 header, removes it, and sends the data to the appropriate application.

    


    	
      The application receives and processes the data.
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    Figure 4.6 The five-step process of receiving and de-encapsulating data: (1) the destination host receives bits (the message), (2) the Layer 2 header/trailer is inspected and removed, (3) the Layer 3 header is inspected and removed, (4) the Layer 4 header is inspected and removed, and (5) the data is received and processed by the application.

  


  Protocol data units


  At each stage in the encapsulation/de-encapsulation process, there is a name given to the message:


  
    	
      The combination of data and a Layer 4 header is called a segment. 

    


    	
      The combination of a segment and a Layer 3 header is called a packet.

    


    	
      The combination of a packet and a Layer 2 header/trailer is called a frame. 

    

  


  We can also use an alternative term to describe the message at each stage—protocol data unit (PDU):


  
    	
      A segment is a Layer 4 PDU (L4PDU).

    


    	
      A packet is a Layer 3 PDU (L3PDU).

    


    	
      A frame is a Layer 2 PDU (L2PDU).

    

  


  The contents of each PDU (everything encapsulated by that layer’s header/trailer) are called the payload. So, a frame’s payload is a packet, a packet’s payload is a segment, and a segment’s payload is the application data. Figure 4.7 illustrates the different PDUs and their payloads.
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    Figure 4.7 Application data encapsulated in a Layer 4 header is a segment (L4PDU); a segment encapsulated in a Layer 3 header is a packet (L3PDU); and a packet encapsulated in a Layer 2 header/trailer is a frame (L2PDU). The encapsulated contents of each PDU are that PDU’s payload.

  


  Adjacent-layer and same-layer interactions


  Within a computer, each layer of the TCP/IP model provides a service for the layer above it, called adjacent-layer interaction. Following is a summary of the interactions between adjacent layers of the TCP/IP model:


  
    	
      Layer 4 provides a service to Layer 7 by delivering data to the appropriate application on the destination host.

    


    	
      Layer 3 provides a service to Layer 4 by delivering segments to the correct destination host.

    


    	
      Layer 2 provides a service to Layer 3 by delivering packets to the next hop.

    


    	
      Layer 1 provides a service to Layer 2 by providing a physical medium for frames to travel over.

    

  


  There is also a related concept called same-layer interaction. This refers to the communications between the same layer on different computers. Same-layer interactions work like this:


  
    	
      Application data from one computer is sent to an application on another computer.

    


    	
      When data is encapsulated with a Layer 4 header, the segment is addressed to Layer 4 of the destination host, where the information in the header will be inspected.

    


    	
      When a segment is encapsulated with a Layer 3 header, the packet is addressed to Layer 3 of the destination host, where the information in the header will be inspected.

    


    	
      When a packet is encapsulated with a Layer 2 header and trailer, the frame is addressed to Layer 2 of the next hop, where the information in the header and trailer will be inspected.

    


    	
      Signals sent out of a physical port of one device are received by a physical port of another device.

    

  


  Figure 4.8 illustrates these adjacent-layer interactions between different layers on the same computer (on Host A and on Host B), and same-layer interactions between different computers that are communicating with each other (between Host A and Host B).
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    Figure 4.8 Each layer on a host provides services for the layer above it; this is called adjacent-layer interaction. When two hosts communicate, each layer on one host communicates with the same layer on the other host; this is called same-layer interaction.

  


  Summary


  
    	
      Networking models provide frameworks to define the functions necessary to enable network communications.

    


    	
      Networking models are divided into layers; each layer describes a necessary function for network communications and includes multiple protocols that can fulfill the layer’s role.

    


    	
      The Open Systems Interconnection Reference (OSI) model is a networking model that influenced how we think and talk about networks but is not in use today.

    


    	
      The OSI model has seven layers: (1) Physical, (2) Data Link, (3) Network, (4) Transport, (5) Session, (6) Presentation, and (7) Application.

    


    	
      The Internet Protocol Suite (TCP/IP) model) is the networking model used in modern networks and is named after two of its key protocols: Transmission Control Protocol (TCP) and Internet Protocol (IP).

    


    	
      The original TCP/IP model has four layers, but a more popular version has five: (1) Physical, (2) Data Link, (3) Network, (4) Transport, and (5) Application (called Layer 7, not Layer 5).

    


    	
      Layer 1 (Physical) defines physical requirements for transmitting data, such as ports, connectors, and cables, and how data should be encoded into electrical/light signals.

    


    	
      Layer 2 (Data Link) is responsible for hop-to-hop delivery of messages. A hop is the journey from one node in the network to the next in the path to the final destination.

    


    	
      Layer 2 uses media access control (MAC) addresses to address messages to the next hop.

    


    	
      Layer 3 (Network) is responsible for end-to-end delivery of messages, from the source host to the destination host.

    


    	
      Layer 3 uses Internet Protocol (IP) addresses to address messages to the destination host.

    


    	
      The destination MAC address of a message changes at each hop in the path to the destination, but the destination IP address remains the same.

    


    	
      Layer 4 (Transport) is used to address messages to the appropriate application on the destination host.

    


    	
      Layer 4’s addressing scheme uses port numbers (not related to physical ports). The port number identifies the Layer 7 protocol being used.

    


    	
      Layer 7 (Application) is the interface between applications and the network. Layer 7 protocols such as Hypertext Transfer Protocol Secure (HTTPS) are not applications themselves but provide services for applications to enable them to communicate over the network.

    


    	
      A host encapsulates application data with a Layer 4 header, Layer 3 header, and Layer 2 header/trailer before being transmitted over the physical medium (cable or radio waves).

    


    	
      After a message is received by a host, the host de-encapsulates it by inspecting and removing the Layer 2 header and trailer, inspecting and removing the Layer 3 header, inspecting and removing the Layer 4 header, and finally processing the data in the message.

    


    	
      The contents encapsulated inside each protocol data unit (PDU) are its payload.

    


    	
      The combination of data and a Layer 4 header is called a segment (L4PDU).

    


    	
      The combination of a segment and a Layer 3 header is called a packet (L3PDU).

    


    	
      The combination of a packet and a Layer 2 header/trailer is called a frame (L2PDU).

    


    	
      Within a computer, each layer provides a service for the layer above it; this is called adjacent-layer interaction.

    


    	
      Communication between the same layer on different computers is called same-layer interaction.

    

  


  5 The Cisco IOS CLI


  This chapter covers


  
    	The interfaces used to configure network devices


    	How to connect to the CLI of a Cisco device via the console port


    	Navigating between modes of the Cisco IOS command hierarchy


    	Viewing and saving a device’s configuration files


    	Password-protecting a Cisco IOS device

  


  This chapter is a break from the networking theory of the previous chapter; it’s time to get hands-on with Cisco routers and switches. Understanding the theory of networking is absolutely essential, but networking is also a skill that must be practiced, and that means configuring network devices.


  In the CCNA exam topics list, you will find a few different verbs, such as explain X, describe Y, and identify Z, indicating that Cisco expects you to have a theoretical understanding of the listed concepts and how they work. However, there are also many exam topics that state configure X or configure and verify Y. For these topics, in addition to having a theoretical understanding of their concepts, you must be able to configure them on Cisco network devices and verify their operations. 


  As an introduction to making configuration changes to a Cisco device and saving those changes, in this chapter, we will touch on exam topic 5.3: Configure and verify device access control using local passwords. However, this chapter is not specifically aimed at one of the CCNA exam topics but rather lays a necessary foundation for all of the exam topics that require you to configure and verify various protocols.


  5.1 Shells: GUI and CLI


  A shell is a computer program that allows a user to interact with the computer. It’s the interface between the computer and the user, and it’s called a shell because it’s the outer layer of the operating system. To configure a Cisco router or switch, you use a shell to give commands to the device. In this section, we will look at the two types of shells we will use in this book.


  5.1.1 GUI and CLI


  There are two main kinds of shells: graphical user interface (GUI, pronounced “G-U-I” or “gooey”) and command-line interface (CLI). Let’s examine these two types.


  Graphical user interfaces


  A GUI allows a user to manipulate the computer via a graphical interface. Regardless of your degree of experience or inexperience with computers, I’m certain you’ve used a GUI before. If you have a Windows PC, the GUI is what you’re interacting with when you open, close, and move windows, or when you open the Start menu to search for a program, etc. This is the Windows shell. If you have a smartphone, you use a GUI to interact with the phone and its apps.


  Although most of the CCNA exam does not focus on GUIs, you are expected to be familiar with one GUI for the exam: the Cisco wireless LAN controller (WLC) GUI. We will cover wireless LANs and how to configure a WLC via the GUI in part 4 of volume 2 of this book. Figure 5.1 shows a screenshot of the GUI of a Cisco WLC.
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    Figure 5.1 The GUI of a Cisco wireless LAN controller, accessed via a web browser

  


  Command-line interfaces


  A CLI is a text-based interface that allows you to control and interact with a device by entering commands, which are lines of text. A famous CLI you might have seen before is the Windows Command Prompt, as pictured in figure 5.2. Although the vast majority of users use the GUI exclusively (or almost exclusively), the Command Prompt CLI provides an alternative way to interact with the PC.
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    Figure 5.2 The Command Prompt CLI of a Windows PC, accessed from within the Windows shell GUI

  


  For the CCNA exam, you must be familiar with the CLI of Cisco routers and switches running Cisco IOS. For those with no prior experience with a CLI (such as myself when I started my CCNA studies in 2018), this can seem intimidating. However, by the end of this chapter, I hope you will see that navigating around the Cisco IOS CLI isn’t so complicated.


  Exam Tip Throughout the two volumes of this book, I will introduce various CLI commands to configure the protocols you must know for the CCNA exam. Hands-on practice with these commands—for example, using Cisco Packet Tracer—is an essential part of preparing for the CCNA exam.


  5.1.2 Accessing the CLI of a Cisco device


  To configure Cisco devices, you first have to connect your computer to the device to access the CLI. There are two main methods to do so:


  
    	
      Connect a PC/laptop to the console port of the device with a console cable.

    


    	
      Connect to the device over the network using a protocol like Telnet or Secure Shell (SSH). 

    

  


  We will cover Telnet and SSH in chapter 5, volume 2. Until then, we will focus on connections via the console port of the device. The console port is a physical port that allows you to connect a computer directly to the device (as opposed to connecting via the network infrastructure). In order to do so, you must be physically near the device; a console cable is typically only a few feet in length.


  Note Console ports cannot be used to communicate over the network. They are dedicated to configuring the device via the CLI.


  Figure 5.3 shows two console ports on a Cisco switch: USB Mini-B and RJ45. The exact type of console ports available depends on the model of the device, but USB Mini-B and RJ45 are common across many different Cisco router and switch models. You can connect to either port but not both; only one console connection is supported at a time.
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    Figure 5.3 Two console ports on a Cisco switch: USB Mini-B (left) and RJ45 (right)

  


  Console cables come in a variety of types with a variety of different connectors. The type used depends on the ports available on the device itself—the PC connecting to it. Perhaps the simplest option is to use a standard USB cable to connect your PC to the device’s USB console port (make sure the cable has the correct USB connector types for your PC and the device you want to connect to).


  To connect to the RJ45 console port, you must use a rollover cable. This is a different pattern than the straight-through and crossover cables we covered in chapter 3; rollover cables are wired as follows:


  
    	
      Pin 1 to pin 8

    


    	
      Pin 2 to pin 7

    


    	
      Pin 3 to pin 6

    


    	
      Pin 4 to pin 5

    


    	
      Pin 5 to pin 4

    


    	
      Pin 6 to pin 3

    


    	
      Pin 7 to pin 2

    


    	
      Pin 8 to pin 1

    

  


  The wiring of a rollover cable is illustrated in figure 5.4.
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    Figure 5.4 The wiring of a rollover cable, used to connect a PC to the RJ45 console port of a network device. Pin 1 on one end connects to pin 8 on the other end, pin 2 to pin 7, pin 3 to pin 6, pin 4 to pin 5, pin 5 to pin 4, pin 6 to pin 3, pin 7 to pin 2, pin 8 to pin 1.

  


  After physically connecting your PC to the device’s console port, you then need to use a type of application called a terminal emulator to access the CLI. A terminal emulator is a software application that replicates the functions of a computer terminal—an old hardware device consisting of a monitor and keyboard that was used to input data into (and receive and display data from) a computer. A popular (and free) terminal emulator on Windows is PuTTY (www.putty.org), but there are many options available for a variety of platforms.


  When using a terminal emulator to connect from a PC to a device’s console port, there are a few settings you will have to configure. Those are


  
    	
      Speed—The rate at which data is sent

    


    	
      Data bits—The number of bits of information used for each character of text sent to the device

    


    	
      Stop bits—Sent after every character to allow the receiving device to detect the end of the character

    


    	
      Parity—An extra bit sent with each character to be used for error detection

    


    	
      Flow control—Provides support for circumstances where a device sends data faster than the receiver can handle

    

  


  The appropriate value for each setting depends on the device you are configuring; to learn the appropriate settings for a particular device, you will have to check the manufacturer’s documentation for that device. Figure 5.5 shows how to initiate a console connection to a Cisco device in PuTTY.
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    Figure 5.5 How to use PuTTY to access a Cisco device’s CLI via the console port. From the Serial tab, configure the following settings, and then click Open: (1) Speed (baud): 9600 bits per second, (2) Data bits: 8, (3) Stop bits: 1, (4) Parity: None, (5) Flow control: None.

  


  Note You won’t be tested on how to use PuTTY or another terminal emulator to connect to a device’s console port in the CCNA exam, but I am including this information just in case you have physical hardware to practice on. To get hands-on lab practice for the CCNA, I recommend Cisco Packet Tracer, in which you can simply click on a device’s icon to access the CLI.


  5.2 Navigating the Cisco IOS CLI


  Now we will finally get hands-on in the Cisco IOS CLI, navigating through different modes and giving commands to a Cisco device. I want to emphasize once again that networking is not just theory but also a practical skill. It will be difficult to absorb this information without putting it into practice yourself, so I highly recommend following along in Packet Tracer (or the CLI of a real Cisco router or switch) as you read and trying out the different commands and shortcuts we cover.


  When you first access the CLI of a new Cisco device, you are given the option to configure the device using the system configuration dialog, as shown in the following example:

           --- System Configuration Dialog ---
Would you like to enter the initial configuration dialog? [yes/no]: no     ❶


  ❶ Type no, and press Enter to exit the dialog.


  Note In the CLI output shown in this book, bold text indicates commands typed by the user. Normal text indicates the output shown by the device.


  The system configuration dialog is a step-by-step configuration wizard that allows you to do a simple setup of the device without having to know Cisco IOS CLI commands. This feature is typically not used, and it’s not something you need to know for the CCNA, so I recommend skipping it by typing no and pressing the Enter key (the options [yes/no] are shown in square brackets).


  5.2.1 The EXEC modes


  After skipping the system configuration dialog, you are shown a prompt like the following, where you can type commands and press Enter to send them to the device. The format of the prompt is the hostname (in this case, Router, the default hostname of Cisco routers) followed by a greater-than sign. This indicates that you are in user EXEC mode:

  Router>        ❶


  ❶ The hostname followed by a greater-than sign indicates user EXEC mode.


  Note All of the commands we cover in this chapter apply to both Cisco routers and switches. They both run the same operating system: Cisco IOS.


  User EXEC mode is the least-privileged mode in the Cisco IOS command hierarchy; it allows you to enter some basic commands to view information about the device’s configuration and status. However, it does not allow you to do anything intrusive like make any changes to the device’s configuration, restart the device, etc. To demonstrate a simple command that you can use in user EXEC mode, I type show clock and press Enter. The router then displays the current time of its clock:

  Router> show clock                   ❶
*02:21:03.832 UTC Fri Feb 10 2023


  ❶ Views the time of the device’s clock


  Exam Tip There are a variety of show commands that you will become familiar with throughout this book. Learning the available show commands and how to interpret their output is a major part of studying for the CCNA.


  Checking the time is clearly not intrusive, so the show clock command is available in user EXEC mode. However, a more intrusive command like reload, which restarts the device, does not work in user EXEC mode, as shown in the following example. The router displays an error message instead (a percent sign indicates a message from IOS):

  Router> reload                                                           ❶
% Unknown command or computer name, or unable to find computer address   ❶


  ❶ The reload command can’t be used in user EXEC mode.


  To access more powerful commands, you must enter the next mode in the IOS command hierarchy: privileged EXEC mode. To access privileged EXEC mode, use the enable command. From privileged EXEC mode, the reload command now works:

  Router> enable                                                             ❶
Router# reload                                                             ❷
Proceed with reload? [confirm]                                             ❸
%SYS-5-RELOAD: Reload requested by console. Reload Reason: Reload Command. ❹   


  ❶ Enters privileged EXEC mode


  ❷ Uses the reload command again


  ❸ Hit enter to reload the device.


  ❹ A message indicates that the device will reload.


  Note The greater-than sign (>) in the prompt changes to a hash (#) when in privileged EXEC mode.


  Privileged EXEC mode gives unlimited access to the available show commands as well as many other commands to control various features of the device. To return to user EXEC mode from privileged EXEC mode, you can use the disable command. However, disable is rarely used because there are no commands in user EXEC mode that you can’t use in privileged EXEC mode; there’s rarely a need to return to user EXEC mode.


  Although privileged EXEC mode is more powerful than user EXEC mode, both modes are limited in that they do not allow you to make changes to the device’s configuration. The EXEC modes only allow you to view the device’s status and configuration, as well as execute operational commands to perform actions like restart the device, save the configuration, move and delete files, etc.


  5.2.2 Global configuration mode


  To make changes to the configuration of the device, we must leave the EXEC modes and proceed to the next mode in the IOS command hierarchy: global configuration mode. To do so, use the configure terminal command from privileged EXEC mode:

  Router# configure terminal                                     ❶
Enter configuration commands, one per line.  End with CNTL/Z.
Router(config)#                                                ❷


  ❶ Enters global configuration mode


  ❷ The prompt changes to hostname(config)# when in global configuration mode.


  Although there are only two EXEC modes in the Cisco CLI (user EXEC mode and privileged EXEC mode), there are several configuration modes that we will examine throughout this book. In this chapter, we will only look at the first one: global configuration mode. From global configuration mode, you can configure various features like the device’s hostname and passwords. From this mode, you can also access the other configuration modes that we will look at in later chapters of this book’s two volumes.


  One configuration that you can make from global configuration mode is to change the hostname of the device with the hostname command, as shown in the following example. Notice that after executing the command, the prompt changes from Router to R1, indicating that the hostname has changed. The command takes effect immediately. Configuring a unique hostname on each device in the network is essential to make them easy to identify. For the purpose of this book, we will use simple numerical identifiers (R1, R2, etc.). In a real enterprise network, other information, such as the device’s location, is often included in the hostname (i.e., Office1_R1):

  Router(config)# hostname R1      ❶
R1(config)#                      ❷


  ❶ Changes the device’s hostname


  ❷ The prompt immediately changes to reflect the new hostname.


  Note If you want to undo a configuration command, you can use no in front of the command. For example, after the hostname R1 command, no hostname R1 would remove the command and revert the device’s hostname to the default of Router.


  To return from global configuration mode to privileged EXEC mode, there are a few options. The end command, the Ctrl-C keyboard shortcut, and the Ctrl-Z keyboard shortcut will return you to privileged EXEC mode from global configuration mode or any other configuration mode. The exit command will return you to privileged EXEC mode from global configuration mode. However, if you’re in another configuration mode, it will return you to global configuration mode. Figure 5.6 shows how to navigate between user EXEC mode, privileged EXEC mode, and global configuration mode.


  Note If you use the Ctrl-Z shortcut in the middle of typing a command, the device will execute the typed command before returning to privileged EXEC mode; it’s equivalent to pressing Enter and then issuing end. Be careful! Ctrl-C does not do this; it will just return you to privileged EXEC mode.
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    Figure 5.6 How to navigate between user EXEC mode, privileged EXEC mode, and global configuration mode in the Cisco IOS command hierarchy

  


  Configuration modes such as global configuration mode allow you to configure the device, but EXEC mode commands like show do not work. However, the do command allows you to use EXEC mode commands from a configuration mode, so you don’t have to return to privileged EXEC mode. This can speed up your workflow when you are configuring a device but also want to use show commands to check its status. The following example demonstrates this; the show clock command results in an error message, but the do show clock command displays the time of the device’s clock:

  R1(config)# show clock                       ❶
              ^                              ❶
% Invalid input detected at '^' marker.      ❶
R1(config)# do show clock                    ❷
*03:06:22.892 UTC Fri Feb 10 2023            ❷


  ❶ Show commands don’t work in global configuration mode.


  ❷ Uses do to execute the command in global configuration mode


  5.2.3 Keyboard shortcuts


  There are several keyboard shortcuts that can help you more smoothly navigate through the CLI and enter commands. We covered two in the previous section; Ctrl-C and Ctrl-Z can be used to return to privileged EXEC mode from any configuration mode. There are many others, and we will look at a few of them next.


  When typing commands in the CLI, there is a cursor indicating where the next character will be inserted when typed. By default, this will be after the previous character, as you would probably expect. You can also move the cursor, for example, to fix an error in a previously typed word. The following are some keyboard shortcuts that can be used to move the cursor and edit the current command you are typing:


  
    	
      Left arrow—Moves the cursor left

    


    	
      Right arrow—Moves the cursor right

    


    	
      Backspace—Moves the cursor left and deletes the previous character

    


    	
      Ctrl-A—Moves the cursor to the beginning of the command you are typing

    


    	
      Ctrl-E—Moves the cursor to the end of the command you are typing

    


    	
      Ctrl-U—Deletes all characters to the left of the cursor

    

  


  You can also use the keyboard to view previously executed commands, which Cisco IOS stores in a memory buffer. This is useful if you made a mistake in a previous command and want to correct it without typing out the entire command again; you can return to the previous command, fix the error, and then execute the command again. You can use the following shortcuts to scroll through the buffer:


  
    	
      Up arrow—Previous command

    


    	
      Down arrow—Next command

    

  


  5.2.4 Context-sensitive help


  You will have to learn many different commands to prepare for the CCNA, and those commands are only a fraction of all of the available commands in Cisco IOS. For the purpose of the CCNA exam, it is important to practice and become familiar with the various commands we will look at in this book. However, Cisco IOS has a feature called context-sensitive help that can help you if you have forgotten a command. 


  Viewing the available commands


  A question mark (?) can be used for help in the Cisco IOS CLI in a few ways:


  
    	
      To list the available commands in the current EXEC or configuration mode

    


    	
      To list the keywords available for a command

    


    	
      To list the possible completions of a partially typed command or keyword

    

  


  In the first use case, the question mark is used to list the commands available in the current mode of the CLI hierarchy, along with a brief description of each command. Note that you don’t have to press Enter; the list of commands is shown immediately after typing the question mark. The first few commands available in user EXEC mode are as follows:

  R1> ?                                                         ❶
Exec commands:                                                ❷
  <1-99>           Session number to resume                   ❷
  access-enable    Create a temporary Access-List entry       ❷
  access-profile   Apply user-profile to interface            ❷
  clear            Reset functions                            ❷
  connect          Open a terminal connection                 ❷
. . . 


  ❶ Uses context-sensitive help to view the available commands


  ❷ A list of available commands is displayed.


  Few Cisco IOS commands are a single word; most commands include one or more keywords, which are further parameters typed after the initial command. The show command we looked at previously is an example of this; show on its own is not a valid command, but show clock is. In the second use case of the question mark, you can use it after a command to view the available keywords. The following example demonstrates this:

  R1> show                                          ❶
% Type "show ?" for a list of subcommands         ❶
R1> show ?                                        ❷
  aaa             Show AAA values                 ❷
  arp             ARP table                       ❷
  auto            Show Automation Template        ❷
  call-home       Show command for call home      ❷
  capability      Capability Information          ❷
. . .


  ❶ show is not a valid command on its own.


  ❷ Views the available keywords for the show command


  You can also use the question mark in this manner after a keyword to display any further keywords. For example, show clock ? lists the keyword detail, which can be used to view more information about the device’s clock. This is shown in the following example:

  R1> show clock ?                             ❶
  detail  Display detailed information       ❶
  |       Output modifiers                   ❶
  <cr>    <cr>                               ❶


  ❶ Views the available options after show clock


  The other two options displayed are also worth mentioning:


  
    	
      The pipe (|) can be used to filter the output of a show command. I will show an example of this later in this chapter.

    


    	
      <cr> means carriage return, which refers to the Enter key. This means that you can simply press Enter to execute the command. Although a keyword (detail) is available, show clock on its own is a valid command.

    

  


  The third use case for the question mark is to display the possible completions of a partially typed command or keyword. In this case, the question mark should be typed immediately after the partially typed command, without a space. For example, typing e? in user EXEC mode will list multiple commands that begin with e. Typing en?, on the other hand, will show that enable is the only command that begins with en, as shown in the following example:

  R1> e?                   ❶
enable  ethernet  exit   ❶
R1> en?                  ❷
enable                   ❷


  ❶ In user EXEC mode, three commands begin with e.


  ❷ Only one command begins with en.


  Auto-completing commands


  Typing various commands can be tedious when manually configuring a device. Fortunately, Cisco IOS does not require you to type full commands; it only requires you to type enough characters so that there is only one possible command that begins with those characters.


  If you type enough characters so that there is only one possible command beginning with those characters and then press the Tab key, IOS will automatically complete the command for you. For example, typing en and then pressing Tab will automatically complete the command to enable. Then you can simply press Enter to execute the command. However, if you don’t type enough characters and there are multiple possible commands beginning with the character(s) you have typed, the command won’t work; it will simply print the character(s) again on a new line. This is shown in the following example. Note that <Tab> indicates where I pressed the Tab key:

  R1> e<Tab>        ❶
R1> en<Tab>       ❷
R1> enable        ❷
R1#    


  ❶ Typing e and pressing Tab reprints e on a new line.


  ❷ Typing en and pressing Tab auto-completes the command to enable.


  But wait, there’s more: you don’t even have to use Tab to complete the command. Using the previous example of the enable command, if you type e and then press Enter to execute the command, the terminal will display an error message stating that e is an ambiguous command. That is because there are multiple possible commands beginning with e. However, if you type en and press Enter, the command is accepted as enable, and you are brought to privileged EXEC mode:

  R1> e                        ❶
% Ambiguous command:  "e"    ❶
R1> en                       ❷
R1#                          ❷


  ❶ Typing e and pressing Enter gives an error message.


  ❷ Typing en and pressing Enter executes the enable command.


  Note Auto-completion with Tab and executing partial commands both apply to a command’s keywords too. For example, conf t can be used instead of configure terminal to enter global configuration mode.


  Table 5.1 summarizes these context-sensitive help features. Spend some time experimenting with them in the CLI; once you get used to them, you will probably find yourself using them quite often as you practice configuring and verifying the various IOS features you need to know for the CCNA.


  Table 5.1 Cisco IOS context-sensitive help features


  
    
      
      
    

    
      
        	
          Command

        

        	
          Description

        
      

    

    
      
        	
          ?

        

        	
          Lists the available commands in the current mode

        
      


      
        	
          command ?

        

        	
          Lists the available keywords for the command

        
      


      
        	
          partial-command ?

        

        	
          Lists the possible commands beginning with the currently typed characters

        
      


      
        	
          partial-command<Tab>

        

        	
          Automatically completes the command if there is only one option beginning with the currently typed characters

        
      


      
        	
          partial-command<Enter>

        

        	
          Executes the command if there is only one option beginning with the currently typed characters

        
      

    
  


  5.3 IOS configuration files


  Cisco IOS devices make use of two different text files that store the device’s configurations: running-config and startup-config. The two files are each stored in different hardware memory and serve different purposes. You can view each configuration file with the show running-config and show startup-config commands.


  Note The output of show running-config and show startup-config can be quite long. When the output of a command is beyond a certain length, only partial output will be shown with a prompt that says --More-- at the bottom. Use the Enter key to scroll through the output one line at a time or the spacebar to scroll through the output one screen at a time.


  The configurations in the running-config file determine the current operations of the device. When you enter a configuration command in the CLI, you are modifying the running-config file. Changes take effect instantly; as shown previously, after the hostname command is executed, the hostname of the device changes immediately. 


  The running config file is stored in random-access memory (RAM). It is important to note that the contents of RAM are lost when the device is powered off or restarted; therefore, changes to running-config are lost in either event. To save configuration changes so they persist even if the device is powered off or restarted, the startup-config file is used.


  The configurations in startup-config do not determine the current operations of the device. Rather, the startup-config is the configuration file that is loaded by the device when it boots up—for example, after being powered on or restarted. The contents of the startup-config file are copied to the running-config file in RAM when the device boots up.


  The startup-config file is stored in a special type of RAM called nonvolatile RAM (NVRAM). The contents of NVRAM are kept even when the device is powered off or restarted, so to save changes made to the running-config file, the contents must be copied to startup-config. Otherwise, the device will have a factory-default configuration every time it boots up.


  Definition Factory-default refers to the original state of the device as it is sent from the factory, before any configuration changes are made.


  There are a few different commands (entered in privileged EXEC mode) that can be used to copy the contents of the running-config file to the startup-config file. The effect of each of these commands is the same, so it doesn’t matter which one you use:


  
    	
      write

    


    	
      write memory

    


    	
      copy running-config startup-config

    

  


  Note A new device that has booted up for the first time won’t even have a startup-config file until you use one of these commands. If no startup-config file is present, the device uses the factory-default configuration.


  If you want to return a device to its factory-default configuration, you can erase startup-config and then restart the device with the reload command. Just as with saving the configuration, there are a few different commands you can use to delete startup-config:


  
    	
      write erase

    


    	
      erase nvram:

    


    	
      erase startup-config

    

  


  5.4 Password-protecting privileged EXEC mode


  Privileged EXEC mode not only allows a user to execute any of the available show commands to gather information about the device’s configuration and status, but it also allows the user to access global configuration mode and make configuration changes to the device. Because of this, it’s always a good idea to configure a password to prevent unauthorized users from accessing privileged EXEC mode. In this section, we will look at the enable password and its more secure version, the enable secret.


  5.4.1 Configuring the enable password


  The enable password is a password that you must enter to access privileged EXEC mode. It’s also the name of the command used to configure the password; you configure it with the enable password command in global configuration mode. After you configure the enable password, any time a user uses the enable command in user EXEC mode, the user will have to enter that password to access privileged EXEC mode.


  Note The enable password is case-sensitive: cisco and Cisco are two different passwords.


  In the following example, I configure an enable password of ccna, use exit to return to privileged EXEC mode, and use disable to return to user EXEC mode. When I then use enable to return to privileged EXEC mode again, I have to enter the configured enable password of ccna to gain access. Note that, for security purposes, passwords are not displayed as you type them in Cisco IOS:

  R1(config)# enable password ccna     ❶
R1(config)# exit                     ❷
R1# disable                          ❸
R1> enable                           ❹
Password:                            ❺
R1#


  ❶ Configures an enable password


  ❷ Returns to privileged EXEC mode


  ❸ Returns to user EXEC mode


  ❹ Returns to privileged EXEC mode


  ❺ The password is hidden as you type it.


  There is a major problem with the enable password: it is stored in cleartext, meaning the exact password (ccna in this case) is stored in the configuration file as is. Anyone who can see running-config can read the password, and this is a major security concern. The following example demonstrates this: I use the command show running-config | include enable to view the enable password in running-config. The command is displayed exactly as I configured it, with the password in cleartext:

  R1# show running-config | include enable     ❶
enable password ccna                         ❷


  ❶ Views all lines in running-config that include the word enable


  ❷ The password is shown in cleartext.


  Note After a show command, a pipe (|) followed by the keyword include allows you to filter output to only show lines including the specified characters (enable, in this case).


  To improve the security of enable password, you can use the service password-encryption command in global configuration mode. This encrypts all current passwords configured on the device, as well as passwords you configure in the future. The following example demonstrates this: after issuing the command and viewing running-config again, the original password is not shown. Instead, the password is stored as ciphertext (encrypted text):

  R1(config)# service password-encryption              ❶
R1(config)# do show running-config | include enable    
enable password 7 0307580507                         ❷


  ❶ Encrypts all current and future passwords


  ❷ The enable password has been encrypted.


  Note The 7 before the ciphertext string 0307580507 indicates the encryption type.


  The service password-encryption command encrypts passwords using type 7 encryption. It is a very weak form of encryption that is easily reversed with free tools available on the internet (a Google search for “cisco type 7 decrypt” will give many results). Although it does prevent someone from looking over your shoulder to read the password as you look at running-config, it does not provide sufficient protection. To provide improved security, you should use the enable secret instead.


  Note If you use the no service password-encryption command to undo the encryption, currently encrypted passwords will not be decrypted. Future passwords, however, will not be encrypted.


  The enable password is an example of a legacy feature—something that has been replaced with a newer feature (the enable secret) but is still supported in Cisco IOS. The differences between the enable password and the enable secret are a potential exam question, but when configuring network devices, you should always use the enable secret.


  5.4.2 Configuring the enable secret


  The enable secret is a more secure password that can be configured to protect access to privileged EXEC mode. It stores the password as a hash, rather than encrypted ciphertext. Hashing can be thought of as one-way encryption; it can’t be reversed. The enable secret can be configured with the enable secret command in global configuration mode. In the following example, I configure an enable secret and view it in running-config:

  R1(config)# enable secret cisco                                                ❶
R1(config)# do show running-config | include enable
enable secret 9 $9$emuJQV5sVZCY8v$INbrp9XrtfWHieMubzYt7N640m4KXDIqKg/a6SHY9lU  ❷
enable password 7 0307580507                                                   ❸


  ❶ Configures an enable secret


  ❷ The enable secret is stored as a secure hash.


  ❸ The enable password remains in the config.


  Note Notice that the enable password remains in the configuration. If both the enable password and enable secret are configured, only the enable secret can be used. The enable password command remains in the configuration but cannot be used to access privileged EXEC mode.


  The enable secret command hashes the specified password using the default hashing algorithm of the device. There are a few different hashing algorithms that can be used to hash the password, and the hashing algorithms available vary depending on the IOS version of the device. On the platform I am using for this demonstration, the algorithm type is scrypt (pronounced S-crypt), also known as type 9 (as indicated by the 9 before the hash in the previous example’s output). On many older devices, the default algorithm is Message Digest 5 (MD5), also known as type 5. Type 5 is not as secure as type 9, so type 9 should be used when possible. In chapter 11, volume 2, we will examine the different hashing algorithms supported by Cisco IOS and how to configure secrets using specific hashing algorithms. 


  Summary


  
    	
      A shell is a computer program that allows a user to interact with the computer. A graphical user interface (GUI) is a shell with a graphical interface, and a command-line interface (CLI) is a shell with a text-based interface.

    


    	
      For the CCNA exam, you must be able to use the Cisco IOS CLI to configure the protocols and features listed in the exam topics list.

    


    	
      The CLI of a network device can be accessed by connecting a PC to the device’s console port with a console (crossover) cable or by connecting over the network infrastructure using Telnet or Secure Shell (SSH).

    


    	
      After physically connecting a PC to the device’s console port, a terminal emulator application (such as PuTTY) is required to access the CLI.

    


    	
      To give commands to a network device, you type commands in the CLI and press Enter.

    


    	
      After connecting to a device’s CLI, you will be in user EXEC mode, which only allows you to view basic information about the device but not perform anything intrusive. The format of the prompt is hostname>.

    


    	
      To access more powerful commands, use the enable command to access privileged EXEC mode, which provides unlimited access to EXEC mode commands. For example, you can view information about the device, restart it, save the configuration, move and delete files, etc. The format of the prompt is hostname#.

    


    	
      Use the disable command to return to user EXEC mode from privileged EXEC mode.

    


    	
      Use the reload command in privileged EXEC mode to restart the device.

    


    	
      To make configuration changes to the device, use the configure terminal command in privileged EXEC mode to access global configuration mode. The prompt is hostname(config)#.

    


    	
      Global configuration mode allows you to make configuration changes to the device. It also allows you to access other configuration modes for specific features.

    


    	
      To change the hostname of the device, use the hostname command in global configuration mode.

    


    	
      To undo a command, use no in front of the command. For example, no hostname R1.

    


    	
      Use the end command, the exit command, or the Ctrl-C/Ctrl-Z shortcuts to return to privileged EXEC mode from global configuration mode.

    


    	
      When in a configuration mode, you can use do in front of a command to execute EXEC mode commands.

    


    	
      Keyboard shortcuts can be used to move the cursor and scroll through previously executed commands.

    


    	
      Context-sensitive help can be used for guidance within the CLI. It can list available commands and possible completions for partially written words.

    


    	
      Cisco IOS devices use two configuration files: the running-config file and the startup-config file.

    


    	
      The running-config file is stored in RAM and determines the current operations of the device. Configuration commands change running-config and immediately take effect. The running-config file is lost when the device is powered off or restarted.

    


    	
      The startup-config file is stored in nonvolatile RAM (NVRAM) and does not determine the current operations of the device. The contents of startup-config are copied to running-config when the device boots up.

    


    	
      To save the running-config file to the startup-config file, use write, write memory, or copy running-config startup-config in privileged EXEC mode.

    


    	
      To return the device to the factory-default configuration, delete startup-config with write erase, erase nvram:, or erase startup-config, and restart the device with reload.

    


    	
      Privileged EXEC mode can be password-protected with an enable password or enable secret. If both the enable password and enable secret commands are configured, only the enable secret can be used to access privileged EXEC mode.

    


    	
      The enable password can be configured with the enable password command in global configuration mode. It is stored in the configuration as cleartext by default but can be encrypted with the service password-encryption command (type 7).

    


    	
      The enable password remains in Cisco IOS as a legacy feature, but on modern devices, the enable secret should be used instead.

    


    	
      The enable secret can be configured with the enable secret command in global configuration mode. It is stored in the configuration as a hash, using one of multiple hashing algorithms. The hashing algorithms available vary depending on the IOS version.

    


    	
      Message Digest 5 (MD5) is type 5 encryption, and scrypt is type 9. scrypt is more secure and should be used instead of MD5 if supported by the device. 

    

  


  6 Ethernet LAN switching


  This chapter covers


  
    	The definition of a LAN


    	The contents of the Ethernet header and trailer


    	How switches learn the MAC addresses of devices in the network


    	How switches forward frames to the appropriate destination


    	How network hosts use ARP to learn the MAC address of other hosts


    	The ping utility

  


  In this chapter, we will cover Ethernet LAN switching, which is the process switches use to forward frames to their proper destinations within a LAN. A frame is a Layer 2 PDU, including the Layer 2 header, trailer, and payload; we covered PDUs in chapter 4. When a network host sends a frame out of its port, it is the switch’s role to make sure the frame reaches its proper destination.


  This chapter covers material from domain 1.0 of the CCNA exam topics: Network Fundamentals. Specifically, we will cover the following topics:


  
    	
      1.13 Describe switching concepts


      
        	
          1.13a MAC learning and aging

        


        	
          1.13b Frame switching

        


        	
          1.13c Frame flooding

        


        	
          1.13d MAC address table

        

      

    

  


  It is often said that switches are Layer 2 devices or that they operate at Layer 2. The reason for this is that switches use information in the Layer 2 header (the Ethernet header) to make forwarding decisions. This is in contrast to routers, which use information in the Layer 3 header (the IP header) to make forwarding decisions. We will cover how routers forward network traffic between LANs in part 2 of this book, but for now, we will focus on how switches forward traffic within a LAN.


  6.1 Local area networks


  In chapter 2, I defined a local area network (LAN) as a group of interconnected devices in a limited area, such as an office, and stated that the role of a switch is to connect devices within a LAN. The precise definition of a LAN can vary depending on the context, but for the purpose of this lesson, how the devices are connected is more significant than the actual physical distance between them. Figure 6.1 demonstrates this concept.


  
    [image: ]


    Figure 6.1 Two offices with two switches in each office. In Office A each switch is a separate LAN because the switches are connected via a router. In Office B both switches are in the same LAN because they are directly connected to each other.

  


  There are two offices in the diagram, so you might say there are two LANs, which would not be incorrect if defining a LAN only by physical location. However, in Office A, the two switches are not directly connected to each other; each is connected to a different port on R1, and the purpose of a router is to provide connectivity between LANs. So, each switch in Office A can be considered its own LAN. For end hosts connected to SW1 to communicate with end hosts connected to SW2, their messages must pass through R1 because it separates the two LANs.


  In Office B, however, SW3 and SW4 are directly connected to each other. End hosts connected to one switch can communicate with end hosts connected to the other switch without the messages having to pass through a router. SW3, SW4, and all of the end hosts connected to them are in a single LAN.


  Another term for a LAN is a Layer 2 domain—a portion of a network where frames are switched, and hosts connected to the switch(es) can communicate with each other without the use of a router. Keep this definition in mind throughout this chapter; we will examine how switches forward frames within a Layer 2 domain.


  6.2 The Ethernet header and trailer


  Switches make forwarding decisions using information in the Ethernet header, so to understand switching, it’s important to understand the contents of that header (and trailer). Figure 6.2 shows the structure of an Ethernet frame. Note that the Preamble and Start Frame Delimiter (SFD) are included in the diagram but are not considered part of an Ethernet frame. We will examine why shortly.
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    Figure 6.2 The contents of the Ethernet header and trailer. They are split into multiple fields, each serving a different purpose. The fields of the header are the Destination, Source, and Type/Length. The trailer consists of a single field: the Frame Check Sequence (FCS). Although not considered part of the Ethernet frame, the Preamble and SFD are sent with each frame.

  


  6.2.1 Preamble and SFD


  The Preamble and SFD are sent with each Ethernet frame to allow the receiving device to synchronize its receiver clock and prepare to receive the incoming frame. This clock has nothing to do with the date and time but rather with how the receiving device interprets the incoming electrical signals—the receiving device needs to determine the precise length of 1 bit. 


  The device sending an Ethernet frame facilitates this by sending the Preamble and SFD. The Preamble is 7 bytes (56 bits—remember that 1 byte is 8 bits) in length and is simply a series of alternating 1s and 0s like this: 10101010. Then, the SFD is 1 byte in length and signals that the Preamble is done and the frame is going to start. The bit pattern of the SFD is 10101011.


  The reason the Preamble and SFD are not considered part of the Ethernet frame, although they are sent with each frame, is that they are purely a function of Layer 1, the Physical Layer. They do not contain information that influences what the receiving device decides to do with the frame. As mentioned in previous chapters, Ethernet includes specifications at both Layers 1 and 2, but the Layer 1 aspects of Ethernet are not considered part of a frame, which is a Layer 2 concept.


  6.2.2 Destination and source


  The Destination and Source fields are perhaps the most significant of the Ethernet header and trailer; the Destination field is the destination MAC address of the frame, and the Source field is the source MAC address of the frame. 


  Definition A media access control (MAC) address is a type of address used by Layer 2 protocols such as Ethernet and Wi-Fi. MAC addresses are 6 bytes (48 bits) in length and are typically written as a series of 12 hexadecimal characters. They are assigned by the device’s manufacturer and should be globally unique.


  Layer 2 provides hop-to-hop delivery of messages, and MAC addresses enable that. At Layer 3, the message is addressed to the IP address of the final destination host, but at Layer 2, the message is addressed to the MAC address of the next hop. Within a LAN, it is a switch’s job to look at the destination MAC address of the frame and forward it to the appropriate destination. The source MAC address field is also important because it helps the switch learn which port each host is connected to (more about that shortly).


  As indicated in figure 6.2, each of these fields is 6 bytes (48 bits) in length because 6 bytes is the length of a MAC address. However, when we represent MAC addresses, we typically don’t write them out in binary; a long string of 1s and 0s isn’t very human-readable or easy to remember. Instead, we write MAC addresses in hexadecimal.


  The hexadecimal number system


  The number system we typically use in our daily lives is the decimal number system, which uses 10 digits to represent all values: 0, 1, 2, 3, 4, 5, 6, 7, 8, 9. Hexadecimal is a number system that uses 16 digits; it uses the same 10 digits in the decimal system and borrows 6 letters from the alphabet: A, B, C, D, E, and F. 


  Because more digits are available, hexadecimal can express large values in fewer characters. In decimal, to express the value after 9, we have to add another character—it becomes 10, a 1 and a 0. Hexadecimal can express that same value in a single character: A. The efficiency of hexadecimal over decimal becomes more significant as the values become greater. Table 6.1 lists some decimal numbers and their equivalent hexadecimal numbers.


  Table 6.1 Decimal numbers and their hexadecimal equivalents


  
    
      
      
      
      
      
      
      
      
      
      
      
    

    
      
        	
          Dec.

        

        	
          Hex.

        

        	

        	
          Dec.

        

        	
          Hex.

        

        	

        	
          Dec.

        

        	
          Hex.

        

        	

        	
          Dec.

        

        	
          Hex.

        
      

    

    
      
        	
          0

        

        	
          0

        

        	

        	
          8

        

        	
          8

        

        	

        	
          16

        

        	
          10

        

        	

        	
          24

        

        	
          18

        
      


      
        	
          1

        

        	
          1

        

        	

        	
          9

        

        	
          9

        

        	

        	
          17

        

        	
          11

        

        	

        	
          25

        

        	
          19

        
      


      
        	
          2

        

        	
          2

        

        	

        	
          10

        

        	
          A

        

        	

        	
          18

        

        	
          12

        

        	

        	
          26

        

        	
          1A

        
      


      
        	
          3

        

        	
          3

        

        	

        	
          11

        

        	
          B

        

        	

        	
          19

        

        	
          13

        

        	

        	
          27

        

        	
          1B

        
      


      
        	
          4

        

        	
          4

        

        	

        	
          12

        

        	
          C

        

        	

        	
          20

        

        	
          14

        

        	

        	
          28

        

        	
          1C

        
      


      
        	
          5

        

        	
          5

        

        	

        	
          13

        

        	
          D

        

        	

        	
          21

        

        	
          15

        

        	

        	
          29

        

        	
          1D

        
      


      
        	
          6

        

        	
          6

        

        	

        	
          14

        

        	
          E

        

        	

        	
          22

        

        	
          16

        

        	

        	
          30

        

        	
          1E

        
      


      
        	
          7

        

        	
          7

        

        	

        	
          15

        

        	
          F

        

        	

        	
          23

        

        	
          17

        

        	

        	
          31

        

        	
          1F

        
      

    
  


  Note You can use a prefix to indicate whether a number is a decimal or hexadecimal number: 0d for decimal and 0x for hexadecimal. This can be useful in networking because we use multiple systems: binary, decimal, and hexadecimal. Ten in decimal is 10, but 10 in hexadecimal is equal to 16 in decimal. To clearly differentiate between the two, you can write 0d10 or 0x10.


  In part 5 of this book (IPv6), we will practice converting between decimal, hexadecimal, and binary. For now, that is not necessary; it is enough to understand that MAC addresses are typically written in hexadecimal.


  Characteristics of MAC addresses


  We have already covered two characteristics of MAC addresses: they are 6 bytes in length and are usually written in hexadecimal. By writing them in hexadecimal, we can express the address in fewer characters; MAC addresses are written as 12 hexadecimal characters rather than 48 bits (1s and 0s). The details regarding how those 12 characters are notated can vary. The following is a single MAC address written using three different notational conventions. Of course, because this is a CCNA book, I will follow Cisco’s convention for writing MAC addresses, but it’s worth knowing that they can be written in other ways. For comparison, I have also included the address written in binary—I’m sure you’ll agree that the hexadecimal representations are easier to read:


  
    	
      0cf5.a452.b101 (used by Cisco IOS)

    


    	
      0C-F5-A4-52-B1-01 (used by Windows)

    


    	
      0c:f5:a4:52:b1:01 (used by macOS)

    


    	
      000011001111010110100100010100101011000100000001 (binary)

    

  


  Unlike IP addresses (which we’ll cover in chapter 7), MAC addresses are not assigned by the network admin or engineer configuring the device. Instead, each port of a network device has a MAC address that is assigned to it by the manufacturer. For this reason, another name for a MAC address is a burned-in address (BIA): it is “burned into” the physical port. A MAC address is globally unique—it should not be shared by a port on any other device in the world.


  Note It is possible to override a manufacturer-assigned MAC address with manual configuration, but it is extremely rare to do so.


  To ensure that MAC addresses remain globally unique, the first half of each MAC address (the first 3 bytes) is an organizationally unique identifier (OUI) assigned to the manufacturer by the IEEE. Then, the manufacturer is free to use the second half to assign unique MAC addresses to each device they manufacture. For example, the MAC addresses of the first three ports of the Cisco switch in my home network are


  
    	
      0cf5.a452.b101

    


    	
      0cf5.a452.b102

    


    	
      0cf5.a452.b103

    

  


  0cf5.a4 is Cisco’s OUI (actually, Cisco has many OUIs), and the second half is a unique identifier for each port on the switch. As you probably noticed, those three MAC addresses are quite similar—only the final digit is different. That’s because MAC addresses on the same device are typically assigned sequentially.


  Let’s summarize MAC addresses before moving on:


  
    	
      MAC addresses are 6-byte (48-bit) addresses assigned to ports by the device’s manufacturer. Another name for a MAC address is burned-in address (BIA).

    


    	
      MAC addresses are globally unique.

    


    	
      The first 3 bytes are an organizationally unique identifier (OUI), assigned to the manufacturer by the IEEE.

    


    	
      The last 3 bytes are unique to the port itself.

    


    	
      MAC addresses are written as 12 hexadecimal characters.

    

  


  6.2.3 Type/Length


  The Type/Length field is a 2-byte field that can be used either to indicate the type of the encapsulated packet (e.g., an IP version 4 packet or an IP version 6 packet) or to indicate the length of the encapsulated packet (in bytes). There are historical reasons why this field can be used for two purposes, but both uses are now officially part of the Ethernet standard. These days, in almost all cases, this field is used to indicate the type of the encapsulated packet: instead of this field indicating length, the end of the frame is indicated by a special signal after the frame. 


  Note The original IEEE 802.3 standard used the Type/Length field exclusively to indicate the length of the encapsulated packet, and an additional header was used to indicate the type of encapsulated protocol: the Logical Link Control (LLC) header, sometimes with an additional Subnetwork Access Protocol (SNAP) extension to that header. However, this is beyond the scope of the CCNA exam.


  A value of 1500 (decimal) or less in this field means that it indicates the length of the encapsulated packet in bytes. For example, if the value is 1500, it means the encapsulated packet is 1500 bytes in length.


  A value of 1536 or greater in this field indicates the type of the encapsulated packet, which is usually IP version 4 (IPv4) or IP version 6 (IPv6). When used to indicate the type of the encapsulated packet, this field is called the EtherType field. For reference, here are the values in this field for IPv4 and IPv6, both of which are significant topics on the CCNA exam (usually hexadecimal notation is used; I’m including the decimal numbers for comparison):


  
    	
      IPv4: 0x0800 (0d2048)

    


    	
      IPv6: 0x86DD (0d34525)

    

  


  Note Values between 1500 and 1536 should not be used in this field.


  6.2.4 Frame Check Sequence


  The Frame Check Sequence (FCS) is the only field of the Ethernet trailer. It is 4 bytes in length and is used to detect corrupted data in the frame. Before a device sends a frame, it uses an algorithm to calculate a checksum, a small block of data that is appended to the end of the frame as the FCS field. 


  Then, when the frame’s destination host receives the frame, it calculates its own checksum for the frame (with the same algorithm) and compares it to the one calculated by the sender. If the two checksums are the same, the receiver can safely assume that the data has not been corrupted in transit. However, if the checksums calculated by the sender and receiver are different, the receiver will discard the frame—the data has been corrupted in transit (perhaps because of electromagnetic interference).


  FCS is the name of the field, but the name for this kind of checksum is cyclic redundancy check (CRC). The term cyclic refers to the kind of algorithm used to calculate the checksum. Redundancy means that the field is redundant—it expands the size of the message but doesn’t add any additional information. Check is self-explanatory—it is used to check if the frame traveled from source to destination without the data being corrupted.


  6.3 Frame switching


  Now that we have looked at the information in the Ethernet header and trailer, let’s see how switches use the Source and Destination fields to build a MAC address table and forward frames to the appropriate destination(s) within a LAN. 


  6.3.1 MAC address learning


  When a switch has to make a decision about how to forward a frame, it looks up the frame’s destination MAC address in its MAC address table, which is a list of the MAC addresses in the LAN and which port each is connected to. We will examine the frame-forwarding process in section 6.3.2, but first, how does a switch build its MAC address table? 


  Note Another name for a MAC address table is CAM table, named after the kind of memory the table is stored in (content addressable memory).


  This is the role of the Source field of the Ethernet header. When a switch receives a frame on one of its ports, it examines the Source field and creates an entry for that MAC address in its MAC address table, associating that MAC address with the port the frame was received on. This entry says “To reach this MAC address, forward the frame out of this port.” This makes sense: if a switch receives a frame from MAC address X on port Y, the switch knows it can reach the host with MAC address X out of port Y. This process is called MAC address learning. Figure 6.3 shows a simple network with two switches, each with two PCs connected. By examining the Source field of frames that arrive on its ports, each switch has built a MAC address table that tells it which port each MAC address is connected to (directly or via another switch).


  Definition MAC addresses learned by a switch in this manner are known as dynamic MAC addresses—they are automatically (dynamically) learned. This is in contrast to static MAC addresses, which are manually (statically) configured, although that is quite rare. A switch will remove a dynamic MAC address from its MAC address table after 5 minutes of inactivity (if it doesn’t receive a frame from that MAC address for 5 minutes); this is called MAC aging.


  
    [image: ]


    Figure 6.3 A network with two switches, each with two PCs connected. SW1 and SW2 have learned the MAC address of each PC by examining the Source field of frames received on their ports as the PCs communicate with each other. SW1 knows it can reach PC1 via its G0/1 port, PC2 via its G0/2 port, and PC3/PC4 via its G0/0 port. SW2 knows it can reach PC1/PC2 via its G0/0 port, PC3 via its G0/1 port, and PC4 via its G0/2 port.

  


  Figure 6.3 shows the state of the network after the switches have learned the MAC addresses of the devices in the LAN. However, we are missing a few pieces of the puzzle, such as how switches forward traffic before they have built their MAC address tables and how the PCs learn each others’ MAC addresses.


  
    Port names on Cisco devices


    Ports on Cisco devices have a name indicating their maximum supported speed (Ethernet = 10 Mbps, FastEthernet = 100 Mbps, GigabitEthernet = 1 Gbps, TenGigabitEthernet = 10 Gbps), followed by one to three numbers. How many numbers are used depends on the model of the device.


    In this book, I will use a two-number system (X/Y), where the first number is the slot on the device, and the second number is the port number within that slot. A slot is a group of ports on a network device. In many cases, the ports in a slot are modular, meaning you can insert modules with different kinds of ports depending on your needs. Additionally, I will shorten the names to use the first letter only: E = Ethernet, F = FastEthernet, G = GigabitEthernet, T = TenGigabitEthernet.


    Furthermore, port numbers on physical Cisco switches start from 1 (G0/1, G0/2, G0/3, etc). However, for most examples in this book, I will use virtual devices running in Cisco’s emulation software CML (Cisco Modeling Labs), in which port numbers start from 0 (G0/0, G0/1, G0/2, etc).

  


  6.3.2 Frame flooding and forwarding


  Once the switches have learned the MAC address of each host in the LAN, as in figure 6.3, forwarding traffic is simple: when a switch receives a frame, it looks up the destination MAC address in its MAC address table and forwards the frame out of the appropriate port. For example, if PC1 sends a frame to PC2’s MAC address, SW1 will check its MAC address table and see that it should forward the frame out of its G0/2 port. This frame from PC1 is a known unicast frame.


  Definition A frame addressed to a single destination host is called a unicast frame. If the switch already has an entry for the frame’s destination MAC address in its MAC address table, it is called a known unicast frame.


  The action a switch takes upon receiving a known unicast frame is to forward it out of the appropriate port. Now let’s examine what happens when a switch receives a unicast frame and doesn’t have an entry for the frame’s destination MAC address in its MAC address table—an unknown unicast frame. Figure 6.4 shows what happens when PC1 sends a message to PC3, and both switches have an empty MAC address table.


  Definition An unknown unicast frame is a frame addressed to a single destination host, but the switch doesn’t have an entry for the frame’s destination MAC address in its MAC address table.


  
    [image: ]


    Figure 6.4 PC1 sends a unicast frame to PC3, but neither SW1 nor SW2 have an entry for the destination MAC address in their MAC address table. (1) PC1 sends the frame, and SW1 learns PC1’s MAC address. (2) SW1 floods the frame. SW2 learns PC1’s MAC address. PC2 drops the frame. (3) SW2 floods the frame. PC4 drops the frame. PC3 receives and processes it.

  


  PC1 sends a unicast frame addressed to PC3’s MAC address. SW1 uses the Source of the frame to learn PC1’s MAC address, and then it floods the frame—it sends the frame out of every port except the one it was received on (G0/1). SW1 doesn’t have an entry for the PC3’s MAC address in its MAC address table, so by flooding the frame, it hopes the frame will be able to reach PC3, and then it will later be able to learn PC3’s MAC address when PC3 sends a reply.


  Definition To flood a frame is to send it out of all ports, except the port the frame was received on. Switches take this action on receiving an unknown unicast frame.


  When SW1 floods the frame, both PC2 and SW2 receive it. Because the destination MAC address of the frame is not PC2’s, it drops the frame. SW2, on the other hand, will treat the frame just like SW1 did; it will learn PC1’s MAC address and then flood the frame out of its G0/1 and G0/2 ports.


  When SW2 floods the frame, both PC3 and PC4 receive it. Like PC2, PC4 will drop the frame because the destination MAC address is not its own. However, PC3 sees that the frame is destined for its own MAC address, so PC3 will receive and process the message. Figure 6.5 shows what then happens when PC3 sends a reply back to PC1.
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    Figure 6.5 PC3 replies to PC1’s message. (1) PC3 sends the frame, and SW2 learns PC3’s MAC address. (2) SW2 forwards the frame out of its G0/0 port, and SW1 learns PC3’s MAC address. (3) SW1 forwards the frame out of its G0/1 port, and PC1 receives and processes it.

  


  PC3’s reply to PC1 is also a unicast frame, but this time both SW1 and SW2 have an entry for the frame’s destination (PC1’s MAC address) in their MAC address tables, so rather than flooding the frame, each switch simply forwards it out of the port specified by the entry in its MAC address table. First, PC3 sends the frame, and SW2 learns PC3’s MAC address on its G0/1 port. SW2 then forwards the frame out of its G0/0 port, and SW1 learns PC3’s MAC address on its G0/0 port. Finally, SW1 forwards the frame out of its G0/1 port, and PC1 receives and processes the message. Remember what action a switch takes for each kind of unicast frame:


  
    	
      Known unicast frame (forward)—The switch will send the frame out of the port specified by the MAC address’s entry in the MAC address table.

    


    	
      Unknown unicast frame (flood)—The switch will send the frame out of all ports except the one it was received on.

    

  


  Note A switch is transparent to its connected hosts; PC1 and PC3 address their messages directly to each other, not to SW1 or SW2, exactly as they would if they were directly connected with a single cable. This is why a message passing through a switch is not considered a hop (as stated in chapter 4). Also, switches do not modify the frames they switch in any way; they simply forward or flood them as appropriate. 


  6.3.3 The MAC address table in Cisco IOS


  The command to view a Cisco switch’s MAC address table is show mac address-table (in user EXEC or privileged EXEC mode). As the following example shows, there are a few more columns than just the MAC address and port. The Type column indicates whether the MAC address was dynamically learned (DYNAMIC) or statically configured (STATIC). The Vlan column indicates which virtual LAN (VLAN) each MAC address was learned in. We will cover VLANs in chapter 12. For now, just note that all of the MAC addresses are in VLAN 1 by default:

  SW1# show mac address-table                      ❶
          Mac Address Table
-------------------------------------------
  
Vlan    Mac Address       Type        Ports
----    -----------       --------    -----
   1    5254.0017.7cd2    DYNAMIC     Gi0/0      ❷
   1    d8bb.c1cc.ff01    DYNAMIC     Gi0/1      ❷
   1    d8bb.c1cc.ff02    DYNAMIC     Gi0/2      ❷
   1    d8bb.c1cc.ff03    DYNAMIC     Gi0/0      ❷
   1    d8bb.c1cc.ff04    DYNAMIC     Gi0/0      ❷


  ❶ Views SW1’s MAC address table


  ❷ A list of MAC addresses and the port each was learned on


  Note Cisco abbreviates GigabitEthernet ports as “GiX/X,” not “GX/X.”


  Above the MAC addresses of PC1, PC2, PC3, and PC4 in the previous example, there is an additional MAC address in SW1’s MAC address table (5254.0017.7cd2). This is the MAC address of SW2’s G0/0 port. Although the MAC addresses of a switch’s ports don’t play a role when it is forwarding traffic between hosts, switches periodically exchange messages with each other and learn each other’s MAC addresses in the process. We will cover some of these messages exchanged among switches in this book.


  Although you can usually leave a switch to learn MAC addresses by itself and clear them as needed (after 5 minutes of inactivity), you can manually clear dynamic MAC addresses from a switch’s MAC address table with the clear mac address-table dynamic command. The following example shows this; I clear SW1’s MAC address table and then view it again, but it is empty:

  SW1# clear mac address-table dynamic           ❶
SW1# show mac address-table                     
          Mac Address Table
-------------------------------------------
  
Vlan    Mac Address       Type        Ports    ❷
----    -----------       --------    -----    ❷


  ❶ Clears SW1’s dynamically learned MAC addresses


  ❷ SW1’s MAC address table is empty.


  You can also specify a specific address to remove from the MAC address table or tell the switch to remove all MAC addresses learned on a specific port. To clear a specific dynamic MAC address from the table, you can use the clear mac address-table dynamic address mac-address command. To clear all dynamic MAC addresses learned on a specific interface, use the clear mac address-table dynamic interface interface-name command. 


  However, as stated previously, you usually will not have to manually interfere with a switch’s MAC address learning and aging processes. Note that this command uses the term interface instead of port. As you will see when we cover more configurations, this is true of most commands within Cisco IOS.


  Note When I use bold and italics in a command, the bolded words indicate the command and its keywords that you must type. The italicized words indicate arguments for which you must provide a value. For example, in clear mac address-table dynamic address mac-address, you must type clear mac address-table dynamic address and then specify the mac-address to clear.


  6.4 Address Resolution Protocol


  Now we have looked at how switches forward frames and learn the MAC addresses of devices in their LAN. Next we will take a step back to fill in another piece of the puzzle—how the PCs know each other’s MAC address. For PC1 and PC3 to send messages to each other, they first need to learn each other’s MAC address. To do so, they use Address Resolution Protocol (ARP).


  ARP allows a host to learn the MAC address of another host in the LAN. ARP involves two messages: an ARP request (used to ask another host what its MAC address is) and an ARP reply (used to inform another host of this host’s MAC address). The ARP request message is sent in a new kind of frame: not unicast but broadcast. The ARP reply is a unicast frame sent to the MAC address of the host that sent the ARP request.


  Definition A broadcast frame is a frame addressed to the broadcast MAC address: ffff.ffff.ffff. A switch will flood broadcast frames, like unknown unicast frames. Broadcast frames are used by hosts to send messages to all other hosts in the LAN. 


  If an ARP request is broadcast (addressed to all other hosts in the LAN), how does the sender specify which host’s MAC address it wants to learn? It does so by specifying the IP address of the host it wants to know the MAC address of. Figure 6.6 demonstrates this. PC1 wants to send a message to PC3 but doesn’t know PC3’s MAC address. So, PC1 uses ARP to learn PC3’s MAC address.


  Note The IP addresses of PC1, PC2, PC3, and PC4 are shown in figure 6.6, but it’s not necessary to understand the structure of IP addresses yet. We will cover IP addresses in the next chapter.
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    Figure 6.6 An ARP request and reply exchange between PC1 and PC3. PC1 wants to send a message to PC3 but does not know PC3’s MAC address, so PC1 uses ARP to learn PC3’s MAC address.

  


  Here’s the process shown in figure 6.6:


  
    	
      PC1 sends an ARP request addressed to the broadcast MAC (ffff.ffff.ffff).

    


    	
      SW1 floods the frame. PC2 sees the ARP request is not for its own IP address, so it drops the message.

    


    	
      SW2 floods the frame. PC4 sees the ARP request is not for its own IP address, so it drops the message. PC3 sees the ARP request is for its own IP address.

    


    	
      PC3 sends an ARP reply to PC1.

    


    	
      SW2 forwards the ARP reply out of its G0/0 port.

    


    	
      SW1 forwards the ARP reply out of its G0/1 port. PC1 now knows PC3’s MAC address, so it will be able to send the original message to PC3.

    

  


  Note The group of devices that will receive a broadcast frame sent by one of the group’s members are in the same broadcast domain. A broadcast domain can be thought of as equivalent to a LAN or Layer 2 domain. All of the devices in figure 6.6 are in the same broadcast domain because they receive each other’s broadcast frames.


  After the ARP exchange is complete, PC1 knows PC3’s MAC address; it will store PC3’s MAC address in its ARP table, which is a list of IP addresses and their associated MAC addresses. ARP can be thought of as the bridge between Layers 2 and 3 of the TCP/IP model. ARP is used to map a known Layer 3 address (IP address) to an unknown Layer 2 address (MAC address).


  Now PC1 will be able to send its message in a frame addressed to PC3’s MAC address. It is also worth mentioning that upon receiving PC1’s ARP request message, PC3 also stores PC1’s MAC address in its own ARP table.


  Note that, thanks to the ARP request–reply exchange, SW1 and SW2 have already learned PC1 and PC3’s MAC addresses (the MAC address learning process was not shown in figure 6.6 to focus on the ARP process). So, when PC1 sends its message to PC3, the switches won’t flood it—they will simply forward it out of the appropriate port because it is a known unicast message.


  Note Unicast messages can be thought of as one-to-one and broadcast as one-to-all. Additionally, there is another type of message called multicast, which is one-to-multiple (but not necessarily all). We will touch on multicast messages in later chapters of this volume and volume 2.


  We have covered how switches learn MAC addresses, how they flood and forward frames, and how hosts learn the MAC address of another host in the LAN by sending an ARP request to that host’s IP address, but there is still one more part to the puzzle. How does a host know the IP address of the host it wants to send a message to? The answer is, “It depends.” We will cover some possibilities in this book—for example, the Domain Name System (DNS), which is used to convert hostnames (i.e., manning.com) into IP addresses. As another option, the user of the device could manually specify the IP address to send a message to, such as when using ping to test connectivity.


  Note A device doesn’t have to use ARP every time it sends a message. After it has used ARP to learn another device’s MAC address, it stores that information in its ARP table for future use.


  6.5 Ping


  Ping is a software utility that tests the reachability of hosts over a network. It’s not directly connected to the topic of Ethernet switching, but it is a tool I’ll be referencing throughout the book, and it also serves to fill the final piece of the puzzle in this chapter—how a source host knows the IP address of the destination host it wants to send a message to.


  To send a ping message to another host on the network, the command is ping ip-address (this is true for Cisco IOS, Windows, Linux, macOS, etc.). The IP address of the destination host is specified directly in the command, so that’s how the source host knows the IP address of the destination host.


  Ping is a component of the Internet Control Message Protocol (ICMP), which plays a supporting role for the Internet Protocol (IP). In your networking career (or career in nearly any other area of IT), you’ll certainly use ping very frequently as a simple way to test whether two hosts can reach each other over the network; it is a very common diagnostic and troubleshooting tool. Like ARP, ping consists of two messages: an ICMP echo request and an ICMP echo reply. However, unlike ARP, both messages used by ping are unicast.


  Ping can also be used to measure the round-trip time (RTT) between two hosts—the time it takes a message to travel from one host to another and back. The following example shows a ping from a Cisco router (R1) to another host on its local network. In Cisco IOS, a single ping command sends five ICMP echo requests. As highlighted, the output lists the minimum, average, and maximum RTT for those five requests:

  PC1# ping 10.0.0.12                                                    ❶
Type escape sequence to abort.
Sending 5, 100-byte ICMP Echos to 10.0.0.12, timeout is 2 seconds:
!!!!!                                                                  ❷
Success rate is 100 percent (5/5), round-trip min/avg/max = 3/3/4 ms   ❷


  ❶ Sends five ICMP echo requests (pings) to the specified IP address


  ❷ Each exclamation mark indicates a successful ping.


  The five exclamation marks (!!!!!) in the output indicate successful pings—ICMP echo requests that received an ICMP echo reply. If any of the requests do not receive a reply, a period (.) is displayed instead. For example, if the first request did not receive a reply, the output would be .!!!!.


  Summary


  
    	
      A local area network (LAN) can be defined as a portion of a network where hosts can communicate with each other without the use of a router. This is also called a Layer 2 domain.

    


    	
      The Ethernet header has three fields: Destination, Source, and Type/Length. The Ethernet trailer has one field: the Frame Check Sequence (FCS).

    


    	
      Although they are not considered part of the Ethernet frame, the Preamble and Start Frame Delimiter (SFD) are sent with each frame. 

    


    	
      The Preamble is a 7-byte series of alternating binary 1s and 0s. The SFD is a single byte in length and uses the bit pattern 10101011 to indicate the end of the Preamble and the beginning of the frame.

    


    	
      The Destination and Source fields are each 6 bytes in length and contain the MAC address of the frame’s sender (Source) and its intended receiver (Destination). MAC addresses are assigned by the manufacturer and should be globally unique.

    


    	
      MAC addresses are usually written in hexadecimal, a number system that uses 16 characters: 0, 1, 2, 3, 4, 5, 6, 7, 8, 9, A, B, C, D, E, and F. When written in hexadecimal, MAC addresses are 12 characters in length.

    


    	
      The first half of a MAC address is the organizationally unique identifier (OUI), which is assigned to the device’s manufacturer by the IEEE. The second half of the MAC address can be used freely by the manufacturer to assign a unique MAC address to each port of the devices it manufactures.

    


    	
      The Type/Length field either indicates the type of the encapsulated packet (i.e., IPv4 or IPv6) or the length of the encapsulated packet in bytes. If the value is 1500 or less, it indicates the length of the packet. If the value is 1536 or greater, it indicates the type (in this case, the name is EtherType).

    


    	
      The FCS field uses a cyclic redundancy check (CRC) to allow the receiving host to check for errors in the frame that might have occurred in transit.

    


    	
      A switch makes decisions about how to forward frames by looking up each frame’s destination MAC address in the switch’s MAC address table.

    


    	
      A switch builds its MAC address table by looking at the source MAC address field of frames it receives and creating an entry in the MAC address table, associating the MAC address with the port the frame was received on. This is called MAC address learning.

    


    	
      MAC addresses learned like this are called dynamic MAC addresses.

    


    	
      If a switch doesn’t receive a frame from a dynamic MAC address for 5 minutes, it will remove the entry from the MAC address table. This is called MAC address aging.

    


    	
      A frame addressed to a single host is called a unicast frame. If the switch already has an entry for the frame’s destination MAC in its MAC address table, it is a known unicast frame, and the switch will forward it out of the appropriate port. If the switch does not have an entry for the frame’s destination MAC in its MAC address table, it is an unknown unicast frame, and the switch will flood the frame, sending it out of all ports (except the one it was received on).

    


    	
      The show mac address-table command allows you to view the MAC address table of a Cisco switch. Dynamic MAC addresses can be cleared with clear mac address-table dynamic, clear mac address-table dynamic address mac-address, or clear mac address-table dynamic interface interface-name.

    


    	
      Address Resolution Protocol (ARP) allows a host to learn the MAC address of another host in the network. It uses two messages: an ARP request and an ARP reply.

    


    	
      The ARP request is sent to the broadcast MAC address (ffff.ffff.ffff), so it is flooded by switches. The ARP reply is a unicast message.

    


    	
      A broadcast domain is a group of devices that receive broadcast messages from each other. Devices connected to the same switch (or different switches, but the switches are connected) are in the same broadcast domain.

    


    	
      The ARP table is used to store IP address-to-MAC address mappings, so an ARP request doesn’t have to be sent before every single packet.

    


    	
      Ping is a utility that tests connectivity between two network hosts. It is a component of the Internet Control Message Protocol (ICMP) and is a common diagnostic and troubleshooting tool. To send a ping, use the ping ip-address command.

    


    	
      Ping uses two messages: an ICMP echo request and an ICMP echo reply. Both are unicast messages. 

    

  


  7 IPv4 addressing


  This chapter covers


  
    	The fields of the IPv4 header


    	The binary number system


    	How to convert between decimal and binary


    	The structure of IPv4 addresses


    	How to configure IPv4 addresses on Cisco routers

  


  In chapter 6, we focused on Layer 2 of the TCP/IP model: how switches use information in the Ethernet header to make forwarding decisions. In this chapter, we will move up a layer to Layer 3 and look at the contents of the Internet Protocol version 4 (IPv4) header, focusing on IPv4 addressing.


  We are now in the realm of routers, rather than switches. Whereas switches use information in the Layer 2 header to decide how to forward messages to their proper destinations, routers use information in the Layer 3 header to make their forwarding decisions. In this chapter, we won’t yet focus on exactly how routers make those forwarding decisions; we will leave that for part 2 of this book. Instead, we will first focus on the contents of the IPv4 header and the addresses used in that header.


  The specific exam topic we will cover is topic 1.6: Configure and verify IPv4 addressing and subnetting. However, IPv4 addressing is not only relevant to exam topic 1.6; it is a fundamental topic that is essential to understanding nearly any other CCNA exam topic. Also note that we will cover subnetting, the second half of topic 1.6, in part 2 of this book.


  Given the name IPv4, you may wonder what happened to previous versions. The history and characteristics of IPv0, v1, v2, and v3, although important steps in the evolution toward IPv4, are not necessary to know for the CCNA exam, so we will not cover them. It is IPv4, officially defined in RFC 791 (simply titled “Internet Protocol”) that is the foundation of modern networks such as the internet.


  Note In addition to IPv4, IPv6 is another major exam topic that has its own part in this volume. IPv6 was introduced in 1995 to replace IPv4, but its adoption has been slow. Although IPv6 adoption is accelerating as the available IPv4 address pool runs out, it seems that for the foreseeable future, network engineers will have to be familiar with both IPv4 and IPv6.


  7.1 The IPv4 header


  Before looking at the details of IPv4 addressing, it’s helpful to understand the header that contains those addresses. However, the IPv4 header doesn’t just contain IPv4 addresses; it contains a variety of fields, each serving a different role in enabling the end-to-end delivery of packets (the role of Layer 3).


  The IPv4 header is more complex than the Ethernet header, as you’ll probably notice when looking at figure 7.1. In total, there are 14 fields (although the Options field is optional), whereas the Ethernet header and trailer only have 4 (6 if you include the Preamble and SFD). 
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    Figure 7.1 The format of the IPv4 header. The header is typically 20 bytes in size (the minimum size) but can be up to 60 bytes if the Options field is used.

  


  Before we examine the purpose of each field of the header, I want to clarify how to read figure 7.1. The fields of the header are contained within the thick border and should be read from left to right, top to bottom; the first bit of the header is in the top-left position, and the last bit is in the bottom-right position. The numbers along the top indicate that each row is 4 bytes (32 bits) in length. The numbers on the left of each row indicate the starting byte/bit number of that row. For example, the second row starts at byte 4 (the fifth byte), which is bit 32 (the thirty-third bit).


  Note In networking, you’ll have to get used to counting from 0. For example, the range from 0 to 31 includes 32 bits in total: bit 0 is the first bit, bit 1 is the second bit, etc. Likewise, byte 0 is the first byte, byte 1 is the second byte, byte 2 is the third byte, byte 3 is the fourth byte, etc.


  As stated, the Options field is optional (and variable in size), so the length of the IPv4 header is variable. Without the Options field, the header is 20 bytes in length, from the first bit of the Version field to the last bit of the Destination Address field. With the Options field at its maximum size (40 bytes), the IPv4 header is 60 bytes in length. However, the Options field is rarely used and is beyond the scope of the CCNA exam.


  Exam Tip For the purpose of the CCNA exam, don’t worry about memorizing the length and position of each field of the IPv4 header. Questions on the CCNA exam are more substantial than trivia like “What’s the length of field X?” For the purpose of this chapter, it’s sufficient to have a basic understanding of the purpose of each field. This chapter focuses on the IPv4 addresses in the Source Address and Destination Address fields, and in the rest of this book, we will look at other fields in greater detail as required.


  7.1.1 The Version field


  The first field of the IPv4 header is the Version field. It is 4 bits in length. As I mentioned previously, there are two versions of IP used in modern networks: IPv4 and IPv6. The purpose of this field is simple: to indicate which version of IP is being used. In modern networks, you can expect to find one of two values in this field:


  
    	
      A value of 0b0100 (0d4) indicates IPv4.

    


    	
      A value of 0b0110 (0d6) indicates IPv6.

    

  


  Note As mentioned in chapter 6, the prefix 0b indicates a binary number, and the prefix 0d indicates a decimal number. We will look at how to convert between the two number systems later in this chapter.


  7.1.2 The IHL field


  The second field is the Internet Header Length (IHL) field, which is 4 bits in length. This field is used to indicate the length of the IPv4 header. The reason this field is necessary is because the IP header is variable in length, depending on whether the Options field is present or not (and the Options field itself is variable in length too).


  The IHL field indicates the length of the IPv4 header in 4-byte increments. For example, if the value of this field is 5, it means the header is 20 bytes in length (the minimum length of the IPv4 header).


  Note A value less than 5 should not be used in this field because the IPv4 header cannot be less than 20 bytes in length.


  Any value greater than 5 in the IHL field indicates that the Options field is present in the header. The maximum value of the IHL field is 15, indicating that the header is 60 bytes in length (the maximum length of the IPv4 header). In that case, the Options field is 40 bytes in length, and the rest of the header is 20 bytes.


  7.1.3 The DSCP and ECN fields


  The next two fields are Differentiated Services Code Point (DSCP), which is 6 bits in length, and Explicit Congestion Notification (ECN), which is 2 bits in length. This byte of the IPv4 header used to be called the Type of Service field and still is sometimes, but DSCP + ECN is the current definition. 


  These fields are used for Quality of Service (QoS), which is a network feature used to prioritize specific types of network traffic over other types. A common use case for QoS is to prioritize delay-sensitive network traffic—network traffic for which it is very important to reach the destination as soon as possible, without delay. One example of this is voice and video traffic; I think most of us know how frustrating it can be to have a Zoom call (or a call using any similar application) with poor quality. QoS helps ensure that this traffic is forwarded with as little delay as possible.


  Note QoS is another CCNA exam topic, and we will cover it in chapter 10 of volume 2 of this book.


  7.1.4 The Total Length field


  The Total Length field is a 16-bit field that indicates the total length of the packet—the IPv4 header and its payload. Don’t confuse this with the IHL field, which indicates the length of the IPv4 header alone. Figure 7.2 illustrates the difference between the IHL and Total Length fields.
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    Figure 7.2 The difference between the IHL and Total Length fields. The IHL field indicates the length of the IPv4 header (Layer 3 header), whereas the Total Length field indicates the length of the entire packet. The Layer 2 header and trailer are shown to emphasize that a packet will always be encapsulated in a frame before being sent; a packet alone is not ready to be sent over the physical medium.

  


  Another difference between the IHL and Total Length fields is that the value of the Total Length field indicates the length of the packet in bytes, rather than 4-byte increments. For example, a value of 100 in the Total Length field means the packet is 100 bytes in length, and a value of 1,000 in the Total Length field means the packet is 1,000 bytes in length.


  7.1.5 The Identification, Flags, and Fragment Offset fields


  The Identification, Flags, and Fragment Offset fields, 32 bits in total, are used together to support packet fragmentation—when a packet is broken up into multiple smaller packets called fragments. IPv4 uses a concept called maximum transmission unit (MTU) to indicate the maximum size a packet should be, and any packet larger than the MTU will be fragmented. Then, the final destination host of the packet reassembles the fragments to restore the original packet.


  The typical MTU is 1,500 bytes, and this should be supported on all modern devices. However, if for some reason a router in the packet’s path to the destination has a lower MTU, it will fragment the packet. Another possibility is that a host sends packets larger than the standard 1,500-byte size (sometimes packet sizes up to 9,000 bytes are used). If a router in the path to the destination doesn’t support those larger packets, it will fragment them. Let’s briefly examine the role of each of these three fields.


  Identification field


  This field is 16 bits in length and is used to identify which original packet a fragment belongs to. When a packet is fragmented, all of its fragments must have the same value in this field.


  Flags field


  This field is 3 bits in length and is used to control and identify fragments. The 3 bits of this field (bit 0, bit 1, and bit 2) are defined as follows:


  
    	
      Bit 0: Reserved—This bit’s use hasn’t been defined, so it is always set to 0.

    


    	
      Bit 1: Don’t Fragment (DF) bit—If this bit is set to 1, it means the packet should not be fragmented. In that case, if the packet’s size is greater than the MTU, it will be discarded.

    


    	
      Bit 2: More Fragments (MF) bit—If this bit is set to 1, it means there are more fragments remaining—this one isn’t the last. The final fragment of the packet will have a value of 0 in this field (indicating that there are no more fragments). An unfragmented packet will always have a value of 0 for this bit.

    

  


  Fragment Offset field


  This field is 13 bits in length and is used to indicate the position of the fragment within the original packet. This allows fragmented packets to be reassembled even if the fragments arrive out of order. This is rare, but if there are multiple paths to a destination, different fragments might take different paths, in which case they may arrive at the destination out of order.


  7.1.6 The TTL field


  The Time To Live (TTL) field is an 8-bit field. When a host sends a packet, it will set an initial value in this field (a common value is 64), and then each router that forwards the packet will decrease the value in this field by 1. If the value reaches 0, the router will drop the packet.


  The reason for this mechanism is to prevent packets from looping around the network infinitely. A loop is when a message travels around the network without being able to find its destination. For example, if there are three routers (R1, R2, and R3), a looping packet might be passed from R1 to R2, from R2 to R3, from R3 to R1, from R1 to R2, from R2 to R3, etc. in a loop. Figure 7.3 shows an example of a looped packet being dropped thanks to the TTL field.
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    Figure 7.3 A looped packet is dropped due to the TTL mechanism. (1) R1 forwards the packet to R2 with a TTL of 5. (2) R2 forwards the packet to R3 with a TTL of 4. (3) R3 forwards the packet to R1 with a TTL of 3. (4) R1 forwards the packet to R2 with a TTL of 2. (5) R2 forwards the packet to R3 with a TTL of 1. (6) R3 wants to forward the packet to R1 but drops the packet because it must decrement the TTL to 0.

  


  Loops should not occur in a properly configured network, but mistakes can happen. The TTL field prevents packets from looping indefinitely; once the packet’s TTL reaches 0, it will be dropped.


  7.1.7 The Protocol field


  The Protocol field is 8 bits in length and is used to indicate what kind of message is encapsulated inside of the packet. This is similar to the Ethernet header’s EtherType field, which indicates the type of message encapsulated in the frame (for example, an IPv4 packet or an IPv6 packet). 


  In the previous chapter, we covered the ping utility, which is a component of ICMP. If a packet contains an ICMP message, that is indicated with a value of 1 in this field. The following are the Protocol field values of some protocols we will cover in this book:


  
    	
      1—ICMP

    


    	
      6—Transmission Control Protocol (TCP)

    


    	
      17—User Datagram Protocol (UDP)

    


    	
      89—Open Shortest Path First (OSPF)

    

  


  7.1.8 The Header Checksum field


  The Header Checksum field is 16 bits in length and is used to check for errors in the IPv4 header. The mechanism is similar to the FCS in the Ethernet trailer. However, a major difference is that the Header Checksum field only checks for errors in the IPv4 header, not in the entire packet. On the other hand, the Ethernet FCS field doesn’t just check for errors in the Ethernet header; it checks for errors in the entire frame.


  7.1.9 The Source Address and Destination Address fields


  These two fields contain the IP address of the host sending the packet (Source Address field) and the intended recipient of the packet (Destination Address field). Each of these fields is 32 bits in length—the length of an IPv4 address. We will cover the structure of IPv4 addresses in detail later in this chapter.


  7.1.10 The Options field


  The final field of the IPv4 header is the Options field. As mentioned previously, this field is optional and variable in length—from 0 bytes (if not used) to 40 bytes in length; this is the reason the IPv4 header requires a field to indicate the length of the header itself. This field is rarely used, and its use cases are beyond the scope of the CCNA exam.


  7.2 The binary number system


  To understand IPv4 addresses, you have to understand the binary number system, as well as how to convert between binary and decimal numbers. And to understand how binary numbers work, let’s first review how decimal numbers work. We’re all familiar with decimal numbers because we use them in our daily lives, but many of us don’t think about how the decimal number system actually works.


  7.2.1 Decimal


  The decimal number system uses 10 digits: 0, 1, 2, 3, 4, 5, 6, 7, 8, and 9. All values are expressed using those 10 digits. For this reason, the decimal number system is also called base 10. Values from 0 to 9 can be expressed with a single digit, but to express greater values, we have to use more digits. For example, the number after 0d9 is 0d10—a 1 in the tens position and a 0 in the ones position. 


  After counting up to 0d99 (9 in the tens position and 9 in the ones position), we have to add a third digit; the number after 0d99 is 0d100—a 1 in the hundreds position and a 0 in both the tens and ones positions. Because decimal uses 10 digits, the value of each additional position increases tenfold as you add more digits: 1, then 10, then 100, then 1,000, etc. That’s why, in the number 1,009 (for example), the 1 on the left has a greater value than the 9 on the right, even though on its own, the number 9 has a greater value than the number 1.


  7.2.2 Binary


  Counting in the binary system follows the same process but with only two digits: 0 and 1. For this reason, the binary number system is also called base 2. Only the values 0 and 1 can be expressed with a single digit; to express greater values, we have to add more digits. 


  The value after 0b1 is 0b10—a 1 in the twos position and a 0 in the ones position; this is equivalent to 0d2. After 0b10 is 0b11 (equivalent to 0d3), and then once again, both positions have reached their maximum value, so a third digit is needed. This results in 0b100 (equivalent to 0d4). Whereas the value of each decimal position increases 10-fold, the value of each binary position doubles because binary uses two digits. Figure 7.4 shows an eight-digit binary number with the value of each position above each bit (binary digit).
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    Figure 7.4 An 8-bit (1-byte) number with the value of each bit written above. The decimal equivalent of 0b10101101 is 0d173. This can be calculated by adding the value of each bit that is set to 1.

  


  Note The rightmost digit of a binary number is called the least-significant bit, because it has the least value. The leftmost digit is called the most-significant bit, because it has the greatest value.


  Table 7.1 lists some decimal numbers and their binary equivalents. With only two digits available, binary numbers quickly grow in size (the value after 0b11111 would be 0b100000). That is why, although computers use binary numbers,, we convert those binary values to other number systems (decimal and hexadecimal) to make them more human-readable.


  Table 7.1 Decimal numbers and their binary equivalents
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  Although IPv4 addresses are 32 bits in length, the good news is that you only have to be able to convert between binary and decimal for numbers up to 8 bits in length. That is because IPv4 addresses are divided into four groups of 8 bits, making them more manageable.


  Converting binary numbers to decimal


  Converting binary numbers to decimal is a simple process—just add up the values of the bits that are set to 1. Figure 7.5 demonstrates this process.
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    Figure 7.5 The binary number 00101111 is equal to 47 in decimal. To calculate this, add the value of each bit that is set to 1: 32 + 8 + 4 + 2 + 1 = 47.

  


  I highly recommend spending some time practicing this. To do so, write some random 8-bit numbers (11011010, 01011100, 11101110, etc.), and practice converting them to decimal. With some practice, you should be able to convert from binary to decimal in your head, without writing down the value of each bit. To check your answers, you can do a quick internet search for “binary to decimal converter”; there are plenty of free tools available.


  Note The minimum value of an 8-bit number (with all bits set to 0) is 0d0. The maximum value of an 8-bit number (with all bits set to 1) is 0d255. Therefore, 8 bits provide 256 possible values: from 0d0 (0b00000000) to 0d255 (0b11111111).


  Converting decimal numbers to binary


  Converting from decimal to binary takes a few more steps. There are a few methods to do this, but figure 7.6 demonstrates the process I use. First, attempt to subtract the value of the most significant bit (128) from the decimal number. If the result is a positive number, note the remainder, and write a 1 in that bit position. If the subtraction would result in a negative value, do not subtract; just write a 0 in that bit position. Then, subtract the value of the second-most significant bit (64) from the remainder of the previous subtraction (or the original number, if you couldn’t subtract 128 from the number), and repeat the process until you reach 0. Figure 7.6 shows how this works:


  
    	
      Subtracting 128 from 206 gives a remainder of 78. Write a 1 in the 128 position.

    


    	
      Subtracting 64 from 78 gives a remainder of 14. Write a 1 in the 64 position.

    


    	
      32 cannot be subtracted from 14. Write a 0 in the 32 position.

    


    	
      16 cannot be subtracted from 14. Write a 0 in the 16 position.

    


    	
      Subtracting 8 from 14 gives a remainder of 6. Write a 1 in the 8 position.

    


    	
      Subtracting 4 from 6 gives a remainder of 2. Write a 1 in the 4 position.

    


    	
      Subtracting 2 from 2 gives a remainder of 0. Write a 1 in the 2 position.

    


    	
      We have reached 0, so write a 1 in the remaining position.

    

  


  We now have the answer: 0d206 is equivalent to 0b11001110.
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    Figure 7.6 The process of converting a decimal number (206) to a binary number (11001110) by subtracting each bit’s decimal value

  


  Instead of using subtraction, you can convert from decimal to binary using addition if you prefer. Begin with a running total of 0, and progressively add the values of each bit, starting from the leftmost (most significant) bit, without exceeding the value of the decimal number you’re converting. Here are the steps for converting the decimal number 206 to binary:


  
    	
      0 + 128 = 128. Write a 1 in the 128 position.

    


    	
      128 + 64 = 192. Write a 1 in the 64 position.

    


    	
      192 + 32 = 224, which is greater than 206. Write a 0 in the 32 position.

    


    	
      192 + 16 = 208, which is greater than 206. Write a 0 in the 16 position.

    


    	
      192 + 8 = 200. Write a 1 in the 8 position.

    


    	
      200 + 4 = 204. Write a 1 in the 4 position.

    


    	
      204 + 2 = 206. Write a 1 in the 2 position.

    


    	
      We have reached the original value (206). Write a 0 in the remaining position.

    

  


  Like converting from binary to decimal, this process becomes much easier with practice, and eventually you should be able to do it in your head. To practice, write some random numbers from 0 to 255 (56, 127, 201, 199, etc.), and try converting them into binary.


  For additional practice with converting between decimal and binary (in both directions), you can try the Binary Game on Cisco Learning Network: https://learningnetwork.cisco.com/s/binary-game. Try it a few times each day; as you practice and improve, your scores in the Binary Game should increase, and you’ll find yourself able to do the necessary calculations in your head.


  Exam Tip Being able to quickly convert between decimal and binary is a big help on the CCNA exam, especially when it comes to subnetting (the topic of chapter 11). The CCNA exam has a 2-hour time limit—don’t unnecessarily spend time doing binary-to-decimal and decimal-to-binary conversions. A bit of practice with Cisco’s Binary Game goes a long way.


  
    Exam applications


    Binary is a fundamental topic with applications to various CCNA exam topics. In addition to IPv4 addressing (the topic of this chapter), the following are some other topics that require you to be proficient with binary, including converting between binary and decimal:


    
      	
        IPv4 subnetting—Subnetting is the process of dividing networks into smaller networks and is the second half of exam topic 1.6: Configure and verify IPv4 addressing and subnetting. To subnet IPv4 networks, you need to be able to convert IPv4 addresses from decimal to binary and vice versa. We will cover subnetting in chapter 11 of this book.

      


      	
        IPv6 addressing—This is exam topic 1.8: Configure and verify IPv6 addressing and prefix. To understand IPv6 addresses, you need to be able to convert between binary, decimal, and hexadecimal (because IPv6 addresses are usually written in hexadecimal). We will cover IPv6 in part 5 of this book.

      


      	
        IPv4 and IPv6 routing—This includes nearly all of domain 3.0 of the CCNA exam topics (IP Connectivity) and is 25% of the entire CCNA exam. For example, to know how a router will forward a packet, you must identify the most specific matching route—the route with the most bits that match the packet’s destination IP address. To do that, you must understand binary numbers. We will cover the concept of the most specific matching route in chapter 9 and other topics in domain 3.0 in parts 4 and 5 of this volume.


        Access Control Lists (ACLs)—ACLs are exam topic 5.6: Configure and verify access control lists. ACLs are used to permit or deny specific network traffic, and they do that by comparing bits in the configured ACL to the bits of a packet’s source and/or destination IP addresses. To configure appropriate ACLs, you must understand the binary system. We will cover ACLs in part 6 of this book.

      

    

  


  7.3 IPv4 addressing


  An IPv4 address is a 32-bit number that identifies a host at Layer 3 of the TCP/IP Model. IP addresses (whether IPv4 or IPv6) are used to address a message to its final intended recipient, unlike MAC addresses, which are used to address a message to the next hop. Whereas switches are said to be Layer 2 devices, routers are said to be Layer 3 devices or to operate at Layer 3 because they make forwarding decisions based on the destination IP address of messages (located in the Layer 3 header). 


  Note In this chapter, we will look at how to configure IPv4 addresses on routers, but we will cover how routers forward packets in part 2 of this book.


  7.3.1 The structure of an IPv4 address


  IPv4 addresses are 32 bits in length, but a 32-bit string of 1s and 0s isn’t very human-readable or easy to remember. To make them easier to read, IPv4 addresses are represented using decimal numbers instead of binary. To simplify it even further, we first split the 32-bit IPv4 address into four groups of 8 bits called octets, separated by a period, and then convert each of the octets to decimal; this is called dotted decimal notation. This is why, for the purpose of the CCNA, you only need to be able to convert between binary and decimal for numbers of up to 8 bits. Figure 7.7 shows an IPv4 address written in dotted decimal as well as in binary. 
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    Figure 7.7 An IPv4 address written in both dotted decimal and binary. The 32-bit address is split into four octets consisting of 8 bits each. The address is divided into two parts: the network portion and the host portion. The prefix length indicates the size of the network portion in bits, and the remainder is the host portion.

  


  
    Octet and byte


    You may wonder what the difference is between an octet and a byte, both of which I have defined as a group of 8 bits. An octet always means 8 bits. However, a byte isn’t necessarily 8 bits; a byte is the minimum unit of data that a computer can read from or write to at one time. This is almost always 8 bits, but in the past, there have been computers that use 6-, 7-, and 9-bit bytes. Therefore, the term octet is sometimes used instead to refer to a group of 8 bits. In the context of IPv4 addresses, octet is preferred.

  


  Prefix length


  The size of the network portion of an IP address can be indicated with a prefix length in the format /X, where X is the number of bits in the network portion. In figure 7.7, the IPv4 address is followed by /24, indicating that the network portion of the address is 24 bits in length. From that, we can infer that the remaining 8 bits are the host portion. 


  Note The network portion of an IPv4 address is often called the prefix or network prefix.


  All hosts in the same LAN as the host with IPv4 address 192.168.100.100 will share the same network portion; the first three octets of their IPv4 addresses will be the same (192.168.100). However, each host will have a unique host portion; the final octet will be unique. Some possible addresses of other hosts in the LAN could be 192.168.100.1, 192.168.100.178, 192.168.100.234, etc.


  Figure 7.8 shows two networks: LAN 1 and LAN 2. Notice that the IP address of each host in LAN 1 begins with 192.168.1, and the IP address of each host in LAN 2 begins with 192.168.2. The router (R1) serves to connect the two LANs; its G0/0 interface has IP address 192.168.1.1/24, and its G0/1 interface has IP address 192.168.2.1/24. Hosts in the separate LANs can communicate with each other via R1. Notice that the switches do not have IP addresses—this is because switches are not Layer 3 aware. Switches operate at Layer 2 of the TCP/IP model and do not get involved with Layer 3.


  Note When talking about routers, the term interface is typically used instead of port.
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    Figure 7.8 Two networks (LAN 1 and LAN 2) connected via a router (R1). IP addresses of hosts in each LAN share the same network portion: 192.168.1 in LAN 1 and 192.168.2 in LAN 2.

  


  Note The exact meaning of the term network can vary. You could say figure 7.8 depicts a network consisting of two LANs. However, in the context of IP addresses and prefix lengths, you can think of a network as being synonymous with a LAN—a group of devices that can communicate directly with each other, without the use of a router.


  Netmasks


  Instead of indicating the prefix length with /X, another common method is to use a netmask—another string of 32 bits that is paired with an IP address to indicate which bits of the IP address are the network portion and which are the host portion. A bit in the netmask that is set to 1 means the bit in the same position of the IP address is part of the network portion; a bit in the netmask that is set to 0 means the bit in the same position of the IP address is part of the host portion. 


  Like IPv4 addresses, netmasks are usually written in dotted decimal notation. Figure 7.9 shows an IPv4 address (172.16.20.21) with a netmask (255.255.0.0). The first 16 bits of the netmask are 1, meaning the first 16 bits of the IPv4 address are the network portion.
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    Figure 7.9 An IPv4 address (top) and its netmask (bottom). The first 16 bits of the netmask are set to 1, indicating that the first 16 bits of the IPv4 address are the network portion. This is equivalent to a /16 prefix length.

  


  Note A netmask is often called a subnet mask; we will cover the topic of subnets in chapter 11.


  For the CCNA, you should be familiar with both methods of indicating the length of the network portion of an IPv4 address: using /X notation and using a netmask. I will usually use /X notation because it’s simpler, but as you’ll see later in this chapter, configuring IPv4 addresses in Cisco IOS requires you to use netmasks. The following are some prefix lengths and their equivalent netmasks for comparison:


  
    	
      Prefix length: /8 = netmask: 255.0.0.0

    


    	
      Prefix length: /16 = netmask: 255.255.0.0

    


    	
      Prefix length: /24 = netmask: 255.255.255.0

    

  


  Note A netmask is always a series of 1s followed by a series of 0s; this is because IPv4 addresses are always structured to have the network portion on the left (the most significant bits) and the host portion on the right (the least significant bits). Netmasks like 0.0.0.255 or 255.0.255.0 are not possible.


  7.3.2 Configuring IPv4 addresses on a router


  Unlike MAC addresses, which are assigned to a device by its manufacturer, IP addresses must be assigned by the engineer or admin configuring the device. Let’s look at how to configure IP addresses on a Cisco router.


  Note End hosts like PCs usually receive their IP addresses automatically using Dynamic Host Configuration Protocol (DHCP), the topic of chapter 4 of volume 2. However, the IP addresses of network infrastructure devices like routers are usually manually configured.


  Figure 7.10 zooms in on R1 from figure 7.8 and shows how to configure IP addresses on and enable R1’s G0/0 and G0/1 interfaces. In the rest of this section, we will analyze these configurations and use show commands to verify the status of R1’s interfaces before and after configuration. Here are the basic steps:


  
    	
      From user EXEC mode, move to privileged EXEC mode and then global configuration mode.

    


    	
      Access interface configuration mode for the G0/0 interface, configure an IP address and netmask, and enable the interface.

    


    	
      Access interface configuration mode for the G0/1 interface, configure an IP address and netmask, and enable the interface.
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    Figure 7.10 How to configure IP addresses and enable router interfaces. R1 is connected to two LANs: 192.168.1.1/24 (G0/0) and 192.168.2.1/24 (G0/1).

  


  Note The switches and PCs present in figure 7.8 have been replaced with perpendicular lines at the end of the connections in figure 7.10. This is a common technique in network diagrams to indicate that a LAN is connected to an interface, but its details are not important to the diagram. Figure 7.10 focuses on R1, so there is no need to show the switches and PCs.


  Preverification


  Let’s confirm the default state of R1’s interfaces before we configure them—before configuring a device, it’s best to confirm the device’s current state. A convenient command to view a router’s interfaces is show ip interface brief, executed in user EXEC or privileged EXEC mode. You will be using this command a lot! The following example shows the output of the command on R1 before configuring its interfaces:

  R1# show ip interface brief                                                ❶
Interface           IP-Address   OK? Method Status                 Protocol
GigabitEthernet0/0  unassigned   YES unset  administratively down  down    ❷
GigabitEthernet0/1  unassigned   YES unset  administratively down  down    ❷
GigabitEthernet0/2  unassigned   YES unset  administratively down  down    ❷
GigabitEthernet0/3  unassigned   YES unset  administratively down  down    ❷


  ❶ Views information about R1’s interfaces


  ❷ R1’s four interfaces are listed.


  The Interface column lists R1’s interfaces—it has four, and we will configure two of them. The IP-Address column will list the IP address of each interface after we have configured them, but currently it just states unassigned. 


  The Status column lists the physical status of each interface. If the interface is connected to another device, the status will be up; if it isn’t, the Status will be down, and if the interface is manually disabled, it will be administratively down
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