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Intro: Welcome to the Digital Stage



Ever play Telephone as a kid? This is the party game where you whisper a phrase to the person sitting next to you. Then, without asking for repetition or clarification, that person must then whisper the phrase they heard to the next person, who whispers it to the next person, and the next, and so on, around the room, until the last person whispers it to the first one, at which point you compare the two phrases–the one you started with and the one you ended with–to see how different they are.

I used to play this game with my high school classes, where I once saw “Canada is the home of the moose” become “Can Andy take Homer shoot me loose?”

One day, I tried an experiment and asked my students to play the same game with numbers. The first person whispered five single-digit numbers to his neighbor, and then off it went around the room. After fifteen or so people, the number came back to the start, completely unchanged. Hmm, interesting.

So I began to challenge my students, asking them to try six numbers, then seven. How about double-digit numbers? We began to do it under pressure of time. Time and again, they were able to whisper numbers around a circle flawlessly. When they did mess up, it was almost always because of a memory error–they just couldn’t remember all the numbers that had been whispered to them–rather than a comprehension error. “Twenty-seven” never became “forty-one” or “eighty-five” because someone didn’t hear clearly. Eventually, they could pass eight two-digit numbers around the circle, a total of sixteen whispered digits, with almost flawless accuracy.

The exercise showed the precise nature of numbers, and, while it is a weak analogy for digital communication, it is a perfect example of two kinds of transmission: one that is highly vulnerable to distortion, interference, and signal loss, and one that is not.

But let’s go back a bit.

“Digital” means fingers. The word “digit” is from the Latin “digitus,” meaning a finger or a toe. It might have meant nothing more than that, except that some forward-thinking person in India realized we could keep track of sheep or beads or jars of olive oil if we counted them on those fingers. The Hindus (not the Arabs) came up with the set of “numerals” to do this around 500 CE, and anyone who believes that there is no relationship between the number of numerals and the number of fingers is hereby awarded an honorary membership to the Flat Earth Society. If you are ever curious why our numbering system is “base-ten”–that is, based on groups of ten numbers–hold your hands up in the air and count your digits.

“Digital,” then, has come to mean a system that is based on numbers, and numerical information. A digital system breaks the world down into pieces, and assigns each piece a number.

One way to understand the difference between digital and analog is to use your eyes as an example.

Your eyes are open most of the time. True, they do blink now and then just to stay moist, but practically speaking, if you are awake, your eyes are open continuously. They are continuously taking in what they see and feeding it to your brain as an unbroken, constantly varying, electrical signal. Your eyes are analog.

Imagine, however, if your eyes began to blink really, really fast, like thousands of times per second. And imagine if, every time you opened them for a fraction of a second, a tiny camera inside your eye took a picture. Then, a computer attached to this camera took the picture and cut it up into millions of tiny pieces. Then, imagine that the computer looked at each and every piece and assigned it a number based on what color it was. The resulting stream of numbers would be a digital representation of what your eyes were seeing. Analog devices send a constant, unbroken signal. Digital devices convert all signals to a stream of numbers.

For the first half of the twentieth century, all electronic devices were analog. Radio, television, videotape, stereos–they all used analog circuitry. The digital age began with the invention of the microchip, a device that allowed vast amounts of information to be stored electronically and retrieved instantly. The microchip wasn’t built to store analog information–it didn’t store a continuous, unbroken stream. It stored numbers, or digits.

Because of the microchip’s ability to handle large amounts of numerical information, the first place it landed in the theater was where large amounts  
of numerical information were being used every night: lighting. With all those numbers to keep track of–circuits, channels, filters, levels, cues, etc.–it was logical to turn the noncreative parts of the job over to a tool that could keep track of numbers without fail. The first digital devices in widespread use in the theater, therefore, were computerized lighting boards.

Getting back to that game of Post Office, digital devices have one major advantage over analog devices: They can transmit huge amounts of data much more accurately than analog devices, whose constantly varying signal is subject to all sorts of interference. In a word, digital is cleaner.

The advantages of digital don’t stop there, however. Because it is stored in  random-access memory (RAM), it can be accessed, um . . . randomly. This means that you can get at any piece of it at any time, making it much easier to edit, change, rearrange, recombine, and otherwise mess with it. We will see later how enormously useful this is.

As the computer entered our society, it entered the theater the same way–by degrees. The kinds of jobs that a computer could take on were determined, to a large degree, by how much information the job needed. Early computers had no trouble with five hundred or so dimmer levels, but they couldn’t handle the amount of information in a photograph. The size and storage capacity of computer chips has continued to evolve, however, and soon, a photograph could be easily scanned, processed, and stored. After that, the next milestone was recording high-quality sound, and a few years after that, a moving video image.1

The other hurdle to overcome was cost. Theater has never been the richest of arts (are there any rich arts?), so technology had to be financially accessible as well as technically accessible.

These days, it is simply ridiculous how much computing power you can put on your desk, or, with the advent of smartphones and tablets, in your pocket. Sophisticated computers are available to just about anyone, especially if you are willing to forgo the latest and greatest model. Digital technology is now widely available to the masses, unwashed or recently showered.

Somewhere along the way, the computer stopped being just a calculator or a spreadsheet and started to become a creative tool, another form of paintbrush, carving knife, or musical instrument. Today it is an essential part of any theater artist’s life, from e-mailed scripts to moving lighting to 3-D previsualization to pixel-mapped LED video screens.

Theater, like everything else, has gone digital.

How to Use This Book

This book is not intended to make you a digital theater expert. If that were the case, it would need to be ten times bigger (and would only be distributed digitally). Each of the fields we are covering, including digital lighting, audio, video, and show control, are filled with astounding amounts of technical detail. The intent of this book is to give you a broad introduction to the next generation of technical theater, an introduction that will help you talk to today’s digital technicians. If one of these areas piques your interest, take a look at the list of books in the appendix or just dive in online. Throughout the text, I have suggested Google search terms that you can use to find more information about the topic of your choice.

The Internet is an indispensable resource for any kind of technical knowledge, whether you are scratching the surface or diving deep. This book will give you the general terminology and overall perspective to understand each area of digital theater; but change is rapid, products come and go quickly, and techniques are reinvented and improved every day. If you want to use digital technology, get used to turning to your search engine of choice whenever you have a question. To become an effective user of any technology, you must plug yourself into the collective brain of developers, manufacturers, and users.

Of course, the first time you look into a new area online, you will almost certainly be overwhelmed with the amount of information available. Start slow, concentrate on what you know, and build your knowledge.

At any point in any technical process, if you have a question or problem, type the problem into a search engine, being sure to include the product or computer platform involved. The chances of you being the only person on the Internet with this problem are effectively zero.

A Word About Data

Digital information is composed entirely of numbers, but they are not  “base-ten” numbers. Computer chips are composed of millions (if not billions) of transistors, which are just microscopically tiny switches. These transistors can only do two things: They can turn on, or they can turn off. When they are turned on, they represent the number “1.” When they are turned off, the represent the number “0.” Computers, then, can really only handle two numbers: 1 and 0. Hence, they convert all numbers into “binary” numbers, also known as “base-two.”

Each one of these numbers, each one of these 1s and 0s, is called a bit (short for  binary digit), and it is the fundamental form of information in  
computers. Bits commonly come in sets of eight, which is known as a byte,2 which has become the most common way of measuring data. While there are exceptions, in general, it takes 1 byte, or 8 bits, to make one character of text. When measuring larger amounts of data, byte is preceded by a prefix that multiplies it, as in


	
			
Kilobyte (KB)


			
One thousand bytes 


	

	
			
		Megabyte (MB)


			
		One million bytes 


	

	
			
		Gigabyte (GB)


			
		One billion bytes 


	

	
			
		Terabyte (TB)

		
			
		One trillion bytes

		
	



Note that each of these sizes is one thousand times bigger than the one before. This is important to keep in mind when comparing sizes of things, as 500 MB is a lot bigger than 500 KB.

Just to make things a bit more squirrelly, data is measured slightly differently by software manufacturers, computer manufacturers, and storage manufacturers. You will commonly find that the hard drive you are using will hold slightly less than the advertised value. A 100 GB drive, for example, actually holds about 93 GB. The bigger your storage device, the bigger this discrepancy. The drive manufacturer is not trying to rip you off. He is just measuring the number of bytes differently.

Notes

1 The growth of computer chips is actually fairly predictable, as demonstrated by Gordon E. Moore, one of the founders of Intel, who predicted in 1965 that the capacity of computer chips would double every two years. This trend, known as Moore’s law, has held true ever since, allowing micro-chips to take on ever larger amounts of data and ever more complex jobs. 

2 Note to the quibblers: I know, I know, I know, there are different sizes of bytes out there, but the most common one, the one that most people know, is eight, so just let it be.
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CHAPTER 1

Audio: An Introduction



Like lighting, you will need to have a general understanding of theatrical audio practice in order to understand what follows. If you feel like you’ve already got this knowledge in your pocket, skip ahead to chapter 2. If you aren’t sure if you are ready to enter the realm of high-tech audio, try the following sentence: 

“I want to put a microphone into the mixer, but the only available channels are for line-level signals and don’t have XLR inputs.” 

All clear on that? If not, read this chapter before you skip ahead.

There Is No Sound Without a Source

An audio system is composed of a string of devices, all of which add up to form a signal chain. The beginning of that chain, like the beginning of a great river, is the source. 

Sources come in three varieties: microphones, everything else analog, and digital. Let’s do microphones first.

Microphones

Sound, when it is traveling around the real, nonelectronic world, is composed of waves of vibration in the air. If there is no air, there is no sound. That is why “in space, no one can hear you scream.” That’s not a scary thought, it’s just a practical one. Sound needs air.

When I slap my hand against the table, the impact of my hand causes the table to oscillate back and forth very quickly. When the table moves away from my hand, it creates an area of low pressure in the air immediately next to the table. When the table rushes back toward my hand, it squeezes the air,  
creating an area of high pressure. As the table continues to oscillate back and forth, it creates waves of differing air pressure that travel outward from the table, filling the room, just like throwing a stone into water creates ripples that travel outward, filling the pond. The ripples are composed of peaks of high water level separated by valleys of low water level. The sound waves are composed of peaks of high air pressure separated by valleys of low air pressure.

When those waves of pressure run into something, they cause that something to move. The high-pressure waves cause that thing to move away from the air. The low-pressure waves cause that thing to move back toward the air. In this way, the vibration of the table is carried through the air until it meets another object. If that object is very dense and heavy, like a concrete wall, it will vibrate very little. If that object is very light, like your eardrum, it will vibrate quite a bit. This is how we hear sounds. Our eardrum is extremely light and susceptible to the vibrations caused by air movements. When the waves of air pressure strike our eardrum, it vibrates at the same rate as the wave of air pressure. The eardrum, in turn, is attached to a number of nerve cells, which pick up those vibrations and transmit them to the brain, which figures out that you just “heard” something. 

Think about that for a moment. When a week-old kitten across the room from you lets out a tiny little “meow,” the vocal cords of that newborn animal are vibrating a tiny amount of air and creating minuscule waves of air pressure that travel across the room and strike your eardrum, which is sensitive enough to not only register them but also pick out the pitch, timbre, and direction of the sound so that the brain can put them all together and conclude “kitten.” Truly, the human ear is a marvel.

That’s one reason why a microphone is designed a lot like a human ear. In essence, a microphone is an artificial ear, but instead of an eardrum, it has a tiny little strip of material called a diaphragm, which vibrates when struck by pressure waves in the air. The diaphragm is attached to a magnet, which moves whenever and however the diaphragm moves. The magnet, in turn, is floating inside a wire coil. The movement of the magnet inside the wire coil creates tiny fluctuations of electrical current, which are sent down a wire into an electronic device of some sort which “hears” the sound.

Microphones come in a dizzying variety and entire books are dedicated to this piece of technology alone.1 For our immediate purposes, you need to know that the electric signal produced by a microphone—known as a miclevel signal—is extremely weak, and requires amplification before you can do anything with it. Hence, if you are going to plug it into a mixer or other audio device, you need to make sure that the device has a mic-level  
input, where the signal can be pumped up to a useful level by a preamp a small amplifier that raises the mic-level signal up to a line-level signal, the common signal strength that is used inside sound systems.

All microphones from midlevel on up use a three-wire cable and a  three-pin plug, known as an XLR. Don’t use a mic that has any other kind of plug on it—it is low quality and will cause you problems sooner or later. Those other plugs, and the cables that go with them, have many uses, but mic signals are not one of them.

Mics use XLR cables because they can run balanced signals. Basically, a balanced output splits the audio signal into two signals, then flips one of them over, making a “negative” version of the original. The balanced output sends the two signals, one positive, one negative, through the cable in  side-by-side wires. If some kind of interference, like a stray electrical signal from a power cable, hits the wire, it distorts both the positive signal and the negative signal equally. When the signals get to the other end, however, the balanced input flips the negative signal back to the right way, thus reversing the effect of the distortion. When the two signals are added back together, the distortion in the positive signal is cancelled out by the flipped-over distortion in the (previously) negative signal. Result: a clean signal.

Always use XLR outputs, cables, and inputs with microphones. This ensures that you are using a balanced signal. Otherwise, those tiny little  mic-level signals will get wiped out by interference.

Line-Level Sources

Mics are not the only things that produce sound, but they are the only things that produce mic-level signals. Everything else that produces sound—CD  players, iPods, DVD players, electronic keyboards, computers, cable boxes, and any other electronic device—produces a line-level signal. 

Line-level signals use several different types of plugs, but the phono plug is most common. This is a long, barrel-shaped plug that comes in 1/8" and 1/4" versions. That plug on the end of your iPod headphones is an 1/8" phono plug. Also common is the RCA plug, which is often used for consumer electronic equipment like your DVD player. The RCA plug has a round collar, about 1/4" wide with a stubby little pin in the center. It is used for both audio and video at the consumer level.

Line-level signals can and sometimes do use XLR plugs, particularly on pro-level gear. 

Both mic-level and line-level signals are actually not a single level; these terms refer to a range of levels. A high mic level is still less powerful than a low line level. Think of it this way: A high school teacher’s salary may  fluctuate up and down over the years, but it is still in the range of high school  
teacher salaries. The CEO of General Motors has a much higher salary, which may also fluctuate up and down. The range of the teacher’s salary, however, will never be anywhere near the CEO’s. Which is just wrong, by the way.

Digital Sources

All of the items listed above, including microphones and all the line-level devices, produce analog audio, even though the devices themselves may be digital. Your MP3 player is actually storing and playing a digital music file, but the last thing the player does before it sends the signal to the outside world is a digital-to-analog conversion, where it turns the stream of digital 1s and 0s into a continuously varying, analog electrical signal. This is the signal that goes into your headphones.

There are an increasing number of devices, however, that put out a signal that is still fully digital. This kind of a signal won’t do you any good in your headphones (your ears are analog, after all), but it is a good way to pass a signal to another device without losing any signal quality. 

Digital signals do not have a level—they are just a stream of 1s and 0s—so mic level and line level don’t apply. We will discuss the various types of digital signals in chapter 5 on digital gear.

Sources Must Be Mixed

Now that you have some sound, whether analog or digital, you usually have to combine, or mix, several sources together. Enter the mixer.

Of any piece of audio gear, the one that seems to inspire the most reverence (among technicians) and confusion (among nontechnicians) is the mixer. With its seemingly endless rows of buttons and knobs, the mixer can look fairly intimidating. 

Mixers are primarily described by the number of inputs and outputs that they have. A twelve-by-two mixer has twelve places to plug something in and two places to take sound out. Any source that has stereo sound will require two inputs for left and right. A microphone takes a single input. 

On a decent mixer, the microphone input will be an XLR and will be equipped with an input level control, which allows you to adjust how much preamplification the mixer will do to turn the mic-level signal into a  line-level signal.

Line-level inputs will be phono jacks or the oh-so-clever combo jack, which can take either an XLR or a phono plug. Digital signals must plug into digital inputs—we’ll get to that in chapter 5.

Each input feeds into a mixer channel. Each channel has its own string of controls that allow you to change various aspects of the sound. Depending  
on the size and quality of the mixer, it can perform various operations on a signal, but it all really breaks down into four things:

Level

A mixer can change the volume, or level, of each channel. It can do that by changing the input level, by changing the channel level, and by changing the master level. You use the input level to get all the channels to be in the same general area. Then, you use the channel level to create the mix of sound that you want. Finally, you use the master level to control the overall level of sound coming from the mixer. At the channel level, there is usually a mute button to quickly shut the channel off and a solo button to shut all the other channels off, so that you can hear one channel all by itself.

Equalization

In the world of audio, the frequency of the audio wave—whether it is waves of  pressure in the air or waves of electrons in a cable—determines its pitch. Every sound, except very pure “test tones,” is composed of a collection of different frequencies. Equalization, or EQ, got its name because it was originally designed to balance out or equalize all the frequencies of a sound, so that you had equal amounts of energy across the audio spectrum. What we really use it for is to adjust the “timbre” or “color” of a sound, increasing or decreasing various frequencies. There is a very simple form of equalization on your  stereo: the bass and treble controls. The bass controls the lower frequencies, while the treble controls the higher frequencies.

A mixer channel will almost always have at least two EQ controls: high and low. The more expensive the mixer, the more EQ controls it will have. A very good mixer might have five or more controls, each of which can be set to increase or decrease a particular set of frequencies.

Routing

A mixer channel will often have the ability to send the signal to an auxiliary send, also known as an “aux” or a “send.” This is another output from the mixer, separate from the master output, which is used to send a portion of the signals somewhere else. Sometimes the signal is sent away for good, so that it can feed a monitor speaker, headset system, or other devices. Sometimes it is only sent away temporarily, to be processed by another device like an effects processor. In that case, it comes back into the mixer through a return and is added back into the mix. This is called an effects loop. 

Signals might also be gathered together into a submaster. This is useful if you want to gather together a certain group of signals to control their collected volume. Rock-and-roll mixers for example, might gather together  
all the signals from the microphones that are pointed at a drum set. That way, they can control the entire drum set volume with one slider or knob.

Pan

We have two ears, so audio signals are frequently divided up into a stereo pair with one signal intended for each ear. The pan control on a mixer channel determines the relative strength of the channel output in the left and right outputs. If you pan the signal left, you increase the strength of the signal that is going to the left output, while decreasing the right one. Pan the signal to the right and you get the opposite effect.

The reason that mixers are covered in a blanket of knobs is that all of the controls for one channel are duplicated for all of them. You may, in fact, only be able to do a few things to an input, like change its level, pan, and basic EQ; but when you duplicate those knobs for twelve or twenty-four or forty-eight or eighty channels, you’ve got an awful lot of knobs. If you ever start to feel intimidated by a mixer, just remember, it’s a lot of the same thing, over and over.

Mixer outputs will either be line-level signals with phono or XLR jacks or (if your mixer is digital) digital signals, using one of the variety of digital formats and jacks that, you guessed it, we’ll talk about in chapter 5.

The Signal Might Need Processing

All of the other steps in the signal chain are mandatory, but this one is optional. As the signal passes through the chain, you may wish to alter it in some way. We’ve already covered some of those alterations, like level, pan, and EQ, but there are others that are not performed by the mixer. Instead, they are performed by outboard gear—that is, gear that is not built into the mixer. 

Processors may be placed before or after the mixer in the signal chain, or they may be inserted in effects loops, which leave and then return to the mixer.

Dynamics

Ever go to an amateur night and listen to a bunch of people who don’t really know how to use a microphone? As they sing or speak, their voices may get louder or softer. They may pull the mic away from their mouth, causing the sound to die away, or push it too close, making it boom out like Moses. An overexcited performer might yell into the mic, causing the sound system to overload and distort. Compression and limiting help audio people to deal with these problems (which occur with professional singers as well).

A compressor and a limiter are two different versions of the same thing. Both devices follow the sound level and, when it climbs above a certain  
volume, pull it down. Compressors use a ratio to determine how much to reduce the sound. If they are set at 4:1, for example, then they drop the volume one decibel for every four decibels it goes over a preset limit. A limiter is less subtle: You give it a volume level and it prevents the sound from ever getting louder than that level—it is an audio “line in the sand.” Because they reduce the really high sound levels, compressors and limiters help guard against overloads. This means you can bring the overall volume up without worrying about distortion ruining your speakers. The softer voices will be more audible and the louder voices won’t be so annoying.

Because they are so similar in function, compressors and limiters are often built into the same unit.

Reverb

If you’ve ever sat in a large church or a well-designed concert hall, then you’ve experienced reverb in its natural state. Reverb is just sound bouncing around in a space—caroming off hard surfaces and coming at your ears from all directions. The more places it has to go, and the fewer absorbent places in the room, the longer the sound bounces around. This effect can be recreated electronically by an effects processor. The sound is fed into the processor from the mixer, and the circuitry inside the box processes it according to complicated formulas, adding the echoes that would normally be created by the sound bouncing around a room. When the sound comes out, it sounds as though the original sound were created in another kind of space. Most processors let you choose what kind of space you would like to imitate, both in size and quality. It might have options like small room, ensemble hall, or concert stage, as well as warm, dark, or rich. By adjusting the processor, you can choose what kind of reverb you want. 

Equalization

Anyone who has ever made a tape at home and then played it back in the theater will understand the need for EQ. The tape sounds different in different spaces. Acoustically speaking, every room in the world is different, depending on the textures it has (carpets, furniture, paneling, and so on) as well as the shape of the room itself. Every room will kill certain frequencies and accentuate others.

But wasn’t there EQ in the mixer? Yes, there was, but only a few controls. A true equalizer is a separate unit that lives outside the mixer. It has a long row of sliders or knobs that increase or decrease the amount of sound at each frequency. It takes time and experience to set up, not to mention a certain amount of trial—and error. It also takes a sharp-eared technician. Once the sound is optimized for a space, you should put a lock on that EQ and leave it forever, or at least until you get different carpets.

Besides this kind of colorization, EQ also provides an important function in getting rid of feedback. The shape of the room will cause some frequencies to feed back more than others. Because EQ allows you to decrease those specific frequencies, it can allow you to push the overall volume up higher. Live music depends heavily on EQ for this reason.

The Signal Must Be Amplified

The line-level signal that leaves the mixer is still an electronic signal—it’s not audible. In order to hear it, we have to use that electric current to move some air. The line-level signal, however, is not strong enough to move anything, so the next step is to pump it up with some amplification. 

Remember how I said that mic-level signals are teacher’s salaries and  line-level signals are CEO salaries? Well, compared to those signal levels,  the next level—speaker level—is like the budget of the Pentagon. 

We use an amplifier to boost the line-level signal up to speaker level. Like mixers, amplifiers are rated first by the number of channels of amplification they offer. If you have two different channels of audio, then you need at least two different channels of amplification. Fortunately, an amp with two channels, known as a stereo amp, is quite common. 

In many cases, you will need more than two channels of amplification, however. It depends on the number of speakers you have. One channel of amplification can generally power one or two speakers, depending on the amp and the speaker specifications. A large theater sound system might have five to ten (or more) amps to drive all the speakers.

To Hear the Signal, We Need Speakers

Finally, we arrive at the end of the signal chain and we are ready to rumble. Or purr or tweet or sing or gasp or rock out. 

A speaker is like a microphone in reverse. You remember that inside the microphone, the wave of air pressure moved the tiny diaphragm back and forth, causing a magnet to move inside a coil of wire, creating an electrical signal.

Inside the speaker, the now-amplified electrical signal does the opposite as it runs through a coil of wire, causing a magnet to move back and forth. The magnet is attached to a curved lightweight speaker cone that moves with the magnet, creating waves of air pressure that we know as sound.

Sound systems can get enormously complicated, but they all follow this signal path through the four main elements: source, mixer, processing, amplification, and speakers.

Notes

1 I particularly recommend The Microphone Book, by the late John Eargle, both because it is a very good book and because the audio engineer who wrote it has “ear” in his name.












CHAPTER 2

Why Audio Went Digital



I remember my first kiss, but then, doesn’t everyone? I also remember my first Krispy Kreme doughnut, plucked warm from under a shower of sugary glaze, and the first time I played a video game. It was Pong, so you know I’ve been around awhile.

That list of memorable firsts, however, would hardly be complete without the first that I experienced in a New York City apartment around Christmas-time in 1984. That was the night that I put on a set of headphones and heard my first compact disc. It was Chaka Khan’s “I Feel For You,” and dude, I felt for her too.

Without descending into a I-walked-three-miles-to-school-in-the-snow diatribe about the difficulties of predigital audio, let me just say that life was tough for the audiophile in the days of the vinyl record and the cassette tape. We had a lengthy ritual for playing a record that involved spraying it with cleaning fluid, wiping it (always in a circle, following the grooves), holding it gingerly by the edges as we placed it on the turntable, then carefully lowering the cartridge arm down until the needle gently kissed the vinyl. If the music got people dancing, you had to worry that the jumping bodies would cause the needle to skip across and, heaven forbid, scratch the record. After we were done playing, we would stand the record up to dry before carefully sliding it back into the plastic sleeve, followed by the cardboard album cover. To say we were picky would be understating the issue. I once had a terrible fight with a college girlfriend because she left some records stacked in a pile, rather than sliding them into a shelf where they could stand vertically. 

So, yes, we were picky and annoying, but frankly, you had to be, if you wanted to preserve the pristine sound that was carefully imprinted on those vinyl grooves. Unfortunately, it was a losing battle—no matter how careful  you were, dust and scratches were the inescapable fate for a vinyl record. Furthermore, only the highest-quality turntables could hope to avoid the inevitable wobbles and changes in speed that created “wow,” “flutter,” and all the other bastardizations of the original performance. 

When cassette tape appeared, we had a medium that we could carry around and abuse a bit more, but the loss in fidelity was crushing. Cassettes were full of “hiss” and devoid of the highest and lowest frequencies, especially if you copied from one cassette to another. The phrase “second generation” was like a curse word. Playback speed was even more variable on tape than on records, plus the tapes stretched, broke, and got entangled in the decks. Everyone remembers those moments when you would pull the cassette tape out, only to discover the tangled spaghetti inside the deck where your  “Summer ’78 Awesome Mix” used to be. Oh, the humanity.

When I put those headphones on back in New York, the first thing I was expecting to hear was the first thing that you always heard when listening to tape or vinyl records: noise. The hiss of the cassette tape, the scratch of the needle, the popping of tiny imperfections in the record, these were the normal experiences of hearing a recording. What I heard when I put on those headphones was . . . nothing. Digital reproduction was virtually silent, and that silence was music to our ears. The fact that you didn’t have to treat the media with such paranoid care was even more remarkable. Knowing my standard record-playing rituals, my friend delighted in rubbing his fingers all over the disk before casually tossing it into the player with all the sensitivity of a four-year-old tossing bread crumbs to pigeons.

And then Chaka Khan came on in all her noise-free glory and I blissed out for seventy minutes. I passed out and woke up in a stereo store, where I broke my first credit card buying into the digital age.

So, the first reason that audio went digital was fidelity. While CDs are not bombproof (or toddler-proof, as my brother discovered the hard way), the digital file that is embedded in the disk will play back the same way, over and over, for many years, despite being dusty and covered with fingerprints. Compact disc recover much better from scratches, do not change pitch, and, most importantly, have no perceptible hiss (unless it was there from the original recording).

Times change, of course, and a backlash was inevitable. There are still purists out there who claim that digital recording can never capture all the nuances of true analog sound and they may be right. I have a DJ friend who spins vinyl records all night and claims that his ears are far less tired after a night of analog vinyl than a night of digital CDs. To most people, however, the cost of dealing with analog media like records and cassettes was the loss  of quality, caused by abuse to the media, and the loss of love, caused by  well-meaning girlfriends who have had enough of your stupid rules.

Of course, fidelity isn’t just an issue for geeky audiophiles; it matters for theater as well. Technicians refer to that hissing sound in a recording as the noise floor, because, like the floor, it just sits there under everything. If the noise floor is fairly loud, it can create a lot of problems. If you amplify sound, you amplify everything, including the noise. If the sound you are trying to amplify is very quiet, like a quiet passage of music or a gentle sound cue, then the noise will be quite obvious. Many a tender scene onstage has been mangled by a hissing sound cue played back on a creaking cassette tape. 

Audio people talk about the signal-to-noise ratio (SNL), which tells you how much louder the signal (i.e., the sound you are listening to) is than the noise floor. If your signal is really loud, like a pounding rock song, then you’ve got a lot of distance between your signal and your noise floor and you are not going to hear the noise very much. However, if the signal is soft, then your SNL is small and you will hear the noise. If your playback mechanism is digital, then the noise floor is much lower and you have a much better SNL. Of course, no system is noise-free (amplifiers are prime culprits for creating noise), but going digital at the start gives you a much better chance of keeping your SNL big enough so that when George and Lennie bed down in the  clubhouse and those crickets start chirping on the prairie, there won’t be analog hiss playing along with them.

Fidelity is hardly the only reason to go digital in the theater, however, and it may not even be the most compelling.

There’s convenience, of course. Playing an actual vinyl record in the control booth was never practical, so we recorded cues onto tapes. Now, however, we can create those cues on a computer and burn them to a CD so we have a more convenient playback medium. 

It’s more convenient because digital media allows us to have random access to our sounds. When using tape, we were stuck with fast-forwarding the entire tape if we wanted to get at a cue towards the end of the show. You could have a separate cassette tape for every cue, but then you had this enormous stack of tapes, and you still didn’t have access to a particular place in the cue without searching around. Digital media allows us to access any moment in any cue at any time, something that is incredibly useful for rehearsals or one-off events. 

More than either fidelity or convenience, however, going digital with theatrical audio allows us to create more complex cues than ever before, change them at a moment’s notice, and control them in unusual, innovative, and useful ways.

Let’s first look at the digital process: how analog audio becomes digital. Then we’ll look at the most significant application for theatrical users: digital playback. Finally, we’ll take a look at other digital gear and how it all plugs together.












CHAPTER 3

How Audio Becomes Digital



So, we’ve discussed why audio went digital, but how does this happen? How does an analog audio signal, composed of an electrical voltage, become a digital signal, composed of 1s and 0s?

It all comes down to one word, probably the most important word in digital audio: sampling.

As we talked about in chapter 1, a microphone takes waves of air pressure and converts them to a continuously varying electrical signal. The key phrase here is “continuously varying.” An analog signal is continuous. It is not broken up into increments of time. 

Digital signals, however, are broken up into chunks of time. When a digital recording device is fed an analog signal, it must perform an analog-to-digital conversion, often called an A-to-D conversion. What the digital device does is look at the analog signal for a tiny fraction of a second—a small “sample” of time—and measure the strength of the signal. The digital device looks at that tiny sample of time, measures the average strength of the signal during the sample, and assigns it a numerical value. Once the device is done with that sample, it moves on to the next one. Thus, the continuous analog signal is broken up into a series of numbers, or digits (hence the term “digital”).

Of course, this sampling process is happening in real time, and very, very, very fast. A typical sampling device can sample an incoming signal and assign a new number more than forty thousand times per second. The speed of the sampling is known as the sampling rate, and that number is critical for determining the quality of the sampling.

As you might imagine, the more samples you take every second, the more accurate your digital signal is. Remember that the pitch of a sound is determined by how fast those waves of sound are changing from low pressure to high pressure. The speed of the change, known as the frequency, is measured in cycles per second, or hertz (Hz). Higher-pitched sounds have higher frequencies. Think of a very small bell. Because of its lighter weight and smaller size, it can vibrate faster, which produces a high-pitched sound. A larger, heavier bell will vibrate more slowly, producing a lower pitch. A healthy young human ear that has not been listening to death metal at full volume can hear from about 20 Hz to about 20,000 Hz. A thousand hertz is known as a kilohertz, so 20,000 Hz is known as 20 kHz. 

In other words, human hearing spans a range from 20 Hz to 20 kHz.

Because of something called the Nyquist–Shannon sampling theorem, we know that accurately capturing a particular frequency requires a sampling rate that is at least twice as high as the frequency you want to capture. Thus, to sample a wave of 20 kHz, we need a sample rate that is at least 40 kHz. That is one reason why two of the most common sample rates are 44.1 kHz and 48 kHz.

Compact disks use a sample rate of 44.1 kHz, but the generally accepted sampling rate for professional work is 48kHz. Pro audio gear can generally accept either one, and somewhere in the software, there is always a setting where you can choose. The current crop of consumer video cameras usually uses 48 kHz as well.

In their constant attempts to make digital audio closer to reality, many equipment designers now give you the option of doubling the sampling rate, up to 96 kHz. This does give you more resolution, but always keep in mind that the sample rate that the audience will hear is the last one in the system, so there isn’t really too much point in recording at 96 kHz if you are playing back at 48 kHz.1 

The single most important thing you need to know about sampling rate is this: It must be the same throughout your system. If you create your files at 44.1 kHz, then you have to play them back at 44.1 kHz. Quick, what will happen if you take a 44.1 kHz file and play it back at 48 kHz?2 What will happen if you play a 48 kHz file and play it back at 44.1 kHz?3 Check the notes for the answer, but if all your files sound too low or too high, you probably have the sampling rate set wrong somewhere.

When creating digital audio files, sampling rate is one of two important numbers. In order to understand the second one, let’s take a look at the number that the sampler is assigning to the incoming signal some forty thousand times per second.

The most fundamental type of data inside a computer is a bit, and there are only two types of bits: a 1 and a 0. All other numbers in the computer’s memory are represented by 1s and 0s through something known as a binary numbering system. What you need to know about binary numbers is that the more bits you use, the more numbers you can represent. The numbers from 0 to 7 for example, can be represented by 3 bits.

If the sampling device was using 3 bits, it could only judge the strength of that incoming electrical signal, and thus assign it a value, on a scale from 0 to 7 where 0 would mean silence and 7 would mean as loud as possible. That is quite a small range of values for the entire signal level spectrum. In fact, it’s basically useless.

The scale starts to get useful at 8 bits, when the computer has 256 different values to choose from. The first generation of samplers operated at 8 bits, which wasn’t great, but it was a place to start.

The most common samplers these days use 16 bits, which means that they can represent that signal using numbers from 0 to 65,535. In other words, the sampler has 65,536 possible numbers to choose from when assigning a value to a sample. The number of bits that a sampler uses is known as the bit depth.

How much bit depth do you need? Unfortunately, in this case, we don’t have physical realities like the range of human hearing or the Nyquist–Shan-non theorem to play with, so it’s a bit more subjective. More is usually better, of course, and everyone pretty much agrees that anything less than sixteen bits—the standard for compact disks—is unacceptable. As of this writing, twenty-four bits are fairly common in audio devices. Unlike sample rate, you don’t have to worry so much about making sure that your bit depth settings are the same throughout the system. A sixteen-bit file will play fine through a 24-bit audio card, for example, and the reverse is also true—a 24-bit file will play through a 16-bit card, although it might not sound as good as when it is played through a 24-bit card. Still, it’s a good idea to settle on 1-bit depth for all files that you create for a particular project so the equipment doesn’t have to take the time to do a lot of conversion.

So we’ve got sample rate and we’ve got bit depth. These two numbers form the foundation of digital specifications. As I said, CD-quality sound is 16-bit, 44.1 kHz. 

The combination of sample rate and bit depth tell you one other important  piece of information: file size. After all, both of these numbers represent a  huge amount of 1s and 0s and all that data starts to add up pretty quick. At CD quality your computer is recording or playing back 44,100 numbers per second, and each one of those numbers has 16 bits. A newer, higher-quality audio interface might be playing back 24 bit numbers at 96,000 per second. It adds up, and it becomes a problem when you are trying to store a large amount of material on a small drive, like a portable music player, or download audio files over an Internet connection.

It also becomes a problem when you are trying to send a lot of material over a network, whether an internal network in your theater or the Internet. When sending a file from one place to another, it is often helpful to know the bit rate, the amount of data that has to flow per minute to keep up with the playback. Bit rates are measured in megabits per second, or Mbit/s.

Take a look at the comparative sizes of these different formats.
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You can see how raising the bit depth and sample rate to the state-of-the-art 24/96 level actually triples the bit rate and the size of the files! These numbers would have been prohibitive a few years back, but hard drives and processors have now gotten so big and so fast (respectively) that we can now enjoy this higher level of quality with no guilt on our desktop computers. Generally speaking, however, these files are still too big for portable music players and Internet downloads.

Note also that the bit rate is measured in megabits per second, while the file sizes are measured in megabytes, which are about eight times larger. One byte generally contains 8 bits. Therefore, A 4.0 Mbit/s data connection does not move a 4.0 MB file every second. A megabit does not equal a megabyte.

Audio File Formats

Once an incoming analog signal has been sampled, the data needs to be arranged in some kind of format that a computer can read. You can have a lot of books in your library, but until you have them in some kind of order, you’ll never find what you are looking for.

In order to help the computer organize and play back the data, the sampling device arranges the sound in one of many audio file formats. While  there are dozens of formats out there, we are really only concerned about a few for the theater, so this section isn’t as long as it could be.

Formats are divided into two basic groups, depending on whether they are compressed or not, and right there we have our first big confusion.

If you read the opening chapter, you know that compression is one of the types of processing that a sound system can do to a sound. (If you skipped that chapter, then you already knew that, naturally.) A compressor reduces the dynamic range of a sound by turning it down when it reaches a particular level, or threshold. But compression has another meaning in the world of computer file formats—it is a way of reducing the size of the audio file. Before we get into that particular piece of alchemy, however, let’s talk about

Uncompressed File Formats

The kind of audio that we have been talking about so far is uncompressed. The computer slices up the audio as it comes in the door, assigns a value to each slice, and arranges those values in a line so they can be played back and turned back into audible sound. The sampler writes down all the numbers very faithfully, without skipping any or scrimping on detail.

The two most common file formats came from the two biggest computer software makers: Microsoft and Apple.4 

Microsoft came up with the Windows Audio File Format and then invented the V that stands for “File Format” so they could call it a WAV file (pronounced “wave”). I guess WAFF didn’t have the same ring to it. Apple, in turn, invented the Audio Interchange File Format, but ignored Microsoft’s innovative V-for-FF swapping technology and just called it an AIFF file, (pronounced “A-I-F-F”).

In point of fact, both WAV and AIFF files will play on many applications on Windows and Apple computers. Both files are used in both professional and personal arenas, and they actually play back exactly the same data, bit for bit. The difference comes in how the data is stored, not in how it sounds. And yet, you will still find people who swear on Bill Gates’s future grave that one or the other is better. They are not. Bit for bit, a WAV file and an AIFF files are playing back the exact same information. They are, however, storing the information differently. To return to our library analogy, think about two libraries—one organizes the books by title and one organizes them by author—and you will have a sense of how WAV and AIFF are different.

Both WAV and AIFF files can store audio information in just about any combination of sampling rates and/or bit depths.

While they are acoustically identical, there are small, inaudible differences. AIFF has the ability to carry metadata, which is data about the data. Metadata might include the date of recording, the type of recorder, and information about how it was recorded or processed. The European Broadcasting Union got so whipped up about the lack of metadata in the WAV file that they actually created a version of it that did have metadata, the BWF file, which stands for Broadcast Wave Format. This format has become the go-to format for digital recording devices on film and TV sets, where it is useful to time-stamp each audio file. This info helps the lab technician sync up the audio file to the film or video footage that goes with it. 

You can always tell what kind of files you are dealing with by looking at the extension, those characters at the end of the filename. AIFF files will end with “.aif,” while WAV files end with “.wav.” Want to guess what a BWF file ends with?

You clever people.

I would venture to say that, in the normal life of a theater sound person, the only uncompressed audio formats you will encounter are AIFF and WAV. You may, on occasion, have to deal with a .cda file, which is the native file format for CDs. Look in chapter 5 for more info about dealing with compact disks.

Compressed File Formats

Compression, like LEDs in lighting and virtually everything in video, is a form of magic that was invented by gray-bearded wizards who live beyond the last mountain and who only visit every seven years to give us a new file format. 

Okay, not true, but it might as well be. Compression depends on very finely tuned mathematical formulas called algorithms, which pick apart an audio file and discard information that is thought to be beyond the capability of the human ear, a process known as “perceptual coding.” By getting rid of sounds that your ears supposedly can’t hear, compression algorithms make a file much smaller. 

How those algorithms are written is a dark art, however, and nothing to be trifled with. Better not to ask how it came to be, but only how to use it.

Perhaps the most famous form of audio compression is known as MP3, which was standardized by the Moving Picture Expert Group, an organization that we are going to hear a lot from in the video chapter. Their first video standard, known as MPEG-1, had a section of the specification—Part 3—dedicated to audio. MPEG-1 Part 3 became shortened to MP3 and went on to rule the world of portable audio players, even when the video standards moved on to MPEG-2 and then MPEG-4. 

And why not? With little loss of quality, converting a file from an uncompressed format to an MP3 can make it one-tenth of the size. Like magic, 90 percent of the file size just disappears, allowing you to put ten songs in the space you used to use for one.

Here’s a bit of geek trivia for you. When one of the designers of MP3, Karlheinz Brandenburg, a postdoc working at AT&T Bell Labs was tuning up his algorithms, he heard someone down the hall playing Suzanne Vega’s song “Tom’s Diner.” Karlheinz realized that Vega’s nearly monophonic, a cappella recording, so dependent on her subtle vocal inflections, would clearly reveal any flaws in the compression. He listened to the song over and over again to test the algorithm. Some people jokingly refer to Suzanne Vega as the Mother of MP3.

You might think that, no matter how good the algorithm, there is no way that you can cut away 90 percent of the data and not hear the difference, and I would agree with you. If you play a song as an uncompressed AIFF or WAV and then play the same song immediately afterwards as an MP3, most people are going to hear a difference, if their speakers are any good. However, this isn’t how people listen to music. They don’t play two different formats back-to-back and their speakers aren’t always that great. My teenage stepsister listens to music all day using the speaker on her phone, for Pete’s sake, and there’s no way that she will hear MP3’s limitations on that tiny, quarter-inch speaker. Unfortunately, there are more people in the world listening to music on small low-quality speakers than huge expensive ones, so MP3 has been more than good enough to become, for a time, the portable musical format of choice.

Those days are ending, however, courtesy of the biggest thing to hit pop music since the haircut: iTunes.

More specifically, the iTunes Store. You see, when you sell ten billion songs in seven years, you have some influence on the Next Big Thing. By throwing its support behind Advanced Audio Coding, Apple made the AAC format hugely popular for downloading and storing music. AAC was designed to be the successor to MP3, and it has been a very successful successor, reducing file size just as much as MP3 but with better sound quality. How? I don’t know, I don’t care, and neither should you.

The MP3 format is patented, which means that anyone who creates software for it has to pay a royalty to the owners. For obvious reasons, Apple didn’t want to pay that fee, plus, they were looking for a higher-quality format. AAC was perfect on all counts. Apple took the AAC format and added digital rights management (DRM) capability in an ill-fated attempt to protect their content from piracy and illegal copying. After getting reams of bad publicity, Apple relented and started selling DRM-free music in 2009.

AAC can also handle up to forty-eight tracks of audio, as opposed to two tracks in MP3.

I only mention AAC because you may be considering using content from iTunes for your show. While I don’t recommend using MP3 for music onstage, you can get away with using content that originated in AAC, if you have to. Many of digital playback programs that we will be studying in the next chapter, however, don’t support the format, so you will have to use iTunes or another audio conversion program to convert those AAC files to AIFF or WAV before you put them into audio editing or audio playback  programs.
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All of the compression programs I have mentioned so far are lossy—that is, when the file is compressed, some of the data is gone for good. That’s why it doesn’t improve the quality of an MP3 to convert it to an uncompressed AIFF. When that file became an MP3, the data it threw away is gone for good.

There is, however, such a thing as lossless compression. If you refused to believe that compression was actually a magic spell before, lossless compression will make you a believer. Somehow, those gray-bearded wizards figured out how to cut an audio file size in half without throwing anything away. I use the Apple Lossless format to download my CDs into iTunes and I’ll be a horn-tooth warbler if I can hear the difference, despite watching a three-minute, 10-MB song become a three-minute, 5-MB song. They are wizards, I tell you! Wizards!

Despite the higher quality of AAC and the uncanny nature of lossless compression, I still maintain, as a general rule, you should avoid using compressed audio to build up your sound cues. One reason: it’s hard to predict what will happen when you start mixing compressed files together in a multitrack audio editing program. One never knows if the compressed files will play well with others. It’s better to start with a full-blown WAV or AIFF file, and don’t compress it unless you really have to. In these days of tiny drives with massive space, audio compression is a bullet we have to bite a lot less often.
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Notes

1 Fights will break out in audio geek bars when they read this, of course, as some engineers passionately insist that there is still a benefit to sampling at 96 kHz, regardless of what happens afterwards. “Okay, man, just put down the thumb drive and we can talk this over like reasonable people . . .” 

2 It will have a higher pitch, because you are playing it faster than it was recorded.

3 It will have a lower pitch, because you are playing it slower than it was recorded.

4 Neither company did it alone, just for the record. Microsoft worked with IBM and Apple worked with Electronic Arts, so you audio geeks can just cancel that e-mail you were about to send me.












CHAPTER 4

Digital Audio Playback



Let’s be fair. My favorite audio playback device is in my pocket right now. It’s an iPod. Apple isn’t the only company that makes portable playback devices, but the iPod does have the advantage of a strong output signal, a good interface, and compatibility with many file types, including the most common output formats: WAV and AIFF. Most MP3 players, however, can put out good-quality digital audio. They can be reloaded or rearranged on any computer and can be easily hooked up to any audio system with a cable adaptor. If you are a traveling company, you can carry all your files on it (with a backup on your laptop) and plug it into any mixer in the world. Simple. Reliable. High quality. Done.
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