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Foreword
      

      
      
      
      At the heart of any development framework is the idea that by sharing patterns and code, we tap into the collective wisdom
         and build on each other’s success. Frameworks are, after all, a common foundation shared by like-minded developers solving
         similar problems. They are also the core building block of team collaboration and effective engineering communications.
      

      
      What started as a small collection of utilities around the same time as Node.js’s conception grew and evolved into the hapi.js
         framework. As we learned more from our collective experiences, built more large-scale production systems, grew our engineering
         teams, and increased our collaboration complexity, the framework evolved to reflect it and internalize these lessons learned.
      

      
      The hapi.js community documentation is an excellent source of reference material, but it does not (and cannot) encompass the
         significant amount of knowledge and experience gained over the years from actual use. This is where hapi.js in Action comes in—an extensive collection of knowledge that has been, until recently, only available to a select few early adopters.
      

      
      As a hapi.js core project maintainer, Matt Harrison brings a unique combination of insider know-how and community leadership.
         A big part of being a core maintainer involves interacting with new and experienced developers, answering questions, and investigating
         issues. It is this experience and body of work spread over hundreds of issues and questions that guides and makes this book
         invaluable.
      

      
      Getting started with hapi.js is trivial. You can bring up a working web application in a couple of hours with just a few methods.
         However, hapi.js is a constantly evolving framework with its own terminology and best practices. From servers, connections,
         plugins, and routes to realms, extensions, and schemes, there are many ways the framework can make your life easier and your
         products better. But they can’t help you if you don’t know they exist.
      

      
      As with any technology, moving from being a beginner to becoming an expert takes time. With this book, Matt has organized
         a largely undocumented and scattered knowledge into an easy-to-follow narrative that both beginners and experts would benefit
         from.
      

      
      As you begin (or continue) your experience with the hapi.js framework, you will join an engaged and rich community of application
         developers working together on the best-in-class tools and patterns. These tools already power an impressive array of products
         and services. From payment services and online retailers to cloud and music providers, you are probably already using at least
         one hapi.js based application today. Tomorrow we might use something you created.
      

      
      With this book in hand, you have taken your first step toward becoming a hapi.js expert. Whether you use that experience to
         build innovative products, create your own open source components to share with others, or join the hapi.js community as an
         active contributor, I hope you find working with the framework fun and empowering. It was built with love and dedication by
         dozens of open source developers looking to make application development better every day.
      

      
      It’s called hapi for a reason.

      
      ERAN HAMMER

      
      HAPI.JS CREATOR

      
      

Preface
      

      
      
      
      When I was 16, I was having a ball, secretly recording my friends’ catchphrases and turning them into Flash soundboards. I
         was slicing and dicing garish designs in Photoshop and putting together websites with HTML tables in Dreamweaver.
      

      
      I spent a long time away from the web, training to become an architect. But I always really missed the buzz of building websites,
         creating something from just my own code and having it appear on screen and do stuff, so when I finally graduated I made a
         U-turn—I decided I wanted to get back into the web.
      

      
      But, boy had things changed! We had CSS, web standards, and JavaScript, and PHP was the hot server technology of the day.
         I voraciously learned everything I could about WordPress, Joomla, Zend, CodeIgniter, and all the big frameworks and content
         management systems of the time. I made some pretty decent sites and landed a job as a junior developer. The truth is that
         I had no idea what I was really doing. My understanding of what was really happening was minimal. These frameworks did so much magic for me . . . and were so big that I felt totally lost.
      

      
      This all began to change when I discovered Node.js. I started by writing a few small scripts that did things like spin up
         a mini HTTP server and serve a file to a browser from my hard drive. No magic, no heavy framework, just a few lines of the
         same humble JavaScript I knew from the browser. I knew what every line of code was doing. The lack of distance between my
         code and the inner workings was much more satisfying to my mind.
      

      
      Everything started to fall into place for me after that. All these heavy frameworks I’d been using in the past were just obscuring
         the simplicity and beauty that was at the heart of all this web stuff. I vowed never to use something again in my work again
         without understanding how it worked.
      

      
      Naturally, like everyone in the Node world, I started to use Express to build my web apps. Express was a joy to use for the
         kind of small projects I was working on at the time. As I started to work on larger, more serious projects, though, I kept
         running into problems with Express. Things like scaling to many developers, several teams, and large apps were a pain with
         Express. I started to wonder if I’d been so naïve to think that I could build serious apps with Node, sticking together a
         few dependencies by myself. Perhaps those big, heavy frameworks like Zend and ASP.NET with all their classes and abstractions
         were like that because that’s what’s needed for complex projects?
      

      
      About the time I found out about hapi. These guys over at Walmart had the audacity to power the mobile traffic of world’s
         biggest retailer on Black Friday with . . . a Node.js app. They were a big team, they had a lot of users, and their systems
         were complex. It sounded like they’d shared the same kind of frustrations that I’d had with Express and built their own framework.
         The best thing was that they’d open sourced it all. Maybe you could do enterprise-scale apps successfully in Node. I had to check this out!
      

      
      The transition to using hapi for me was quick and painless. I loved the simple configuration-driven APIs and the powerful
         plugin system. My code was cleaner than ever. What’s more, it was fast and secure. I decided hapi was somewhere I wanted to
         stay. I started contributing to the project on GitHub, improving documentation and writing my own blog posts evangelizing
         hapi.
      

      
      I found the community extremely helpful, quickly responding to issues and fixing bugs. The project was and still is in a very
         healthy state. The policy of only releasing code that is tested to 100% coverage shows their commitment to quality.
      

      
      When Manning approached me about writing a hapi book, I was a little intimidated by the prospect but I knew I would say yes.
         hapi needed a book, and I wanted to be the one to write about it. I’m honored to be able to share with you everything that
         I’ve learned about hapi. After almost 18 months of writing, I’ve learned so much more about the framework than I originally
         knew, yet my opinions have stayed the same. I believe it has that perfect balance of rich features and unlimited customizability
         but also remains easy to get up and running and stays out of your way in complex apps.
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About this Book
      

      
      
      
      hapi.js in Action is a guide to hapi for total beginners, designed to ease you in at first with some simple but functional examples. Later
         the text builds on your theoretical knowledge with in-depth coverage of all the important features within hapi and the various
         plugins and modules in its rich ecosystem. By the end of the book, you should be comfortable with building maintainable, fast,
         secure production-ready web applications.
      

      
      
      
Who should read this book
      

      
      Anyone who has an interest in building websites, APIs, single-page application servers, or any kind of networked HTTP service
         in JavaScript should read this book. Whether you’ve already used Node.js in your career or are just getting started, this
         book gives you a 360-degree view of the hapi world.
      

      
      Even if you’re familiar with hapi, I’ve no doubt there’s material in this book that will be new and useful to you. Experienced
         hapi developers can use this book as a reference—the examples of how to use some of the more esoteric features will be useful
         to you.
      

      
      
      
      
How this book is organized
      

      
      This book is split into three parts and eleven chapters.

      
      Part 1: First Steps doesn’t dilly-dally around. This gets you writing code in no time.
      

      
      

      
         
         	
Chapter 1: Introducing hapi does exactly that. You’ll see what hapi is useful for and some of the key building blocks used to create apps.
            
         

         
         	
Chapter 2: Building an API gathers some requirements and helps you build a fully functional hapi app.
            
         

         
         	
Chapter 3: Building a website looks at some of the more front end-oriented hapi features like serving static content.
            
         

         
      

      
      Part 2: Expanding your toolbox is all about building upon your basic knowledge from part 1 with a deeper understanding of the key building blocks. Mixed in with that, I teach you a few extra superpowers like validation
         and caching.
      

      
      

      
         
         	
Chapter 4: Route and handlers in depth explores in-depth two of the key components in all hapi apps.
            
         

         
         	
Chapter 5: Understanding requests and responses looks at the lifecycle of a request and how to modify it.
            
         

         
         	
Chapter 6: Validation with Joi teaches you how to lock down your APIs against bad input data by using the expressive and powerful Joi library.
            
         

         
         	
Chapter 7: Building modular applications with plugins shows you both how to extend hapi and how to split your apps into small, maintainable packages called plugins.
            
         

         
         	
Chapter 8: Cache me if you can teaches you how to make use of both browser and server-side caching to supercharge your apps.
            
         

         
      

      
      Part 3: Creating rock-solid apps is where we get very serious and make sure your apps are secure, well tested, and free of bugs.
      

      
      

      
         
         	
Chapter 9: Authentication and security looks at various ways of authenticating users and some common security exploit mitigation techniques.
            
         

         
         	
Chapter 10: Testing with Lab, Code, and server.inject() teaches you the art of writing simple yet powerful tests to probe every inch of your apps.
            
         

         
         	
Chapter 11: Production and beyond helps you get your app on the road to production and gives you some advice and techniques for when things go awry.
            
         

         
      

      
      There are two appendices. Appendix A: Getting started with Node.js and npm provides supplemental information, including downloading and installing Node and npm. Appendix B: npm packages used in this book explains version numbers and, as the title reads, contains an explanation of packages used in the book.
      

      
      
      
      
About the code
      

      
      This book contains many examples of source code both in numbered listings and in line with normal text. In both cases, source
         code is formatted in a fixed-width font like this to make it stand out from ordinary text. Sometimes code is also in bold fixed-width font to highlight code that is particularly important or relevant to the surrounding discussion.
      

      
      In many cases, the original source code has been reformatted; we’ve added line breaks and reworked indentation to accommodate
         the available page space in the book. In rare cases, even this was not enough, and listings include line-continuation markers
         [image: ]. Additionally, comments in the source code have often been removed from the listings when the code is described in the text.
         Code annotations accompany many of the listings, highlighting important concepts.
      

      
      All the source code for the examples and listings in this book can be found on GitHub at https://github.com/mtharrison/hapi.js-in-action. The code is organized hierarchically to match the chapter and subheading format used in the book. This is designed to make
         it as easy as possible for you to look up the working code for whichever section on the book you’re working through.
      

      
      The code samples in this book and on GitHub are written to work only with Node.js versions above 4.0.0, as several ES2015
         features are used, such as let, const, and arrow functions.
      

      
      
      
      
Author Online
      

      
      The purchase of hapi.js in Action includes free access to a private forum run by Manning Publications where you can make comments about the book, ask technical
         questions, and receive help from the author and other users. To access and subscribe to the forum, go to www.manning.com/books/hapi-js-in-action. This page provides information on how to get on the forum once you’re registered, what kind of help is available, and the
         rules of conduct in the forum.
      

      
      Manning’s commitment to our readers is to provide a venue where a meaningful dialogue between individual readers and between
         readers and the author can take place. It’s not a commitment to any specific amount of participation on the part of the author,
         whose contribution to the book’s forum remains voluntary (and unpaid). We suggest you try asking him some challenging questions,
         lest his interest stray!
      

      
      The Author Online forum and the archives of previous discussions will be accessible from the publisher’s website as long as
         the book is in print.
      

      
      
      
      
Other online resources
      

      
      

      
         
         	There is full API documentation along with several tutorials on the official hapi website at http://hapijs.com/.
            
         

         
         	For any questions about how to use hapi or about the project in general, you can post issues on the discuss repo at https://github.com/hapijs/discuss.
            
         

         
         	There’s the hapijs tag on Stack Overflow too at http://stackoverflow.com/questions/tagged/hapijs.
            
         

         
      

      
      
      
      
About the author
      

      
      Matt Harrison is a freelance web developer and consultant. He’s a core contributor to hapi.js, a frequent blogger, and an active member
         of the Node.js community. In a former life, he was an architect. He likes to eat ramen and drink Guinness, though never at
         the same time.
      

      
      
      

About the cover Illustration
      

      
      
      
      The figure on the cover of hapi.js in Action is captioned “Sauvage de la Nouvelle Zeelande” (a savage of New Zealand). The illustration is taken from a collection of
         dress costumes from various countries by Jacques Grasset de Saint-Sauveur (1757–1810), titled Costumes de Différents Pays,
         published in France in 1797. Each illustration is finely drawn and colored by hand.
      

      
      The rich variety of Grasset de Saint-Sauveur’s collection reminds us vividly of how culturally apart the world’s towns and
         regions were just 200 years ago. Isolated from each other, people spoke different dialects and languages. In the streets or
         in the countryside, it was easy to identify where they lived and what their trade or station in life was just by their dress.
      

      
      The way we dress has changed since then, and the diversity by region, so rich at the time, has faded away. It’s now hard to
         tell apart the inhabitants of different continents, let alone different towns, regions, or countries. Perhaps we have traded
         cultural diversity for a more varied personal life—certainly for a more varied and fast-paced technological life.
      

      
      At a time when it’s hard to tell one computer book from another, Manning celebrates the inventiveness and initiative of the
         computer business with book covers based on the rich diversity of regional life of two centuries ago, brought back to life
         by Grasset de Saint-Sauveur’s pictures.
      

      
      
      
      


Part 1. First steps
      

      
      
      This first part of hapi.js in Action is all about laying the foundations for the rest of the book and introducing many of the core concepts in hapi.
      

      
      Chapter 1 introduces hapi and explains what it is and what it can do for you. You’ll also see—at a very high level—how apps can be
         put together.
      

      
      In chapter 2, you’ll jump right in and build a JSON API using hapi. You’ll discover how to translate business requirements into working
         code and you’ll touch upon many key concepts including routing, handlers, authentication, and working with a database.
      

      
      Chapter 3 focuses on the front end, building a simple website for the API you built in chapter 2. You’ll also learn all about static file serving and how to organize your markup into layouts, partials, and views using
         templating languages.
      

      
      
      
      
      


Chapter 1. Introducing hapi
      

      
      This chapter covers

      
      

      
         
         	What hapi.js is
            
         

         
         	The problem hapi.js solves
            
         

         
         	The philosophy behind hapi.js
            
         

         
         	The architecture of hapi.js
            
         

         
      

      
      If you’ve built web applications, in any language or platform, you’ll know that what sometimes starts out as a simple vision
         can quickly become complicated. There are numerous things to consider when building a web app, including how to go about caching,
         validating, and authenticating. You also need to decide how to structure your code into files and directories in a way that
         makes sense.
      

      
      The decisions one needs to make up front are often difficult and can become overwhelming, even for experienced developers.
         This is one of the reasons we use frameworks rather than start from scratch every time.
      

      
      There are many frameworks for building web applications with Node.js. The more minimal ones like Express.js offer relatively
         little out of the box, with the aim of flexibility, and still require you to make a lot of decisions about infrastructure.
         Other, more focused API-only frameworks like Restify are limited in their scope of applications.
      

      
      
      
         
            
         
         
            
               	
            

         
      

      Terminology

      
      
      Sometimes I write hapi.js and other times just hapi. In general, when I use hapi.js, I’m referring to the project, ecosystem,
         or community as a whole. When I use hapi, I’m talking about the core hapi package. hapi is always written with a lowercase
         “h.” I’ll use Node.js and Node interchangeably, referring to the same thing. Likewise, I may use Express.js, or simply Express,
         to refer to the other popular Node framework.
      

      
      
         
            
         
         
            
               	
            

         
      

      
      hapi.js lets you have your cake and eat it too. Its configuration-centric approach means it is flexible and can be tweaked
         to your desire. But if you only want to get up and running writing your business logic, the framework makes sensible decisions
         for you.
      

      
      hapi’s plugin system and rich module ecosystem means there’s usually a module available that’s been created by the hapi.js
         core team to solve your problem, and you can be sure it’s secure and has been tested extensively.
      

      
      
      
1.1. What is hapi?
      

      
      hapi is an open source framework for building web applications with Node, created by the mobile web team at Walmart Labs.
         If you’ve ever used a Walmart mobile app or browsed the company’s website from your phone, you’ve been using hapi and probably
         didn’t know it.
      

      
      hapi’s most common use case is building web services such as JSON APIs, but it can also be used to build HTTP proxies and
         as the server component of single page apps or websites. Figure 1.1 shows a few examples of these applications. If you need to build software that speaks HTTP, hapi’s going to make your life
         a lot easier.
      

      
      
      
      Figure 1.1. hapi can be used to build all sorts of networked applications.
      

      
      [image: ]

      
      
      Node already provides a way of building web servers with its built-in http module, but building anything serious using http
         alone is complicated and fraught. Thankfully, that’s where frameworks like hapi step in.
      

      
      To understand where hapi fits in, look at figure 1.2. You can see that hapi sits between Node and your own application’s code, providing an abstraction layer for working with
         HTTP requests and responses.
      

      
      
      
      Figure 1.2. Where hapi fits into an example application
      

      
      [image: ]

      
      
      If you’ve ever worked with Node, it’s likely you’ve either used or are aware of projects with similar functionality to hapi.
         Express.js, Restify, Director, Loopback, and Sails are all examples of other frameworks that can be used to build web applications.
      

      
      This section looks at what makes hapi different from these other frameworks and discusses the main building blocks that you’ll
         need to know to be successful with hapi. It also considers the kinds of applications hapi is suited to and the kinds it isn’t.
         Then it takes a look at the best places to go for help when you need it.
      

      
      
         
            
         
         
            
               	
            

         
      

      
         
         Node.js
         
         Node is a platform for writing applications in JavaScript that run on a server. It’s powered by the same, blazingly fast V8
            JavaScript engine inside the Google Chrome browser. What Node offers on top of V8 is a set of APIs that you would expect to
            find in other languages used to write apps on the server side. There are APIs for working with TCP, HTTP, filesystems, and
            many more. These APIs are exposed as built-in JavaScript modules using the CommonJS module system.
         

         
         Because the http module in Node is fairly low level, building web applications from scratch every time can be tedious and
            involve writing a lot of boilerplate code. That’s where frameworks like hapi find their place, offering a higher-level, more
            convenient API that suits many applications you might want to build.
         

         
         If you come from a different server-side programming background like PHP or Ruby you may not be used to working so directly
            with HTTP requests in your application. You might be more familiar with using Apache or NGINX as a web server. Things are
            quite different in the Node world—the web server is actually part of your application, as highlighted here.
         

         
         [image: ]

         
            

With Node, the web server is the application developer’s responsibility.

         

         
      

      
         
            
         
         
            
               	
            

         
      

      
      
      
      1.1.1. What makes hapi special?
      

      
      If there are so many other frameworks with similar features available, why should you choose hapi? The team members who developed
         hapi did so as a last resort, growing it out of their experience and frustration with other existing frameworks. As developers
         in charge of the mobile web infrastructure of Walmart, the world’s biggest retailer, they might be considered a somewhat picky
         customer, but their collective effort has led to a framework that we can all benefit from.
      

      
      Walmart has experienced doubling of mobile traffic and revenue year after year, as more people pick up their mobile devices
         to do their shopping, constantly presenting fresh challenges for its engineers. The mobile web team at Walmart Labs, led by
         senior architect Eran Hammer, chose Node as the platform to build out its future infrastructure. This decision was based on
         Node’s efficient scaling model, the engineers’ familiarity with the JavaScript language, and the healthy and vibrant community
         around Node.
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