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     “In this book, my dear friend Akli draws upon two decades of hands-on experience as the founder and CEO of Brighterion, a successful AI company (acquired by Mastercard), to bring clarity to the intricate world of artificial intelligence. Akli explores the core of AI and its optimal application, providing valuable insights grounded in a profound understanding and mastery of the AI field gained from applying it in high-stakes, mission-critical applications.” 
     
       —Raymond Kendall, Honorary Secretary General of INTERPOL 
     

    

   
 
  
 
   
   
    
     “It's like everything you do, a labor of love, and the readers would love it.” 
     
       —Ajay Bhalla, President of Cyber & Intelligence Solutions, Mastercard 
     

    

   
 
  
 
   
   
    
     “Akli Adjaoute has spent several decades at the heart of artificial intelligence. In this book, he vividly tells us about his journey and that of a technology that is starting to profoundly change our societies. With clarity and generosity, he makes one understand what AI is and is not. Not only is this a delightful read, but also an invaluable one.” 
     
       —Patrick Pérez, CEO, Kyutai 
     

    

   
 
  
 
   
   
    
     “Having experienced the real-world impact of Brighterion, an AI company founded by Akli Adjaoute, in crucial applications, I can attest to its incredible power. This book explores applied AI through the lens of an expert in mission-critical tasks. Coupled with his academic background as an AI professor, the author is an unparalleled source for education on a transformative technology shaping our world.” 
     
       —Ian Whyte, Former Chief Risk Officer, WorldPay 
     

    

   
 
  
 
   
   
    
     “There are many books written on AI, but few that actually give readers a framework for how to think about AI and its transformational impact on everyone in the world. This is that book. It is powerful in its simplicity and admirable for its accessibility —the kind of book that will have readers posting sticky notes and highlighting passages throughout to refer to, again and again.” 
     
       —Karen Webster, CEO, PYMNTS 
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   foreword
 
  
 
   
   In 1999, I was in the last year of my five-year mandate as Secretary-General of the International Criminal Police Organization (INTERPOL). An American friend who thought we might have mutual interests introduced me to Akli. We met for lunch in Paris, and after the usual introductory niceties, we began to discuss the possible connections between what Akli was doing professionally and the essence of my own role at the Interpol headquarters in Lyon, France. In my previous function at Scotland Yard in London, I had worked for some period in the Criminal Intelligence Division and was naturally interested in any developments where the exploitation of intelligence analysis could be applied to Interpol databases.
 
  
 
   
   I should perhaps, at this stage, indicate why my first meeting with Akli was an “experience.” During my functions at Interpol, I have met many important and impressive people, including two presidents of the United States, but Akli impressed me in a different way. His physical presence, no doubt because of his Kabyle origins, of which he is particularly proud, gives the impression of someone who is sure of himself, can be relied upon to tell you the truth, and will give authoritative opinions. Akli’s impression immediately strikes you and sets the climate in which discussions will take place. Unfortunately, circumstances did not make it possible for me to develop a project for Interpol at the time, so my continued interest in Akli’s activities became more personal than professional. However, by this time, he was establishing himself in the United States.
 
  
 
   
   Akli earned a master’s degree at the University of Technology of Compiègne and a doctorate in Artificial Intelligence at Pierre and Marie Curie University. For his thesis, Akli developed software at Necker Hospital in Paris to enable doctors to diagnose emergency patients rapidly. Artificial intelligence was known at the time but was in its infancy. The work that Akli accomplished in his five-year thesis was recognized by the press. This proved to Akli that he could build a viable future career using his special brand of AI technology.
 
  
 
   
   By the time of his departure to the United States, Akli had already founded his own software company and worked with a number of well-known French companies and governmental organizations. During this time, he also taught at EPITA, a school of engineering, where he led the Department of Cognitive Science. For his last year in France, Akli had achieved certain notoriety but had already decided that the best chance for the effective development of his professional talents lay in the United States. In 1999, he took the steps that would eventually lead to his present successes in AI.
 
  
 
   
   Beginning his new enterprise in San Francisco was not easy, and to a certain extent, I shared a part of the trials and tribulations with him. He was living alone without his wife and family, who were still in France. He still had a teaching obligation in Paris with EPITA, but he was trying at the same time to establish his own company, which he called Brighterion. Resources were limited, and anyone other than Akli would have thrown in the towel. It was in such difficult circumstances that Akli’s strength of character came to the fore. 
 
  
 
   
   Akli will say that he owes persistence to his Kabyle origins. Akli is a man of principle who lives by the application of certain basic rules in his day-to-day activities, both in public and in private. Some would refer to these values as old-fashioned, including me, because we feel that they are lacking in our modern society: the notions of friendship, loyalty, and honesty seem to be lacking, particularly in the world of affairs. I am convinced that Akli owes his success to the fact that he has always applied these rules to his relations with other people. There is no doubt that Brighterion owes its present status and its future development—albeit now sold to Mastercard—to Akli and a key group of people who have been loyal to him, particularly when times have been difficult.
 
  
 
   
   I have often asked Akli for explanations of what I see in the media, which never corresponds to my understanding of what artificial intelligence means. I am sure that there are many others in my situation. Therefore, I am particularly grateful to Akli for having written such a book.
 
  
 
   
   —Raymond Kendall, Honorary Secretary General of INTERPOL
 
  

 
   
   preface
 
  
 
   
   Welcome to the world of artificial intelligence (AI), a domain where the boundaries between science fiction and reality often become indistinct. AI has captivated our collective imagination, particularly in 2022 and 2023, thanks to the release of ChatGPT. This groundbreaking product has played a pivotal role in democratizing AI usage by offering a user-friendly interface, empowering individuals without technical expertise to harness its benefits. ChatGPT boasts impressive capabilities, including answering questions, crafting narratives, composing music and poetry, and generating computer code.
 
  
 
   
   For more than three decades, I’ve been passionate about artificial intelligence, dedicating my adult life to teaching and applying AI to address real-world challenges. In 1987, I established my first company, Conception en Intelligence Artificielle, in Paris before completing my PhD. We developed the MINDsuite platform, which seamlessly combines various AI techniques and has found successful applications in defense, insurance, finance, healthcare, and network performance. While leading this company, I also shared my expertise with students at the École Pour l’Informatique et les Techniques Avancées (EPITA), where I served as the head of the AI department and chaired the scientific committee.
 
  
 
   
   In April 2000, I launched my second venture, Brighterion (acquired by Mastercard), in San Francisco. This company was founded to address the pervasive issues of payment fraud and cybersecurity, which pose significant challenges across various industries, leading to annual losses amounting to billions of dollars. Brighterion-powered software is now used by over 2,000 clients worldwide, with 74 of the largest U.S. banks relying on its technology to safeguard against fraud and risk. Annually, more than 150 billion transactions are processed through Brighterion software.
 
  
 
   
   In this book, we embark on a transformative journey to educate readers about the fascinating world of AI. Whether you’re new to the field or a seasoned enthusiast, my aim is to equip you with a clear and comprehensive understanding of what AI truly is and what it can and cannot achieve. Throughout this exploration, we will discuss the expansive and multifaceted landscape of AI, marked by a diverse range of techniques and methodologies aimed at simulating human cognition. 
 
  
 
   
   Our journey will take us to the very heart of AI, where we’ll dissect these techniques and methodologies. From the early days of expert systems to the cutting-edge advancements in deep learning algorithms, you’ll gain a thorough comprehension of the full spectrum of AI techniques that drive AI applications. Along the way, we’ll also explore various aspects of human cognition, including imagination, intuition, curiosity, common sense, and creativity, to illustrate that current AI techniques still fall short of replicating these qualities. 
 
  
 
   
   Insights from both successful and unsuccessful AI projects will demonstrate that many human jobs remain beyond the capabilities of AI and refute the notion of technological singularity, which envisions a future where intelligent robots can replicate themselves, potentially leading to the end of human civilization. As we progress, we’ll also address ethical questions surrounding bias, fairness, privacy, and accountability. Drawing from my three decades of experience in developing and deploying mission-critical AI systems, I will outline the characteristics that, in my perspective, will define the next generation of AI platforms.
 
  
 
   
   I firmly believe that it is crucial for every citizen to acquire knowledge about AI, given its pervasive effect on our modern world. Whether you are an aspiring AI developer, a business professional, an investor, a policymaker, or simply a concerned citizen, I welcome you to embark on this journey to discover the true essence of AI and its profound effect on our world. My hope is that, by the time you turn the final page of this book, you will not only possess the ability to discern AI reality from its illusions but also have the capacity to engage thoughtfully with the imminent AI-driven future that awaits us all.
 
  
 
   
   Let the voyage begin.
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   about the book
 
  
 
   
   In this book, the primary goal is to provide a comprehensive understanding of both the capabilities and limitations of artificial intelligence. We’ll explore a diverse range of AI techniques, spanning from expert systems to deep learning, and emphasize the distinctions between AI and human cognition. Insights drawn from real-world AI projects not only question the notion of machines taking over the majority of human jobs but also underscore the implausibility of the technological singularity concept. Ethical considerations, including issues like bias and privacy, will be addressed. Drawing on three decades of experience in applying AI to mission-critical applications, I outline the characteristics that define the next generation of AI platforms.
 
  
 
   
   Who should read this book?
 
  
 
   
   This book is a comprehensive guide for anyone interested in learning about artificial intelligence, an ever-evolving field that profoundly shapes our future, influencing how we learn, work, and live. 
 
  
 
   
   How this book is organized
 
  
 
   
   Embark on an extensive exploration of the field of artificial intelligence within the 11 chapters of this insightful book. The journey begins with an introduction to fundamental principles, encompassing algorithms and programming languages, laying a solid foundation for understanding AI. Moving beyond, chapters 2 to 4 explore various AI techniques, covering expert systems, business rules, fuzzy logic, genetic algorithms, case-based reasoning, classical neural networks, deep learning, Bayesian networks, unsupervised learning, and smart agents. Chapters 5 and 6 shift focus to the advancements in generative AI and the comparison between human cognition and artificial intelligence. Subsequent chapters tackle diverse topics, including the limitations of AI, its impact on human jobs, and a critical examination of technological singularity. The book concludes with valuable insights from past AI projects, providing guidance for future endeavors and a visionary perspective on the next generation of AI platforms. Additionally, an insightful appendix complements the narrative by exploring the historical evolution of AI technology. Each chapter offers a unique lens into the multifaceted landscape of AI, making this book an essential read for both enthusiasts and those seeking a deeper understanding of this transformative field:
 
  
 
   
   	 Chapter 1 —In the introductory chapter, we explore a range of real-world examples to showcase how AI is emerging as a pivotal force that propels positive transformations across diverse fields by enhancing efficiency and fostering innovation. Additionally, we also highlight the challenges that stem from the inherent inclination of AI algorithms and models towards errors. 
 
   	 Chapter 2 —In this chapter, we provide an overview of multiple AI techniques, accompanied by practical examples. We will explain expert systems, which rely on human expertise and inference procedures to solve problems, as well as case-based reasoning, a method that uses past experiences to tackle new challenges. Additionally, we will explore fuzzy logic as an elegant means of representing and capturing the approximate and imprecise nature of the real world. Finally, we’ll conclude this chapter with an examination of genetic algorithms, which offer a powerful, straightforward, and efficient approach to solving nonlinear optimization problems. 
 
   	 Chapter 3—In this chapter, we will continue to explore various AI techniques. We’ll begin with data mining, a powerful AI technique used to extract valuable information, patterns, and associations from data. Following that, we’ll introduce artificial neural networks and deep learning, powerful algorithms for pattern recognition that have yielded impressive results in computer vision, natural language processing, and audio analysis. Next, we’ll briefly touch on Bayesian networks, a technique that encodes probabilistic relationships among variables of interest. To wrap up the chapter, we’ll explore unsupervised learning, a collection of algorithms designed to analyze unlabeled datasets and uncover similarities and differences within them. 
 
   	 Chapter 4 —In this chapter, we will introduce smart agents, a powerful artificial intelligence technique centered on the use of adaptive, autonomous, and goal-oriented entities to address complex problems. We will specifically focus on a proprietary smart agent approach, providing an illustrative example to elucidate how each agent possesses the capability to assess inputs as either beneficial or detrimental with respect to its objectives. Furthermore, we will explore the adaptability of these agents, draw comparisons with more conventional approaches, and examine instances where this technique has been effectively employed to solve real-world challenges. 
 
   	 Chapter 5 —AI has witnessed numerous ups and downs, but the emergence of ChatGPT, OpenAI’s impressive chatbot, capable of composing poems, college-level essays, computer code, and even jokes, represents a pivotal moment. In this chapter, we will introduce generative AI, an impressive technology that offers a multitude of benefits across various domains and holds great potential for revolutionizing many industries. We will also examine its advantages, limitations, and the potential risks associated with the use of this technology. 
 
   	 Chapter 6 —In this chapter, we will explore various aspects of human cognition to illustrate what it means to be imaginative, intuitive, curious, and creative. We’ll show that current AI falls short in emulating these traits. We’ll compare human reasoning to AI to examine whether machines can replicate human-like thinking. Additionally, we’ll reflect on our limited understanding of the human mind. Furthermore, we will highlight that genuine comprehension is a prerequisite for vision, revealing the current limitations of AI algorithms in recognizing objects and their substantial gap in achieving human-like object and scene perception. 
 
   	 Chapter 7 —In this chapter, we will highlight that no matter how extensive the dataset or advanced the algorithms, AI programs ultimately fall short of attaining genuine intelligence. We will elaborate on the challenge AI encounters when attempting to extract true intelligence from data, as even with current AI techniques excelling in data processing, they continue to grapple with comprehending its deeper nuances. 
 
   	 Chapter 8 —We demonstrate that despite concern about AI taking our jobs, most human tasks are still out of the reach of AI. 
 
   	 Chapter 9 —The prevailing narrative often suggests that AI’s evolution will result in intelligent robots capable of replicating themselves, ultimately leading to the downfall of human civilization. While this scenario might be the stuff of compelling fiction, it doesn’t align with reality. In this chapter, we aim to debunk the notion of technological singularity as baseless and argue that our concerns should focus less on AI and more on the potential pitfalls of artificial stupidity. 
 
   	 Chapter 10 —Each AI project, whether it meets with success or faces hurdles, offers a wealth of valuable lessons. Drawing insights from these experiences empowers us to make informed decisions, steering our AI projects toward favorable outcomes while steering clear of common pitfalls. In this chapter, we will discuss insights gained from both the missteps and achievements of past AI projects. Furthermore, we will provide valuable guidance on assembling the right team, cultivating the necessary mindset, and crafting a promising strategy for your AI project. 
 
   	 Chapter 11 —In this chapter, I use my three decades of experience in the development and deployment of mission-critical AI systems where reliability, precision, and effect are not mere goals but absolute necessities. I will describe a set of characteristics that, in my perspective, will define the next generation of AI platforms. 
 
  
 
   
   NOTE Chapters 2 to 4 contain a high-level explanation of some of the technical underpinnings of AI and can be skipped by those who want to dive into the discussion of the reality and illusion of current AI.
 
  
 
   
   liveBook discussion forum
 
  
 
   
   Purchase of Inside AI includes free access to liveBook, Manning’s online reading platform. Using liveBook’s exclusive discussion features, you can attach comments to the book globally or to specific sections or paragraphs. It’s a snap to make notes for yourself, ask and answer technical questions, and receive help from the author and other users. To access the forum, go to https://livebook.manning.com/book/inside-ai/discussion. You can also learn more about Manning’s forums and the rules of conduct at https://livebook.manning.com/discussion. 
 
  
 
   
    Manning’s commitment to our readers is to provide a venue where a meaningful dialogue between individual readers and between readers and the author can take place. It is not a commitment to any specific amount of participation on the part of the author, whose contribution to the forum remains voluntary (and unpaid). We suggest you try asking the author some challenging questions lest his interest stray! The forum and the archives of previous discussions will be accessible from the publisher’s website as long as the book is in print.
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   Akli Adjaoute is the founder of Exponion, a venture capital firm that provides cutting-edge startup companies with financial resources and expertise. Prior to Exponion, he was the founder and CEO of Brighterion, which was acquired in 2017 by Mastercard. Brighterion provides enterprise AI applications for payment service providers and financial institutions. Additionally, Dr. Adjaoute founded and led Conception Intelligence Artificielle, a company focused on AI technology. Alongside his entrepreneurial pursuits, he has shared his real-world AI experience as an adjunct professor in both France and the United States. Dr. Adjaoute has been awarded 32 patents with over 2,000 citations. 
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   about the cover illustration
 
  
 
   
   The figure on the cover of Inside AI is “Femme Tschouwache,” or “Chuvache Woman,” taken from a collection by Jacques Grasset de Saint-Sauveur, published in 1797. Each illustration is finely drawn and colored by hand. 
 
  
 
   
   In those days, it was easy to identify where people lived and what their trade or station in life was just by their dress. Manning celebrates the inventiveness and initiative of the computer business with book covers based on the rich diversity of regional culture centuries ago, brought back to life by pictures from collections such as this one.
 
  

 
   
   
1 The rise of machine intelligence

 
  
 
   
   This chapter covers
 
    
    	How AI is transforming industries and empowering lives
 
    	The challenges associated with AI
 
    	Some of the remarkable contributions of early innovators
 
   
 
  
 
   
   Few ideas have captured the imagination like artificial intelligence (AI). The notion of “thinking machines” has been a theme in scientific literature and popular culture for decades. Now, AI is poised to be a transformative economic force that will amplify productivity and give birth to entirely new industries and markets. Recently, generative AI tools like ChatGPT have attracted exceptional attention and substantial investments. 
 
  
 
   
   While there is no doubt that AI has made incredible advancements, it is important to temper this enthusiasm with a dose of reality. Many AI applications are still in their infancy, and the road to achieving true artificial general intelligence remains long and uncertain. Separating genuine advancements from exaggerated claims is essential to harness the true potential of AI while navigating the challenges it presents. In this book, we’ll look at the current state of AI and consider where AI may be going next.
 
  
 
   
   
1.1 What is artificial intelligence?
 
  
 
   
   Warren S. McCulloch and Walter H. Pitt’s 1943 paper “A Logical Calculus of the Ideas Immanent in Nervous Activity” is often cited as the starting point in practical AI research. Their paper introduces a mathematical procedure for inferring relationships between propositions, and they suggested that neurons and their connections could be modeled in terms of true-or-false logical statements. Their technique led to the design of circuits that can compute Boolean functions, which are the fundamental operations of all digital computers. 
 
  
 
   
   In October 1950, Alan Turing published “Computing Machinery and Intelligence,” which has become one of the most referenced papers in the field. Turing proposes that a machine could be considered intelligent if it passed the so-called Turing test. If the observer cannot discern a human’s answers from a computer’s answers, the computer would pass the test and be considered capable of thinking like a person.
 
  
 
   
   The birth of the term artificial intelligence occurred during a workshop organized at Dartmouth College in the summer of 1956. John McCarthy, then an assistant professor of mathematics at Dartmouth, used the term for its marketing effect. He expected the catchy phrase to boost the visibility of this new research field. It would seem that he succeeded since he later became the first director of the AI labs at MIT. 
 
  
 
   
   Following that revolutionary workshop, the AI field experienced cycles of excitement and disenchantment. One might question whether inflated expectations and the subsequent disillusionment are, in part, attributable to the field’s name. So, what precisely is the definition of AI? At its core, AI involves a set of technologies that enable computers to perform tasks traditionally associated with human intelligence. Since its inception, AI has relied heavily on two fundamental methods for algorithms to learn from data. In supervised learning, imagine yourself wanting to teach an AI system about fruits by providing labeled examples like “This is an apple; that’s a banana,” allowing the system to learn how to identify new fruits based on prior examples. On the other hand, unsupervised learning takes a more exploratory approach, operating without labels or guides. The AI system independently analyzes the data, grouping similar items together, such as placing all red apples in one category without being explicitly told they are apples.
 
  
 
   
   AI pioneer Joseph Weizenbaum describes AI as machines that appear to behave intelligently, whether they actually employ the same mechanisms required for human intelligence. Weizenbaum sees AI in machines capable of mundane tasks like assembling nuts and bolts with the aid of synthetic vision and robotic arms as well as in computer programs that could aid in synthesizing chemical compounds, translating languages, composing music, and even writing software—all tasks possible now with current generative AI tools. 
 
  
 
   
   I think of intelligence as a wonderful faculty found at the root of virtually all the decisions we make. The challenge of AI is simply knowing to what extent a computer program can simulate certain intelligence reflexes and how a computer program behaves when faced with a problem for which we often ignore our own mental operations to resolve. However, no matter how we define AI, we are increasingly able to see its effects in everyday life, shaping the way we work, communicate, and navigate the world around us. 
 
  
 
   
   
1.2 The AI revolution
 
  
 
   
   AI has undergone significant evolution over several decades, driven by a combination of human innovation in AI algorithms, advancements in hardware technology, and the increasing accessibility of data. In the early days, the concept of machines emulating human intelligence seemed like a distant dream, relegated to the world of science fiction. Little did we know that we were on the verge of a revolution that is reshaping and enhancing nearly every facet of our modern world. Indeed, today, AI brings numerous advantages to virtually every field, boosting efficiency and driving innovation in the business environment, while also making positive contributions to various human endeavors. 
 
  
 
   
   For example, over the last decade, we’ve witnessed a significant enhancement in our daily interactions, thanks to AI-driven chatbots that engage in natural conversations, providing real-time support and information. Meanwhile, smart wearables, like smartwatches, act as advanced companions, ensuring connectivity and contributing to our well-being by offering specific health benefits. In the healthcare sector, AI applications are helping clinicians in early disease detection and diagnosis. Additionally, AI-powered robotic surgery systems contribute to precision in medical procedures, reducing recovery times and improving patient outcomes. Telemedicine platforms utilize AI for remote patient monitoring and personalized health recommendations, making healthcare services more accessible and tailored to individual needs. The transformative effect of AI extends to individuals with disabilities, leading to a new era of inclusivity and empowerment. Voice recognition software empowers those with mobility impairments to control devices and communicate more effectively, while AI-driven prosthetics enhance mobility and independence for individuals with limb disabilities.
 
  
 
   
   In the business world, AI stands as a cornerstone of modern business strategies, offering a plethora of benefits that drive efficiency, innovation, and competitiveness. AI enables businesses to extract valuable insights from massive datasets, informing strategic decision-making and forecasting trends. Automation powered by AI streamlines routine tasks, reducing operational costs and freeing up human resources for more complex and creative endeavors. In supply chain management, AI optimizes inventory and logistics, minimizing disruptions and improving overall efficiency. In the financial industry, AI emerges as a potent asset in the continuous combat against financial crimes, with a particular emphasis on fortifying efforts in fraud prevention and money laundering detection. 
 
  
 
   
   A breakthrough and impressive milestone in the evolution of AI is the advent of generative AI, with powerful products such as ChatGPT playing a pivotal role in democratizing access to AI. Generative AI has emerged as a transformative force across various industries, offering a multitude of benefits that extend creativity, efficiency, and innovation. The release of ChatGPT has empowered billions of nontechnical individuals, providing them with the ability to harness the power of AI without requiring specialized technical knowledge. It is also becoming instrumental in facilitating global business expansion by empowering organizations to generate relevant and effective content without the immediate need for human support as these advanced language models excel at generating coherent text and adapting to specific communication styles. 
 
  
 
   
   The advent of AI-powered automatic translation has become a catalyst for global connectivity, breaking down language barriers, fostering cross-cultural communication and creating a more interconnected world. With sophisticated natural language processing algorithms, AI-driven translation tools enable real-time language interpretation, facilitating seamless interactions between individuals and businesses from diverse linguistic backgrounds. This advancement not only enhances international collaboration but also promotes a deeper understanding of different cultures and perspectives. 
 
  
 
   
   In the field of education, AI is revolutionizing learning experiences through personalized tutoring systems and adaptive learning platforms. Virtual tutors and AI-based educational assistants will offer additional resources, answering questions and providing guidance to students both inside and outside the classroom. AI is poised to bridge educational gaps and democratize access to quality learning resources, ensuring that education becomes a dynamic and inclusive process for learners worldwide.
 
  
 
   
   AI technologies have greatly strengthened global security, making the world safer in ways we’ve never seen before. They play a vital role in detecting and preventing threats, especially in cybersecurity and public safety. In law enforcement, AI-powered surveillance quickly identifies and captures individuals involved in criminal activities, improving overall public safety. In homeland security, AI is a crucial asset for reinforcing defenses and protecting nations, creating a safer environment for citizens, and ensuring border integrity.
 
  
 
   
   The previously mentioned instances represent only a portion of the domains where AI is delivering significant benefits. The list of sectors experiencing positive effects from AI is continually broadening, and I firmly believe that virtually every field stands to gain from its capabilities. Nevertheless, it’s essential to recognize the paradox—while AI offers opportunities for substantial advancements, it also introduces the risk of misuse and challenges within those same areas.
 
  
 
   
   
1.3 Error-prone intelligence
 
  
 
   
   The deployment of AI facial recognition technology raises significant concerns, especially regarding biases and ethical considerations. Instances of racial and gender bias in facial recognition systems have been well-documented, raising serious ethical questions about how biased technology might perpetuate societal inequalities. Similar biases have been observed in AI used in automated hiring systems, inadvertently favoring certain characteristics and contributing to disparities that further marginalize underrepresented groups. Furthermore, incorporating AI into the criminal justice system raises concerns about potential biases, fairness, and the transparency of the sentencing process. AI algorithms that analyze various factors to predict recidivism or assess the likelihood of reoffending may inadvertently sustain existing biases in the system, presenting challenges in ensuring a fair and just legal system.
 
  
 
   
   In the healthcare sector, AI is susceptible to errors, raising substantial concerns about possible misdiagnoses or inaccurate treatment recommendations. The opacity of AI models, as we will discuss in chapter 3, adds an extra layer of concern, making it challenging for users to understand the process behind arriving at specific conclusions. 
 
  
 
   
   The use of AI in self-driving cars raises worries about errors causing accidents, especially due to algorithmic issues or malfunctions. The ever-changing and unpredictable nature of real-world traffic situations makes it challenging for AI systems to accurately understand and respond to complex scenarios. A recent tragic incident in San Francisco in October 2023 serves as a devastating example, where a self-driving car failed to detect a pedestrian trapped beneath it, dragging her about 20 feet. 
 
  
 
   
   The rapid advancement of AI in social media platforms could worsen its negative effect by fueling the spread of false information, an increase in cyberbullying, and an elevated risk to individual mental well-being. Additionally, the growing use of deepfake technology, allowing the creation of convincingly fabricated content like realistic videos and audio recordings, has the potential to deceive and manipulate individuals. 
 
  
 
   
   While large language models (LLMs) achieved an impressive AI milestone by democratizing AI for the larger public, they also introduced potential drawbacks, particularly the risk of overreliance and blind trust by nontechnical users in every output produced by these AI models. In chapter 5, we will demonstrate that LLMs can generate text that is seemingly coherent but factually inaccurate and sometimes entirely fictional. As AI becomes increasingly prevalent in various sectors, the likelihood of misuse and accompanying challenges rises when the technology is applied improperly.
 
  
 
   
   Finally, let’s consider another issue stemming from AI. This concern is not linked to errors in AI algorithms but paradoxically arises from the technology’s efficiency in specific tasks. Corporate executives and economists anticipate the potential loss of numerous jobs due to the influence of generative AI, causing an effect across various industries. Even sectors like software and AI engineering are at risk, as generative AI speeds up productivity, potentially reducing the demand for other engineering roles. 
 
  
 
   
   As AI rapidly evolves, it doesn’t just change how we work but transforms how we live, connect, and shape our societal identity. To understand this effect, let’s look at how AI is transforming one of the most common human-to-human interactions—the conversation.
 
  
 
   
   
1.4 Chatbots
 
  
 
   
   Chatbots, also known as “conversational agents,” are programs that use AI and machine learning to provide technology for human–machine interaction. This approach was introduced in 1966 by Joseph Weizenbaum with his program ELIZA, which was created to provide person-centered therapy. ELIZA is the ancestor of ChatGPT, Siri, Alexa, and Google Assistant, which are now omnipresent in smartphones and home devices. 
 
  
 
   
   ELIZA parsed sentences looking for words such as I, you, like, and mother. Once ELIZA identified one of these words, it responded by changing the sentence in accordance with a rule associated with that word. ELIZA would then give a content-free response or reference the previous topic for input text such as “Why do you think that?” which contained no keywords. In his paper, Weizenbaum gave a slightly contrived example of a conversation between ELIZA and a female test subject: 
 
  
 
   
   Subject: Men are all alike.
 
  
 
   
   ELIZA: IN WHAT WAY?
 
  
 
   
   Subject: They’re always bugging us about something or other.
 
  
 
   
   ELIZA: CAN YOU THINK OF A SPECIFIC EXAMPLE?
 
  
 
   
   Subject: Well, my boyfriend made me come here.
 
  
 
   
   ELIZA: YOUR BOYFRIEND MADE YOU COME HERE?
 
  
 
   
   Subject: He says I’m depressed much of the time.
 
  
 
   
   ELIZA: I AM SORRY TO HEAR YOU ARE DEPRESSED.
 
  
 
   
   To Weizenbaum’s dismay, some users came to believe that ELIZA actually understood what it was saying. A few psychotherapists even thought it might be a helpful tool for their practice. In reality, all the program could do was decompose the user’s input into its constituent parts of speech and repeat them back in a manner that sustained the conversation. Weizenbaum was so disturbed that users could put their faith in a relatively simple program that he became an advocate for social responsibility. He became a vocal critic of any AI that gave the illusion of intelligence.
 
  
 
   
   The current generation of AI-driven chatbots is much more sophisticated. Powered by LLMs trained on massive amounts of text and other data, tools like OpenAI’s ChatGPT, Google’s Bard (now named Gemini), and others are capable of providing very human-like responses when prompted in natural language. For example, consider this brief exchange with ChatGPT:
 
  
 
   
   User: Give me a short definition of artificial intelligence.
 
  
 
   
   ChatGPT: I think this will look better if the text is left-aligned under the first line of spoken text. Not under Chat GPT, but under Artficial Intelligence (AI) refers to. Same instructions for the ChatGPT paragraph on the following page. 
 
  
 
   
   User: Based on this definition, are you intelligent?
 
  
 
   
   ChatGPT: No, I am not intelligent in the way humans are. I am a machine learning model developed by OpenAI. While I can process and generate human-like text based on patterns learned from vast amounts of data, I don't possess true consciousness, self-awareness, or subjective experiences. My responses are generated based on patterns and information present in the data on which I was trained, without true understanding or awareness.
 
  
 
   
   AI chatbots have already become a frontline approach to customer service operations in a number of major corporations, a trend that’s likely to expand rapidly. It seems inevitable that AI will transform other traditionally human-to-human communications such as email, phone-based voice interactions, and ordering lunch at the local drive-thru restaurant. 
 
  
 
   
   
1.5 Looking ahead
 
  
 
   
   As we stand on the brink of a new era, it is crucial for business leaders to not only recognize the significance of AI but also to understand that embracing AI is not merely a choice; it is an imperative for those who seek to lead in an era defined by innovation, efficiency, and intelligent decision-making. The AI journey is far from complete; it is an ongoing expedition marked by continual exploration, refinement, and adaptation to the intricate interplay between technology and humanity. 
 
  
 
   
   Drawing on my firsthand insights from real-world business challenges, the goal in the chapters ahead is to provide you with practical insights into the applications of AI within a business context. As we advance through the next 10 chapters, gaining insights into various AI approaches, we will learn how to seamlessly integrate their continually expanding capabilities. This will help you navigate the complexities of integrating AI into your own enterprises, ensuring that you are well-equipped for the transformative journey that lies ahead.
 
  
 
   
   Summary
 
  
 
   
   	 AI positively influences diverse fields, enhancing efficiency, fostering innovation, and positively affecting human endeavors. 
 
   	 Generative AI, as exemplified by ChatGPT, marks a historic moment in the field of AI by democratizing its use. It empowers nontechnical individuals and small businesses, allowing them to harness the power of AI. 
 
   	 Deployment of AI raises concerns about biases in various fields. 
 
   	 AI is susceptible to making errors that may cause harm. 
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