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  front matter


  foreword


  The integration of generative AI in software testing is not just a leap forward, but a transformative journey that demands both enthusiasm and critical thinking. In 2022, the world as we know it changed forever with the launch of OpenAI’s AI chatbot, ChatGPT. Soon after, Google and Microsoft introduced their own LLM tools, followed by many other companies. This brought generative AI into the public consciousness.


  The shock that the growth of these tools has sent through the software engineering community has given a jolt to the heart of the tech industry and set the task of quick take-up of tools and skills. This development has been thrilling at best and challenging at worst for software engineering teams worldwide. Roles tasked with testing often feel the seismic shifts of changes in tech, and this time is no different as engineering teams attempt to juggle advanced automation adoption with the additional herculean task of integrating LLMs.


  From a testing perspective, this requires that we stay informed and ready in terms of skills. Automation has now become synonymous with testing platforms using LLMs. Following a holistic approach that is human-centered and brings different approaches to testing platforms is still important, and Software Testing with Generative AI encourages this. It reminds us that while LLMs offer powerful support, human judgment and understanding remain at the core of effective testing.


  Today, there are numerous courses that cover AI testing, but for someone trying to decide which course to take and how to implement what they have learned, this can be overwhelming. The beauty of Mark’s book is that, while it takes big concepts around LLMs and explains them, it also includes worked test examples the user can put into action straightaway. It is also not just about learning every tool, but giving thought pieces around why we use them and what to consider in terms of strategy and planning for products we are trying to build and test.


  This book is a detailed guide to integrating generative AI into the testing process thoughtfully and effectively. It offers practical insights and emphasizes the need for balance and critical thinking when adopting AI tools, particularly in the context of automation.


  In essence, Software Testing with Generative AI is a must-read for anyone who wants to understand AI-assisted testing from a technical perspective. It equips readers with the reference knowledge and examples needed to approach their projects.


  I am excited to see how this book will help engineers with approaches and best practices. I highly recommend it to anyone looking to stay ahead of the curve.


  —Nicola Martin


  Founder, Nicola Martin Coaching & Consultancy, and Chair, BCS SIGiST


  preface


  My journey into the world of AI began back in 2017 in a hotel bar. Sitting with a friend, I expressed an interest in what the future might hold for those in quality and testing, in a world where AI was becoming increasingly prevalent. My friend shared some blog posts and beers with me, and despite the hangover the next day, I was hooked. Learning about the potential effects that AI could have on all of us, I sought to absorb as much as I could to understand better both how to test AI and use it to elevate testing. The challenge, or at least what I believed then, was that the barrier to understanding and using AI was too high for someone like me. I felt I could scratch the surface, but without the luxury of time and resources, I couldn’t drill deeper.


  This, however, is no longer the case. The explosion of large language models (LLMs) such as ChatGPT, Gemini, and Llama has shifted the balance of those who can use AI and benefit from it. LLMs have become widespread in software development with the introduction of code assistants, chatbots, and more. I’m writing this preface with the support of an AI assistant. This, of course, opens a range of questions. How will this affect me and my role, and what skills do I need to get the most from AI? So, when the opportunity to write this book and further explore the world of AI came about, I jumped at it.


  During this book’s development, I’ve had the opportunity not only to learn new technologies but also to appreciate that the lessons from the past can inform our future AI use. LLMs are, after all, software. Therefore, lessons we’ve learned from using tools in the past can be applied to AI. Throughout this book, we’ll learn not only how to use LLMs to enhance and extend our testing abilities, but also to better define our relationship with them. This is necessary if we want to use AI in a way valuable to us and our teams.


  Therefore, this book is for anyone interested in learning how to use AI to improve their testing craft. Whether you are a quality engineer, analyst, or software developer, in these chapters you’ll explore the practical application of LLMs. You’ll learn how to improve your testing abilities, enhance quality, and develop a productive mindset toward the use of LLMs. This book is by no means the final word on how AI will be used in the future, but I hope that it is a solid foundation to build on so that we can all successfully use LLMs to help us become more productive and valuable members of our teams.


  I hope your journey through AI is as enjoyable as mine has been so far.
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  about this book


  Software Testing with Generative AI was written to help you exploit LLMs to elevate and enhance your testing. This is done by focusing on three key principles of successful use of LLMs in testing: mindset, technique, and context. We’ll explore each in depth, starting with mindset, before learning and employing prompt engineering techniques, and finishing with an exploration of why context matters with LLMs and how to embed it into our interactions with them.


  Who should read this book


  We are all responsible for quality and testing as part of a team, and this book follows that mindset closely. Whether you are a developer or an automator focusing on test automation, a quality engineer focusing on continuous testing, or a more traditional tester, this book explores a range of testing activities and how LLMs can help support them. However, to get the most of this book, some necessary skills are required.


  If you are looking to learn how LLMs can support test automation, then it is assumed you are familiar with it. This means you should have at least basic experience with TDD and intermediate experience with unit, integration, and end-to-end test automation, as well as using integrated development environments. The code examples in this book are written in Java, so you will need to be confident in reading and writing Java. (We’ll talk more about code choice and examples shortly.)


  Beyond test automation, I have assumed that readers have basic experience in exploratory testing and intermediate knowledge of data management and related data structures such as SQL, JSON, and XML. Finally, every effort has been made to find tools that make the more advanced topics in part 3 of this book accessible to anyone, regardless of technical ability. However, to use these tools, a basic understanding of YAML formatting and command line tools is necessary.


  How this book is organized: A road map


  This book is split into three distinct parts to cover what I believe are the three core attributes needed for success with LLMs: mindset, technique, and context. We’ll explore this model of thinking more in chapter 1, but here is a summary of each part and their chapters to give you a sense of what we’ll cover.


  Part 1: Mindset—Establishing a positive relationship with LLMs


  
    	
      Chapter 1—Establishes how LLMs can be of use in testing and what we need to obtain value from them.

    


    	
      Chapter 2—Dives into the inner workings of LLMs and introduces the concept of prompt engineering, which will become an essential tool in part 2.

    


    	
      Chapter 3—Concluding the mindset portion of the book, this chapter explores the relationship between AI, automation, and testing, arguing why a clear understanding of the capabilities of each is essential for successful LLM use.

    

  


  Part 2: Technique—Task identification and prompt engineering in testing


  
    	
      Chapter 4—This chapter demonstrates how activities such as test-driven design when combined with LLM-backed Copilot tools can help improve code quality and speed up work.

    


    	
      Chapter 5—This chapter looks into how LLMs act as a tool to enhance and extend our test-planning capabilities, and the risks and traps to avoid over-trusting LLMs in this process.

    


    	
      Chapter 6—Here we delve into different recipes and approaches for creating test data with LLMs, whether it’s for test automation purposes or general testing use.

    


    	
      Chapter 7—Looking at more high-level test automation activities such as end-to-end automation, this chapter explains how LLMs are best used for solving specific tasks in automation, rather than attempting to rely on LLMs for the complete automation process.

    


    	
      Chapter 8—Next, we focus on how we can apply LLMs to exploratory testing activities by identifying subtasks that LLMs can help with inside a wider exploratory testing session.

    


    	
      Chapter 9—Finally, we conclude this part by exploring how we can take our prompting techniques to the next level by utilizing LLM functions to create testing assistants.

    

  


  Part 3: Context—Customizing LLMs for testing contexts


  
    	
      Chapter 10—We open the final part of the book by exploring why context is key to maximizing the value of an LLM’s response, as well as getting acquainted with more advanced techniques that can help with adding context.

    


    	
      Chapter 11—This chapter helps us learn how retrieval-augmented generation (RAG) works and its value by building our own RAG frameworks.

    


    	
      Chapter 12—We finish the book by examining the process of fine-tuning models and how it can help us embed context into the models we use to support our testing.

    

  


  Depending on your background and interest, you might want to pick and choose specific chapters in parts 2 and 3. Perhaps you are a developer looking to learn more about how LLMs can help with production code and test automation. Or you are in a role that relies on more human-based testing activities, and you want to learn more about how LLMs can help with planning and manual testing activities. Regardless of your goals, it is recommended you read part 1 in full to appreciate the mindset that underpins parts 2 and 3. The activities throughout the book are devised to further help your learning and are optional but encouraged.


  About the code


  Throughout this book, we will explore examples of both LLM prompts (instructions we send to an LLM) and code that we can implement. Although every effort has been made to select tools that are free to use, tools such as GitHub Copilot (after a 30-day trial) and the Runpod cloud platform will incur a fee. There are also specific details to keep in mind for both types of examples.


  Prompts


  All example prompts sent to an LLM and responses returned are formatted in a proportional font like this to separate it from ordinary text. Each example of a prompt has been crafted to demonstrate different techniques and tactics; however, as LLMs are indeterministic systems, the contents of the responses returned to you will differ from the ones mentioned. Therefore, please keep in mind that your experience will vary from those shared within these pages depending on which type of LLM you use and its current version.


  Code


  This book contains many examples of source code, formatted in a fixed-width font like this to separate it from ordinary text. Sometimes, code is also in bold to highlight code that has changed from previous steps in the chapter, such as when a new feature adds new code to an existing line of code.


  In many cases, the original source code has been reformatted; we’ve added line breaks and reworked indentation to accommodate the available page space in the book. In rare cases, even this was not enough, and listings include line-continuation markers (➥). Additionally, comments in the source code have often been removed from the listings when the code is described in the text. Code annotations accompany many of the listings, highlighting important concepts.


  You can get executable snippets of code from the liveBook (online) version of this book at https://livebook.manning.com/book/software-testing-with-generative-ai. All supporting code and prompt examples can also be referenced, downloaded and copied from the supporting repository at https://github.com/mwinteringham/ai-assisted-testing/. The complete code for the examples in the book is also available for download from the Manning website at https://www.manning.com/books/software-testing-with-generative-ai.


  liveBook discussion forum


  Purchase of Software Testing with Generative AI includes free access to liveBook, Manning’s online reading platform. Using liveBook’s exclusive discussion features, you can attach comments to the book globally or to specific sections or paragraphs. It’s a snap to make notes for yourself, ask and answer technical questions, and receive help from the author and other users. To access the forum, go to https://livebook.manning.com/book/software-testing-with-generative-ai/discussion. You can also learn more about Manning’s forums and the rules of conduct at https://livebook.manning.com/discussion.


  Manning’s commitment to our readers is to provide a venue where a meaningful dialogue between individual readers and between readers and the author can take place. It is not a commitment to any specific amount of participation on the part of the author, whose contribution to the forum remains voluntary (and unpaid). We suggest you try asking the author some challenging questions lest his interest stray! The forum and the archives of previous discussions will be accessible from the publisher’s website as long as the book is in print.
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  Part 1. Mindset: Establishing a positive relationship with LLMs


  Before we start using large language models (LLMs) to assist our testing, we need to understand how LLMs work, what good testing looks like, and most crucially, how we combine the two to create value. As Marshall McLuhan once stated, “We shape our tools, and thereafter our tools shape us.” This aphorism is also true when working with LLMs. Their behavior can give us the impression that they think and behave like humans, and therefore, we can rely on them to replace our work. However, this kind of thinking can lead us down a dangerous path, and not only slow down our work, but also bias us toward incorrect assumptions about the quality of both our work and our products.


  This is why having a balanced mindset toward how LLMs work and how to select specific tasks within the context of testing is vital. We want to use the power of LLMs but also maintain a healthy skepticism about what they return and the influence they have on us during our work. With the correct mindset, the rest will fall into place much easier. So, let’s learn what this mindset looks like.


  1 Enhancing testing with large language models


  This chapter covers


  
    	How large language models can help us with testing


    	How to develop a mindset toward working with large language models

  


  In this book, we will be using large language models (LLMs) to enhance and accelerate our testing activities—and what is a better way to introduce ourselves to this technology than to ask an LLM to create an introduction for this book:


  
    
      
      
    

    
      
        	
          
            [image: ]

          

        

        	
          Hello! I am ChatGPT, a language model designed by OpenAI to assist with a wide range of tasks and answer various questions.


          Regarding the book, “How AI can be used to help support various software testing activities,” I would recommend “AI-Driven Testing: Adding Intelligence to Your Software Testing Practice” by Julian Harty and Mahesh Sharma.


          This book explores the application of artificial intelligence (AI) techniques to software testing and how it can help improve the effectiveness and efficiency of testing processes. The authors cover various topics related to AI-driven testing, including machine learning, natural language processing, and computer vision, among others.


          Additionally, the book includes case studies, practical examples, and best practices for implementing AI-driven testing in different contexts. It is a valuable resource for software testers, developers, and anyone interested in leveraging AI to improve the quality of their software products.

        
      

    
  


  This artificially generated response, which reads as if it were written by a human, was created by sending a one-sentence instruction, known as a prompt, to ChatGPT:


  
    
      
      
    

    
      
        	
          
            [image: ]

          

        

        	
          ChatGPT, please introduce yourself and a book about how AI can be used to help support various software testing activities.

        
      

    
  


  Defining what LLMs do and determining the potential they offer are both easy and difficult. To gain the most benefit from these tools, it is necessary to find a balance between the two. At first glance, LLMs work by simply taking instructions from a user and responding with an answer using natural language. But this simple explanation doesn’t do justice to the potential an LLM can offer us as we test, nor does it explain the challenges that must be overcome to maximize their advantages. So, before we begin our journey to the world of LLMs and testing, let’s find out how LLMs can help us and what we need to be aware of to successfully use them.


  1.1 Recognizing the effect of AI tools on testing and development


  In the past, an individual who wanted to take advantage of AI was required to have the skills to develop, train, and deploy an AI model or have access to a team of experts to complete these tasks, all of which would make use of AI in everyday activities an expensive and exclusive endeavor. With the recent advances in AI and publicly available LLMs such as ChatGPT and Gemini, open source generative models, and fine-tuning and retrieval methods for generative AI, we’re now beginning to benefit from what some refer to as AI democratization.


  The barrier to integrating AI into our everyday work has dropped dramatically. Social media managers can now use LLMs to generate catchy and engaging copy, analysts can summarize unstructured data into clear and concise reports, and customer support agents can rapidly generate bespoke responses to customers with a few simple prompts. The use of LLM is not limited to data scientists and AI scholars anymore, and it is also advantageous for those of us who work in testing and software development.


  Good testing helps challenge assumptions and educate our teams on how our products truly behave in given situations. The more we test, the more we learn. But, as most professional testers will verify, there is never enough time to test everything we want. So, to be able to test more efficiently, we look for tools and techniques from automation to shift-left testing. LLMs offer another potential avenue to help us enhance the quality and scope of our testing so that we can discover and share more, which in turn can help our teams improve quality further.


  What makes LLMs so useful is that they summarize, transform, generate, and translate information in a way that is easy for humans to understand and that professionals responsible for testing can use for their testing needs—all of which are available through simple chat interfaces or APIs. LLMs can assist us in rapidly creating test automation or provide support as we carry out testing ourselves. And if we develop the right skills to identify when LLMs can help and use them sensibly, we begin to test faster, further, and more effectively. To help illustrate this concept and what we’ll be learning in this book, let’s take a look at some brief examples.


  1.1.1 Data generation


  Creating and managing test data can be one of the most complex aspects of testing. Creating realistic, useful, and anonymized data can make or break the success of testing, and doing it effectively can be a drain on resources. LLMs offer the ability to generate and transform data rapidly, speeding up the test data management process. By taking existing data and converting it to new formats or using it to generate new synthetic data, we can utilize LLMs to assist us with our test data requirements and get more time to drive testing forward.


  1.1.2 Automated test building


  Similarly, LLMs’ abilities to generate and transform can be used during the process of creating and maintaining automation. Although I would not advise having LLMs solely create automated tests for us, they can be used in targeted ways to help us create page objects, boilerplate classes, helper methods, and frameworks rapidly. By combining the knowledge of our products and our test design skills, we can identify the parts of the automation process that are algorithmic and structured in nature and use LLMs to speed up those segments of the automation process.


  1.1.3 Test design


  Perhaps a less commonly discussed topic is how LLMs can help us in the process of identifying and designing tests. Similar to automated testing, the value of LLMs lies not in completely replacing our test design abilities but rather in augmenting them. We can use LLMs to overcome biases and blind spots to expand and suggest ideas based on current test design ideas we might have. We can also summarize and describe complex ideas in ways that make them more digestible for us to springboard test ideas from.


  We will explore such examples in this book and more to help us better appreciate when and where LLMs can be used and how to use them in a way that accelerates our testing. We’ll explore how to build prompts to support us in building quality production and automation code, rapidly creating test data, and enhancing our test design for both scripted and exploratory testing. We’ll also explore how we can fine-tune our own LLMs that will work as assistants to us in our testing, digesting domain knowledge and using it to help guide us toward building better-quality products.


  1.2 Delivering value with LLMs


  Testing is a collaborative process, and all team members are responsible for testing. How we contribute to the testing process differs based on our role and experience, but we all participate. Thus, throughout this book, we’ll approach the use of LLMs with a critical mindset, discovering various ways in which we can use LLMs to help enhance the multiple types of testing we do. The intention is to give you the skills to identify and utilize LLMs to enhance and accelerate your testing, whether you are in a professional testing role or a developer who contributes to the testing process, all of which we can do by establishing some rules around the relationship between ourselves and the LLMs we want to use.


  1.2.1 A model for delivering value


  To get the most out of LLMs, we need to focus on three core principles this book has been structured around: the mindset, technique, and context (figure 1.1).


  
    [image: ]


    Figure 1.1 A model outlining the three tenets of success with generative AI

  


  We’ll explore these three core principles in depth in different parts of this book, starting with mindset. But to better appreciate why they are needed, let’s discuss each of them briefly to understand what they mean and why they are required.


  Mindset


  This is perhaps the most essential of the three principles, as having the correct mindset toward how we utilize LLMs can dramatically increase or decrease their value. Having the correct mindset means having a clear sense of the purpose and value of testing, the capabilities of LLMs, and how to build a relationship between both in which LLMs are used in focused, targeted ways.


  Technique


  While understanding where to use LLMs is vital, we also need the ability to work with them in a way that maximizes their value. In the context of LLMs, this means learning how to create and curate instructions that clearly communicate what we want an LLM to do, as well as ensuring that it responds in a way that is useful and avoids risks of misinformation. The ecosystem and abilities around LLMs have grown extensively, meaning learning about other techniques, such as integrating with API platforms for LLMs, and AI agents can help us identify and create more advanced opportunities with LLMs.


  Context


  As we progress, you’ll notice how applicable the rule of garbage in, garbage out is to LLMs. If we prompt an LLM with a generalized, context-free request, we get a shallow, contextless response. Although technique can help us somewhat to maximize an LLM’s response, the final piece of the puzzle is being able to provide an LLM with enough context so that it can respond in a way relevant to our needs. As you’ll learn, there are different ways to approach this, such as retrieval-augmented generation (RAG) and fine-tuning, each having its challenges to consider and rewards to take advantage of.


  As mentioned, this book has been structured in such a way that the three principles are explored in depth to help us get the most from LLMs. So, let’s drill further into the concept of mindset and establish what a good mindset means before returning to technique and context later.


  1.2.2 Using both human and AI abilities


  Throughout this book, you’ll learn not just how to use LLMs but also how to establish a working practice in which our testing benefits from our abilities, as well as from LLMs. The value of any tool, whether it’s AI-based or not, comes not from its intrinsic features but rather from the relationship between the user and the tool. We can think of that relationship as an area of the effect model, as shown in figure 1.2.


  This diagram demonstrates that to increase our influence, a healthy relationship with tools that focus on expanding and enhancing our core abilities is required. Without this balance, we become too dependent on tools or ourselves. We can certainly rely on our abilities, but our area of effect will be smaller, bound by constraints such as time, attention, and biases. Basically, without tools, we can do only so much. But also we cannot defer all the work to tooling. Without an individual at the core, tools lack direction. Yes, tools can be autonomous and set off to run by themselves, but if they aren’t delivering feedback to a human, then no value is being extracted from them. The area of effect is missing its center. That’s why this book aims to teach you about how to strike a balance in the use of LLMs in testing, focusing as much on our abilities to identify opportunities for LLM use as the skills to get the most value of them.
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    Figure 1.2 An outline of how tools enhance and extend the reach of testing

  


  To help us better understand this relationship, let’s consider an example in which we want to create tests for a file upload feature. First, we receive a user story like the following:


  
    
      
      
    

    
      
        	

        	
             •   As a paralegal, in order to store and share legal documents, I want to be able to securely upload documents.


             •   Acceptance criteria:


             −   Upload should support the following common file formats: PDF, DOCX, TXT


             −   The maximum file size should be 20MB


             −   When a document is uploaded it should give a progress update to the user


             −   Once uploaded, the document must initially be only accessible to the person who has uploaded it


             −   A report of the upload and whether it was successful or not will be stored in the auditing feature

        
      

    
  


  From this, we decide to simply rely on an LLM to generate the work for us—for example, sending a prompt like this:


  
    
      
      
    

    
      
        	
          
            [image: ]

          

        

        	
          Create tests for a file upload feature

        
      

    
  


  Sending this prompt to an LLM such as ChatGPT might return something like


  
    
      
      
    

    
      
        	
          
            [image: ]

          

        

        	
             1.  Test for File Upload Functionality:


          Test Case 1.1: Upload a Valid File


          Input: Choose a file with a valid format (e.g., .jpg, .pdf).


          Expected Outcome: The file is successfully uploaded, and a confirmation message is displayed.


          Test Case 1.2: Attempt to Upload an Invalid File


          Input: Choose a file with an invalid format (e.g., .exe, .html).


          Expected Outcome: An error message is displayed, indicating that the file format is not supported.


             2.  Test for File Size Limit:


          Test Case 2.1: Upload a File Below the Size Limit


          Input: Choose a file smaller than the maximum allowed size.


          Expected Outcome: The file is successfully uploaded, and a confirmation message is displayed.


          Test Case 2.2: Attempt to Upload a File Exceeding the Size Limit


          Input: Choose a file larger than the maximum allowed size.


          Expected Outcome: An error message is displayed, indicating that the file exceeds the maximum size limit.


             3.  Test for File Overwrite Protection:


          Test Case 3.1: Upload a File with the Same Name as an Existing File


          Input: Upload a file with a name that matches an existing file in the system.


          Expected Outcome: An error message is displayed, indicating that a file with the same name already exists.


             4.  Security Tests:


          Test Case 4.1: Attempt to Upload a Malicious File (e.g., virus)


          Input: Upload a known malicious file.


          Expected Outcome: The system should detect the malicious file and prevent its upload, displaying a security warning.


             5.  UI and User Experience Tests:


          Test Case 5.1: Check for a User-Friendly Interface


          Input: Use the file upload feature and evaluate the user interface for clarity and ease of use.


          Expected Outcome: The interface should be intuitive, with clear instructions and feedback for users.


          Test Case 5.2: Check for Proper Error Messages


          Input: Attempt various erroneous actions during the file upload process.


          Expected Outcome: Error messages should be descriptive, helping users understand and resolve issues.


             6.  Integration Tests:


          Test Case 6.1: Check File Upload with Other Features


          Input: Test file uploads in conjunction with other features that depend on uploaded files (e.g., image processing, document storage).


          Expected Outcome: Ensure the uploaded files are correctly processed and integrated with other system components.


             7.  Performance Tests:


          Test Case 7.1: Upload a Large Number of Files Concurrently


          Input: Simulate multiple users uploading a large number of files simultaneously.


          Expected Outcome: The system should handle concurrent uploads without significant performance degradation or crashes.


             8.  Stress Tests:


          Test Case 8.1: Upload Files Continuously for an Extended Period


          Input: Continuously upload files for an extended period to assess system stability.


          Expected Outcome: The system should not experience memory leaks, crashes, or performance degradation during this stress test.

        
      

    
  


  At first glance, the response seems impressive. The LLM has provided us with a list of different tests to consider, which gives us the impression that we have everything we need to begin testing. However, if we start to consider the response more carefully, we can notice some problems:


  
    	
      Test case 1.1 suggests testing with valid formats but offers examples of formats our user story doesn’t support.

    


    	
      The suggestions from number 4 onward are shallow. For example, the Security test offers a test to insert a malicious file but nothing else. Surely, there would be other security problems to consider.

    


    	
      The expected outcomes are also very broad for each test case. For example, what does this response mean?
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          Error messages should be descriptive, helping users understand and resolve issues

        
      

    
  


  LLMs are designed to give a response regardless of what they’ve been asked to do, and although that might sound useful, it becomes problematic when the instructions it has been given are vague. The example we’ve looked at isn’t being used to criticize the capabilities of LLMs but rather to help us appreciate that an LLM’s response will be as detailed or as generic as the prompt it has been given. This means the responses we’ve received from the LLM are broad and vague because our prompt is vague. By not giving much thought to what we want to ask an LLM to do, the absence of any context or detail in the prompt means what has been returned is pretty useless—a classic example of garbage in, garbage out.


  This is what the area of the effect diagram from earlier attempts to define. To get value from LLMs, we need to design prompts that are clear, contextual, and specific so that we can extract more value from an LLM. Instead of deferring all responsibility to a tool to create the response we desire, we instead appreciate that our understanding of a context and the ability to distill that understanding into clear instructions are required to create a prompt that will maximize the response from an LLM, leading to better-written prompts, such as


  
    
      
      
    

    
      
        	
          
            [image: ]

          

        

        	
          Act as a professional software tester and suggest test ideas for the feature delimited by three hashes. All test ideas should be focused on discovering risks that impact the quality characteristics: Functionality, Data Integrity and Security


          ###


             •   As a paralegal, in order to store and share legal documents, I want to be able to securely upload documents.


             •   Acceptance criteria:


             −   Upload should support the following common file formats: PDF, DOCX, TXT


             −   The maximum file size should be 20MB


             −   When a document is uploaded it should give a progress update to the user


             −   Once uploaded, the document must initially be only accessible to the person who has uploaded it


             −   A report of the upload and whether it was successful or not will be stored in the auditing feature


          ###

        
      

    
  


  which, when sent to an LLM, returns a response like this:


  
    
      
      
    

    
      
        	
          
            [image: ]

          

        

        	
          Functionality:


             •   Format Compatibility Testing:


             −   Verify that the upload feature supports the following file formats: PDF, DOCX, and TXT.


             −   Attempt to upload files in various formats and ensure that the system handles them correctly.


             •   File Size Limitation Testing:


             −   Test whether the system enforces a maximum file size limit of 20MB during the upload process.


             −   Attempt to upload files larger and smaller than 20MB to validate the system’s handling of these cases.


             •   Progress Update Testing:


             −   Check that users receive real-time progress updates while a document is being uploaded.


             −   Verify that these updates are clear and provide meaningful information to the user.


          Data Integrity:


             •   Document Content Verification:


             −   Upload files with known content and compare the content of the uploaded document with the original.


             −   Ensure that the content remains intact and no data corruption occurs during the upload process.


             •   Document Privacy:


             −   Test that uploaded documents are initially only accessible to the person who uploaded them.


             −   Attempt to access the uploaded documents using another user’s account to ensure that access control is enforced.


             •   Data Auditing Verification:


             −   Confirm that the system accurately records all uploads in the auditing feature.


             −   Verify that the audit logs include information such as the timestamp, uploader, document name, and whether the upload was successful.


          Security:


             •   File Type Security Testing:


             −   Attempt to upload files with malicious content, such as scripts or malware, and ensure that the system detects and rejects them.


             •   Access Control Testing:


             −   Validate that the system properly enforces access control by ensuring that other users cannot access the documents uploaded by someone else.


             •   Secure Data Transmission:


             −   Ensure that the document upload process uses secure communication protocols (e.g., HTTPS) to protect data during transmission.


             •   User Authentication and Authorization:


             −   Verify that the system correctly authenticates and authorizes users before allowing them to upload or access documents.


             •   Secure Data Storage:


             −   Assess how the system stores uploaded documents to ensure that they are encrypted or adequately protected against unauthorized access or data breaches.


             •   Session Management:


             −   Test how the system manages user sessions, ensuring that sessions are terminated after a period of inactivity to prevent unauthorized access.

        
      

    
  


  By creating a more focused and contextual prompt, we have created a response that offers a richer range of suggestions for our testing. This would not be achieved by an LLM alone but rather through the symbiosis of our skills to learn and frame our context into instructions that LLMs can take and rapidly expand on.


  
    Activity 1.1


    Try out the sample prompts we’ve explored in this chapter and see what responses you receive. To familiarize yourself with an LLM, read appendix A, which shares how to set up and send a prompt to ChatGPT.

  


  1.2.3 Being skeptical of LLMs


  Although a lot can be said about the potential of LLMs, we should be wary of taking their abilities for granted. For example, consider our introduction to this book from ChatGPT. It confidently recommended to us that we should read the book AI-Driven Testing: Adding Intelligence to Your Software Testing Practice. The problem is that this book doesn’t exist and was never written by Julian Harty and Mahesh Sharma. The LLM simply made up this title. (We’ll explore more about why this happens in chapter 2.)


  LLMs offer much potential, but they are not a solution for every problem, nor are they a single oracle of truth. We will explore further in Chapter 2 how LLMs use probability to determine responses and how an LLM comes to a solution is not the same way humans do, which highlights the second aspect of our area of effect model. We must use our skepticism to determine what is and isn’t of value from an LLM response.


  To blindly accept what an LLM output is, at best, putting us at risk of slowing our work down rather than accelerating it—and at worst, influencing us to carry out testing that can have a detrimental effect on the quality of our products. We must remind ourselves that we—not LLMs—are the ones who are leading the problem-solving activity. This can be difficult at times when working with tools that communicate in a way that feels so human, but to do so exposes us to the aforementioned risks. That’s why, in our area of effect model, we use our abilities to pick the elements from the LLM response that serve us well and reject and reevaluate how we instruct an LLM when it responds in a way that is not satisfactory.


  As we progress through the book and learn more about LLMs and how they can contribute to testing, we will keep our area of effect model in mind so that you, the reader, can develop the ability to use LLMs in testing in a way that is sober, considered, and valuable to you and your team.


  Summary


  
    	
      Large language models (LLMs) work by taking a prompt we wrote and returning a response.

    


    	
      The popularity of LLMs stems from the ease with which they offer access to powerful AI algorithms.

    


    	
      LLMs have helped many people in different roles and can also help us in testing.

    


    	
      We can use LLMs for a wide range of testing activities, from test design to automation.

    


    	
      We want to avoid overusing LLMs and must always be critical of how they work.

    


    	
      Success with LLMs comes from us appreciating the skills and abilities we bring to the process of using them.

    


    	
      If our prompts to LLMs are shallow and generic, their response will be the same.

    


    	
      Instead, we should use our skills to understand and frame a problem and use that to prompt LLMs to respond in the most valuable way possible.

    


    	
      We must also be skeptical of the responses we get from LLMs to ensure the responses we get from them are of value to us.

    

  


  2 Large language models and prompt engineering


  This chapter covers


  
    	The fundamentals of how large language models work


    	The risks of using large language models


    	A definition of prompt engineering


    	Experimenting with prompt engineering to return various outputs


    	How to solve problems using prompt engineering

  


  In the previous chapter, we learned that it’s important to take time and familiarize ourselves with new tools, and it’s the very same mindset we’ll be adopting in this chapter. Throughout this book, we’ll be exploring how to use generative AI tools such as Open AI’s ChatGPT and GitHub Copilot, which are built on large language models, or LLMs. There are many ways in which AI can be employed in testing, but what makes LLMs so interesting is their adaptability to different situations—hence, their rise in popularity. So, before we look at how we can incorporate LLM tools into our everyday testing, let’s first learn a bit about what LLMs are, how they work, and how to get the most out of them by learning about the concept of prompt engineering.


  What has made LLMs such as ChatGPT dominate tech headlines throughout 2023? Consider this sample interaction with ChatGPT that I had:


  
    
      
      
    

    
      
        	
          
            [image: ]

          

        

        	
          Hello ChatGPT, can you introduce yourself briefly?

        
      


      
        	
          
            [image: ]

          

        

        	
          Of course! I’m ChatGPT, an AI language model developed by OpenAI. I’m based on the GPT-3.5 architecture, which means I’m designed to understand and generate human-like text based on the prompts I receive. I’ve been trained on a diverse range of data sources, including books, articles, websites, and other text documents, up until September 2021. I can assist you with a wide array of topics, including answering questions, providing explanations, creative writing, and much more. Just let me know how I can help you!

        
      

    
  


  
    
      
      
    

    
      
        	
          
            [image: ]

          

        

        	
          Nice to meet you.

        
      


      
        	
          
            [image: ]

          

        

        	
          Nice to meet you too! I’m here to assist you with any questions or tasks you have. How may I help you today?

        
      

    
  


  
    
      
      
    

    
      
        	
          
            [image: ]

          

        

        	
          I’m just getting to know you.

        
      


      
        	
          
            [image: ]

          

        

        	
          That’s perfectly fine! Feel free to ask me anything you’d like to know, whether it’s about my capabilities, how I work, or anything else you’re curious about. I’m here to provide information and help you out to the best of my abilities. Fire away with your questions!

        
      

    
  


  Based on this quick conversation, we can see that


  
    	
      It is possible to interact with ChatGPT using natural language. No traditional programming experience was required to get results from ChatGPT in this example.

    


    	
      The output from ChatGPT is also in natural language. It’s easy to understand and react to.

    

  


  Advocates of LLMs are celebrating that these types of AI tools have democratized the use of AI, allowing anyone to use it to get results. However, this democratization is a double-edged sword. The nature in which we interact with LLMs can give us the illusion that we’re talking with a machine that reasons in the same way we humans do. But making that assumption can affect our ability to get the most out of an LLM. So, to get the best results out of tools such as ChatGPT, we should know how they work (at least in general terms) to better understand how they can fit into our testing activities and how to extract the most value from them.


  2.1 LLMs explained


  How does a person with relatively little experience in building AI systems explain how a complex LLM system works? Fortunately, in the Computerphile video “AI Language Models & Transformers” (www.youtube.com/watch?v=rURRYI66E54), Rob Miles offers an example that can help us gain a fundamental grasp on what LLMs do. (I strongly recommend watching all his videos on AI.)


  Take out your phone and open a messaging app, or any other app that makes your keyboard appear. Above the keyboard, you’ll likely see a range of suggested words to insert into your message. For example, my keyboard offers the following suggestions: I, I am, and The. Selecting one of these options, such as I am, causes the suggestions to update. For me, it offered the options away, away for, and now. Selecting the option away for once again updates the available options. So, how does the keyboard know which options to show?


  In your keyboard, there is an AI model that behaves in a manner resembling LLMs. This description is an oversimplification, but at its core, the keyboard on your phone is applying the same machine learning approach as an LLM by using probability. Language is a complex and fluid set of rules, meaning any attempt to codify relationships explicitly is almost impossible. So instead, a model is trained on massive data sets to implicitly learn the relationships in language and create a probability distribution that is used to predict what the next word might be. This can best be described by visualizing the options available from the keyboard example, as shown in figure 2.1


  
    [image: ]


    Figure 2.1 Probability distribution in action

  


  As we can see, when we select the term I am, the model in our keyboard has been trained to assign probabilities to a vast range of words. Some of these will have a high probability of coming after I am, such as away, and some will have a low probability, such as sandalwood. As mentioned before, these probabilities come from a model that has completed a training process, known as unsupervised learning, in which vast amounts of data have been sent to an algorithm for processing. It’s from that training process that a model is created with complex weights and balances that provide the model with its predictive abilities.


  
    Supervised learning and unsupervised learning


    When training AI, two of the more dominant techniques to use are supervised and unsupervised learning. Which learning approach is used will determine how data has been structured and sent to an algorithm. Supervised learning uses data that has been organized, labeled, and paired with an output. For example, a medical data set might contain labeled data that includes BMI, age, and sex, for example, which is paired with a labeled outcome about whether an individual suffered a specific illness—say, a heart attack or stroke. Unsupervised learning, conversely, uses data that isn’t labeled, and it has no output data. The idea is that when an algorithm is trained on this type of data, it learns the implicit patterns within the data.

  


  Chances are good that if you play around with the predictive function on your keyboard, the output will differ from mine—even if we have the same phone and operating system. This is because once the model has been trained and is utilized in our phones, it’s still being fine-tuned by what we type into our phones. I travel for work, so I must let people know when I am away and when I’m available. (It is perhaps a damning indictment of my work–life balance!) So, words such as I am and away have an increased probability as they are words I use more regularly. This is known as Reinforcement Learning with Human Feedback, or RLHF.


  Again, comparing predictive messaging on a phone to an LLM is an oversimplification, but the comparison holds true. LLMs also use unsupervised learning and RLHF. The difference, however, is that although an AI model on a phone can look at perhaps the last five words typed to predict the next, LLMs use cutting-edge techniques, such as


  
    	
      Generative pretrained transformers (which is what makes the GPT abbreviation in ChatGPT)

    


    	
      Powerful hardware infrastructure using thousands of servers

    


    	
      Training data on a scale that would dwarf what our humble keyboard model will have been trained on

    

  


  Do we need to know the intricacies of each of these points? Not really, but it helps us appreciate a key aspect of LLMs. The output of LLMs, no matter how powerful, is probabilistic. LLMs are not a repository of information—there is structured knowledge stored within them like we would see on the wider internet. This means that how it comes to conclusions differs from how we humans do (probability rather than experience), which is what makes them so powerful but also risky to use if we aren’t vigilant about how we use them.


  2.2 Avoiding the risks of using LLMs


  Having an AI predict what word goes after another isn’t an easy task, and although current LLMs have seen an explosion in ability, there are risks we need to be aware of. Let’s take a look at a few of them.


  2.2.1 Hallucinations


  The challenge with text prediction is to ensure that the output of an LLM makes sense and is rooted in reality. For example, back in chapter 1, when I asked ChatGPT to write an introduction to this book, it shared the following:
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          Regarding the book, “How AI can be used to help support various software testing activities,” I would recommend “AI-Driven Testing: Adding Intelligence to Your Software Testing Practice” by Julian Harty and Mahesh Sharma.

        
      

    
  


  Initially, when LLMs were being developed, their output didn’t make much sense. The text would be readable, but it lacked structure or grammatical sense. If we read this example, it parses perfectly well, and it makes sense. However, as I mentioned, the book that ChatGPT describes doesn’t exist. In the context of an LLM, this is known as a hallucination. The LLM is able to output a clear statement in a way that grants it some authority, but what has been written is false.


  LLM hallucinations can be caused by a range of factors, such as the quality of the data it was trained on, the degree to which a model has been trained on data (overfitting), or a model’s propensity for giving an answer regardless of whether it is correct. One of the challenges of working with LLMs is that they act like a black box. It’s difficult to monitor how an LLM reached a specific conclusion, which is compounded by its indeterminate nature. Just because I got an output that contained a hallucination doesn’t mean that others will do the same in the future. (This is where the RLHF helps combat hallucinations: we can inform the model whether its output is false, and it will learn from that.)


  The risk of hallucinations means we must always maintain an element of skepticism when interpreting the output of an LLM. We need to be mindful that what is being returned from an LLM is predictive and not always correct. We can’t turn off our critical thinking just because a tool appears to be behaving in a way that mimics human behavior.


  2.2.2 Data provenance


  For most LLM users, it’s not just how the model works precisely that is a black box to us, but also the data it has been trained on. Since ChatGPT’s explosion in popularity, the conversation around data ownership and copyright has intensified. Companies such as X (formerly known as Twitter) and Reddit have accused OpenAI of stealing their data wholesale, and at the time of writing, a class action lawsuit against OpenAI has been filed by a collection of authors who accuse the company of breaching copyright law by training models on their works (https://mng.bz/1aBZ).


  The results from these debates are yet to be seen, but if we bring this topic back to the world of software development, we must be mindful of what material an LLM has been trained on. For example, ChatGPT, at one point, would return nonsensical responses when specific phrases were sent to it, all because it had been trained on data from the subreddit r/counting, which is full of data that is seemingly nonsensical itself. You can learn more about this weird behavior from Computerphile at www.youtube.com/watch?v=WO2X3oZEJOA). If an LLM has been trained on garbage, it will output garbage.


  This becomes important when we consider tools such as GitHub Copilot, which uses the same GPT model that ChatGPT uses. Copilot has been fine-tuned differently, using the billions of lines of code stored in GitHub so that it can act as an assistant and suggest code snippets as we develop our codebase. We’ll explore in later chapters how we can put Copilot to good use, but again, we should be critical of what it suggests and not blindly accept everything it offers as a suggestion. Why? Ask yourself, are you happy with the code you’ve created in the past? Do you trust all the code others have created? If a large population of engineers is prone to implementing bad patterns, then that is what tools like Copilot will have been trained on. The point is a little hyperbolic because a lot of good developers and testers out there do good work—good work that Copilot is trained on. But it’s a thought exercise worth considering every now and then just to ensure that we remember who is in the driver’s seat when building applications with LLMs.


  2.2.3 Data privacy


  Just as we need to be mindful of what an LLM outputs, we also have to consider what we enter into it. The temptation to share material with LLMs to find answers to problems we’re facing will be strong. But we have to ask ourselves, where is the data we send being stored? As mentioned earlier, LLMs are being tweaked continuously through the RLFH feedback. Companies such as OpenAI and GitHub will take the information we share, store it, and use it for future model training (GitHub does offer some privacy controls over what it can store, though).


  This can be problematic when working for companies (or for ourselves) who want to keep their intellectual property private. Take Samsung, for example, whose employees accidentally leaked confidential material through the use of ChatGPT, as described here by TechRadar (you can read about it at https://mng.bz/PN52):
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