
        
            [image: cover]
        

    
Spring in Practice

      Willie Wheeler with Joshua White 

      [image: ]

      

Copyright
      

      For online information and ordering of this and other Manning books, please visit www.manning.com. The publisher offers discounts on this book when ordered in quantity. For more information, please contact
      

           Special Sales Department
     Manning Publications Co.
     20 Baldwin Road
     PO Box 261
     Shelter Island, NY 11964
     Email: orders@manning.com

      ©2013 by Manning Publications Co. All rights reserved.

      No part of this publication may be reproduced, stored in a retrieval system, or transmitted, in any form or by means electronic,
         mechanical, photocopying, or otherwise, without prior written permission of the publisher.
      

      Many of the designations used by manufacturers and sellers to distinguish their products are claimed as trademarks. Where
         those designations appear in the book, and Manning Publications was aware of a trademark claim, the designations have been
         printed in initial caps or all caps.
      

      [image: ] Recognizing the importance of preserving what has been written, it is Manning’s policy to have the books we publish printed
         on acid-free paper, and we exert our best efforts to that end. Recognizing also our responsibility to conserve the resources
         of our planet, Manning books are printed on paper that is at least 15 percent recycled and processed without the use of elemental
         chlorine.
      

      
         
            
            
            
         
         
            
               	[image: ]
               	Manning Publications Co.
20 Baldwin Road
PO Box 261
Shelter Island, NY 11964

               	
                  Development editor: Cynthia Kane
Technical editor: Doug Warren
Copyeditor: Tiffany Taylor
Proofreader: Elizabeth Martin
Typesetter: Gordan Salinovic
Cover designer: Marija Tudor


                  
            

         
      

      ISBN 9781935182054

      Printed in the United States of America

      1 2 3 4 5 6 7 8 9 10 – MAL – 18 17 16 15 14 13

      
Brief Table of Contents

      
         Copyright


         Brief Table of Contents


         Table of Contents


         Preface


         Acknowledgments


         About Spring


         About this Book


         About the Cover Illustration


      

      
         Chapter 1. Introducing Spring: the dependency injection container


         Chapter 2. Data persistence, ORM, and transactions


         Chapter 3. Building web applications with Spring Web MVC


         Chapter 4. Basic web forms


         Chapter 5. Enhancing Spring MVC applications with Web Flow


         Chapter 6. Authenticating users


         Chapter 7. Authorizing user requests


         Chapter 8. Communicating with users and customers


         Chapter 9. Creating a rich-text comment engine


         Chapter 10. Integration testing


         Chapter 11. Building a configuration management database


         Chapter 12. Building an article-delivery engine


         Chapter 13. Enterprise integration


         Chapter 14. Creating a Spring-based “site-up” framework


         Appendix. Working with the sample code


      

      
         Index


      

      
         List of Figures


      

      
         List of Tables


      

      
         List of Listings


      

      
Table of Contents

      
         Copyright


         Brief Table of Contents


         Table of Contents


         Preface


         Acknowledgments


         About Spring


         About this Book


         About the Cover Illustration


      

      
         Chapter 1. Introducing Spring: the dependency injection container


         
            1.1. What is Spring, and why use it?


            
               1.1.1. The major pieces of the framework


               1.1.2. Why use it?


            

            1.2. Flexible configuration via dependency injection


            
               1.2.1. Configuring dependencies the old way


               1.2.2. Dependency injection


               1.2.3. Inversion of control


            

            1.3. A simple bean configuration example


            
               1.3.1. Creating the account domain object


               1.3.2. Creating the account DAO interface and implementation


               1.3.3. Configuring CsvAccountDao with Spring


               1.3.4. Creating the account service that finds delinquent accounts


               1.3.5. Wiring up the AccountService to CsvAccountDao


            

            1.4. Wiring beans using XML


            
               1.4.1. An overview of the beans namespace


               1.4.2. Bean scopes


               1.4.3. The p namespace


               1.4.4. The c namespace


            

            1.5. Autowiring and component scanning using annotations


            
               1.5.1. @Autowired


               1.5.2. Stereotype annotations


               1.5.3. Component scanning


               1.5.4. XML vs. annotations: which is better?


            

            1.6. Summary


         

         Chapter 2. Data persistence, ORM, and transactions


         
            2.1. Data access using JDBC


            
               Prerequisites


               Key technologies


               Background


               Problem


               Solution


               Discussion


            

            2.2. Looking up a DataSource with JNDI


            
               Prerequisites


               Key technologies


               Background


               Problem


               Solution


               Discussion


            

            2.3. Object-relational mapping and transactions via Hibernate


            
               Prerequisites


               Key technologies


               Background


               Problem


               Solution


               Discussion


            

            2.4. Creating a data access layer


            
               Prerequisites


               Key technologies


               Background


               Problem


               Solution


               Discussion


            

            2.5. Working with JPA (optional)


            
               Prerequisites


               Key technologies


               Background


               Problem


               Solution


               Discussion


            

            2.6. Spring Data JPA overview (optional)


            
               Prerequisites


               Key technologies


               Background


               Problem


               Solution


               Discussion


            

            2.7. Summary


         

         Chapter 3. Building web applications with Spring Web MVC


         
            3.1. Spring Web MVC background


            
               3.1.1. A review of the model-view-controller (MVC) pattern


               3.1.2. What is Spring Web MVC?


               3.1.3. An architectural overview of Spring Web MVC


            

            3.2. Creating your first Spring Web MVC application


            
               3.2.1. Configuring the application


               3.2.2. A simple domain object


               3.2.3. Writing a basic controller


               3.2.4. Implementing the master and details views


            

            3.3. Serving and processing forms


            
               3.3.1. Using domain objects as form beans


               3.3.2. Adding a controller


               3.3.3. Adding a form JSP and a “thanks” JSP


               3.3.4. Updating the application context


               3.3.5. Adding redirect-after-post behavior


               3.3.6. Adding form-binding whitelisting


               3.3.7. Adding form validation


            

            3.4. Configuring Spring Web MVC: web.xml


            3.5. Configuring Spring Web MVC: the application context


            
               3.5.1. Configuring HandlerMappings


               3.5.2. Configuring HandlerAdapters


               3.5.3. Configuring HandlerExceptionResolvers


               3.5.4. Configuring ViewResolvers


               3.5.5. Configuring a RequestToViewNameTranslator


               3.5.6. Configuring other resolvers


            

            3.6. Spring Mobile technology preview


            
               3.6.1. A brief anatomy of an HTTP request


               3.6.2. Detecting a mobile device with Spring Mobile


               3.6.3. Configuring Spring Mobile


               3.6.4. Handling site preferences


               3.6.5. Using JavaScript frameworks for enhanced look and feel


               3.6.6. Switching to a separate mobile site


            

            3.7. Related technologies


            
               3.7.1. Spring Web Flow


               3.7.2. Spring JavaScript


               3.7.3. Spring Faces


               3.7.4. Spring Security


               3.7.5. RESTful web services


            

            3.8. Summary


         

         Chapter 4. Basic web forms


         
            4.1. Displaying a web form


            
               Prerequisites


               Key technologies


               Background


               Problem


               Solution


               Discussion


            

            4.2. Externalizing strings in the view


            
               Prerequisite


               Key technologies


               Background


               Problem


               Solution


               Discussion


            

            4.3. Validating form data


            
               Prerequisite


               Key technologies


               Background


               Problem


               Solution


               Discussion


            

            4.4. Saving form data


            
               Prerequisites


               Key technologies


               Background


               Problem


               Solution


               Discussion


            

            4.5. Summary


         

         Chapter 5. Enhancing Spring MVC applications with Web Flow


         
            5.1. Is Spring Web Flow right for you?


            5.2. An overview of Spring Web Flow


            
               5.2.1. Defining a flow


               5.2.2. The five types of states


               5.2.3. Transitions between states


               5.2.4. Flow data


            

            5.3. The Spring Soccer Club demo application


            
               5.3.1. Installing and configuring SWF


               Background


               Problem


               Solution


               5.3.2. Creating flows with different state types


               Background


               Problem


               Solution


            

            5.4. Using action classes


            
               Prerequisites


               Key Technologies


               Background


               Problem


               Solution


            

            5.5. Form data binding


            
               Prerequisites


               Key Technologies


               Background


               Problem


               Solution


            

            5.6. Form validation


            
               Prerequisites


               Key Technologies


               Background


               Problem


               Solution


            

            5.7. Flow and state inheritance


            
               Prerequisites


               Key Technologies


               Background


               Problem


               Solution


            

            5.8. Securing web flows


            
               Prerequisites


               Key technologies


               Background


               Problem


               Solution


            

            5.9. Summary


         

         Chapter 6. Authenticating users


         
            6.1. Implementing login and logout with remember-me authentication


            
               Prerequisites


               Key technologies


               Background


               Problem


               Solution


               Discussion


            

            6.2. Customizing the login page


            
               Prerequisite


               Key technologies


               Background


               Problem


               Solution


               Discussion


            

            6.3. Implementing an always-resident login form


            
               Prerequisites


               Key technologies


               Background


               Problem


               Solution


               Discussion


            

            6.4. Sourcing user data from a database


            
               Prerequisite


               Key technologies


               Background


               Problem


               Solution


               Discussion


            

            6.5. Customizing the user database schema


            
               Prerequisites


               Key technologies


               Background


               Problem


               Solution


               Discussion


            

            6.6. Using a custom user service and user principal


            
               Prerequisites


               Key technologies


               Background


               Problem


               Solution


               Discussion


            

            6.7. Secure user passwords in the database


            
               Prerequisites


               Key technologies


               Background


               Problem


               Solution


               Discussion


            

            6.8. Auto-authenticating the user after a successful registration


            
               Prerequisites


               Key technologies


               Background


               Problem


               Solution


               Discussion


            

            6.9. Summary


         

         Chapter 7. Authorizing user requests


         
            Authorization targets


            Authorization styles


            7.1. Authorizing Java methods using authentication levels, roles, and permissions


            
               Prerequisite


               Key technologies


               Background


               Problem


               Solution


               Discussion


            

            7.2. Authorizing JSP views using authentication levels, roles, and permissions


            
               Prerequisite


               Key technologies


               Background


               Problem


               Solution


               Discussion


            

            7.3. Authorizing web resources using authentication levels, roles, and permissions


            
               Prerequisite


               Key technologies


               Background


               Problem


               Solution


               Discussion


            

            7.4. Authorizing method invocations based on ACLs


            
               Prerequisite


               Key technologies


               Background


               Problem


               Solution


               Discussion


            

            7.5. Displaying web navigation and content based on ACLs


            
               Prerequisite


               Key technologies


               Background


               Problem


               Solution


               Discussion


            

            7.6. Summary


         

         Chapter 8. Communicating with users and customers


         
            8.1. Create a web-based Contact Us form


            
               Prerequisites


               Key technologies


               Background


               Problem


               Solution


               Discussion


            

            8.2. Autogenerate an email response and email notification


            
               Prerequisites


               Key technologies


               Background


               Problem


               Solution


               Discussion


            

            8.3. Speeding up autogenerated emails


            
               Prerequisites


               Key technologies


               Background


               Problem


               Solution


               Discussion


            

            8.4. Allowing users to subscribe to a mailing list


            
               Prerequisites


               Key technologies


               Background


               Problem


               Solution


               Discussion


            

            8.5. Publishing a news feed


            
               Prerequisites


               Key technologies


               Background


               Problem


               Solution


               Discussion


            

            8.6. Summary


         

         Chapter 9. Creating a rich-text comment engine


         
            9.1. Creating a basic user comment engine


            
               Prerequisites


               Key technologies


               Background


               Problem


               Solution


               Discussion


            

            9.2. Integrating the comment engine with an article-delivery service


            
               Prerequisites


               Key technologies


               Background


               Problem


               Solution


               Discussion


            

            9.3. Adding rich-text support to the comment engine


            
               Prerequisites


               Key technologies


               Background


               Problem


               Solution


               Discussion


            

            9.4. Testing the HTML filter


            
               Prerequisites


               Key Technologies


               Background


               Problem


               Solution


               Discussion


            

            9.5. Summary


         

         Chapter 10. Integration testing


         
            10.1. Configuring Maven for integration testing


            
               Prerequisites


               Key technologies


               Background


               Problem


               Solution


               Discussion


            

            10.2. Writing transactional happy-path integration tests


            
               Prerequisites


               Key technologies


               Background


               Problem


               Solution


               Discussion


            

            10.3. Verifying that code under test throws an exception


            
               Prerequisites


               Key technologies


               Background


               Problem


               Solution


               Discussion


            

            10.4. Creating integration tests that verify performance


            
               Prerequisites


               Key technologies


               Background


               Problem


               Solution


               Discussion


            

            10.5. Ignoring a test


            
               Prerequisites


               Key technologies


               Background


               Problem


               Solution


               Discussion


            

            10.6. Running integration tests against an embedded database


            
               Prerequisites


               Key technologies


               Background


               Problem


               Solution


               Discussion


            

            10.7. Summary


         

         Chapter 11. Building a configuration management database


         
            11.1. Creating a simple configuration item


            
               Prerequisites


               Key technologies


               Background


               Problem


               Solution


               Discussion


            

            11.2. Creating related configuration items


            
               Prerequisites


               Key technologies


               Background


               Problem


               Solution


               Discussion


            

            11.3. Adding a RESTful web service


            
               Prerequisites


               Key technologies


               Background


               Problem


               Solution


               Discussion


            

            11.4. Updating the CMDB after successful builds


            
               Prerequisites


               Key technologies


               Background


               Problem


               Solution


               Discussion


            

            11.5. Sourcing public GitHub data


            
               Prerequisites


               Key technologies


               Background


               Problem


               Solution


               Discussion


            

            11.6. Sourcing private GitHub data


            
               Prerequisites


               Key technologies


               Background


               Problem


               Solution


               Discussion


            

            11.7. Encrypting access tokens for production use


            
               Prerequisites


               Key technologies


               Background


               Problem


               Solution


               Discussion


            

            11.8. Summary


         

         Chapter 12. Building an article-delivery engine


         
            12.1. Storing articles in a content repository


            
               Prerequisities


               Key technologies


               Background


               Problem


               Solution


               Discussion


            

            12.2. Creating a web-based article-delivery engine


            
               Prerequisities


               Key technologies


               Background


               Problem


               Solution


               Discussion


            

            12.3. Storing articles in a document repository


            
               Prerequisites


               Key technologies


               Background


               Problem


               Solution


               Discussion


            

            12.4. Summary


         

         Chapter 13. Enterprise integration


         
            13.1. A whirlwind tour of Spring Integration


            13.2. Integrating applications via a shared database


            
               Prerequisites


               Key Technologies


               Background


               Problem


               Solution


               Discussion


            

            13.3. Decoupling applications with RESTful web services


            
               Prerequisites


               Key Technologies


               Background


               Problem


               Solution


               Discussion


            

            13.4. Implementing a message bus using RabbitMQ and Spring Integration


            
               Prerequisites


               Key Technologies


               Background


               Problem


               Solution


               Discussion


            

            13.5. Sourcing tickets from an IMAP store


            
               Prerequisites


               Key Technologies


               Background


               Problem


               Solution


               Discussion


            

            13.6. Send confirmation messages over SMTP


            
               Prerequisites


               Key Technologies


               Background


               Problem


               Solution


               Discussion


            

            13.7. Summary


         

         Chapter 14. Creating a Spring-based “site-up” framework


         
            14.1. Circuit-breaker overview


            14.2. Creating a circuit-breaker template and callback


            
               Prerequisites


               Key technologies


               Background


               Problem


               Solution


               Discussion


            

            14.3. Exposing the circuit breaker as a JMX MBean


            
               Prerequisites


               Key technologies


               Background


               Problem


               Solution


               Discussion


            

            14.4. Supporting AOP-based configuration


            
               Prerequisites


               Key technologies


               Background


               Problem


               Solution


               Discussion


            

            14.5. Supporting custom namespaces


            
               Prerequisites


               Key technologies


               Background


               Problem


               Solution


               Discussion


            

            14.6. Supporting annotation-based configuration


            
               Prerequisites


               Key technologies


               Background


               Problem


               Solution


               Discussion


            

            14.7. Summary


         

         Appendix. Working with the sample code


         
            A.1. IDE and environment setup


            A.2. How the code is organized


            A.3. Getting the code


            
               Option 1: Download the tarball or ZIP


               Option 2: Clone the Git repository


            

            A.4. Building the code


            A.5. Configuring the app


            A.6. Running the app


         

      

      
         Index


      

      
         List of Figures


      

      
         List of Tables


      

      
         List of Listings


      

      

Preface
      

      I started using Spring in 2004 after having used Enterprise JavaBeans 2 (EJB) for a couple of years. Unlike many who made
         the jump in those early days, I don’t have any EJB horror stories to recount. My EJB project was too small to have had any
         serious technology issues—pretty much any technology would have worked. Although I never fell in love with EJB, my team was
         able to make it work, so we didn’t have any major complaints.
      

      In 2004 I took a job with a new employer where everybody was using Spring. It was immediately clear to me that Spring’s POJO-
         and injection-based approach was simpler to use than EJB and that it resulted in cleaner code. Moreover, our Spring apps were
         supporting thousands of concurrent users without issue. Contrary to the orthodoxy of the day, Spring was certainly ready to
         take on enterprise demands without EJBs and heavyweight app servers.
      

      My teams and I built a number of Spring apps. Even as a manager, I did quite a bit of hands-on development, and that’s how
         I learned the framework. After a while, though, my management responsibilities made it harder to do as much development as
         I wanted to do. I started blogging about Spring (springinpractice.com) to maintain and expand my knowledge of the framework.
         Eventually, Manning came across my blog and asked me to write this book.
      

      Nowadays I again do hands-on development, and to this day I use Spring for almost all of my Java development. It’s a fantastic
         framework that makes development enjoyable and productive.
      

      WILLIE WHEELER

      Early in my career, I worked on several large enterprise projects that used EJB 1.0. It quickly became evident to me that
         enterprise Java development was painful. Solutions were often complex, tedious, time-consuming, and error-prone. By the time
         Rod Johnson’s book Expert One-on-One J2EE Design and Development came out in 2002, I was more than ready for a change. The ideas that Rod expressed in his book, and later incorporated into
         the Spring Framework, struck a chord not only with me but with the Java development community at large. Because the framework
         handled the infrastructure code for me, my code was cleaner, simpler, and less error-prone. It became clear that with Spring,
         I was more productive and enjoying development again. I have been an evangelist of the Spring Framework ever since.
      

      As Spring grew, my thirst for knowledge about the framework, its surrounding technologies, and its ecosystem grew as well.
         Over the years, I had become an avid technical reader and soon found myself reviewing and providing technical input for other
         authors’ books. It wasn’t until Manning provided me with the opportunity to team up with Willie and coauthor this book that
         I was able to experience being on the other side of the fence.
      

      JOSHUA WHITE
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         how inadequate even the more vigorous of these expressions are.
      

      I owe my first and largest debt to my wife, Raylene, who supported my efforts far beyond what was fair to ask or expect. Personal
         shame prevents me from describing the many sacrifices she made on my behalf, but, suffice it to say that she’s eagerly looking
         forward to receiving her copy of the book so she can set it aflame. Thank you, Raylene, for making this book possible—your
         name belongs on the cover of this book every bit as much as mine does.
      

      Next, I thank our children, Max, Jude, Lucy, and Ben, two of whom have never known life without “the book.” They, like their
         mom, have been nothing but patient and supportive during the entire process, and I am deeply grateful.
      

      Thanks to my in-laws, Ray, Jane, Renee, Rana, and Raymond, for making their home available to my family for many weekend getaways.

      And, of course, big thanks to my coauthor, Josh, for helping get the book across the finish line.

      Both Josh and I would like to thank the team at Manning: Marjan Bace, Cynthia Kane, Elizabeth Martin, Mary Piergies, Maureen
         Spencer, Tiffany Taylor, and Megan Yockey. A special and heartfelt thanks to our development editor, Cynthia Kane. Besides
         providing outstanding support on the editorial side, Cynthia was a driving force in seeing this project through to its successful
         completion. Thank you, Cynthia, for your expertise, patience, and support.
      

      Thanks are due both to the technical reviewers and to the MEAP customers for their invaluable questions and feedback during
         the development process. Their efforts have made this a much better book. We would especially like to acknowedge Al Scherer,
         Brian O’Shea, Carol McDonald, Craig Walls, Daniel Alford, Deepak Vohra, Dmitry Sklyut, Erwin Vervaet, George Franciscus, Gordon
         Dickens, Jeremy Flowers, Jeroen Nouws, John Guthrie, John Ryan, John Tyler, Kenneth Kousen, Kenrick Chien, Mario Arias, Patrick
         Steger, Prasad A Chodavarapu, Rama Kanneganti, Ricardo Lima, Rizwan Lodhi, Robby O’Connor, Robert Casazza, Robert Hanson,
         Ryan Stephens, Srikanth Balusani, and Willem Jiang.
      

      And, finally, a special thanks to our technical editor, Doug Warren, whose tireless efforts and attention to detail resulted
         in many improvements throughout the book. We could not have done it without you!
      

      

About Spring
      

      Spring was originally conceived as a way to simplify Java Enterprise Edition (JEE) development, but it’s not exactly a simple
         framework. It’s huge. The core framework is large, and dozens of portfolio projects extend that core, covering things like
         security, web flow, SOAP web services (REST web services are part of the core), enterprise integration, batch processing,
         mobile, various flavors of social (Facebook, LinkedIn, Twitter, GitHub, and so on), various flavors of NoSQL (MongoDB, Neo4j,
         Riak, and so on), BlazeDS/Flex, AMQP/Rabbit, and many more. If “simple” means something with few parts, then Spring isn’t
         simple.
      

      Yet Spring does simplify Java development. As a general rule, it does so by isolating infrastructural concerns (such as persistence
         management and transaction management) from domain concerns. The framework handles the former so app developers can focus
         on the latter. In this respect, Spring is like JEE and even its earlier J2EE incarnation. Spring’s approach—based on POJOs,
         dependency injection, and support for a wide variety of third-party libraries—proved to be more effective than J2EE with EJB.
         JEE closed the gap by adopting key elements of that approach.
      

      That Spring simplifies development without itself being simple isn’t paradoxical. Tools that simplify work don’t themselves
         have to be simple to learn. IDEs are a case in point.
      

      The good news is that Spring keeps the learning curve reasonable in several ways:

      

      
         	There’s a distinction between the framework’s core and its various “portfolio” projects. The core framework addresses general
            development needs, such as database development, object/relational mapping, transactions, web development, and so on. The
            portfolio projects are more special-purpose. One good way to learn Spring is to learn the basics of the core framework first
            and then move on to portfolio projects.
         

         	Certain approaches and patterns, such as POJOs, dependency injection, templates, AOP-based auto proxying, and so forth, recur
            throughout the framework. Learning Spring is a matter of learning a reasonably constrained set of core approaches.
         

         	One of the original approaches was XML-based configuration. Over time, some developers became grumpy about this: it requires
            a lot of explicit bean wiring, and XML compares unfavorably to terser formats like JSON, YAML, and perhaps even Java. Spring
            addressed this by adding a number of simpler configuration options, including namespace-based, annotation-based, and Java-based.
         

         	Spring’s development team pays attention to what’s happening outside the Java world and freely adopts ideas that offer simplifications.
            Ruby on Rails has been a particularly rich source of such ideas—Spring Roo and Grails are essentially Rails clones, bringing
            Rails-like development to Java and Groovy, respectively. (SpringSource leads the development of the Groovy language and the
            Grails framework.)
         

         	Spring has strong IDE support in the form of the Spring Tool Suite (STS), which is a branded and extended version of Eclipse.
            This support makes it easier to visualize bean dependencies, to understand where aspect-oriented programming (AOP) advice
            is being applied, and so on. Some of the portfolio projects have additional IDE integration, such as Spring Integration with
            integration visualizations.
         

      

      This isn’t a complete list, but it gives the basic idea.

      Our hope in writing this book is to make the learning curve gentler. We do this by presenting a reasonably wide range of problems
         you’re likely to encounter at some point (if you haven’t already) and showing how Spring can help you solve them. The core
         framework appears throughout, so you’ll get plenty of practice with that. But we also pull in several portfolio projects,
         mostly because they’re appropriate to the problem at hand, but also because seeing them will help you develop a sense for
         the recurring themes.
      

      By the end of this book, you’ll have a broad understanding of the core framework and many of the portfolio projects. You’ll
         also have sufficient practical knowledge to do real work with Spring. We won’t make you an expert, but you’ll understand enough
         of the nuts and bolts to know roughly what the answers look like and where to find them.
      

      



About this Book
      

      Spring in Practice is a practice-oriented book. The first three chapters are background, but are still quite substantial, and we expect most
         readers will find some new information in them. Chapter 2 and the final 11 chapters use a cookbook format to tackle a given problem with incremental recipe-by-recipe, or technique-by-technique,
         solutions. There are 66 techniques covered in this book.
      

      
Roadmap
      

      As noted, chapters 1 through 3 provide background material that we use throughout the rest of the book:
      

      

      
         	
Chapter 1 explains the Spring inversion of control lightweight container.
         

         	
Chapter 2 shows how to work with data access, ORM, and transactions. Although we pursue the more traditional approach of implementing
            a generic DAO, we also show how to take advantage of Spring Data JPA’s powerful capabilities.
         

         	
Chapter 3 presents an overview of Spring Web MVC, a rich framework for implementing web applications. Chapter 3 also presents Spring Mobile, which extends Spring Web MVC to provide support for mobile application development. Although
            Spring Mobile doesn’t count as background material, it fit fairly naturally with chapter 3, so we went with it.
         

      

      Chapters 4 and 5 present two different approaches to implementing registration forms; the material is easy to generalize to other problem
         domains:
      

      

      
         	
Chapter 4 shows how to implement a single-page, web-based registration form using Spring Web MVC. The techniques apply to single-page
            form development in general.
         

         	
Chapter 5 uses Spring Web Flow to implement a more sophisticated, multipage registration process. Here the techniques apply to flow-based
            interactions generally, such as application processes, checkout processes, and so forth.
         

      

      In chapters 6 and 7 we switch gears, treating two important aspects of security:
      

      

      
         	
Chapter 6 uses Spring Security to implement a login process.
         

         	
Chapter 7 continues with Spring Security by showing how to add authorization to a web forum application. We consider both role-based
            and ACL-based authorization.
         

      

      Chapters 8 and 9 explore another common concern in application development—communicating with users and making it possible for them to communicate
         with one another.
      

      

      
         	
Chapter 8 covers web-based Contact Us forms, email responses, as well as notifications, mailing lists, and RSS feeds.
         

         	
Chapter 9 shows how to implement a rich-text comment engine using the PageDown editor, which is the same one that StackOverflow uses.
         

      

      The remaining chapters mostly stand alone:

      

      
         	
Chapter 10 illustrates the use of the Spring TestContext Framework when implementing integration tests.
         

         	
Chapter 11 presents a configuration management database (CMDB) based on Neo4j, Spring Data Neo4j, Spring Social, and more.
         

         	
Chapter 12 shows how to build an article delivery engine against both Java Content Repository (JCR) and MongoDB.
         

         	
Chapter 13 covers building a Spring-based help desk system on the inbound and the outbound side. Our focus is on building a basic structure.
         

         	
Chapter 14 demonstrates techniques for building your own Spring-based frameworks, with support for namespace-based configuration, AOP,
            annotations, and more. Our example is a framework for site resiliency.
         

      

      The appendix explains how we’ve organized the book’s source code, as well as how to build, configure, and run it.

      
Who should read this book?
      

      As its title suggests, Spring in Practice aims to help you put the Spring Framework to practical use. Although we do explain the occasional concept (such as dependency
         injection) or principle (like preferring whitelisting to blacklisting), there’s comparatively little of that. Most of the
         time, we’re showing how to do things.
      

      Accordingly we assume that you come to the book with enough experience to understand what you’re trying to accomplish and
         why. This isn’t a first book on Spring. We think it makes a nice complement to books that expand more upon the foundations,
         such as Spring in Action, Third Edition by Craig Walls (Manning, 2011).
      

      Nearly all of the recipes deal with web application development in some way. This reflects the ongoing importance of web application
         development, as well as the background of your lead author. We assume that you know the basics of Java web application development,
         including HTTP, servlets, JSPs, and tag libraries.
      

      Many of the recipes involve various Java enterprise APIs, such as JNDI, JPA, JavaMail, and JMX. We use Hibernate quite a bit,
         too. In addition, more recent trends such as mobile, social, and NoSQL are now commonplace in both corporate and noncorporate
         settings, and some of the recipes in the book treat topics such as GitHub, OAuth, MongoDB, and Neo4j as well. In general,
         we assume that you have enough experience to set those up on your own (even if you have to read about them elsewhere), and
         we focus on the Spring part.
      

      This isn’t a book for absolute beginners; most developers who have been doing Java development for the past few years should
         find the book useful for expanding their knowledge of Spring.
      

      
Code conventions and downloads
      

      You can find the source code for all of the examples in the book at www.manning.com/SpringinPractice or at https://github.com/springinpractice. The repositories for the book are sip02, sip03, sip04, and so forth. The appendix contains more information about how to
         build, configure, and run the code.
      

      The following conventions are used throughout the book:

      

      
         	
Italic typeface is used to introduce new terms.
         

         	
Courier typeface is used to denote code samples, as well as elements and attributes, method names, classes, interfaces, and other
            identifiers.
         

         	Code annotations accompany many segments of code. Certain annotations are marked with numbered bullets. These annotations
            have further explanations that follow the code.
         

         	Code line continuations use the [image: ] symbol.
         

      

      
Author Online
      

      The purchase of Spring in Practice includes free access to a private web forum run by Manning Publications, where you can make comments about the book, ask
         technical questions, and receive help from the authors and from other users. To access the forum and subscribe to it, point
         your web browser to www.manning.com/SpringinPractice. This page provides information on how to get on the forum once you are registered, what kind of help is available, and the
         rules of conduct on the forum.
      

      Manning’s commitment to our readers is to provide a venue where a meaningful dialogue between individual readers and between
         readers and the authors can take place. It is not a commitment to any specific amount of participation on the part of the
         authors, whose contribution to the forum remains voluntary (and unpaid). We suggest you try asking the authors some challenging
         questions lest their interest stray!
      

      The Author Online forum and the archives of previous discussions will be accessible from the publisher’s web site as long
         as the book is in print.
      

      
About the authors
      

      WILLIE WHEELER currently serves as a principal applications engineer at Expedia, with a focus on continuous delivery and web operations.
         He has been working with Java since 1997 and with Spring since 2005. If you like this book, you can find more of the same
         at Willie’s Spring blog, springinpractice.com. He also runs a devops blog at zkybase.org/blog. Willie lives in Sammamish,
         Washington, with his wife Raylene and their four children Max, Jude, Lucy, and Ben.
      

      JOSHUA WHITE is currently director of software engineering and innovation at Cigna and has more than 12 years of experience developing
         and architecting complex software systems for a number of financial and health services organizations. He has worked with
         and evangelized the use of the Spring Framework since its inception in 2002. Joshua lives in Farmington, Connecticut.
      

      

About the Cover Illustration
      

      The figure on the cover of Spring in Practice is an “Officer of the Grand Signior,” the elite guard that surrounded the Sultan. The illustration is taken from a collection
         of costumes of the Ottoman Empire published on January 1, 1802, by William Miller of Old Bond Street, London. The title page
         is missing from the collection and we have been unable to track it down to date. The book’s table of contents identifies the
         figures in both English and French, and each illustration bears the names of two artists who worked on it, both of whom would
         no doubt be surprised to find their art gracing the front cover of a computer programming book...a bit more than two hundred
         years.
      

      The collection was purchased by a Manning editor at an antiquarian flea market in the “Garage” on West 26th Street in Manhattan.
         The seller was an American based in Ankara, Turkey, and the transaction took place just as he was packing up his stand for
         the day. The Manning editor did not have on his person the substantial amount of cash that was required for the purchase and
         a credit card and check were both politely turned down. With the seller flying back to Ankara that evening the situation was
         getting hopeless. What was the solution? It turned out to be nothing more than an old-fashioned verbal agreement sealed with
         a handshake. The seller simply proposed that the money be transferred to him by wire and the editor walked out with the bank
         information on a piece of paper and the portfolio of images under his arm. Needless to say, we transferred the funds the next
         day, and we remain grateful and impressed by this unknown person’s trust in one of us. It recalls something that might have
         happened a long time ago.
      

      The pictures from the Ottoman collection, like the other illustrations that appear on our covers, bring to life the richness
         and variety of dress customs of two centuries ago. They recall the sense of isolation and distance of that period—and of every
         other historic period except our own hyperkinetic present. Dress codes have changed since then and the diversity by region,
         so rich at the time, has faded away. It is now often hard to tell the inhabitant of one continent from another. Perhaps, trying
         to view it optimistically, we have traded a cultural and visual diversity for a more varied personal life. Or a more varied
         and interesting intellectual and technical life.
      

      We at Manning celebrate the inventiveness, the initiative, and, yes, the fun of the computer business with book covers based
         on the rich diversity of regional life of two centuries ago, brought back to life by the pictures from this collection.
      

      


Chapter 1. Introducing Spring: the dependency injection container
      

      This chapter covers

      

      
         	Major functional areas of the Spring Framework
         

         	Flexible configuration using dependency injection
         

         	Wiring beans using XML
         

         	Autowiring and component scanning using annotations
         

      

      In this chapter, we’ll provide a brief overview of the Spring Framework, beginning with a discussion of what Spring is and
         giving an overview of its major pieces. Then we’ll delve into the underlying principles behind the Spring Framework, and talk
         about inversion of control and how it relates to dependency injection. Finally, we’ll dive into a small example that shows
         how to use the Spring Core Container hands-on. Let’s get started.
      

      
1.1. What is Spring, and why use it?
      

      The Spring Framework is an open source application framework created to simplify the development of enterprise Java software.
         The framework achieves this goal by providing developers with a component model and a set of simplified and consistent APIs
         that effectively insulate developers from the complexity and error-prone boilerplate code required to create complex applications.
      

      Over the last nine years, the breadth and depth of the framework has increased significantly, yet it has remained simple to
         learn and easy to use. The framework has evolved into roughly 20 modules that can be grouped into 6 basic functional areas.
         As shown in figure 1.1, these functional areas are Data Access/Integration, Web, Aspect-Oriented Programming (AOP), Instrumentation, the Core Container,
         and Test.
      

      Figure 1.1. A high-level block diagram illustrating Spring’s six basic functional areas
      

      [image: ]

      This modularity gives developers the freedom to choose which parts of the framework to use in their applications without the
         need to include the entire framework. Let’s begin our tour by looking at each of these functional areas.
      

      1.1.1. The major pieces of the framework
      

      In the paragraphs that follow, we’ll give you a brief introduction to each of Spring’s six basic functional areas. We’ll take
         a deeper dive into each of these topics as we work through individual recipes later in the book.
      

      
The Core Spring Container
      

      We’ll further dissect what dependency injection (DI) is in section 1.2. For now, it’s enough to know that the DI container is at the core of the Spring Framework and provides the fundamental capabilities
         on which all the other modules are built. The container provides the facility for decoupling the creation, configuration, and management of beans (discussed later) from
         your application code.
      

      
Aspect-oriented programming (AOP)
      

      The Spring Framework also supports aspect-oriented programming with both a simpler approach called Spring AOP and the more
         powerful AspectJ approach. AOP, which is covered in more detail later, aims to encapsulate cross-cutting concerns (security,
         logging, transaction management, and so on) into aspects to retain modularity and reusability. These concerns often can’t
         be cleanly decomposed from the rest of the system and can result in code duplication, significant dependencies between systems,
         or both. Like the DI container, AOP support is both independently useful to developers and used to implement different parts
         of framework functionality. For example, Spring implements its support for declarative transaction management through AOP
         because transactions are a cross-cutting concern.
      

      
Data Access/Integration
      

      The Data Access/Integration module provides support for the Java Database Connectivity API (JDBC), object-relational mapping
         (ORM), Object/XML mapping (OXM), Java Message Service (JMS), and transactional support.
      

      The JDBC module provides an abstraction layer that relieves developers from having to write tedious and error-prone boilerplate
         code by automatically managing database connections and connection pools, and by mapping vendor-specific errors into a uniform
         exception hierarchy. It also makes it easy to map java.sql.ResultSets to lists of domain objects and execute stored procedures.
      

      If you prefer to use ORM instead of straight JDBC for database access code, you’re in luck. The ORM module supports the best
         and most popular ORMs available, including Hibernate, iBATIS, Java Data Objects (JDO), and the Java Persistence API (JPA).
      

      
         
            
         
         
            
               	
            

         
      

      
         A quick note about iBATIS
         Apache iBATIS was retired in 2010 and has been superseded by MyBatis (mybatis.org). Although iBATIS 2 has been supported since
            Spring 2, due to release timing issues, Spring 3 doesn’t yet include official support for it. See the MyBatis-Spring module
            at www.mybatis.org/spring.
         

      

      
         
            
         
         
            
               	
            

         
      

      The OXM module provides an abstraction layer that offers simplified and consistent support for popular Object/XML mapping
         tools such as Castor, the Java Architecture for XML Binding (JAXB), JiBX, XMLBeans, and XStream.
      

      The JMS module provides simplified APIs for producing and consuming messages. Finally, the Transaction module provides support
         for both programmatic and declarative transaction management.
      

      
Web
      

      Spring’s Web module provides common web infrastructure code for integrating Spring into web applications, multipart file upload,
         and web-based remoting capabilities. In addition to providing its own servlet- or portlet-based Model-View-Controller (MVC) framework, this module integrates with
         popular web-development frameworks and technologies like Struts, JavaServer Faces (JSF), Velocity, FreeMarker, and JavaServer
         Pages (JSP).
      

      
Test
      

      Last but not least in the framework stack is Spring’s testing support. This module provides support for using both the JUnit
         and TestNG frameworks.
      

      Now that we’ve provided a high-level overview of the Spring Framework, let’s discuss the benefits of using the framework.

      1.1.2. Why use it?
      

      You may have worked with or even developed other frameworks or APIs that handle one or more of the Spring Framework’s concerns.
         Why would you stop to learn something that requires a fairly substantial time investment? In addition to providing you with
         a component model and a simplified and consistent set of APIs that effectively insulate developers from complexity and error-prone
         boilerplate code, here are other reasons:
      

      

      
         	
Quality— From the overall design of the modules, packages, class structures, and APIs to the implementation and test coverage of the
            source code, the Spring Framework is a great example of high-quality open source software.
         

         	
Modularity— As we mentioned earlier, the framework has evolved into roughly 20 modules, giving developers the freedom to choose which
            parts of the framework to use in their applications without the need to include the entire framework.
         

         	
Promotes best practices— Spring’s plain old Java object (POJO)-based programming model promotes decoupled component models, unit testing, and other
            best practices.
         

         	
Modest learning curve— Due to the consistency and simplicity of the APIs, Spring isn’t hard to learn. As we make our way through the framework, you’ll
            see that common patterns emerge. Plus, hundreds of resources online and in print are at your disposal, including message boards
            where the core developers often participate.
         

         	
Popularity— As evidenced by myriad publications, websites, and job postings, the Spring Framework is almost ubiquitous.
         

      

      For an excellent print reference that will certainly be of aid during your journey with this book, check out Craig Walls’
         Spring in Action, 3rd Edition (Manning Publications, 2011).
      

      Spring offers a lot, and it takes time to understand and appreciate the landscape. But rest assured that the effort is well
         worth it. By learning Spring and using it to solve problems, you’ll see how to bring together disparate technologies and incorporate
         them into cohesive applications. You’ll keep hardcoded configuration parameters out of your classes and centralized in standard
         locations. You’ll design interface-based dependencies between classes and better support changing requirements. And ultimately,
         you’ll get more done with less effort and in less time because the Spring Framework handles the plumbing while you focus on
         writing code to solve business problems.
      

      Now that you have a general idea of what the framework offers, let’s take a deeper dive into the capabilities of the Core
         Container shown in figure 1.2. Spring’s Core Container provides the inversion of control (IoC) and DI capabilities on which all the other modules are built.
      

      Figure 1.2. The Core Container
      

      [image: ]

      
1.2. Flexible configuration via dependency injection
      

      IoC became popular some years back through DI containers like Spring. Although that might be eons ago in internet time, it’s
         still a relatively new and unfamiliar concept for many developers. In this section, we’ll explain what IoC is and examine
         the forces that produced it. You’ll even get your hands a little dirty and see how to configure Spring’s container.
      

      1.2.1. Configuring dependencies the old way
      

      Consider the relationship between a data access object (DAO) and the DataSource it relies on in the following code sample. For the DAO to work with the DataSource, you need to create and initialize the DataSource with various connection parameters within the JdbcAccountDao class:
      

      // Source project: sip01, branch: 01 (Maven Project)
package com.springinpractice.ch01.dao.jdbc;
import org.apache.commons.dbcp.BasicDataSource;
import com.springinpractice.ch01.dao.AccountDao;
public class JdbcAccountDao implements AccountDao {
    private BasicDataSource dataSource;
    public JdbcAccountDao() {
        dataSource = new BasicDataSource();
        dataSource.setDriverClassName("com.mysql.jdbc.Driver");
        dataSource.setUrl("jdbc:mysql://localhost:3306/springbook" +
                "?autoReconnect=true");
        dataSource.setUsername("root");
        dataSource.setPassword("");
    }
}

      In this code sample, JdbcAccountDao specifies a dependency on a JDBC DataSource. Coding to interfaces is certainly a best practice. As shown in figure 1.3, the code also specifically creates a dependency on a BasicDataSource, a specific DataSource implementation from the Apache Commons Database Connection Pool (DBCP) project.
      

      Figure 1.3. JdbcAccountDao specifies a dependency on Apache DBCP’s BasicDataSource, which is a concrete DataSource implementation.
      

      [image: ]

      An obvious problem here is that the JdbcAccountDao class is intimately aware of the DataSource’s implementation, creation, and configuration. Another potential problem is that it’s likely that many DAOs may need to share
         this connection information. As a result of the current design, changing the DataSource’s implementation or configuration may involve multiple code changes, recompilations, and redeployments every time the DataSource implementation or configuration changes.
      

      You could externalize the connection parameters with java.util.Properties, and that would certainly be an improvement. But a more subtle problem would remain. In the previous code sample, the class
         is specifying and driving the dependencies. Let’s look at how you can invert this control by injecting your dependencies instead.
      

      1.2.2. Dependency injection
      

      One way to eliminate the concrete dependency on BasicDataSource would be to specify the dependency externally and have that dependency injected into the JdbcAccountDao as a DataSource. This gives you a lot of flexibility because you can easily change the configuration in one place. If you want to proxy the
         DataSource before injecting it, you can do that. In unit-testing scenarios, if you want to replace the DataSource with a mock, you can do that too. Again, DI provides a lot of flexibility that you don’t have when the dependency’s construction
         is hardwired into the components relying on the dependency.
      

      To make DI work, you need to create the DataSource externally and then either construct the DAO with it or set it on the DAO with a setter method, as shown here:
      

      // Source project: sip01, branch: 02 (Maven Project)
package com.springinpractice.ch01.dao.jdbc;
import javax.sql.DataSource;
import com.springinpractice.ch01.dao.AccountDao;
public class JdbcAccountDao implements AccountDao {
    private DataSource dataSource;
    public JdbcAccountDao() {}
    public void setDataSource(DataSource dataSource) {
        this.dataSource = dataSource;
    }
}

      Notice that the DAO no longer has a hardwired dependency on BasicDatasource. As a result, you’ll notice that the BasicDataSource import has been removed. Because the dependency is provided via a setter, it’s no longer necessary to provide a constructor
         to initialize the DataSource explicitly. Another approach to refactoring this class would have been to provide a DataSource implementation as a constructor argument instead of using a setter. Either approach represents an improvement. But you might
         argue reasonably that you’ve succeeded only in pushing the construction of this dependency elsewhere in the code. Look at
         the service that creates the DAO:
      

      //Source project: sip01, branch: 02 (Maven Project)
package com.springinpractice.ch01.service;
import java.util.Properties;
import java.io.InputStream;
import org.apache.commons.dbcp.BasicDataSource;
import com.springinpractice.ch01.dao.jdbc.JdbcAccountDao;
public class AccountService {
    private JdbcAccountDao accountDao;
    public AccountService() {
        try {
            Properties props = new Properties();
            InputStream inputStream = this.getClass().getClassLoader()
                .getResourceAsStream("dataSource.properties");
            props.load(inputStream);
            BasicDataSource dataSource = new BasicDataSource();
            dataSource.setDriverClassName(
                    props.getProperty("driverClassName"));
            dataSource.setUrl(props.getProperty("url"));
            dataSource.setUsername(props.getProperty("username"));
            dataSource.setPassword(props.getProperty("password"));
            accountDao = new JdbcAccountDao();
            accountDao.setDataSource(dataSource);
        } catch (Exception e) {
            throw new RuntimeException(e);
        }
    }
}

      In one respect, you’ve made things worse: you’ve introduced dependencies between AccountService and BasicDataSource—a relationship that is clearly undesirable. You also have a dependency between AccountService and JdbcAccountDao (a concrete class), so you’re still in the same boat you started in (see figure 1.4)! It’s easy to see how the entire dependency graph for a particular system could become complicated and inflexible with nodes
         that are hard to swap out.
      

      Figure 1.4. Now JdbcAccountDao has the desired interface dependency on DataSource, but AccountService has dependencies on two concrete classes.
      

      [image: ]

      That doesn’t mean DI was a failed experiment. It’s taking you in the right direction. To clean things up, you need to revise
         what is doing the injecting.
      

      1.2.3. Inversion of control
      

      You can move the DI away from client code and over to Spring. In this scenario, client code doesn’t request or look up an
         AccountService. Instead, the AccountService is transparently injected into client code when the client code is initialized. The following code shows AccountService with a strict interface dependency on AccountDao:
      

      //Source project: sip01, branch: 03 (Maven Project)
package com.springinpractice.ch01.service;
import com.springinpractice.ch01.dao.AccountDao;
public class AccountService {
    private AccountDao accountDao;
    public AccountService() {}
    public void setAccountDao(AccountDao accountDao) {
        this.accountDao = accountDao;
    }
}

      How do you specify the dependency chain? With Spring, one option is to use XML to assemble it declaratively, as in the following
         listing.
      

      Listing 1.1. Spring configuration file that specifies object relationships
      

      [image: ]

      If you’re new to Spring, this configuration might be unfamiliar, but its meaning should be clear enough. At [image: ] you declare the DataSource and set it up with its configuration parameters. At [image: ] you declare the JdbcAccountDao and inject it with the DataSource. Similarly, you inject the JdbcAccountDao into the AccountService at [image: ]. The end result is that the service now carries the entire dependency chain, and the configuration is entirely transparent
         to the service. The cleaned up, new relationship is shown in the class diagram in figure 1.5.
      

      Figure 1.5. Now the dependencies are interface-based and the concrete classes are configured transparently through Spring.
      

      [image: ]

      As you can see, the class structure has taken on more of a layered approach. In contrast to figure 1.4, notice that the layers above are dependent only on the layers below, and all the dependencies are expressed as interfaces.
         This simplifies the dependency graph and makes it easier to swap out individual nodes. In the next section, we’ll use an example
         to illustrate how you can use Spring to manage and inject the concrete implementations of your dependencies.
      

      
1.3. A simple bean configuration example
      

      With the what and the why past you, you’ll get your hands dirty and try Spring Framework DI with a small sample application. The application won’t
         be anything serious—just enough to learn the basics of expressing and managing dependencies using Spring. You’ll build a domain
         object, a DAO that reads from a CSV file, and a service, and then you’ll wire everything up.
      

      The code will get a list of delinquent accounts for an imaginary utility company. You’ll define a delinquent account as one
         with an unpaid balance that hasn’t been credited for 30 days or more. The service will have the responsibility of finding
         out which accounts are delinquent, but it will need to delegate to the DAO to get a list of candidate accounts. Before you
         create the DAO, you’ll create the domain object it works with.
      

      1.3.1. Creating the account domain object
      

      The toy Account domain object in the following listing has only the fields and methods you need to demonstrate DI through other parts of
         the sample application.
      

      Listing 1.2. Basic account bean, Account.java
      

      // Source project: sip01, branch: 04 (Maven Project)
package com.springinpractice.ch01.model;
import java.math.BigDecimal;
import java.util.Date;
public class Account {
    private String accountNo;
    private BigDecimal balance;
    private Date lastPaidOn;
    public Account(String accountNo, BigDecimal balance, Date lastPaidOn) {
        this.accountNo = accountNo;
        this.balance = balance;
        this.lastPaidOn = lastPaidOn;
    }
    public String getAccountNo() {
        return accountNo;
    }
    public BigDecimal getBalance() {
        return balance;
    }
    public Date getLastPaidOn() {
        return lastPaidOn;
    }
}

      In a real application, accounts wouldn’t appear out of thin air. You’d have databases, files, and other systems that you’d
         store and read them from. For the example, you’ll create a DAO that parses a comma-separated values (CSV) file with data like
         this:
      

      100,0,09012008
200,100,08012008
300,-100,09012008

      In the CSV file, accounts.csv, the first field is the account number, the second is the balance (positive or negative), and
         the third is the date the account was last credited in MMDDYYYY format. As mentioned in section 1.2, interface-based dependencies keep things flexible by allowing pluggable, varying implementations. Before you create the
         DAO responsible for consuming this file, let’s create an interface for it.
      

      1.3.2. Creating the account DAO interface and implementation
      

      The following interface has only a single read operation to get all accounts from whatever back-end store a particular implementation
         would read against. We’re leaving out the rest of the CRUD operations because you don’t need them for this example:
      

      // Source project: sip01, branch: 04 (Maven Project)
package com.springinpractice.ch01.dao;
import java.util.List;
import com.springinpractice.ch01.model.Account;
public interface AccountDao {
    List<Account> findAll() throws Exception;
}

      Now you’ll create the concrete AccountDao implementation that reads Accounts from a CSV file. Assume that the name of the CSV file might change over time; therefore, you won’t hardcode it. It would
         be perfectly legitimate to externalize it in a properties file and use java.util.Properties to read it in; but instead of doing that, you’ll configure it with Spring. Here’s the code.
      

      Listing 1.3. Reading accounts from a CSV file, CsvAccountDao.java
      

      [image: ]

      [image: ]

      The CsvAccountDao declares a csvFile field where Spring populates [image: ]. For Spring to set it for you, you define the required public setter at [image: ]. The implementation of findAll() at [image: ] rolls through the lines in a file, tokenizing and parsing them into your Account domain objects, which are collected in an ArrayList and returned to calling code.[1]

      
         1 The method of configuration used here is called setter injection. Spring provides other ways to configure beans and wire dependencies, including constructor injection and factory-method injection. In this book, we mostly use setter injection because it’s the most popular approach. For the pros and cons of the different
            injection strategies, see the “Constructor versus Setter Injection” section of Martin Fowler’s “Inversion of Control Containers
            and the Dependency Injection pattern,” January 2004, http://mng.bz/xvk5.
         

      

      
         
            
         
         
            
               	
            

         
      

      
         Omission of error checking and assertions
         To keep the examples clear, we’ve omitted error checking that you would expect to see in production-ready code. For example,
            in the previous sample, production-ready code would assert that the String passed in for the location of the csvFile was not null and that the file existed at the path specified.
         

      

      
         
            
         
         
            
               	
            

         
      

      1.3.3. Configuring CsvAccountDao with Spring
      

      You have enough code in place to bring Spring into the picture. There are different ways to configure objects and their dependencies
         with Spring, and the most popular are XML and annotations. You’ll use XML in this section; we’ll build on these concepts when
         we introduce annotation-style configuration in section 1.5. The XML file in the following listing shows how to define and configure a bean using Spring.
      

      Listing 1.4. Spring configuration file, applicationContext.xml
      

      [image: ]

      By convention, developers usually name the Spring configuration file applicationContext.xml, but it can be named anything. In real-world applications, it usually makes sense to break out the Spring configuration across
         multiple files, especially when the applications are large with many bean definitions. When you do that, the configuration
         is often broken out by architectural, rather than functional, slice. You might create configuration files dedicated to DAOs,
         services, servlets, and security. As you progress through this book, you’ll indeed do this. Because your needs are minimal to start, a single file will suffice.
      

      Spring ships with different schemas for configuring its different pieces of functionality, such as AOP and transaction management.
         For now, you declare the beans schema at [image: ], which is the most fundamental of the schemas in that the functionality that the other schemas provide is generally expressible
         (albeit in a more verbose fashion) as explicit bean definitions. The beans schema provides everything you need to define beans of all sorts, configure them, and wire them together.
      

      You define your first bean at [image: ]. The bean element has two attributes: id and class. You use the ID to support dependencies between beans. The class attribute is set to the fully qualified name of the CsvAccountDao. Spring uses reflection to instantiate the class as you request it through the container (or request other classes that depend
         on it). At [image: ], you declare a property element for the csvResource property. Again, Spring uses reflection to set this to the value in the value attribute. If you’re following the code examples, you’ll find this file in the src/main/resources directory. Spring relies on the JavaBeans programming model in order to set the property, so that’s why you declare the setter
         in the Account domain object.
      

      1.3.4. Creating the account service that finds delinquent accounts
      

      With the domain object and DAO out of the way, you can build the service that has the responsibility of scanning all accounts
         and finding delinquent ones. The logic in the next listing is fairly straightforward.
      

      Listing 1.5. AccountService.java: a service responsible for finding delinquent accounts
      

      [image: ]
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      The AccountDao dependency is declared by interface at [image: ]. The required setter method is at [image: ]. At [image: ], you iterate through all the Accounts that the DAO returns and test whether they’re delinquent. If they are, you add them to a list and return them.
      

      1.3.5. Wiring up the AccountService to CsvAccountDao
      

      Now, let’s wire up the AccountService with CsvAccountDao. All you need to do is add a simple bean definition to the applicationContext.xml configuration file as shown next.
      

      Listing 1.6. Completed Spring configuration file
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      Like the CsvAccountDao you defined in listing 1.4, you give the AccountService bean definition id and class attributes. The subtle but important difference is the way you’re injecting the AccountDao into the service. Here, you’re using the ref instead of the value attribute. The ref attribute is used for injecting other beans you’ve defined with Spring. The value attribute injects simple primitive and value object properties. Figure 1.6 shows the class diagram for the objects.
      

      Figure 1.6. AccountService has an interface-based association with AccountDao, and both depend on Account.
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      All you need to do is create a console application to run the code. Based on the three accounts you’ve defined, the only one
         that is delinquent is 200. The following code prints the delinquent account number.
      

      Listing 1.7. ConsoleApp.java, which retrieves the AccountService from Spring
      

      [image: ]

      You create an instance of ClassPathXmlApplicationContext at [image: ] and pass in the classpath-relative location of the configuration file. With this class, you can get a reference to any bean
         you define in the Spring configuration file by the ID you defined in the bean’s definition. The ApplicationContext interface and its implementations are the gateway into the beans through Spring. They essentially make up a sophisticated
         implementation of the factory pattern. In order for the factory to instantiate beans, the beans must have a no-argument constructor.
         (The implicit, default no-argument constructor is fine.) Spring provides support for instantiating beans with constructor
         arguments, which we’ll talk about in the next section. At [image: ], you get a reference to the AccountService you’ve defined along with its AccountDao dependency and the AccountDao’s configured csvFile property in one fell swoop.
      

      In this section, you built a simple application with the Spring Framework. It’s easy to see that a full-blown application
         with many DAOs, services, and other components configured and wired together through Spring would be more cleanly separated
         and easier to manage than one that wasn’t.
      

      Now that we’ve piqued your interest with the basics, in the next section we’ll take a more detailed look at the framework’s
         DI capabilities. After examining the beans namespace, we’ll look at different ways of injecting dependencies, configuring and externalizing bean properties, bean scopes,
         and a little syntax sugar to make your configuration more clear and concise.
      

      
1.4. Wiring beans using XML
      

      As you’ve seen, a Spring bean represents a POJO component. Because the other five functional areas of the Spring Framework
         (Data Access/Integration, Web, AOP, Instrumentation, and Test) build on the capabilities offered by the Core Container, learning
         how to wire beans is paramount to understanding and using the Spring Framework. In this section, we’ll look at using XML to
         configure Spring. In the following sections, we’ll discuss two of Spring’s XML namespaces that we’ll be using throughout this
         book: the core beans namespace and the handy p namespace.
      

      1.4.1. An overview of the beans namespace
      

      The beans namespace is the most fundamental and deals with DI; it provides a way to define beans and wire dependency relationships
         between them. To create a configuration file that uses the beans namespace, you create an XML document and reference the schema:
      

      <?xml version="1.0" encoding="UTF-8"?>
<beans xmlns="http://www.springframework.org/schema/beans"
    xmlns:xsi="http://www.w3.org/2001/XMLSchema-instance"
    xsi:schemaLocation="http://www.springframework.org/schema/beans
        http://www.springframework.org/schema/beans/spring-beans-3.1.xsd">
</beans>

      At this point, all you have is an empty configuration. You can add object definitions with the inner bean element:
      

      <beans xmlns="http://www.springframework.org/schema/beans"
    xmlns:xsi="http://www.w3.org/2001/XMLSchema-instance"
    xsi:schemaLocation="http://www.springframework.org/schema/beans
        http://www.springframework.org/schema/beans/spring-beans-3.1.xsd">
    <bean id="accountService"
        class="com.springinpractice.ch01.service.AccountService"/>
</beans>

      Here you define an AccountService by creating a bean element with id and class attributes. The id is a convenient handle to the bean. As described in section 1.3, Spring uses reflection to create a new instance of the class specified as you fetch instances by ID programmatically through
         the ApplicationContext interface.
      

      
Wiring Beans Together
      

      You could have constructed the AccountService using the new keyword, but the creation of service layer objects is rarely so straightforward. They often depend on DAOs, mail senders,
         SOAP proxies, and whatnot. You could instantiate each of those dependencies programmatically in the AccountService constructor (or through static initialization), but that leads to hard dependencies and cascading changes as they’re swapped
         out. Additionally, you could create dependencies externally and set them on the AccountService via setter methods or constructor arguments. Doing so would eliminate the hard internal dependencies (as long as they were
         declared in the AccountService by interface), but you’d have duplicated initialization code everywhere. Here’s how you create a DAO and wire it up to your
         AccountService the Spring way:
      

      <bean id="accountDao"
    class="com.springinpractice.ch01.dao.jdbc.JdbcAccountDao"/>
<bean id="accountService"
    class="com.springinpractice.ch01.service.AccountService">
    <property name="accountDao" ref="accountDao"/>
</bean>

      You’ve injected the AccountService with a JdbcAccountDao by declaring a property element for the dependency. The property element has a name attribute, which is the name of the property you want to set; and it has a ref attribute that’s set to the id of the bean you want to inject.
      

      Other services and classes can depend on the accountDao bean. If its implementation changes, say from a JDBC one to a Hibernate one, you just need to update the class attribute in its configuration instead of going to each class with the dependency and swapping it out manually. Spring supports
         this type of wiring and can easily work with complex object graphs that are multiple levels deep.
      

      
Constructor and Setter Injection
      

      Just as AccountService needs a no-argument constructor so Spring can use reflection to instantiate it, it also needs to have a setAccountDao() setter method that corresponds to the accountDao property:
      

      public class AccountService {
    private AccountDao accountDao;
    public void setAccountDao(AccountDao accountDao) {
        this.accountDao = accountDao;
    }
    //...
}

      This type of injection is called setter injection. But, as mentioned previously, Spring lets you instantiate objects with constructor arguments, too. You can nix the setter
         method and declare a constructor instead:
      

      public AccountService(AccountDao accountDao) {
    this.accountDao = accountDao;
}

      In Spring, you resolve the dependency like this:

      <bean id="accountService"
    class="com.springinpractice.ch01.service.AccountService">
    <constructor-arg ref="accountDao"/>
</bean>

      As you’ve probably guessed, this is called constructor injection. We mostly use setter injection in this book.
      

      
Configuring simple bean properties
      

      The JdbcAccountDao you configured is likely to have additional initialization requirements. In the example, you’ll register a JDBC driver and
         set up additional connection information. In the following code sample, you configure a BasicDataSource with simple properties using the property element instead of the ref attribute:
      

      <bean id="dataSource" class="org.apache.commons.dbcp.BasicDataSource"
    destroy-method="close">
    <property name="driverClassName" value="com.mysql.jdbc.Driver"/>
    <property name="url"
    value="jdbc:mysql://localhost:3306/springbook?autoReconnect=true"/>
    <property name="username" value="someusername"/>
    <property name="password" value="somepassword"/>
</bean>
<bean id="accountDao"
    class="com.springinpractice.ch01.dao.jdbc.JdbcAccountDao">
    <property name="dataSource" ref="dataSource"/>
</bean>

      Of course, in a production system, you’d likely use a javax.sql.DataSource with connection pooling. (We’ll show you how to do that in chapter 2.) Here you’re setting simple String properties on the BasicDataSource. But what if the properties were numeric or java.util.Date properties? In that case, Spring would attempt to convert the String specified in the value attribute to its appropriate type with a java.beans.PropertyEditor implementation. Spring ships with quite a few of such implementations and allows you to define your own if you need to.[2]

      
         2 You can read more about the built-in PropertyEditors at http://mng.bz/7CO9.
         

      

      
Externalizing simple properties with a PropertyPlaceholderConfigurer
      

      In one sense, you could say you’ve done a good thing by configuring the JdbcAccountDao properties externally to the class. Changing configuration parameters won’t require any recompiling of code; you can just
         update the XML. Also, having a centralized configuration makes it easy to change things in one place (or a few logically related
         places if you’re using multiple configuration files). But in most environments, you don’t hook straight up to a production database
         server and start cranking out and running untested code. You have one or more QA environments. Luckily, Spring allows you
         to handle scenarios like this with an API class: PropertyPlaceholderConfigurer.
      

      In order to use PropertyPlaceholderConfigurer, you first create a properties file (call it springbook.properties):
      

      dataSource.driverClassName=com.mysql.jdbc.Driver
dataSource.url=jdbc:mysql://localhost:3306/springbook?autoReconnect=true
dataSource.username=root
dataSource.password=secret

      Then, you define the PropertyPlaceholderConfigurer bean in the Spring configuration. Finally, as you define beans, you use the placeholder constructs ${} when specifying their property values, so the container can resolve them at runtime.
      

      Listing 1.8. Declaring a PropertyPlaceholderConfigurer to substitute properties
      

      [image: ]

      [image: ]

      The PropertyPlaceholderConfigurer [image: ] doesn’t have an id attribute. That’s because the Spring container detects its presence automatically and enables its functionality for you. In the location property [image: ] of the PropertyPlaceholderConfigurer, the file is located in the root of your classpath. If you’re following the code examples, the springbook.properties file
         is located in the src/main/resources directory, which is included in your classpath. You could also change the configuration
         at [image: ] to
      

      <property name="location" value="file:${user.home}/springbook.properties"/>

      In the previous configuration, you point to a file located in the home directory of whatever computer account is running your
         application through a Java system environment variable. (Spring will attempt to substitute Java system environment variables
         in the placeholders if they aren’t found in the properties files.) This is handy because server admins can store sensitive
         information in these files, which developers may not need to access. Also, this makes it easy for multiple developers to work
         on a project while pointing to their own databases. Figure 1.7 shows these scenarios in action. At [image: ], you change the hardcoded values over to substitution placeholders.
      

      Figure 1.7. Using external properties files to manage configuration for separate environments
      

      [image: ]

      At this point, you’re beginning to get a solid picture of how beans are configured cleanly in Spring. Although there’s more
         than we can possibly hope to cover here, let’s spend a little time going into depth about the important concept of bean scopes.
      

      1.4.2. Bean scopes
      

      When defining a bean with Spring, you can specify how you want instances created and managed as they’re retrieved from the
         container. This is called the bean scope. There are five such scopes: singleton, prototype, request, session, and global session. Scope is configured with the scope attribute:
      

      <bean id="accountDao"
    class="com.springinpractice.ch01.dao.jdbc.JdbcAccountDao"
    scope="singleton|prototype|request|session|globalSession"/>

      
Singleton scope
      

      Singleton scope is the default scope for beans declared in Spring. These singletons are different than Java classes that implement
         the singleton design pattern. Declaring a singleton bean in Spring ensures that only one instance exists on a per-container
         basis, whereas an instance of a class that implements the singleton design pattern will be the only one available on a per-classloader
         basis.
      

      As you request singleton beans from the container, Spring will create instances and cache them if they haven’t been created
         (see figure 1.8); otherwise, Spring will return already-existing instances from its cache. Therefore, singleton beans in Spring often don’t
         maintain state because they’re usually shared among multiple threads (such as in servlet environments). For example, singleton
         services often have references to singleton DAOs, and the DAOs might have references to Hibernate SessionFactorys, which are thread-safe. As long as resources are thread-safe—meaning they’re synchronized, immutable, have no state, or
         have fields where any of the previous criteria are strictly met—you can safely declare them with singleton scope to eliminate
         the overhead of creating them each time they’re requested.
      

      Figure 1.8. Singleton-scoped beans are shared among dependent class instances.
      

      [image: ]

      
Prototype scope
      

      Prototype-scoped beans are created every time they’re requested via ApplicationContext’s getBean() method, or each time they’re injected into other beans. Let’s consider the second case. The following code injects a bean
         with prototype scope into another bean with default singleton scope. (Note that you generally wouldn’t declare a DAO with
         prototype scope because you design them for thread-safety. We’re using a DAO to maintain consistency with previous examples.)
      

      <bean id="accountDao"
    class="com.springinpractice.ch01.dao.jdbc.JdbcAccountDao"
    scope="prototype"/>
<bean id="accountService"
    class="com.springinpractice.ch01.service.AccountService">
    <property name="accountDao" ref="accountDao"/>
</bean>

      In this scenario, AccountService is created once and cached. During that time, JdbcAccountDao is created and injected, but never cached. Subsequent requests for accountService, by way of ApplicationContext’s getBean() method or through injection, will yield the sole, cached AccountService instance along with its JdbcAccountDao reference. A singleton referencing a prototype makes the prototype effectively singleton in scope. But if you were to simultaneously
         inject JdbcAccountDao into another bean with singleton scope, that bean would maintain a reference to a separate instance. Figure 1.9 illustrates prototype scope.
      

      Figure 1.9. Prototype-scoped beans are instantiated every time one of their dependent classes is retrieved from the container. But if
         the dependent class is singleton-scoped, subsequent retrievals of it will return already-cached instances where the prototype-scoped
         dependency is effectively cached as well (it isn’t reinstantiated).
      

      [image: ]

      Prototype-scoped beans have different lifecycle semantics than singleton-scoped beans. Spring can manage the complete lifecycle
         including creation and destruction of singleton-scoped beans, but it can only manage the creation (instantiation, configuration,
         and decoration through dynamic proxying) of prototype-scoped beans. It’s up to the client code to clean up, release resources,
         and otherwise manage the lifecycle of prototype-scoped beans. In this way, prototype beans are similar to classes created
         with the new keyword in Java, although it would be irregular to substitute the former for the latter unless there are complex initialization
         requirements for stateful beans that Spring will make easier to manage.
      

      
Request, session, and global session scope
      

      The last three scopes—request, session and global session—are useful only in the context of web applications. It doesn’t matter
         what web framework you’re using; they function identically across all of them.
      

      Request-scoped beans are created each time an HTTP request makes its way into a servlet resource that is injected with one.
         Similar to request-scoped variables in servlets, these beans are safe to change and work with because the servlet specification
         dictates one thread per HTTP request.
      

      Session-scoped beans are confined to the scope of standard session-scoped variables. These, like request-scoped beans, are
         safe to modify and work with because although their access isn’t restricted to the same, single thread, it’s restricted to
         one thread at a time, which is tied to the current session of the client making the requests.
      

      Global session–scoped beans are applicable only in the context of portlet applications. Like session-scoped beans, they exist
         throughout an entire session, but they’re shared among all the portlets in a complete portlet web application, whereas session-scoped
         beans are created and managed for each individual portlet.
      

      There are a few prerequisites to employing beans with these scopes. First, if you’re using a framework other than Spring Web
         MVC, you have to register a RequestContextListener in the servlet deployment descriptor (web.xml):
      

      <web-app>
    ...
    <listener>
        <listener-class>
            org.springframework.web.context.request.RequestContextListener
        </listener-class>
    </listener>
    ...
</web-app>

      You can use RequestContextListener in Servlet containers that implement version 2.4 of the Servlet specification or greater. For 2.3 containers, a corresponding
         RequestContextFilter implementation is available. These listeners and filters enable the required integration between Spring and whatever servlet
         container you’re using. Basically, Spring can intercept requests and decorate them with this scoping functionality.
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