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   foreword
 

  
 

   

   Generative AI is here to stay, with profound implications for most of us—especially software developers. Despite its proven positive impact on personal productivity, studies consistently show that enterprise Gen AI initiatives usually fail. This book is part of the solution to that problem.
 

  
 

   

   Too many people think AI is synonymous with Python. This is a costly misconception. Python is the language of data science and low-level ML. However, success applying Gen AI in business is about application development, in which Java has long led the way.
 

  
 

   

   The JVM has a critically important role to play in reaping the full power of Gen AI. Agents are only as useful as the functionality they can access: Gen AI systems written in Java not only benefit from the maturity of the language ecosystem, but from proximity to valuable domain models and business logic.
 

  
 

   

   Most JVM systems are built on Spring. Over the last 22 years, Spring has brought its core principles and engineering rigor to the key challenges faced by Java developers. With the rise of AI it is fitting that Spring AI provides a clear path forward, making it easy and natural to add Gen AI functionality. That path now extends to sophisticated agent workflows with Embabel.
 

  
 

   

   Craig Walls has always played a valuable role in the Spring ecosystem. His Spring in Action was probably the first truly good book about Spring. He has a rare gift for making things easy to understand without glossing over thorny issues.
 

  
 

   

   Spring AI in Action finds him in fine form, clearly explaining the key topics with approachable examples. You’ll learn to build chatbots and RAG systems using vector databases; to work with MCP tools; to consume and generate audio and images; to introduce guardrails for safety; and to build observability into your Gen AI development from the start, rather than as an afterthought. I particularly appreciate the coverage of testing and evaluation—key topics that are too often overlooked.
 

  
 

   

   If you’re a Java developer, this book will show what you can achieve with Gen AI. If you’re not a Java developer, you’ll see how easy it is to build Java applications with Gen AI and how competitive the modern Java ecosystem is.
 

  
 

   

   Either way, the next step is yours.
 

  
 

   

   —Rod Johnson
 Founder, Spring Framework and Embabel
 

  


 

   

   preface
 

  
 

   

   The past few years have been beyond exciting. It’s not an overstatement to say that generative AI influences almost everything we do. As developers, you may be wondering how to integrate generative AI in your software projects. But as a Java developer, you may also be afraid that you’ll have to learn Python or some other language that is commonly associated with AI development.
 

  
 

   

   The great news is that Spring AI enables integration with generative AI in the language you already know (i.e., Java or any JVM language) and is built on Spring, the de facto standard framework for the Java platform. In short, no Python? No problem!
 

  
 

   

   Mark Pollack, Spring AI project lead, first introduced me to a very early incarnation of Spring AI at SpringOne 2023. At first, I didn’t fully grasp how big a deal this project would become. After all, what kind of application would I be writing that would ask simple questions of an LLM? But once the supporting pieces—retrieval-augmented generation (RAG), tools, chat memory, etc.—started falling into place, I quickly saw that Spring AI can unlock some very powerful capabilities in any Spring application.
 

  
 

   

   With Spring AI in Action, I was given the wonderful opportunity to learn and write about Spring AI as it was being developed and evolving toward a 1.0 release. Naturally, it is a daunting challenge to write about a technology as it is being developed. But it gave me a chance to see it take shape and even help shape the project myself.
 

  
 

   

   By the end of the first chapter, you’ll have the foundation of a Spring AI application. Then, as the book progresses, you’ll build on that foundation, layering on RAG, chat memory, tool use, Model Context Protocol (MCP), multimodal generation, security, and even agentic workflow patterns. No matter where you are in your generative AI journey, you’ll find that Spring AI in Action will be your guidebook to enable generative AI-based capabilities in your Spring Boot projects.
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   about this book
 

  
 

   

   Spring AI in Action was written to introduce you to building incredible applications that wield the power of generative AI through Spring AI.
 

  
 

   

   It begins with the most basic thing that you can do: submitting a prompt to a large language model (LLM). From there, it shows how to implement techniques such as retrieval-augmented generation (RAG), tool use, and chat memory to augment prompts with context that unlock better responses. Then, you’ll learn how to use Spring AI to add voice and image-based generation to your apps, enable observability and metrics, and work with generative AI securely. Finally, you’ll get a taste of what it takes to build generative AI agents with Spring AI.
 

  
 

   

   While Spring AI’s reference documentation is top-notch, this book goes further, providing a hands-on tour through the Spring AI ecosystem, including building a complete generative AI-based application.
 

  
 

   

   Who should read this book
 

  
 

   

   Spring AI in Action is for Java developers familiar with Spring and Spring Boot who are interested in applying generative AI in their existing Java applications without resorting to Python or other languages more commonly associated with AI.
 

  
 

   

   How this book is organized: A road map
 

  
 

   

   The book is made up of 12 chapters:
 

  
 

   

   	 Chapter 1 introduces Spring AI, showing how to initialize a new Spring project. In this chapter, you’ll take the first steps toward building a complete Spring AI-enabled application that you’ll grow throughout the rest of the book. 
 

   	 Chapter 2 covers the essentials of testing for quality results from an LLM using Spring AI’s evaluators. Whether applied at test time or at run time, evaluators can ensure that the answers you get are accurate and fact-based. 
 

   	 Chapter 3 delves into the various ways to submit prompts to Spring AI, including formatting response output, streaming responses, and working with prompt templates. You’ll also see how to augment prompts with additional context, which will set you up for what’s to come in chapter 4. 
 

   	 Chapter 4 shows how to employ retrieval-augmented generation (RAG) using Spring AI advisors. With RAG, you’ll be able to ask questions and get factual answers from sources that the LLM was never trained on, including your own documents. 
 

   	 LLMs have notoriously short memories. Therefore, chapter 5 examines how Spring AI can enable your application to remember conversational context, reminding the LLM of what has been said previously in a conversation and making up for the LLM’s inability to carry on a conversation. 
 

   	 In chapter 6, you’ll learn how to enable an LLM to use tools, making it possible for them to obtain information from APIs and databases. With tools, LLMs can do more than simply provide answers; they’ll be able to take action and perform tasks as a consequence of a prompt. 
 

   	 Chapter 7 builds on tool use from chapter 6 by showing how to collect tools, resources, and prompts in a Model Context Protocol (MCP) server. You’ll also see how to use MCP servers by building an MCP client in your application. 
 

   	 Chapter 8 shows how Spring AI can add sight and sound to your application. You’ll learn how to employ the transcription capabilities of some LLMs to transcribe audio to text and to turn text into audio files with speech. You’ll also see how to ask questions about images and also produce images based on a user prompt. 
 

   	 Observability is an important aspect of any software project, and generative AI is no exception. In chapter 9, you’ll learn how to use Spring Boot’s Actuator and Micrometer to observe metrics and trace the flow of prompts flowing through Spring AI. 
 

   	 Chapter 10 shows how to secure your generative AI interactions, using Spring Security along with Spring AI to ensure that tools aren’t invoked unless the user has permission and that documents aren’t considered for RAG-style context augmentation unless the user is allowed to read those documents. 
 

   	 Chapter 11 explores how to implement a handful of common non-chat use cases for AI using Spring AI, including text summarization, translation, and sentiment analysis. 
 

   	 Chapter 12 wraps things up with a look toward how you may build agentic AI workflows with Spring AI. The chapter begins by demonstrating how to implement a few common agentic workflow patterns based on Spring AI. Then the chapter looks at Embabel, an exciting new framework built on top of Spring AI that employs agentic planning to automatically determine the best plan to achieve a goal. 
 

  
 

   

   Developers new to Spring AI should start with chapter 1 and work through each chapter sequentially. Developers who may have worked with Spring AI before may prefer to flip to the chapters that most interest them. That said, most chapters build on the previous ones, so if you dive into the middle of the book, you may find that you are missing some context.
 

  
 

   

   About the code 
 

  
 

   

   This book contains many examples of source code both in numbered listings and in line with normal text. In both cases, source code is formatted in a fixed-width font like this to separate it from ordinary text. Sometimes code is also in bold to highlight code that has changed from previous steps in the chapter, such as when a new feature adds to an existing line of code.
 

  
 

   

   In many cases, the original source code has been reformatted; we’ve added line breaks and reworked indentation to accommodate the available page space in the book. In rare cases, even this was not enough, and listings include line-continuation markers (↪). Additionally, comments in the source code have often been removed from the listings when the code is described in the text. Code annotations accompany many of the listings, highlighting important concepts.
 

  
 

   

   You can get executable snippets of code from the liveBook (online) version of this book at https://livebook.manning.com/book/spring-ai-in-action. The complete code for the examples in the book is available for download from the Manning website at https://www.manning.com/books/spring-ai-in-action, and from GitHub at https:// github.com/habuma/spring-ai-in-action-samples.
 

  
 

   

   liveBook discussion forum
 

  
 

   

   Purchase of Spring AI in Action includes free access to liveBook, Manning’s online reading platform. Using liveBook’s exclusive discussion features, you can attach comments to the book globally or to specific sections or paragraphs. It’s a snap to make notes for yourself, ask and answer technical questions, and receive help from the author and other users. To access the forum, go to https://livebook.manning.com/book/spring-ai-in-action/discussion. You can also learn more about Manning’s forums and the rules of conduct at https://livebook.manning.com/discussion.
 

  
 

   

   Manning’s commitment to our readers is to provide a venue where a meaningful dialogue between individual readers and between readers and the author can take place. It is not a commitment to any specific amount of participation on the part of the author, whose contribution to the forum remains voluntary (and unpaid). We suggest you try asking the author some challenging questions lest his interest stray! The forum and the archives of previous discussions will be accessible from the publisher’s website as long as the book is in print.
 

  
 

   

   Need additional help?
 

  
 

   

   	 The Spring AI website is a great place to get general information about the Spring AI project, including Spring AI’s reference documentation at https://spring.io/projects/spring-ai. 
 

   	 Spring AI is an open-source project. You can find the source code in the GitHub repository at https://github.com/spring-projects/spring-ai. 
 

   	 The Spring AI team has curated a collection of examples in the Spring AI Examples GitHub repository at https://github.com/spring-projects/spring-ai-examples. 
 

   	 The author has also made several Spring AI examples available at https://github.com/habuma/spring-ai-examples. 
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1  Getting started with Spring AI

 

  
 

   

   This chapter covers
 

    

    	Introducing Spring AI
 

    	Initializing a Spring AI project
 

    	Selecting an AI provider and model
 

   
 

  
 

   

   Did you feel that? Over the past year or more, there has been a seismic shift that has reshaped the landscape of human-computer interaction that has the potential to change virtually every industry, profession, and way of life. Systems like ChatGPT and Midjourney have brought artificial intelligence (AI) out of the realm of science fiction and academic research and into the public view.
 

  
 

   

   AI is not exactly new. But generative AI, the specific branch of AI that uses generative models, known as large language models (LLMs) to produce text, images, and other content from natural language prompts, is what has put the notion of thinking machines into the hands of anyone with a smartphone, tablet, or computer. With generative AI, the average user can create works of literature and art or answer questions by simply chatting with the models. Indeed, many tasks that once required special skills can now be performed by anyone who can type their request into a generative AI-enabled application.
 

  
 

   

   Software engineering is not entirely immune to the effects of generative AI. Developers use tools such as Cursor and Claude Code as a virtual pair-programmer when developing applications. But the real opportunity for developers is in creating software that uses generative AI to offer rich functionality to the users of their applications. Generative AI enables applications to provide information that would be difficult or even impossible without the help of an AI model. With generative AI, users can ask questions—any question—and give instructions to the application to do their bidding, all in an intuitive and powerful way without the constraints of traditionally specific application menus and forms.
 

  
 

   

   Although there are a handful of very capable frameworks and libraries for working with generative AI for languages like Python and Node.js, only recently have options for Java started to emerge. Among them is Spring AI, a framework extension for Spring and Spring Boot that enables generative AI capabilities to be developed in the de facto standard framework for enterprise Java applications. This ability makes it possible for existing applications to adopt generative AI capabilities and for Java developers to work with generative AI in a familiar framework and programming model.
 

  
 

   

   
1.1 Hello, Spring AI!
 

  
 

   

   AI providers such as OpenAI and MistralAI offer access to their respective collections of LLMs via REST APIs. As long as you have an API key to gain access to those APIs, you can use virtually any HTTP client to submit prompts to the models that will generate responses. While HTTP clients such as Spring’s RestTemplate and RestClient—or even command line tools like curl and HTTPie—are capable of making calls to these LLM-backed APIs, you’ll soon find that once your needs move beyond simple prompts and simple responses, a client abstraction can make the more complex interactions with an LLM easier. 
 

  
 

   

   At the risk of oversimplification, Spring AI is, at its core, a client abstraction for working with various AI providers. It makes the easy interactions with LLMs trivial and the more complex uses relatively easy. And it does this while providing an interface that is consistent across all AI providers and their models, making the code you write portable whether your application is backed by models from OpenAI, Anthropic, Meta, MistralAI, or Google Gemini.
 

  
 

   

   As illustrated in figure 1.1, an application built around Spring AI can submit prompts for generation to an LLM at one of several supported AI providers. The generated response is then returned to the application to do with whatever it wishes. Internally, Spring AI handles all of the intricacies of sending the prompt request and handling the response, so that the application doesn’t have to.
 

  
 

    

   [image: figure] 

   
Figure 1.1 Spring AI coordinates interaction with AI providers and models.


  
 

   

   The prompt itself includes text in natural language for which the LLM should generate a response. Common types of prompts include
 

  
 

   

   	 A question to be answered 
 

   	 A message to determine sentiment (e.g., is the message positive or negative?) 
 

   	 A document to be summarized 
 

   	 Some content to be moderated 
 

   	 Some text to be classified (e.g., sentiment analysis) 
 

   	 A description of an image to be generated 
 

  
 

   

   Spring AI can help you achieve incredible generative AI feats, which you’ll do throughout the course of this book. But we have to start somewhere. So, let’s begin your Spring AI journey by writing a very simple REST service that uses the OpenAI service to answer questions.
 

  
 

   

   
1.1.1 Initializing the project
 

  
 

   

   Starting a Spring AI application is much the same as starting any other Spring Boot application. Spring AI comes with Spring Boot starter dependencies and autoconfiguration for many of its components, making it easy to go from zero to a working application with minimal effort. 
 

  
 

   

   There are many ways to initialize a Spring Boot project, including taking advantage of Spring Boot support in IntelliJ IDEA, Spring Tools (for both Eclipse and VS Code), Netbeans, the Spring Boot CLI, and the Spring CLI. You are welcome to use whichever initialization option you prefer. But they all use the same common service under the hood: the Spring Initializr at https://start.spring.io. If you are using the Initializr directly from the website, you’ll start your first Spring AI project by filling in the blanks and making the choices shown in figure 1.2.
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Figure 1.2 Initializing a Spring AI project with the Spring Initializr


  
 

   

   Whether you initialize the project from https://start.spring.io or use one of the other frontends for the Initializr, the choices you make will be the same. For this project, select the following:
 

  
 

   

   	 Groovy-based Gradle for the project build. 
 

   	 Spring Boot version 3.5.5. 
 

   	 JAR file packaging. 
 

   	 Java 24 (although Java 17 or higher is fine). 
 

   	 Spring Web (e.g., Spring MVC) and Spring AI’s OpenAI starter dependencies. (You may also choose the Spring Reactive Web dependency instead of Spring Web.) 
 

  
 

   

   You can fill in the Project Metadata fields however you wish. Throughout this book, you’ll use Spring AI to create an application that can answer questions about various tabletop games, so in this screenshot, it’s called Board Game Buddy (and the Artifact, Name, and Package Name fields are set accordingly). But you can call it something else if you’d like. After generating the project and loading it into your IDE, you’ll get a project that includes the build.gradle file. 
 

  
 

   

   
Listing 1.1 The Gradle build file for our project
 

    

    plugins {

    id 'java'

    id 'org.springframework.boot' version '3.5.5'

    id 'io.spring.dependency-management' version '1.1.7'

}



group = 'com.example'

version = '0.0.1-SNAPSHOT'



java {

    toolchain {

        languageVersion = JavaLanguageVersion.of(24)

    }

}



repositories {

    mavenCentral()

}



ext {

    set('springAiVersion', "1.0.3")  #1

}



dependencies {

    implementation 'org.springframework.boot:spring-boot-starter-web'

    implementation 'org.springframework.ai:spring-ai-starter-model-openai'

    testImplementation 'org.springframework.boot:spring-boot-starter-test'

    testRuntimeOnly 'org.junit.platform:junit-platform-launcher'

}



dependencyManagement {

    imports {

        mavenBom "org.springframework.ai:spring-ai-bom:${springAiVersion}"  #2

    }

}



tasks.named('test') {

    useJUnitPlatform()

}
 

    

     #1 Spring AI version

     
#2 Spring AI bill of materials

     


    
 

   
 

  
 

   

   Although it wasn’t explicitly specified in the Initializr, we’re using Spring AI version 1.0.3. There are many libraries that fall under the Spring AI umbrella, so the build uses a bill of materials (BOM) to manage all of the dependencies we might use for Spring AI. 
 

  
 

   

   Now that the project has been initialized, let’s write some code that uses Spring AI to answer questions. 
 

  
 

   

   
1.1.2 Submitting prompts
 

  
 

   

   The first Spring AI application you write will be a simple REST API that accepts questions and responds with answers to those questions. Internally, it will use Spring AI to submit those questions as prompts to an AI service whose LLM will generate answers. 
 

  
 

   

   The core of the application will be handled by a service class that implements this BoardGameService interface:
 

  
 

   

    

    package com.example.boardgamebuddy;



public interface BoardGameService {

    Answer askQuestion(Question question);

}
  

   
 

  
 

   

   The askQuestion() method takes a Question object as input and produces an Answer in response. The Question type is a simple Java record that carries the question submitted by the user:
 

  
 

   

    

    package com.example.boardgamebuddy;



public record Question(String question) {

}
  

   
 

  
 

   

   Similarly, the Answer is a Java record that carries the answer produced by the LLM:
 

  
 

   

    

    package com.example.boardgamebuddy;



public record Answer(String answer) {

}
  

   
 

  
 

   

   At the moment, each of these contain a single String property, but you’ll add more properties to them both as the project evolves. 
 

  
 

   

   The SpringAiBoardGameService class, shown in listing 1.2, implements BoardGameService using Spring AI components to interact with LLMs. This class is where you’ll do much of the work throughout the course of this book. 
 

  
 

   

   
Listing 1.2 The Spring AI implementation of BoardGameService

 

    

    package com.example.boardgamebuddy;



import org.springframework.ai.chat.client.ChatClient;

import org.springframework.ai.chat.prompt.ChatOptions;

import org.springframework.stereotype.Service;



@Service

public class SpringAiBoardGameService implements BoardGameService {



  private final ChatClient chatClient;



  public SpringAiBoardGameService(ChatClient.Builder chatClientBuilder) {  #1

    this.chatClient = chatClientBuilder.build();  #2

  }



  @Override

  public Answer askQuestion(Question question) {

    var answerText = chatClient.prompt()

        .user(question.question())      #3

        .call()

        .content();

    return new Answer(answerText);

  }



}
 

     #1 Injects a ChatClient.Builder

     
#2 Creates a ChatClient

     
#3 Submits a question

     


    
 

   
 

  
 

   

   As you can see, SpringAiBoardGameService is injected with a ChatClient.Builder via its constructor, which is then used to create a ChatClient. ChatClient is one of a handful of clients provided by Spring AI for interacting with an AI service. It is useful for the common case of textual generation where you are submitting text to an AI model and are expecting text as a response. 
 

  
 

   

   The askQuestion() method is the service’s only method. It takes a Question object and submits it to the LLM using Spring AI’s ChatClient. Using a fluent-style interface, you build up the prompt and then submit it and get the answer. 
 

  
 

   

   In the case of the askQuestion() method, the prompt is built with ChatClient's fluent interface with the following steps:
 

  
 

   

   	 The prompt() method is called, indicating that you’re defining the prompt. 
 

   	 The question is specified on behalf of the user by calling the user() method. As you’ll see in the chapter 3, user() is a method that defines a message in the prompt for the “user” role, along with a system() method for defining messages for the “system” role.  
 

   	 The call() method indicates that you are finished defining the prompt and are ready to submit the prompt to the LLM.  
 

   	 The content() method submits the prompt and returns the content of the response (e.g., the answer) as a String. 
 

  
 

   

   The askQuestion() method wraps up by wrapping the answer text in an Answer object which it then returns to the caller. 
 

  
 

   

   Now let’s put SpringAiBoardGameService to work by exposing it in a REST API. The following listing shows AskController, a Spring MVC controller to handle that job. 
 

  
 

   

   
Listing 1.3 A controller that handles requests working with BoardGameService

 

    

    package com.example.boardgamebuddy;



import org.springframework.web.bind.annotation.PostMapping;

import org.springframework.web.bind.annotation.RequestBody;

import org.springframework.web.bind.annotation.RestController;



@RestController

public class AskController {



  private final BoardGameService boardGameService;



  public AskController(BoardGameService boardGameService) {  #1

    this.boardGameService = boardGameService;

  }



  @PostMapping(path="/ask", produces="application/json")

  public Answer ask(@RequestBody Question question) {

      return boardGameService.askQuestion(question);  #2

  }



}
 

     #1 Injects a BoardGameService

     
#2 Asks the question  

     


    
 

   
 

  
 

   

   AskController is a relatively straightforward Spring MVC controller. It handles POST requests to "/ask" where the request’s “question” property will be bound to the question property in the Question record. It sends that Question to the injected BoardGameService's askQuestion() and returns the Answer it receives to the client that made the request.
 

  
 

   

   At this point, you’re almost ready to fire up the application and try it out. But there’s one more important thing you need to do first for the application to run.
 

  
 

   

   OpenAI requires that requests include an API key, so you’ll need to obtain your own API key from https://platform.openai.com/api-keys. If you’ve not done so already, you’ll need to create an account and sign in.
 

  
 

   

    

    Paying for generative AI
 

   
 

    

    Generative AI is a special kind of magic and, as the character Mr. Gold (aka Rumplestiltskin) said on the TV show Once Upon a Time, “All magic comes with a price.” Fortunately, the pricing for most LLMs is based on usage and is in fractions of a penny per 1,000 tokens (where a token is a piece of a word; roughly 3/4 of a word). Simple prompts and answers only weigh in at a few hundred tokens, so the bill won’t be adding up very quickly. Even so, keep an eye on your usage so that you aren’t hit with a surprise bill.
 

   
 

    

    Putting this in perspective, the U.S. Declaration of Independence contains 1,695 tokens, while Spring in Action, Sixth Edition contains just over 200K tokens. At the the prices quoted by OpenAI as I’m writing this, sending the entire text of Spring in Action, Sixth Edition as part of a prompt to the GPT-4o-mini model would cost roughly 3 cents. (That said, it would be impossible to do that in a single prompt because the context window only allows 128K tokens.)
 

   
 

    

    Optionally, you can run some models locally using Ollama, which is completely free. You’ll see how to do that a little later in this chapter.
 

   
 

  
 

   

   Once you’re signed in, click Create a New Secret Key, give it a name, and then click Create Secret Key. Take note of the key that you’re given because you won’t be able to retrieve it in its complete form from OpenAI later. I suggest saving it in a key store such as LastPass or 1Password so that you can retrieve it later, while still keeping it a secret.
 

  
 

   

   Now that you have your API key, you’ll need to tell Spring AI what it is so that Spring AI can send it in all requests to the API. The most obvious way of doing that is by setting the spring.ai.openai.api-key property in application.properties like this:
 

  
 

   

    

    spring.ai.openai.api-key=sk-BSMKiIVJM1ck3yM0u53p1K3yZZOINYUiCeC
  

   
 

  
 

   

   As straightforward as that might be, it’s not the best idea. When you check your code into source control, you’ll be checking your private API key in along with it. Instead, I suggest that you set your API key to an environment variable named SPRING_AI_OPENAI_API_KEY (which Spring Boot will treat as equivalent to spring.ai.openai.api-key). For example, on macOS or Linux systems, use 
 

  
 

   

    

    export SPRING_AI_OPENAI_API_KEY=sk-BSMKiIVJM1ck3yM0u53p1K3yZZOINYUiCeC
  

   
 

  
 

   

   or, if you’re using Windows,
 

  
 

   

    

    set SPRING_AI_OPENAI_API_KEY=sk-BSMKiIVJM1ck3yM0u53p1K3yZZOINYUiCeC
  

   
 

  
 

   

   You’ll need to set the SPRING_AI_OPENAI_API_KEY environment variable on the environments where you’ll be running the application. But the API key won’t be potentially exposed when you check your code into source control.
 

  
 

   

   With the API key specified, you’re almost ready to try it out. But before you get too carried away, let’s take a moment to write a test for SpringAiBoardGameService. 
 

  
 

   

   
1.1.3 Writing a test
 

  
 

   

   Testing is an important part of any software project. But generative AI presents some challenges with testing that are unlike other types of projects. The responses you get from sending a completion request to an LLM are nondeterministic, making it really hard to write an assertion against the response you get. In short, there is no isEqualTo() when it comes to testing your generative AI code. 
 

  
 

   

   Coming up in chapter 2, you’ll learn about evaluators and how to use them to assert that the response you get from an LLM is reasonably equivalent to an expected answer. For now, though, we want to write a test asserting that SpringAiBoardGameServiceWireMockTests does the right thing with whatever response is sent back from the LLM. Since you can’t make the LLM deterministic, you’ll replace the LLM with something that is deterministic. 
 

  
 

   

   To accomplish that, you can use WireMock (https://wiremock.org/) to mock the behavior of OpenAI’s API, having it return a known response instead of one generated from an LLM. The first step is to add the following test dependency to the project’s build:
 

  
 

   

    

    testImplementation 'org.wiremock.integrations:wiremock-spring-boot:3.9.0'
  

   
 

  
 

   

   With WireMock in place, you can now write the test itself. The following listing shows the code you’ll write to test the askQuestion() method of SpringAiBoardGameService. 
 

  
 

   

   
Listing 1.4 Using WireMock to mock the behavior of OpenAI’s API
 

    

    package com.example.boardgamebuddy;



import com.fasterxml.jackson.databind.ObjectMapper;

import com.github.tomakehurst.wiremock.client.ResponseDefinitionBuilder;

import com.github.tomakehurst.wiremock.client.WireMock;

import org.assertj.core.api.Assertions;

import org.junit.jupiter.api.BeforeEach;

import org.junit.jupiter.api.Test;

import org.springframework.ai.chat.client.ChatClient;

import org.springframework.beans.factory.annotation.Autowired;

import org.springframework.beans.factory.annotation.Value;

import org.springframework.boot.test.context.SpringBootTest;

import org.springframework.core.io.Resource;

import org.wiremock.spring.ConfigureWireMock;

import org.wiremock.spring.EnableWireMock;



import java.io.IOException;

import java.nio.charset.Charset;



@EnableWireMock(

    @ConfigureWireMock(baseUrlProperties = "openai.base.url"))  #1

@SpringBootTest(

    properties = "spring.ai.openai.base-url=${openai.base.url}")  #2

public class SpringAiBoardGameServiceWireMockTests {



  @Value("classpath:/test-openai-response.json")   #3

  Resource responseResource;



  @Autowired

  ChatClient.Builder chatClientBuilder;



  @BeforeEach

  public void setup() throws IOException {

    var cannedResponse =

        responseResource.getContentAsString(Charset.defaultCharset());

    var mapper = new ObjectMapper();

    var responseNode = mapper.readTree(cannedResponse);

    WireMock.stubFor(WireMock.post("/v1/chat/completions")

        .willReturn(ResponseDefinitionBuilder.okForJson(responseNode)));  #4

  }



  @Test

  public void testAskQuestion() {

    var boardGameService =

        new SpringAiBoardGameService(chatClientBuilder);

    var answer =

        boardGameService.askQuestion(

            new Question("What is the capital of France?"));  #5

    Assertions.assertThat(answer).isNotNull();

    Assertions.assertThat(answer.answer()).isEqualTo("Paris");    #6

  }

}
 

     #1 Enables WireMock

     
#2 Sets mocked base URL

     
#3 Injects test response

     
#4 Stubs completion endpoint

     
#5 Submits prompt

     
#6 Asserts response

     


    
 

   
 

  
 

   

   The @EnableWireMock annotation at the class level not only enables a WireMock test but also establishes a property named openai.base.url that will hold the value of the mock API. This property is then used in the @SpringBootTest annotation to set spring.ai.openai.base-url, the Spring AI configuration property that overrides the default OpenAI base URL. 
 

  
 

   

   Next, you’ll notice that a predefined JSON response is injected from that classpath using @Value. That response resource will be used in the test setup() method to stub out the completion endpoint on the mock API. The stub is defined such that if a POST request is made to /v1/chat/completions on the mock API, then the predefined JSON will be returned in the response. 
 

  
 

   

   The predefined JSON response is just a typical response you might get from OpenAI’s API:
 

  
 

   

    

    {

  "id": "chatcmpl-BOVzVYyegszUuxVuOwVsCtaslIxs2",

  "object": "chat.completion",

  "created": 1745182545,

  "model": "gpt-4.5-preview-2025-02-27",

  "choices": [

    {

      "index": 0,

      "message": {

        "role": "assistant",

        "content": "Paris",

        "refusal": null,

        "annotations": []

      },

      "finish_reason": "stop"

    }

  ],

  "usage": {

    "prompt_tokens": 11,

    "completion_tokens": 13,

    "total_tokens": 24,

    "prompt_tokens_details": {

      "cached_tokens": 0,

      "audio_tokens": 0

    },

    "completion_tokens_details": {

      "reasoning_tokens": 0,

      "audio_tokens": 0,

      "accepted_prediction_tokens": 0,

      "rejected_prediction_tokens": 0

    }

  },

  "service_tier": "default",

  "system_fingerprint": null

}
  

   
 

  
 

   

   As you can see, the content property is hard-coded as Paris. The other values are largely irrelevant for our test but are still there for the sake of having a complete response. 
 

  
 

   

   Finally, the testAskQuestion() method is where the testing happens. It first creates a new instance of SpringAiBoardGameService from the injected ChatClientBuilder. Then it calls the askQuestion() method to inquire about the capital of France. The two assertions that follow ensure that the Answer object returned will be nonnull and contain Paris in the answer property. 
 

  
 

   

   Try running the test. If everything goes well, it should pass with flying colors (or at least the color green). 
 

  
 

   

   Now is the time you’ve been waiting for: time to start up the application and give it a try. 
 

  
 

   

   
1.1.4 Trying it out
 

  
 

   

   Just as there are several ways to initialize a Spring Boot project, there are also several ways to run a Spring Boot application. If you already have a preference, then feel free to use it. If not, then the Spring Boot Gradle plugin makes it as easy as running the following at the command line:
 

  
 

   

    

    $ ./gradlew bootRun
  

   
 

  
 

   

   Once the application starts up, use your favorite HTTP client to send a POST request to http://localhost:8080/ask with JSON in the body that has the question. Here’s how to submit such a request using the well-known curl (https://curl.se/) command:
 

  
 

   

    

    $ curl localhost:8080/ask \

    -H"Content-type: application/json" \

    -d'{"question":"Why is the sky blue?"}'

{"answer":"The sky appears blue because of the way the Earth's atmosphere

scatters sunlight. When sunlight travels through the atmosphere, it collides

with molecules and particles in the air. These collisions cause the sunlight

to scatter in all directions. Blue light has a shorter wavelength and scatters

more easily than other colors, which is why we see the sky as blue during

the day."}
  

   
 

  
 

   

   Or, if you prefer the HTTPie (https://httpie.io/) command line tool, then the following command will achieve the same results:
 

  
 

   

    

    $ http :8080/ask question="Why is the sky blue?" -b

{

    "answer": "The sky appears blue during the day because of the way the

    Earth's atmosphere scatters sunlight. The shorter blue wavelengths of

    light are scattered in all directions by the gases and particles in the

    atmosphere. This is known as Rayleigh scattering. This scattering causes

    the blue light to dominate our view of the sky, making it appear blue to

    our eyes."

}
  

   
 

  
 

   

   HTTPie assumes that the hostname is localhost. It also assumes that both the request and response bodies are JSON and maps the “question” parameter into a property named question in a JSON document sent in the request body. The -b flag indicates that you only want the body of the request printed; if you omit it, the request headers will also be displayed. 
 

  
 

   

   Aside from showing you two ways to send a POST request to the application, these two command-line examples also show that the responses received were different. But the variation isn’t due to the choice of HTTP client. In fact, you could submit the exact same request multiple times with the same or different clients and get a different response each time. 
 

  
 

   

   The reason it varies is that generative AI is nondeterministic. The responses are probabilistic, providing responses that are statistically likely to follow the prompts that are submitted.
 

  
 

   

   Now you have a very simple question-and-answer application that uses Spring AI to generate responses. There’s much more that Spring AI offers, and we’ll explore it all throughout this book. But for now, let’s take a step back and consider the AI services and models that are available with Spring AI and how to choose one for your applications. 
 

  
 

   

   
1.2 Choosing a model
 

  
 

   

   At the outset of the project you created in this chapter, you chose Spring AI’s OpenAI starter. You’ve been using OpenAI’s REST API under the covers to respond to the questions that were submitted through the application. 
 

  
 

   

    

    OpenAI compatibility
 

   
 

    

    Although most AI service providers have their own proprietary APIs, many offer OpenAI-compatible APIs either as their own API or as an alternative to their API. AI service providers such as Groq (https://groq.com/) and Google Gemini, tools such as vLLM (https://docs.vllm.ai/) and LiteLLM (https://www.litellm.ai/), and even Ollama offer APIs that are mostly compatible with OpenAI’s API. You can use Spring AI’s OpenAI starter to integrate with these APIs in the same way you would with OpenAI itself. 
 

   
 

  
 

   

   What’s more, by default, Spring AI chooses OpenAI’s gpt-4o-mini model, which is one of OpenAI’s most popular models. It’s a very capable model that both understands and can generate responses in natural language and is trained on an enormous set of data, making it capable of answering almost any question you pose to it.
 

  
 

   

   Spring AI offers several other AI services to choose from, including 
 

  
 

   

   	 Amazon Bedrock—An AI service offered through Amazon’s cloud platform with models such as Claude, Llama, Mistral, and Titan. 
 

   	 Anthropic—An AI service founded by former members of OpenAI, offering the Claude family of models. 
 

   	 Azure OpenAI—Essentially the same set of models as OpenAI but offered through Microsoft’s Azure computing platform. 
 

   	 Google AI—An AI service offered through Google’s cloud platform, including Google’s Gemini models. 
 

   	 Hugging Face—Offers a repository with over 300,000 models to choose from Spring AI’s integration with Hugging Face works with Hugging Face’s cloud-based API. 
 

   	 MiniMax—A Chinese AI service offering several models, including multilingual models. 
 

   	 MistralAI—An AI company founded by former Meta and Google employees that offers several very capable LLMs, including the popular Mistral 7B model. 
 

   	 Ollama—An option for running several open-source models free and locally on your own hardware, including several popular models offered by some of the cloud-based services. 
 

  
 

   

   Those services all provide various models suitable for text-based generation. Some also provide multimodal generation, including images and speech (which we’ll explore in chapter 7). And most also provide an embedding API that can translate text into a mathematical representation that can be used to determine similarity between two or more sets of text, which will become important when we cover retrieval augmented generation (RAG) in chapter 4. 
 

  
 

   

   If that list isn’t overwhelming enough, you should know that the generative AI landscape is constantly changing, and more services and models are always becoming available, each one trying to outdo those that came before it. With so many choices, how do you choose which service and model to use? While there really isn’t a definitive way to choose a model, there are a handful of criteria to consider when choosing a provider and model:
 

  
 

   

   	 Price—Most of the options, especially the cloud-based options, require payment. While many of them are priced very inexpensively, you’ll want to consider how your choice will impact your budget. But there are also free options, including models served by Ollama. 
 

   	 Context window—When processing a prompt and providing a response, the prompt and response are broken down into granular pieces called “tokens.” How tokens are created isn’t as important as how many are allowed in the prompt and response. Different models have different context windows, ranging from a few thousand tokens per interaction to millions of tokens per interaction. These limits aren’t of great concern when asking simple questions, but as you add conversational history and document context to your prompts, you’ll want to be sure that your prompts don’t exceed the model’s limits. 
 

   	 Training—The most significant difference between various models is what data they are trained on. Some models are trained on much larger datasets than others, while some are trained on smaller, but more focused datasets. Moreover, the date that a model is trained up to will have an effect on its ability to provide responses based on more current data. 
 

   	 Capabilities—Some AI providers and models provide additional capabilities, such as the ability to stream responses and provide content from application-provided tools. Because such features are not standard across all LLMs and providers, you’ll want to be sure to consider whether you’ll need these additional capabilities. 
 

  
 

   

   Because new models are frequently being added and the prices, context windows, and capabilities of the models are often changing, I won’t dwell on those specifics in this book. You should refer to each provider’s website for the latest available models and their specifications.
 

  
 

   

   Whatever choice you make, the only significant difference it will make in your application is in what starter dependency you add to your build and how you configure credentials and other options in your application configuration. The code you write that uses ChatClient or most other Spring AI components will be the same. 
 

  
 

   

   
1.2.1 Configuring OpenAI models
 

  
 

   

   The example we built in this chapter uses Spring AI’s OpenAI integration. So you’ve already seen how to add it to a Spring Boot project. As a reminder, though, here’s the starter dependency to use for integrating with OpenAI:
 

  
 

   

    

    implementation 'org.springframework.ai:spring-ai-starter-model-openai'
  

   
 

  
 

   

   As you’ve seen, this starter comes with autoconfiguration that enables a ChatClient .Builder, making it easy to get started by injecting the builder, using it to create a ChatClient, and then calling the prompt() method to build and submit a request. 
 

  
 

   

   By default, Spring AI’s OpenAI module works with the GPT-4o mini model, which is a very capable model. But it’s not the only model you can choose, and you may want to consider using a different one.
 

  
 

   

   OpenAI updates its models and introduces new models every so often. To see what current models are available, visit https://platform.openai.com/docs/models or use the models endpoint:
 

  
 

   

    

    $ http -A bearer -a $SPRING_AI_OPENAI_API_KEY \

    https://api.openai.com/v1/models
  

   
 

  
 

   

   Among the models that OpenAI offers are GPT-4.1 mini, GPT-4.1 nano, and GPT-4.1. Spring AI defaults to GPT-4o mini, but you might consider choosing the more capable GPT-4.1 for more complex work. Or perhaps you want to try GPT-4.1 nano to be more cost-effective.
 

  
 

   

   To use GPT-4.1, GPT-4.1 nano, or any of OpenAI’s other models, set the spring.ai.openai.chat.options.model property. For example, here’s how you would override the default to use GPT-4.1 nano:
 

  
 

   

    

    spring.ai.openai.chat.options.model=gpt-4.1-nano
  

   
 

  
 

   

   As an alternative to using OpenAI models directly through OpenAI’s service, you can also access OpenAI models through Microsoft Azure. You’ll need to sign up for Azure access at https://azure.microsoft.com/ and obtain your API key through the Azure portal.
 

  
 

   

   Spring AI has a different starter dependency if you’re using Azure OpenAI:
 

  
 

   

    

    implementation

    'org.springframework.ai:spring-ai-starter-model-azure-openai'
  

   
 

  
 

   

   Likewise, specifying your API Key for Azure OpenAI is slightly different in that the property includes the word “azure”:
 

  
 

   

    

    spring.ai.azure.openai.api-key=sk-BSMKiIVJD0n4ldDuck2p1K3yZZOINYUiCeC
  

   
 

  
 

   

   Or you can specify it as an environment variable like this:
 

  
 

   

    

    export SPRING_AI_AZURE_OPENAI_API_KEY=BSMKiIVJD0n4ldDuck2p1K3yZZOINYUiCeC
  

   
 

  
 

   

   It’s also important to note that even though Azure OpenAI serves OpenAI models, it is a separate provider from OpenAI. As such, your OpenAI API key will not work with Azure OpenAI. If you want to use Azure OpenAI, you’ll need to sign up for an account at https://mng.bz/X7e1 and obtain an API key from Microsoft.
 

  
 

   

   To select a non-default model, set the spring.ai.azure.openai.chat.options .deployment-name. The following line in your application’s application.properties file should do the trick:
 

  
 

   

    

    spring.ai.azure.openai.chat.options.deployment-name=gpt-4
  

   
 

  
 

   

   As shown here, the spring.ai.azure.openai.chat.options.deployment-name property is telling Spring AI to send prompts to the GPT-4 model rather than the default GPT-4o-mini model. 
 

  
 

   

   
1.2.2 Serving models locally with Ollama
 

  
 

   

   One more very compelling option, especially for development purposes, is to use Ollama (https://ollama.com). Ollama is an amazing tool that enables you to run several open-source LLMs locally and for free on your own machine. Some of the most popular LLMs available for Ollama include Meta’s Llama, Google’s Gemma, Alibaba’s Qwen, and MistralAI’s Mistral 7B. 
 

  
 

   

   After downloading and installing Ollama on your machine, you’ll need to pull one or more models that you want to use. Pulling models to your local machine is made easy with the ollama command-line tool. For instance, to install the Gemma 2B model locally, you would use the following command-line incantation:
 

  
 

   

    

    $ ollama pull gemma:2b
  

   
 

  
 

   

   Similarly, if you would like to use MistralAI’s Mistral 7B model, you would use this command:
 

  
 

   

    

    $ ollama pull mistral:7b
  

   
 

  
 

   

    

    LLMs aren’t one-size-fits-all
 

   
 

    

    Be aware that the performance of the models you choose will depend on their size as well as the hardware that is running Ollama. For example, I had no trouble at all running Gemma 2B on my MacBook Pro, which is a few years old, but the Gemma 7B model was significantly slower and consumed a lot more memory while generating responses.
 

   
 

  
 

   

   Refer to Ollama’s official list of available models (https://ollama.com/library) for information regarding what models are available. To see a list of the models installed on your machine, use the ollama command line:
 

  
 

   

    

    $ ollama list
  

   
 

  
 

   

   Or, for more details on the models that you have installed, send a GET request to the Ollama API’s /api/tags endpoint:
 

  
 

   

    

    $ http http://localhost:11434/api/tags -b
  

   
 

  
 

   

   Once you have pulled one or more models and Ollama is running on your machine, you can start using them in your project using Spring AI’s Ollama starter dependency:
 

  
 

   

    

    implementation 'org.springframework.ai:spring-ai-starter-model-ollama'
  

   
 

  
 

   

   Unlike the other AI providers supported by Spring AI, you won’t need to obtain or set an API key to use Ollama. That’s because Ollama isn’t a cloud-based AI service like OpenAI. Ollama will be running on your local machine, so no access credentials are required.
 

  
 

   

   Spring AI defaults to the Mistral 7B model when using Ollama. If you’d like to use a different model, you’ll have to specify which one you want to use with the spring.ai.ollama.chat.model property, as shown here:
 

  
 

   

    

    spring.ai.ollama.chat.model=gemma:2b
  

   
 

  
 

   

   This configures Spring AI to use the Gemma 2B model from Ollama running on your local machine.
 

  
 

   

   Spring AI also offers something special for working with Ollama models. Instead of using ollama pull to pull the models you want to use, you can ask Spring AI to pull them for you by setting the spring.ai.ollama.init.pull-model-strategy property. For example, to have Spring AI pull the model if it hasn’t already been installed, you can set spring.ai.ollama.init.pull-model-strategy like this:
 

  
 

   

    

    spring.ai.ollama.init.pull-model-strategy=when_missing
  

   
 

  
 

   

   You may also choose to set it to always to have it pull the model every time that the application starts. The default value is never, which means it will never pull the model automatically.
 

  
 

   

   Although having Spring AI pull Ollama models for you automatically is very convenient, it does add time to the application startup. You will probably want to avoid taking advantage of this in production settings and reserve its use for development and test time.
 

  
 

   

   Although Spring AI supports several AI services and models, we need to make a choice that we’ll stick with for most of the examples. So, unless otherwise stated, the examples in this book will be written to work with OpenAI’s (or Azure OpenAI’s) gpt-4o-mini model as well as Ollama using the Gemma, Llama, or Mistral models. You’re welcome and encouraged to try other models, but be aware that the results and your success may vary. 
 

  
 

   

   
1.3 Previewing Spring AI’s capabilities
 

  
 

   

   In this chapter, you’ve created a very elementary Spring AI application that sends a basic textual prompt to an LLM and prints out the textual response. It doesn’t get much simpler than that. But if that’s all there was to Spring AI, you wouldn’t bother to read this book (and I wouldn’t have bothered to write it). Spring AI has a lot more to offer than that, as you’ll see in the chapters that follow. 
 

  
 

   

   For more advanced cases, the prompts you send will be longer and more involved than one-sentence questions. You’ll want to provide more detailed instructions for how the LLM should respond, as well as data or other context that the LLM can draw upon when generating a response. To make complicated prompts easier to work with, Spring AI offers the option of creating prompt templates that have placeholders that can be filled with parameter values and context.
 

  
 

   

   Many times, working with an LLM is more than a single question and answer. When interactions become a back-and-forth conversation, it’s important that the conversation’s history be kept so that the LLM will remember what was said before. Spring AI makes it easy to maintain chat history and provide that history as context when prompts are sent.
 

  
 

   

   All models are trained on information up to a specific date and know nothing about events that may have happened after that date. Moreover, your project may require asking about confidential documents that the LLMs were not trained on. To fill in the gaps, a technique known as retrieval-augmented generation (RAG) can be applied with Spring AI. With RAG, you’ll be able to ask questions about and converse with your own documents. 
 

  
 

   

   While RAG is wonderful when working with unstructured documents, there may be situations where you’ll want to integrate generative AI with functionality provided by your application, such as looking up data from a database or even taking some action (e.g., placing an order). For those cases, Spring AI can work with the tools offered by some of the models from OpenAI, Mistral, and Google. And applying Spring AI’s support for Model Context Protocol (MCP) will let you work with collections of related tools as a module. 
 

  
 

   

   Often, your users will need to ask more than a single question and get a single answer. Although LLMs themselves do not remember past interactions, by applying Spring AI’s chat memory, you’ll enable your application’s users to carry on conversations.
 

  
 

   

   Spring AI can do more than just interact with an LLM to answer questions. Using Spring AI, you’ll be able to do more with text, such as analyzing sentiment, moderating content, summarizing documents, and classifying text. 
 

  
 

   

   Finally, textual prompts that yield textual responses are only one aspect of generative AI. Spring AI can also help you generate images from text, transcribe audio into text, and many other exciting ways of making your AI-enabled applications shine.
 

  
 

   

   These are the things you’ll use Spring AI to do before the final page of this book. So hang on tight. This is going to be an exciting ride!
 

  
 

   

   Summary
 

  
 

   

   	 Spring AI enables generative AI capabilities for applications developed with Spring Boot. 
 

   	 Spring AI provides a client abstraction with a consistent interface, no matter what AI service provider or LLM you are using. 
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