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   preface
 

  
 

   

   Throughout our software careers, we’ve had the opportunity to participate in several refactoring projects. The narrative is often the same: products need to scale, but time is limited. This situation leads to extensive development efforts over months, filled with discussions about patterns and languages.
 

  
 

   

   Refactoring with Java and Go involved significant challenges, including constant file moving, package exports, system wrappers, and outright rewrites of existing systems. The paths to success were rarely clearly defined. This book aims to provide you with many of these patterns, using a language designed for breaking down and rewriting existing systems. Refactoring to Rust demonstrates how Rust can seamlessly integrate into your ecosystem, delivering scaling benefits from day one due to the nature of the language.
 

  
 

   

   Rust brings advantages, such as type safety and memory safety, along with performance gains attributed to these properties. In this book, you will learn how Rust can enhance nearly any project. Positioned to replace existing languages like C and C++, Rust stands out for its robust toolchain and memory safety features. We will also explore how Rust can interact with languages like Python, revealing performance improvements when building libraries and modules that work across both languages. Additionally, we’ll discover unexpected uses for Rust, such as in web browsers and as a universal runtime.
 

  
 

   

   Overall, this book aims not only to showcase the power of Rust but also to equip you with the skills to refactor large systems with confidence.
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   about this book
 

  
 

   

   Martin Fowler’s renowned book Refactoring emphasizes the primary goal of refactoring: to enhance the design of existing code. Readers familiar with the book will recognize its method of presenting various code segments, followed by improved alternatives that enhance readability, efficiency, or simplicity. While the strategies have evolved in the second edition, the core message remains unchanged: functional code can always be improved.
 

  
 

   

   Refactoring to Rust outlines strategies for transitioning from one programming language to another while preserving the external behavior of the code. How is this achieved? As we will examine, Rust is designed to gradually replace other languages by integrating and decomposing existing code—much like the process of rusting iron—and substituting it with Rust code. Initially focused on replacing C++, the project has expanded to include JavaScript and Python.
 

  
 

   

   Who should read this book
 

  
 

   

   This book is focused on developers who specialize in other languages, such as C, C++, Python, and JavaScript, but want to learn Rust. While this book does not give you an in-depth view of the language, it does provide practical examples and use cases to change your code to Rust. No formal understanding of Rust is needed, although it is helpful.
 

  
 

   

   How this book is organized: A roadmap
 

  
 

   

   In line with Fowler’s approach, we will present challenges in one language and demonstrate how to refactor these complexities in Rust. The goal is to maintain the underlying functionality of the application while using Rust’s speed and safety to enhance the overall system.
 

  
 

   

   Our exploration begins with an introduction to the Rust language, discussing its mechanics and comparing it to languages like C, C++, and Python. This information is framed within the context of refactoring, emphasizing how we can systematically improve our systems instead of allowing them to devolve into unmanageable code. We will also delve into Rust’s advanced features, such as variable lifetime and ownership, which are crucial to mastering the language.
 

  
 

   

   The first major focus will be on C, the foundational language for many others. In chapter 3, we will examine Rust’s ability to create both safe and unsafe code, explore wrapping dangerous code in Rust, and utilize debugging tools. This foundation will prepare us for chapter 4, where we will integrate Rust into an existing C codebase, manipulate memory, and add new functionality to an NGINX server.
 

  
 

   

   After our initial integration into another system, in chapter 5, we will consider Rust as a library tool. Creating packages compatible with other projects is an effective way to refactor applications, provided that these libraries offer enhanced functionality. We will also explore benchmarking and performance metrics to justify the transition from older languages to Rust. In chapters 6, 7, and 8, we will demonstrate how these packages can be used to refactor Python code, either by executing Python within Rust or by embedding Rust into Python.
 

  
 

   

   The final two chapters will challenge us with advanced applications of Rust. Chapter 9 will focus on compiling Rust to run in web browsers using a new format called Wasm. Chapter 10 will use this technology to build a universal runtime, providing a flexible (yet complex) method for refactoring or interacting with existing code. 
 

  
 

   

   The chapters are not required to be read in order, and if you are already familiar with Rust, you can probably skip the first two chapters unless you want a refresher. If you are eager to jump into a particular language, chapters 3 and 4 focus on integrating with C and C++, and chapters 6 through 8 focus on Python, while chapter 9 focuses on JavaScript.
 

  
 

   

   Chapter 10 can also be read on its own and offers a different way to refactor by changing the environment in which an application runs rather than changing the code itself.
 

  
 

   

   Refactoring is more art than science. Both Martin Fowler’s book and ours offer patterns to follow; it will be your responsibility to apply these techniques effectively.
 

  
 

   

   About the code 
 

  
 

   

   The code covered in this book mostly focuses on Rust, but within the context of other languages. The basics of Rust are covered at the beginning, and then integration with C, Python, and JavaScript occurs throughout the remainder of the book. These languages are not taught but are expected to be known by the reader if they are refactoring code in that language.
 

  
 

   

   There are no limitations on hardware or the software used. Nothing in the text is specific to a particular operating system or requires any special setup other than an installation of Rust. Additional libraries and tools are mentioned in the chapters, but the text is dedicated to this setup and is not required by the reader to do beforehand.
 

  
 

   

   In addition, Rust is a growing language, and therefore, the syntax and libraries may shift over time. We have taken care to select stable libraries in our examples to accommodate this as much as possible.
 

  
 

   

   The book contains many examples of source code in numbered listings and in line with normal text. In both cases, source code is formatted in a fixed-width font like this to separate it from ordinary text. 
 

  
 

   

   In many cases, the original source code has been reformatted; we’ve added line breaks and reworked indentation to accommodate the available page space in the book. In some cases, even this is not enough, and listings include line-continuation markers (↪). Additionally, comments in the source code have often been removed from the listings when the code is described in the text. Code annotations accompany many of the listings, highlighting important concepts.
 

  
 

   

   You can get executable snippets of code from the liveBook (online) version of this book at https://livebook.manning.com/book/refactoring-to-rust. The complete code for the examples in the book is available for download from the Manning website at https://www.manning.com/books/refactoring-to-rust, and from GitHub at https://github.com/lily-mara/refactoring-to-rust. 
 

  
 

   

   liveBook discussion forum
 

  
 

   

   Purchase of Refactoring to Rust includes free access to liveBook, Manning’s online reading platform. Using liveBook’s exclusive discussion features, you can attach comments to the book globally or to specific sections or paragraphs. It’s a snap to make notes for yourself, ask and answer technical questions, and receive help from the author and other users. To access the forum, go to https://livebook.manning.com/book/refactoring-to-rust/discussion. 
 

  
 

   

   Manning’s commitment to our readers is to provide a venue where a meaningful dialogue between individual readers and between readers and the authors can take place. It is not a commitment to any specific amount of participation on the part of the authors, whose contribution to the forum remains voluntary (and unpaid). We suggest you try asking the authors some challenging questions lest their interests stray! The forum and the archives of previous discussions will be accessible from the publisher’s website as long as the book is in print.
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1  Why refactor to Rust

 

  
 

   

   This chapter covers
 

    

    	Why you may want to refactor an application
 

    	Why Rust is a good choice for refactoring
 

    	When it is and is not appropriate to start a refactoring project
 

    	A high-level overview of methods you can use to refactor your code into Rust
 

   
 

  
 

   

   If you have ever heard of the Rust programming language, you may have heard of software companies rewriting their code in Rust from a slower, interpreted language. A few of these companies have published blog posts lauding the performance benefits of Rust over their previous systems, and they tell a very tidy story: other languages are slow, and Rust is fast. Therefore, rewrite your code in Rust, and your systems will be fast.
 

  
 

   

   While it may be tempting to think that we can all just rewrite our code when something better comes along, we all know the reality that software does not exist in a bubble of infinite resources. Performance improvements and technical debt payments need to be balanced with feature development, user requests, and the million other things that come along with modern software work. While reimplementing functionality in a new language, you also need to ensure that you are providing a consistent and reliable service to your users. How, then, can a developer hope to improve their code base while maintaining the rapid pace of development and reliability expected? The answer lies not in big bang–style rewrites but in incremental refactoring.
 

  
 

   

   
1.1 What is refactoring?
 

  
 

   

   Refactoring is the process of restructuring code so that it performs better, is easier to maintain, or meets some other definition of “better.” There is a distinction, however fuzzy, between refactoring and rewriting. The difference between the two comes down to the size of the operation. 
 

  
 

   

   Rewriting is taking a whole application or a large part of an application and reimplementing it from scratch. We might rewrite to take advantage of a new programming language or data storage model or just because the current the system is difficult to maintain, and it seems easier to throw it out and start over than to improve it.
 

  
 

   

   Refactoring is rewriting on a much smaller scale. Instead of aiming to replace the current system wholesale, we want to find the parts of the system that need the most help and replace the smallest amount of code possible to improve the system. The benefits of refactoring over rewriting are numerous:
 

  
 

   

   	 Because the current system is the “new system,” it can continue to run and serve customers while the refactoring is in progress. We can deploy a series of very small code changes to ensure that we know what change caused a problem. If we rewrite and deploy a whole new system all at once, how would we know what part of the system is causing errors if we see them? 
 

   	 Existing code probably already has years of production experience and monitoring around it. The experience others have of operating and debugging existing code should not be undervalued. If a new system has a problem that you have no experience dealing with, how are you going to find it? 
 

   	 Ideally, existing code will have automated testing associated with it. These tests can be reused to verify that our refactored code fulfills the same contract as the existing code. If your existing code does not have automated tests, refactoring is a great impetus to start writing them! 
 

  
 

   

   Figure 1.1 displays how deploys over time might be different in a rewrite versus a refactor.
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Figure 1.1 How refactoring and rewriting affect the size of deployments






   

   When rewriting a system, changes must often be bundled and deployed together. This decreases velocity and increases the risk of errors in deployments. The longer features sit on a branch or in a stale staging environment, the more difficult it will be to debug that code when it is deployed. If all software has some risk of a bug, increasing the frequency of changes and decreasing the lines of code changed in deployments will help us find and eliminate bugs in the least amount of time.
 

  
 

   

   When refactoring, we want to make small, independent changes that can be deployed as soon as possible. We add metrics and monitoring around our changes to ensure that when they are deployed, results remain consistent. This process allows us to quickly and consistently deploy small changes that fix bugs, add features, or improve the performance of our system.
 

  
 

   

   That being said, we must consider a number of factors when refactoring code that’s already doing its job:
 

  
 

   

   	 Ensuring that behavior is consistent between the old and new code 

     

     	 Using existing automated testing 
 

     	 Writing new tests that deal with new data structures introduced by the refactoring 
 

    


 

   	 Deploying the new code 

     

     	 Determining the level of separation between the old and new code’s deployment environments 
 

     	 Deciding how to compare the performance of the systems while they are both running 
 

     	 Controlling the rollout of the new system so that only a small percentage of customers access the new code paths 
 

    


 

  
 

   

   In this book, we will explore techniques and approaches that can be used to refactor code that is slow or difficult to reason about into Rust. We’ll cover how to find the most critical parts of your code in need of refactoring, how to make your existing code talk to Rust, how to test your newly refactored code, and more. 
 

  
 

   

   
1.2 What is Rust?
 

  
 

   

   Rust is a programming language that emphasizes fast run time, high reliability, and memory safety. According to rust-lang.org, Rust is “a language empowering everyone to build reliable and efficient software.” What does that mean?
 

  
 

   

   	 Empowering —Rust aims to give developers abilities that they would not otherwise have. 
 

   	 Welcoming —The Rust community is extremely welcoming to everyone regardless of background. Rust developers span every skill level; some have Rust as their first programming language, and others know many. Some are coming from low-level programming, while others are application developers in languages like Python, Ruby, and JavaScript. 
 

   	 Reliable —Rust software aims to be fault tolerant and explicit about how errors are handled so that nothing slips through the cracks. 
 

   	 Efficient —Due to being compiled directly to machine code and the lack of a run-time garbage collector, Rust code is much faster right out of the box than code written in interpreted languages like Python, Ruby, and JavaScript. In addition, Rust provides developers with the tools to control lower-level details like memory allocations when required, which can lead to massive speedups while still keeping your application easy to understand. 
 

  
 

   

   
1.3 Why Rust?
 

  
 

   

   Rust combines memory safety, performance, and a fantastic type system; these features act together to keep your applications working correctly. The strong type system ensures that data exchange follows the correct contract, and unexpected data will not cause unexpected results. The lifetime and ownership systems permit you to share memory directly across Foreign Function Interface (FFI) boundaries without questions of where the responsibility for freeing resources lies. The strong guarantees around thread safety allow you to add parallelism that would have previously been impossible or highly risky. When you combine these features, which were initially designed to help developers write better Rust programs, you will see that they are ideal for aiding in incremental refactoring of almost any language into Rust.
 

  
 

   

   
1.4 Should you refactor to Rust?
 

  
 

   

   There are a variety of reasons that you may want to refactor parts of your application into Rust, but the two primary goals that we will discuss in this book are performance and memory safety.
 

  
 

   

   
1.4.1 Performance
 

  
 

   

   Let’s imagine that you’re working on an application written in a language like Python, Node.js, or Ruby. You’ve been adding new features to your application for a while, and you have a large codebase. However, as your user base grows, you have started to notice that you’re paying a lot to scale your service with the required compute resources. Your application is being slowed down by some part of the request handling, but you’re not quite sure where yet.
 

  
 

   

   This book will guide you through techniques, like benchmarking and profiling, that will lead you to the places in your code that will benefit the most from a performance-oriented refactoring. Once we find these places, we will explore techniques to implement the same functionality in Rust, along with some performance tuning that can make your code as fast as possible.
 

  
 

   

   Let’s look at a small example. Imagine that the CSV-parsing code in the following listing is in your web application.
 

  
 

   

   
Listing 1.1 Python function: The sum of values from a column in a CSV string
 

    

    def sum_csv_column(data, column):

  sum = 0



  for line in data.split("\n"):

    if len(line) == 0:

      continue



    value_str = line.split(",")[column]

    sum += int(value_str)



  return sum
  

   
 

  
 

   

   This Python function is fairly trivial; it returns the sum of all values from a given column in a CSV string. Writing the same function in Rust looks very similar.
 

  
 

   

   
Listing 1.2 The same CSV column summing function written in Rust
 

    

    fn sum_csv_column(data: &str, column: usize) -> i64 {  #1

  let mut sum = 0;  #2



  for line in data.lines() {

    if line.len() == 0 {

      continue;

    }



    let value_str = line

      .split(",")

      .nth(column)

      .unwrap();  #3

    sum += value_str.parse::<i64>().unwrap();  #4

  }



  sum

}
 

    

     #1 Functions in Rust always have their parameter and return types explicitly labeled.

     
#2 The mut keyword indicates that a variable is mutable and its value can change over time.

     
#3 The unwrap function at the end of these lines indicates that the functions used could possibly fail, and we’re just going to panic if they do.

     
#4 This syntax (::<i64>) is called the “turbofish” operator in Rust; it is used when the compiler needs a hint about what type a function should return. Since the parse function can return different types depending on context, it is required for disambiguation (for more information, see chapter 3).

     


    
 

   
 

  
 

   

   The Rust version of the function may look slightly more intimidating at first, but it is quite similar to the Python version:
 

  
 

   

   	 Both functions take two variables: a string of CSV and a column number to sum. The Rust version has explicitly labeled types, but the Python version still expects variables to have those types too, even if they’re not labeled. 
 

   	 Both functions return numbers; once again, Rust explicitly labels these at the top of the function declaration, while Python does not. 
 

   	 Both functions raise errors if the data they are given does not match expectations. The Python version raises exceptions, and the Rust version panics (for more on error handling, see chapter 2). 
 

   	 Both functions use the same naive CSV parsing algorithm to accomplish their goals. 
 

  
 

   

   Despite their similar appearance, these two functions have quite different performance characteristics. The Python version will allocate a list of strings containing each line in the CSV input string, put those strings in a list, and allocate a new list of strings for each row of comma-separated values in the data. Because of the strong guarantees that the Rust compiler can make about when memory is allocated and deallocated, the Rust version safely uses the same underlying string memory for the whole function, never allocating. Additionally, Rust’s .split function on strings creates an Iterator, not a list. Consequently, the whole sequence of substrings is moved over one at a time instead of allocating the whole thing up front as the Python version does. This distinction is discussed in more detail in chapter 3. If the input data is many millions of lines long or has many fields, it will have a huge effect on performance.
 

  
 

   

   We ran both of these examples with the same input file of 1 million rows and 100 columns. Table 1.1 highlights their respective time and maximum memory usage.
 

  
 

   

   
Table 1.1 Performance differences between Python and Rust CSV aggregation functions
 

    

     

      

      	 

       

         Version 

       

 

      	 

       

         Run time 

       

 

      	 

       

         Max memory used 

       

 

     
 

     

     

      

      	  Python 

 

      	  2.9 s 

 

      	  800 MiB 

 

     
 

      

      	  Rust 

 

      	  146 ms 

 

      	  350 MiB 

 

     
 

     

   
 

  
 

   

   The Rust version represents a speedup of approximately 20 times, and it uses less than half the memory. These are significant performance gains without a significant increase in the complexity of the code. We cherry-picked this example; Rust may perform better or worse in your use case.
 

  
 

   

   
1.4.2 Memory safety
 

  
 

   

   Alternatively, you may be working on a C or C++ project and want to utilize Rust for the benefits in safety that it provides over those languages. At compile time, Rust can verify that your application is safe from memory bugs like data races, dangling pointers, and more. By incrementally refactoring the critical parts of your codebase into Rust, you can ship software more quickly with less time spent worrying about the memory invariants of your code. Let the compiler do the worrying for you!
 

  
 

   

   Many common bugs in C and C++ code are simply impossible to express in normal Rust code. If we try to write code that exhibits these bugs, the compiler will not accept the program because the Rust compiler manages one of the most difficult parts of programming in C and C++— memory ownership.
 

  
 

   

   NOTE  Experienced C++ developers may wonder about developing with frameworks, like the popular Boost C++ framework. These kinds of library ecosystems do not exist in Rust in the same way that they do in C++, as most crates interface using standard library types and are compatible with one another.
 

  
 

   

   Experienced C and C++ programmers will probably be familiar with the concept of memory ownership, but all these developers have to deal with it eventually. It will be discussed in more detail in later chapters, but the bottom line is that one handle always controls when a piece of memory is allocated and deallocated, and this handle is said to “own” that memory. In a typical C or C++ program, the programmer is totally responsible for maintaining the state of memory ownership in their heads. The languages provide very few tools to annotate what values are owned by what handles. The Rust compiler, on the other hand, requires that programs adhere strictly to its memory ownership model.
 

  
 

   

   Memory ownership is one of the largest benefits of Rust development. Rust takes errors that were traditionally run-time errors with unpredictable or dangerous consequences and turning them into compile-time errors that can be resolved before the code is ever executed.
 

  
 

   

   
1.4.3 Maintainability
 

  
 

   

   When projects written in dynamically typed programming languages start to reach into the tens of thousands of lines, you may find yourself asking questions like “What is this object?” and “What properties are available?” Rust aims to solve these questions about strong, static type systems. Static typing means that the type of every single value in your Rust program is known at compile time. Static typing is coming back in a big way these days. Projects like Typescript, Mypy, and Sorbet add type checking to JavaScript, Python, and Ruby, respectively. These programming languages never had support for type checking, and the amount of effort that has gone into developing these systems highlights how helpful it is to know a value’s type ahead of time.
 

  
 

   

   The type system in Rust is very powerful, but in most cases, it stays out of your way. Functions must have their input and output types annotated explicitly, but the types of variables inside of functions can usually be determined statically by the compiler without any extra annotations. Just because the types are not labeled explicitly does not mean that they are not known. If a function is declared to only accept a Boolean as its input, you cannot give it a string. Many IDEs and editor plugins exist that can show you these implicitly defined types to aid in development, but you, as a developer, don’t need to write them yourself. Some developers may be nervous about static typing, having last seen it when Java required you to use the following Kafkaesque syntax.
 

  
 

   

   
Listing 1.3 Initializing a map of numbers to lists of numbers in Java 1.6
 

    

    HashMap<Integer, ArrayList<Integer>> map

  = new HashMap<Integer, ArrayList<Integer>>();



ArrayList<Integer> list = new ArrayList<Integer>();

list.add(4);

list.add(10);



map.put(1, list);
  

   
 

  
 

   

   Specifying the type of every single local variable in each function is exhausting, especially when the language requires you to do it more than once. The same operation in Rust takes only two lines, with no explicit types required.
 

  
 

   

   
Listing 1.4 Initializing a map of numbers to lists of numbers in Rust
 

    

    let mut map = HashMap::new();

map.insert(1, vec![4, 10]);
  

   
 

  
 

   

   How does the compiler know what type of values go into map? It looks at the call to insert and sees that it is passed an integer as the key and a list of integers as the value. The same code can be written with explicit type annotations in Rust, but it is completely optional in most cases. We will cover some of these cases in chapter 2.
 

  
 

   

   
Listing 1.5 Initializing a map of numbers to lists of numbers in Rust with explicit types
 

    

    let mut map: HashMap<i32, Vec<i32>> = HashMap::new();

map.insert(1, vec![4, 10]);
  

   
 

  
 

   

   This strong type system ensures that when you revisit the code later, you can spend more time adding new features or improving performance and less time worrying about what the fifth untyped parameter to the perform_action function means.
 

  
 

   

   
1.5 When not to refactor to Rust
 

  
 

   

   If you are looking at a greenfield project, you don’t need to refactor it to Rust; you can write your initial solution in Rust! This book primarily assumes that you have an existing software project that you want to improve. If you’re just starting out, you may benefit more from a general-purpose Rust programming book. Also, if your project is running in an environment that you don’t have very strong control over, such as a PHP shared hosting service or tightly controlled enterprise servers where you don’t have the ability to install new software, you may run into problems with some of the techniques outlined in this book. 
 

  
 

   

   A plan is always necessary when deploying any software project. How are you going to get it in front of users? The type of refactoring discussed in this book assumes that deploying new code is fairly low cost and can be done frequently. If you need to ship physical media to customers for new versions or your organization has a very rigid release structure, this book may not fit your needs.
 

  
 

   

   When writing new software, you should always plan for how it will be maintained for years to come. If you are the only one excited about Rust development in your large company, you may be setting yourself up to be “the Rust person” for when this system inevitably has problems down the line. Do you want to be the only one responsible for maintaining this system?
 

  
 

   

   
1.6 How does it work?
 

  
 

   

   Incremental refactoring of a mature production system is no simple task, but it can be broken down into a series of a few key steps:
 

  
 

   

   	 Planning 

     

     	 What do I hope to improve by refactoring to Rust? 

       

       	If existing code is written in C or C++, you should be thinking of how Rust can improve the memory safety of your application.
 

       	If existing code is written in an interpreted, garbage-collected language like Python, you will be mostly concerned with improving the perfor- mance of your application
 

      
 
 

     	 What parts of my code should be refactored? 
 

     	 How should my existing code talk to the new code? 
 

    
 
 

   	 Implementation 

     

     	 Mirroring the functionality of existing code in new Rust code. 
 

     	 Integrating Rust code into the existing codebase. 
 

    
 
 

   	 Verification 

     

     	 Using testing facilities of the Rust language to test new functionality. 
 

     	 Using your existing tests to compare results between the two code paths. 
 

    
 
 

   	 Deployment 

     

     	Depending on the decisions you made earlier, there are different ways that your Rust code will need to be run when it is serving your customers.
 

     	How can you effectively roll out your refactored code without affecting your end users?
 

    
 
 

  
 

   

   Figure 1.2 lists these steps and some of their finer parts in more detail.
 

  
 

    

   [image: figure] 

   
Figure 1.2 Overview of the refactoring process that we discuss in this book


  
 

   

   As you can see from figure 1.2, the largest part of this process is planning. Performing this type of refactoring work is complex, and it requires you to know the effects of replacing code before that code is replaced. You must also carefully consider the performance and maintainability that comes with introducing new code patterns. After planning, the largest section is deployment, where you control which users access the new functionality instead of the old. 
 

  
 

   

   
1.7 What will you learn in this book?
 

  
 

   

   This book covers incremental refactoring in an abstract sense and then moves into how Rust can specifically help an incremental refactoring approach and how it can be incorporated into your applications. There are two main techniques for integrating Rust code into existing applications, and each has a few variations.
 

  
 

   

   
1.7.1 Calling Rust functions directly from your program
 

  
 

   

   In this model, you write a Rust library that acts like a library written in your existing programming language. The various techniques are discussed at a high level in this section and will be discussed at length in later chapters. Figure 1.3 illustrates this model.
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Figure 1.3 When calling Rust directly from your existing application, your Rust code looks like a normal module.


  
 

   

   If you’re refactoring a Python project, for instance, your Rust library will expose functions and classes that act like Python functions and classes. This method will have the lowest possible overhead for communication between your existing code and the new Rust code since they are both running as a part of the same OS process and can directly share memory with each other.
 

  
 

   

   There are a few branches of this approach:
 

  
 

   

   	 Using the C FFI 

     

     	 This topic is discussed at great length in chapter 3, but the bottom line is that Rust will let you write a function that looks like a C function, and many other languages know how to call C functions. 
 

     	 This approach is the most universal since most commonly used programming languages understand C FFI. 
 

     	 This approach has the most potential for memory bugs, as the programmer will be directly responsible for ensuring that memory is allocated, deallocated, and passed back and forth correctly, and ownership is always clear. 
 

     	 If your projects are in C or C++, you will use this integration technique. 
 

    


 

   	 Using Rust libraries to bind directly to the other language’s interpreter 

     

     	 Using this technique, you can write a Rust library that looks just like a Python, Ruby, or Node.js library, for instance. 
 

     	 This technique, which is often easier to implement than the C FFI approach, breaks down if no Rust bindings are available for the language that you want to use. 
 

    


 

   	 Compiling Rust to WebAssembly (WASM) and using WASM FFI 

     

     	 WASM is a bytecode format for JavaScript engines, similar to Java bytecode. Many languages (Rust included) can compile to WASM instead of native machine code. 
 

     	 This approach is useful when using Rust with in-browser JavaScript engines or Node.js. 
 

    


 

  
 

   

   
1.7.2 Communicating with a Rust service over the network
 

  
 

   

   This technique relies on using a network protocol to communicate with a newly created Rust service. Figure 1.4 illustrates this concept.
 

  
 

    

   [image: figure] 

   
Figure 1.4 When Rust code is in an external service, there is additional overhead due to the network hop.


  
 

   

   This approach has several advantages and disadvantages compared with the previously discussed model:
 

  
 

   

   	 Advantages 

     

     	 Because this technique has no direct access to memory, you don’t run the risk of memory corruption in the interop between the two languages. 
 

     	 This approach allows your Rust system to be scaled independently of your existing application. 
 

     	 More developers have experience with networked communication between applications, so it is less of a conceptual jump than the idea of multiple programming languages coexisting in one application. 
 

    


 

   	 Disadvantages 

     

     	 As alluded to in the last section, you will lose out on some performance due to the extra time it takes for data to be sent across the network. 
 

     	 There is additional operational overhead for adding an extra service with its own independent logging, monitoring, and deployment logic. 
 

    


 

  
 

   

   
1.8 Who is this book for?
 

  
 

   

   This book is written for programmers who already have several years of experience working with applications in a language other than Rust and are looking for ways to improve their applications’ performance, safety, or maintainability.
 

  
 

   

   This book will also benefit Rust programmers who want to apply their knowledge to help improve the performance or memory safety of existing applications written in other languages. There’s a lot more code out there that isn’t written in Rust than there is code written in Rust.
 

  
 

   

   The code examples will, of course, mainly be Rust, but since this book covers moving from other languages to Rust, we need something to compare to. Chapter 3 has many C and C++ code examples, and many of the remaining chapters have code examples in Python to highlight the differences between it and Rust and show how the integration methods work. You do not need to be an expert in these languages; experience with other procedural languages in the C family should suffice.
 

  
 

   

   Chapter 3 discusses many topics around memory safety that may be foreign to developers that primarily work in languages that have run-time garbage collection. These topics are not required for refactoring from these garbage-collected languages; they are mainly for the benefit of the readers coming from a C and C++ background.
 

  
 

   

   
1.9 What tools do you need to get started?
 

  
 

   

   All of the software tools that you need to get started are readily and freely available. You will need
 

  
 

   

   	 A recent Rust compiler—Instructions for installing Rust can be found at https://www.rust-lang.org/tools/install. 
 

   	 A text editor suitable for programming 
 

   	 A computer or virtual machine running a GNU/Linux operating system—Most strictly Rust programming examples in this book will work on any operating system, but some of the examples are written assuming a GNU/Linux operating system: 

     

     	 If you are using Microsoft Windows, the Windows Subsystem for Linux (WSL) provides a convenient way to run Linux programs that integrate with your normal Windows environment. 
 

     	 All examples in the book are tested on Ubuntu 20.04 running under WSL. 
 

    


 

   	 Libclang development packages—Again, this is not strictly required for the Rust-only coding exercises, but many of the chapters use Libclang (indirectly) to generate code to talk between Rust and C/C++ code. 
 

   	 Python 3, virtualenv, and pip—These are required to run the Rust-based Python extension modules in later chapters. 
 

  
 

   

   Summary
 

  
 

   

   	 Refactoring can be used to replace small parts of your code at a time. Making smaller changes more often can help improve performance without the pain and time investment of a large rewrite. 
 

   	 Rust has a strong static type system that ensures inputs and outputs are clearly defined and edge cases are handled. 
 

   	 Rust provides easy parallelism, meaning you can take already fast Rust code and use every bit of available CPU power to maximize performance. 
 

   	 Rust can easily integrate with other languages and allows you to focus on delivering value without worrying about reinventing the wheel. 
 

   	 Refactoring to Rust can improve performance, memory safety, and maintainability, which can help your software systems scale faster and with less expense in the long term. 
 

  


 

   

   
2  An overview of Rust

 

  
 

   

   This chapter covers 
 

    

    	Designing systems that properly utilize Rust’s ownership system
 

    	Visualizing Rust’s lifetime system to aid in debugging
 

    	Controlling allocations of strings for fast performance
 

    	Enums and basic error handling
 

   
 

  
 

   

   Before we can integrate a Rust library into an existing application written in another language, we first need to understand the basics of Rust programming. This chapter guides us through a simple application to manage digital artworks for an art museum and teaches us about how the ownership system works. Ownership and borrowing are considered by many to be some of the most challenging things for new Rust developers to learn. We’re starting with them here instead of something simpler because these are the areas where Rust differs most from other programming languages, and they’re at the core of all Rust programs. If we don’t take the time to cover these important ideas now, it will make the rest of the book far more difficult. We’re going to use an example that ties the ownership and borrowing components of Rust programs to ownership and use of digital artwork. This process should make reasoning about ownership easier, and we’ll introduce tools for visualizing changes to ownership over time.
 

  
 

   

   
2.1 Ownership and borrowing
 

  
 

   

   One of the biggest differences between Rust and other programming languages is the enforcement of a few very important rules about how data can be accessed and dependencies between different forms of data access. These rules are not overly complicated, but they are different from many other languages, which have no enforcement of such rules. The rules for ownership are as follows:
 

  
 

   

   	 Each value in Rust has a variable that’s called its owner. 
 

   	 There can only be one owner at a time. 
 

   	 If the owner goes out of scope, the value is dropped. 
 

  
 

   

   When looking at Rust code for the first time, it may not be obvious that these rules are being followed. Procedural Rust code can look very similar to code written in other languages, and you may be able to follow along without any problems. However, you may find that when trying to edit existing Rust code or write your own, you have difficulty getting code that seems perfectly reasonable to compile. This difficulty is because the Rust compiler is enforcing these rules, which you have not fully internalized yet.
 

  
 

   

   We will walk through a simple example problem to showcase how the ownership and borrowing rules can affect a Rust program. Let’s imagine that you’re approached by an art museum; they want you to design a system in Rust that allows them to manage their catalog of artwork digitally. The system should allow patrons to purchase tickets that give them the right to view works.
 

  
 

   

   We’ll start out by creating a new Rust project using Rust’s package manager, Cargo. To start a new project with Cargo, we use the command cargo new, followed by the name of the project that we want to create: 
 

  
 

   

    

    $ cargo new art-museum
  

   
 

  
 

   

   This code creates a new directory called art-museum; it has all the files we need to get started writing Rust. For now, we’ll focus on the main Rust code file that is generated, art-museum/src/main.rs. Open that file in your favorite text editor, and we can get started.
 

  
 

   

   When you first open the file, you may be surprised to find that it’s not empty, and, in fact, it already contains what is perhaps the most famous of all programming example problems, the “Hello world!” program.
 

  
 

   

   
Listing 2.1 The "Hello world!" program in Rust
 

    

    fn main() {  #1

  println!("Hello world!"); #2

}
 

    

     #1 Most Rust programs have a main function as their entry point. All Rust function definitions contain the fn keyword, followed by the name of the function being defined.

     
#2 The ! after println is an indication that this is a macro, not a function.

     


    
 

   
 

  
 

   

   We can run this program to verify that it prints out what we expect by using another Cargo command; cargo run. The run command instructs Cargo to compile our Rust application and run the resulting executable. cargo run will be one of our most frequently used commands:
 

  
 

   

    

    $ cargo run

Hello world!
  

   
 

  
 

   

   Let’s replace the code in the “Hello world!” program with the beginnings of our art museum code. We’ll start by defining a type that represents artwork in the museum.
 

  
 

   

   
Listing 2.2 Struct representing an artwork
 

    

    struct Artwork {

  name: String,

}



fn main() {

  let art1 = Artwork {

    name: "Boy with Apple".to_string()

  };

}
  

   
 

  
 

   

   Structs are collections of fields that represent single logical values. Rust structs are similar to classes in object-oriented programming languages, but they do not support inheritance as classes do. They are more similar to structs in languages like C++ or Go, as they allow developers to combine data with functionality.
 

  
 

   

   When initializing a new variable in Rust, we use the let statement. The compiler is able to infer the type of the variable that we’re creating based on the value on the right-hand side of the equals sign. 
 

  
 

   

   It may appear odd that "Boy with Apple" is not good enough to be a string on its own and requires the extra function call to be considered a String; we discuss this situation in more detail in section 2.3. For now, know that calling to_string() is required to turn a string literal into a String. The first operation that we might want to model is viewing a piece of art.
 

  
 

   

   
Listing 2.3 Allowing our art to be admired
 

    

    struct Artwork {

  name: String,

}



fn admire_art(art: Artwork) {

  println!("Wow, {} really makes you think.", art.name); 

}



fn main() {

  let art1 = Artwork { name: "La Trahison des images".to_string() };

  admire_art(art1);

}
  

   
 

  
 

   

   The curly braces in the string literal passed to the println! macro will be substituted with the values given after the initial string argument. This process is similar to the format string style substitutions that languages like C and Go make available in the printf function and languages like Python provide in the .format method on strings. 
 

  
 

   

   We now have a function called admire_art that accepts a single Artwork as its only argument and prints a message about how fantastic the art is. This program should print the following:
 

  
 

   

    

    $ cargo run

Wow, La Trahison des images really makes you think.
  

   
 

  
 

   

   So far, this system seems pretty great: we have art, and we have quiet admiration. Both are key elements in any art museum. Since we’re not running the world’s smallest art museum, let’s add in a second work of art!
 

  
 

   

   
Listing 2.4 A program where two pieces of art can be admired
 

    

    struct Artwork {

  name: String,

}



fn admire_art(art: Artwork) {

  println!("Wow, {} really makes you think.", art.name);

}



fn main() {

  let art1 = Artwork { name: "Las dos Fridas".to_string() };

  let art2 = Artwork { name: "The Persistence of Memory".to_string() };



  admire_art(art1);

  admire_art(art2);

}
  

   
 

  
 

   

   This program should have very unsurprising output for everyone following along:
 

  
 

   

    

    $ cargo run

Wow, Las dos Fridas really makes you think.

Wow, The Persistence of Memory really makes you think.
  

   
 

  
 

   

   Now, admiring two pieces of art is all well and good, but let’s imagine that this museum has multiple patrons who want to look at the same piece of art. Listing 2.5 shows what this code might look like.
 

  
 

   

   
Listing 2.5 A program attempting to admire the same art twice
 

    

    struct Artwork {

  name: String,

}



fn admire_art(art: Artwork) {

  println!("Wow, {} really makes you think.", art.name);

}



fn main() {

  let art1 = Artwork { name: "The Ordeal of Owain".to_string() };



  admire_art(art1);

  admire_art(art1);

}
  

   
 

  
 

   

   If we try to run this seemingly reasonable program, we’ll get a compiler error—a compiler error that will probably look quite foreign to those who have not developed in Rust before. Let’s take a look at it:
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