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For my grandfather, David, who joined my science club when I was eight. He was – and still remains – the only other member.










Introduction


I’m sure you have found yourself, at one time or another, standing outside at night under a clear starry sky. At this point – if you’re anything like me – an almost primordial urge washes over you: to look up and drink in the wonder, feeling as if you are gazing out across a sea of starlit space. It’s enough to send the most grounded person into a spiral of awestruck contemplation, and it’s no coincidence that humans all over the world have been stargazing since the dawn of our species.


Astronomy, the oldest science, was born from these feelings of awe. As humans progressed, we began to use our eyes, minds and tools to understand the workings and contents of our Universe. The invention of telescopes allowed us to see further, and revealed a hidden jewel box of a Universe, full of secret clusters and clouds and patterns beyond the imaginings of the ancients.


But how much of the Universe are we really seeing? Humans are visual creatures, and we tend to think the world is generally made up of things we can see. I’m looking at a banana on my desk right now, and my brain neatly packages the visual sensations into an object in my mind. The banana seems like a ‘thing’ that is really there. Of course, we know there are aspects of the world we can’t see, like the heat coming from my radiator, or the WiFi signal talking to my laptop. But there’s an unavoidable human tendency to assume our visual sense takes in the majority of the real, actual world – with the few invisible extras being minor additions to the solid, sensible reality we can look at.


This point of view is completely wrong.


In truth, familiar visible light makes up an absolutely minuscule fraction of all the information surrounding us. Most of the Universe is completely and utterly invisible.


The difference in wavelength between the reddest and bluest light we can see is about a factor of two. Ish. The shortest, bluest wavelengths a human eye can see are around 380 nanometres (where a ‘nanometre’ is a billionth of a metre), and we can see long-wavelength red light up to around 740 nanometres – after which it crosses the border into invisible ‘infrared’ light. You can think of a factor of two in wavelength as the ‘window’ through which we see the world.


By a nice coincidence, a factor of two in wavelength also has meaning when we talk in terms of sound, rather than light. Two notes, one octave apart (like middle C on a piano, and the C one octave higher), have wavelengths of sound that differ by a factor of . . . two. So, by analogy, we can think of our eyes as being able to see one ‘octave’ of light. Sit at a piano (or imagine one, if you don’t have a handy piano nearby), and look at a single central octave – that’s what we humans have to work with, visually. Think of red light as middle ‘C’, with the ‘B’ below it dipping into the invisible infrared. The ‘C’ one octave higher would then be the bluest light our eyes can make out (and the ‘C#’ above it just squeaks into the ultraviolet).


So what about the full spectrum? Is it as wide as the whole piano? It is, in fact, far wider. The full spectrum of light which surrounds us at all times represents a staggering sixty-five octaves – as much as nine grand pianos standing in a line! Compared to this, our single visual octave starts to look rather insignificant. If these nine pianos were all being played at once, but you could only hear the notes from one single octave on one single piano, how much music would you be missing? The answer, of course, is almost all of it.


The same is true for our Universe. All the beauty and wonder of the cosmos that we can see pales in comparison to the much greater unseen Universe, which contains a store of cosmic mysteries which, to this day, we still haven’t fully understood.


This book is a guide to the ninety-nine per cent of cosmic reality we can’t see – the world that is hidden, right in front of our eyes. It is also the endpoint of a scientific detective story thousands of years in the telling. It is a tour through our invisible Universe.










1


What is light?


Thinking is difficult at high altitude. Here in the control room of the Very Large Telescope,1 in the Atacama Desert nearly three kilometres above sea level, breathing the thin air provides you with what feels like a persistent hangover. There’s no way around it: the human body simply didn’t evolve to function on top of mountains. This is where I found myself in the spring of 2012, fighting the mental fog and the pounding headache, doing my best to carry out a carefully planned sequence of observations. Luckily for me I had made the schedule earlier, back in the blissfully oxygen-rich atmosphere at the foot of the mountain.


The headache was worth it, for one simple reason. Appearing on the computer screen in front of me was something no human being had ever seen before: a relic of the primeval Universe, hanging there in the ancient darkness. Just by looking at this image I was reaching across a vast ocean of cosmic time, peering back through billions of years into an alien cosmos that existed long before planet Earth formed. If this feels surreal, know that you wouldn’t have to go back very far in human history before this paragraph would start sounding more like magic than science. To be totally honest, it feels more than halfway to being magic to me, even now. How is this trick – time travel, essentially – made possible?


The answer, of course, lies in the properties of light. Light, which zips around the Universe at an incomprehensible speed, brings messages from the past and is our tool through which we understand our cosmos. Almost everything we know about our place in the Universe is built on a foundation of light.


Given that this book promises to be a guide to the ‘invisible Universe’, it might seem strange to start by extolling the importance of light, which by definition, you would think, reveals a thoroughly visible Universe. But we shouldn’t be fooled into thinking that the light we see is the end of the story. T. S. Eliot said that light was ‘the visible reminder of invisible Light’ – a line which beautifully describes the perspective of modern astronomy. The ancient galaxy I was observing above, in my altitude-addled state, was being captured in ‘infrared’ light – a snapshot of the Universe’s deep past that would have been completely invisible to my eyes without the aid of modern technology. As we shall see, we are surrounded by a universe of invisible light which reveals to astronomers a rich storehouse of cosmic wonders that would have been completely unimaginable to our ancestors.


In this introductory chapter, I want to talk about light. Light is undoubtedly one of the wonders of the Universe – a wonder which we are so familiar with in our everyday lives we can easily overlook how deeply strange it really is. I also want to introduce a handful of ideas about how light behaves – these ideas will make up a ‘toolbox’ of concepts that we can take with us on our journey through an invisible cosmos.


How does light work?


The basic idea behind our modern understanding of light is fairly simple. Light sources – like bulbs, fires and stars – produce waves of energy which then enter our eyes, allowing us to see things. Sometimes these waves enter our eyes directly, in which case we see the light source itself, and sometimes these waves reflect off other objects. This incredibly basic idea is so fundamentally embedded in our worldview it’s hard to imagine anyone describing it differently. But it’s worth remembering that the picture of light we take for granted was reached only after centuries of debate; many brilliant scientists and philosophers throughout history believed things about light which now seem downright ludicrous. But if we want to understand how our modern model of light came about, it’s worth looking at the road we took to get here.


The ancient Greek ‘pre-Socratic’ philosophers were, in many ways, the first scientists. They were the first to grapple with questions that we would now call ‘scientific’: asking where things come from, what things are made of, and how reality actually works on a deep-down, fundamental level. And one of the things worth explaining was, of course, light.


The philosopher Democritus (460–370 bce) was amazingly prescient when it came to anticipating modern science. Amongst other things, he was the first to suggest that all matter is composed of tiny ‘atoms’. At the same time, though, he proposed a theory of light and vision which sounds extraordinarily bizarre to modern readers. He proposed that all objects are constantly expelling ghostly versions of themselves called ‘eidola’ – images – which fly through the air, shrinking as they go, until they eventually enter our eyes. If you look at a cow, you are able to see it because a thin layer of cow peeled off the original and floated into your eye. The idea that objects are constantly losing thin layers of themselves rather neatly explains erosion, of course. If this seems crazy, you might regain some sympathy by trying to come up with a thought experiment that disproves this idea – without resorting to scientific evidence that would have been unavailable at the time. It’s not as easy as you might imagine.2


Competing against Democritus’ theory of light were a range of philosophical heavyweights including Pythagoras, Euclid and Plato. This other school of thought believed something equally strange to modern ears: that light was projected outwards from our eyes. These light beams, they supposed, interact with the world and bring information back to us, rather like a bat using echolocation. Again, this idea seemed to have plenty of supporting evidence: cats’ eyes seem to illuminate at night (allowing them to see in the dark), and if you poke your eyeball hard enough it seems to produce flashes of light.3


There were some dissenting voices. The Roman poet Lucretius casually spoke about light and heat originating from the Sun in his poem On the Nature of Things:


 


As light and heat of sun, are seen to glide


And spread themselves through all the space of heaven


Upon one instant of the day, and fly,


O’er sea and lands and flood the heaven . . .


 


. . . which is pretty spot on. These views, however, were not to be accepted for many hundreds of years.


The reason I mention these arguments isn’t to ridicule these people. The only reason their ideas seem absurd to us is that our modern scientific worldview is ‘in the water supply’, so to speak. The fact that lots of very smart people over hundreds of years didn’t come to the right answer should tell us that arriving at our seemingly ‘obvious’ picture was a hard-won battle. If we really want to get a sense of what it feels like to be on the cutting edge of science, exploring the world and pushing back the boundaries of human knowledge, it helps to take ourselves out of our comfort zone and imagine ourselves at a time when even our ‘obvious’ ideas, now barely worth a second thought, were still deeply and profoundly mysterious.


While Lucretius was certainly on the right track, it was the Arabic astronomer Hasan Ibn al-Haytham (known as ‘Alhazen’ in the West), who was the first to put forward a theory of light that we would agree with today. In his magnum opus, the Book of Optics (written between 1011 and 1021 ce), he carefully lays out arguments against the older Greek and Roman theories – for example, the fact that looking at a bright light can be painful suggests that light is an external ‘thing’, which is having an effect on our eyes. And while it’s difficult, now, to imagine thinking about light in any other way, the fact that it took humanity well over a thousand years to reach this point suggests that this idea – the right answer – is anything but obvious.


Ibn al-Haytham did more than dismantle the faulty ideas of the past. He also experimented with lenses and mirrors, eventually putting forward a recognisably modern theory of optics. For the first time, we had a valid working model which explained how we see the Universe, in which light is emitted by ‘light sources’ and travels in straight lines, bouncing from surfaces and being picked up by our eyes.


In his 1962 book The Structure of Scientific Revolutions, Thomas Kuhn talks about ‘paradigms’ of science, arguing that all science is done within a particular overarching worldview (a ‘paradigm’), which both colours our observations and sets limits on what can be known. Al-Haytham’s new ideas about light represent a wholly new ‘paradigm’; a revolutionary idea, the effects of which are still resonating with us today. If, as the Greeks held, light is basically part of ourselves, then it will be of limited use for telling us about the distant Universe. But once we accept that light comes from elsewhere, we can begin to see it as a messenger, bringing information about the cosmos. Without this new and important way of seeing the world, the Scientific Revolution centuries later would not have been possible. Ibn al-Haytham’s ideas, passed down from a thousand years ago, were the critical first steps on an intellectual journey that allowed us to take the measure of the stars.


Speed


Measuring the speed of light is no easy feat. It travels so much faster than anything in our normal experience that it took humanity many thousand years to realise that ‘travelling’ was a thing it did at all. In the ancient model – where light left our eyes, scouted the Universe, and returned bearing news – light would presumably have to be infinitely fast (after all, you can open your eyes and see the stars instantly). But once we understood that light is a messenger which leaves distant objects and then enters our eyes, we needed to find out how fast it travels.


Early attempts to measure the speed of light were well intentioned, but doomed to failure. Galileo famously tried to get a handle on it by getting two volunteers to go out at night with shuttered lanterns. The idea was that the first person would uncover their lantern, and as soon as the second person saw the light they would then, in turn, uncover their own lantern. Any delay above and beyond the normal reaction time would be caused by the time taken for light to travel – which, combined with some basic maths, will give you the speed. After some close-range practice (to get the reaction times down), the volunteers traipsed to the top of two hills a few miles apart to run the experiment for real. And the result was . . . anticlimactic. The time delay was indistinguishable from the one they measured during close-range practice. Galileo concluded that light was, at the very least, very fast indeed.


The main problem with this idea isn’t the method. Everything about this experiment is perfectly sensible. The only problem is that light is so absurdly fast – by human standards – that our comparatively glacial reaction times have no hope of keeping up over these short distances. If Galileo and his friend could have stood a million kilometres apart there would have been a very easily measurable time delay, about six seconds, before the first volunteer saw the light from the second. Making measurements over these distances isn’t possible on Earth, of course (not to mention the fact that holding a lantern visible a million kilometres away would probably be hazardous to both your health and the landscape in front of you). It’s no surprise, then, that the first good estimate of the speed of light came from astronomy, where distances of millions of kilometres are commonplace.


Galileo’s efforts to measure the speed of light ended up being in vain, but he did end up playing a small (and unexpected) part in the eventual victory. Even though the first good estimate of the speed of light didn’t come until decades after Galileo’s death, getting the answer would not have been possible without one of his most important discoveries: the moons of Jupiter. In the geocentric culture of the early seventeenth century, it was taken for granted that the Universe was a revolving clockwork machine centred on Earth. Everything orbited around us: the Moon, the planets, the Sun and even the distant stars. But when Galileo pointed his new telescope at Jupiter, he saw what we now call the ‘Galilean moons’ (Io, Europa, Ganymede and Callisto), clearly orbiting around their parent planet – and not the Earth.4 This came as something of a shock, being the first time humanity had clear proof that we were not actually the centre of everything after all.


It was Io, the innermost moon of Jupiter, that eventually held the key to measuring the speed of light. Io is flung around at very high speeds by Jupiter’s immense gravity, taking just forty-two hours to complete one orbit of the giant planet. With a small telescope and some patience you can watch Io’s orbit, seeing it first passing in front of its parent planet, then swinging behind Jupiter into the shadow: an eclipse of the little moon. If you want to time how long Io takes to orbit Jupiter, the start of this eclipse is actually rather useful, making a nice clear ‘marker’ point to start your clock. The Danish astronomer Ole Rømer was doing this exact experiment in the 1670s, when he noticed something odd. The time Io took to orbit around Jupiter seemed to be varying, often being off by several minutes. Given that gravity is normally very well behaved, this was a clear sign that there was something odd going on.


Rømer realised that Io’s orbit around Jupiter was changing in a predictable way: the timing seemed to change at different times of year. Whenever Earth was travelling towards Jupiter, Io seemed to speed up. Six months later, when Earth had swung around its orbit and was now travelling away from Jupiter, Io slowed down. Six months later still, when Earth was again travelling towards Jupiter, Io seemed to speed up once more. Of course, the idea that Jupiter and Io would co-ordinate their behaviour based on the movement of Earth, a tiny planet many hundreds of millions of kilometres away, was impossible. This had to be a kind of observational illusion. Rømer realised that light from Io was taking time to travel through space towards Earth. As we moved towards Jupiter, we were catching up with the signals, and they appeared to arrive faster and faster. And when Earth was moving in the other direction, away from Jupiter, we were running away from the signals and so they took longer and longer to reach us. Using his timings and some basic knowledge of the layout of the Solar System, Rømer was even able to make the first good estimate of the speed of light – which he pegged at around 220,000 kilometres per second. This number is a touch below the actual value, which is about 300,000 kilometres per second. But Rømer deserves enormous historical recognition for being the first person to get an estimate somewhere in the right ballpark.


In the centuries since Rømer we have continued to measure the speed of light, slowly getting closer and closer to the real answer. In the mid-nineteenth century, the French physicist Léon Foucault built a rather clever device with a spinning mirror – spin the mirror fast enough, and it can change its angle during the fraction of a second between a beam of light heading out and coming back. Using his spinning mirror he measured a result of 298,000 km/s (with an uncertainty of ‘plus or minus 500 km/s’). In the 1970s a team used lasers to get a value of 299,792.4562 km/s, with an uncertainty of just one metre per second; we had managed to measure the speed of light to within an accuracy of walking pace. In 1984, however, the experiments were getting so precise that scientists decided to change the game. We had reached a point where we knew the speed of light with such accuracy that the General Conference on Weights and Measures chose to use the speed of light to define distance itself. The ‘metre’, since 1984, has been defined as the distance light travels in one 299,792,458th of a second. This puts the speed of light at 299,792.458 kilometres per second – with precisely zero uncertainty.


Nowadays we take the enormous speed of light for granted. But at the time of Rømer’s initial ‘ballpark’ measurement, accepting that something could travel so quickly was a tall order for many scientists: Robert Hooke is said to have dismissed such an absurdly large value as being basically infinite anyway, saying in 1680:


It is so exceeding swift that ’tis beyond Imagination [. . .] it moves a Space equal to the Diameter of the Earth, or near 8000 Miles, in less than one single Second of the time, which is in as short time as one can well pronounce 1, 2, 3, 4: And if so, why it may not be as well instantaneous I know no reason.


Robert Hooke is giving voice to something that we have all felt when thinking about the speed of light. Something moving 300,000 kilometres in a single second is fast beyond all possible imagining for human beings. But we should know by now that our perspective can be a bit skewed. We humans think a million kilometres is a long way, and a million years is a long time. But against the vast and ancient backdrop of our Universe, a million years is almost too brief to measure, and a million kilometres is no distance at all. When we look at the Universe in astronomical terms, a different question might well occur to us: just why is the speed of light so slow?


The artist Josh Worth has created a fantastic interactive tool which he calls ‘A tediously accurate scale map of the Solar System’. You really should go and play with it. It’s exactly what it sounds like – a completely accurate scale picture of the Solar System, laid out left-to-right, with the scale set so that Earth’s Moon is one pixel wide. You start at the Sun, and head out into the Solar System at the speed of light. What will strike you, more than anything, is just how slowly you are travelling. Rather than flashing through the Solar System on a rapid-fire grand tour of the planets, you move at a crawl, painstakingly inching your way through the blackness. After three minutes of nothingness you pass Mercury, a tiny speck hanging in the void. After another three long minutes, Venus passes by. You hit Earth after about eight minutes, and Mars after about a quarter of an hour. At this point the waiting game really starts – you’ll pass Jupiter after forty-five minutes of staring at a black screen, and if you want to reach Neptune you’ll be waiting for four hours. Passing Pluto (after around five and a half hours), you’re confronted with a sobering message: ‘Might as well stop now. We’ll need to scroll through 6,771 more maps like this before we see anything else.’ Even travelling at the speed of light, the Universe is an intimidatingly big place.


The speed of light being so tediously slow (in cosmological terms, at least) has its upsides. Because light travels through the Universe at a relative crawl, it brings us messages from the past in a way that would not be possible were it faster. On Solar-System scales, nowhere is more than a half-day apart – a time lag that is more of an inconvenience than anything else, as we have to wait minutes or hours for our signals to reach our interplanetary probes and rovers. But the further we travel, the more we can peer back in time. We see the nearby stars as they were decades or centuries in the past, and when we see nearby galaxies we are looking back over millions of years. At the very limit of our telescope power we can peer back over billions of years of cosmic history – as I was doing at the start of this chapter. Because light from these distant galaxies has undergone a journey taking most of the age of the Universe, we can use it to look back into a substantially different, younger cosmos. We can glimpse the first galaxies that coalesced out of the primal darkness, and watch them as they grow and evolve over aeons of cosmic time. If light did travel instantaneously, we would be cut off from this incredible tapestry. Our telescopes would lose the power of time travel, and the history of our Universe would remain shrouded in mystery.


This is the first idea for our ‘conceptual toolbox’ – that every time we look far away we are also looking back in time. Because the speed of light is fixed, ‘distance’ and ‘lookback time’ are completely entwined concepts in astronomy, and we can use them interchangeably.5 If we observe a galaxy 100 million light years away, we will be looking 100 million years into the past. And if we want to ‘look five billion years into the past’, all we have to do is pick a galaxy at the right distance.


Colour


In the stormy summer of 1665 the Stourbridge fair came to Cambridge. One of the largest and most important medieval fairs in Europe, it drew crowds from all over the country, as people travelled to the small Fenland town to buy and sell everything under the Sun. As the writer Daniel Defoe put it around seventy years later:


Scarce any trades are omitted – goldsmiths, toyshops, brasiers, turners, milliners, haberdashers, hatters, mercers, drapers, pewterers, china-warehouses, and in a word all trades that can be named in London; with coffee-houses, taverns, brandy-shops, and eating houses, innumerable, and all in tents, and booths . . . By these articles a stranger may make some guess at the immense trade carried on at this place . . .


The unusually terrible weather that summer did nothing to prevent a young Cambridge student – a twenty-two-year-old Isaac Newton – from walking the soggy miles down the river to visit the fair. Once there, he bought a copy of Euclid’s Elements, from which he would learn mathematics. He also bought a pair of glass prisms.


Newton was fascinated by colour. Using his prisms to split light, he famously carved the rainbow into the seven familiar colours.6 Newton went further than just describing the colours, though; using his prisms, he was the first person to uncover a fundamental fact about light – that light exists as a spectrum, with the pure white light from the Sun being a blend of all the colours of the rainbow.


It was not a new discovery that prisms produce a rainbow, of course – even in Newton’s time they were commonly used as children’s toys and ornaments. But it was generally believed that the colours were produced by impurities in the glass – that the prism was somehow ‘corrupting’ the pure and simple white light, imprinting colours where there were none before. Newton came up with a demonstration – ingenious in its simplicity – that showed this was not the case. He used his pair of prisms, bought during the Stourbridge fair, in tandem. The first split a beam of sunlight into a rainbow, as expected. He then put the second prism in the path of the rainbow, but pointing backwards. And something miraculous occurred: the familiar process of light splintering into colours happened in reverse. The newly created rainbow was repaired, woven back together into pure white light.


This was revolutionary. It was the first clue that light was not simple, but contained an entire hidden world beyond the reach of human perception. The discovery birthed the science of ‘spectroscopy’, one of our most powerful tools for understanding the cosmos, and also set the stage for the revelation, just over a century later, that there was light we could not see: the key to the invisible Universe.


Invisible light


So far, the light we have been examining is of the thoroughly visible variety. Indeed, the idea of ‘invisible light’ would have seemed like a ludicrous oxymoron to scientists like Ibn al-Haytham. The critical discovery that underpins this entire book (along with all of modern astronomy, of course) was made in 1800, when William Herschel noticed something rather strange about sunlight.


Herschel was not originally trained as an astronomer – he was a musician and composer in his youth, and only adopted astronomy as a hobby in his late thirties. He turned out to have a particular genius for observational astronomy, systematically sweeping the sky with his telescopes (which he designed and built himself) and discovering a massive range of astronomical objects – including thousands of nebulae, distant galaxies, and the planet Uranus.


He also spent much of the 1790s fascinated by sunlight. Looking at the Sun through a telescope is a hazardous business, of course – keen to protect his eyes, Herschel used sheets of coloured and smoked glass to block the blinding light.7 When Herschel peered at the Sun through glass, he noticed that he could feel different amounts of heat at different points in the spectrum. Always the keen experimentalist, Herschel went away and built an instrument to get to the bottom of this. He first directed sunlight through a prism, splitting light into the familiar rainbow. He then took a thermometer (which was hard to come by at the time), and tested how hot each part of the spectrum was. And sure enough, the different colours had different temperatures. Orange and red light were nicely warming, while the blue and violet light at the other end had essentially no effect. It’s at this point that Herschel must have had his ‘Eureka’ moment. He noticed that starting from the blue end of the spectrum and moving towards the red, the heat went up, and up . . . and up. What if it carried on beyond the end of the red? Herschel positioned his thermometer in the darkness beyond the red end of the spectrum, and found what he was looking for – the biggest temperature jump yet, even though his eyes were telling him nothing was there. Herschel had found something which came from the Sun, and was refracted by a prism along with the visible spectrum, but couldn’t be seen. He had found something which Newton would have thought impossible – invisible light.


In the end, Herschel wasn’t able to reach a fully modern understanding of this invisible light (which we now call ‘infrared’, meaning ‘below red’). He finally decided that visible and invisible light were two completely different things blended together inside sunlight – like some clear chemical mixed into water. He never realised that both visible and invisible light are different parts of the same fundamental substance, some of which we could see, and most of which we couldn’t. But even though Herschel didn’t get it exactly right, he still deserves credit. He was the first person to uncover the hidden world of invisible light.


The invisible light at the other end of the spectrum was discovered just a year later. The German chemist Johann Wilhelm Ritter heard about Herschel’s invisible ‘heat rays’ beyond the red of the rainbow, and wanted to see if there might be invisible ‘cooling rays’ hiding at the opposite end, beyond the violet. He didn’t see a cooling effect, but he did notice something going on – certain chemical reactions seemed to speed up when placed beyond the violet end of the spectrum. He ascribed this effect to ‘chemical rays’ (which makes sense, as they were affecting chemical reactions).


So far, the quest for invisible light seems to have muddied a relatively simple picture. We started with light – which was fairly easy to understand – and seem to have added a whole zoo of other phenomena, like invisible heat rays beyond the red (which were maybe mixed in with sunlight), and chemical rays beyond the violet. How to make sense of all this? Often this is how things proceed in science: you start with a simple picture of how things work, then more and more complications crop up until you’re left with a confusing mess of observations and pieces of knowledge that don’t really fit together. Then – blissfully – a new theory comes along to resolve the tension, and shows that all the messy facts arise from some simple underlying truth. Newton’s theory of gravity did this, when he showed that millions of apparently different things, from falling apples to orbiting planets, can all be described by a single basic idea that you can scribble down in a single line. It’s pure magic.


The person who came along and unified all these types of light was the Scottish scientist James Clerk Maxwell. Maxwell was studying the theory of electricity and magnetism when he discovered two rather extraordinary facts. Firstly, by manipulating the equations that described the behaviour of electricity and magnetism, he was able to turn them into an equation for a wave. This on its own was rather remarkable, suggesting (purely from theory, remember) that electricity and magnetism might travel around the Universe together in the form of waves. Secondly – and even more amazingly – Maxwell was able to use the equations to work out how fast these newly invented ‘electromagnetic waves’ might travel. And, purely from theory again, he got an answer – the speed of light. Maxwell had made two discoveries, just by doing maths at his desk; that electricity and magnetism can travel together in the form of waves, and those waves must travel at the speed of light. He was convinced that this has to be more than a coincidence. He wrote in his diary at the time that he could ‘scarcely avoid the conclusion’ that the existence of these waves of electricity and magnetism were an insight, at last, into the true nature of light.


Maxwell was right, of course. Using his understanding of light as an ‘electromagnetic wave’, we can finally put together the pieces of the puzzle, and see both visible and invisible light as different parts of the same tapestry. This is the ‘electromagnetic spectrum’, which almost everyone has seen hanging on the wall of their school science classroom.


I’ve tried to build up to the spectrum gradually, to give an idea of what a hard-won achievement it is to understand all kinds of light – from high-energy gamma rays with wavelengths smaller than an atom, to radio waves spanning several kilometres, from Herschel’s heat radiation to Ritter’s chemical rays – as different aspects of the same fundamental thing. This is the metaphor we opened the book with – the idea that the full landscape of light spans a truly enormous range, around sixty-five octaves top to bottom, while the small visible part of this landscape covers just a single octave in the middle. Discovering this was an almost Copernican revolution: we went from thinking that visible light was all there was to know, to tentatively wondering whether there might be a few things slightly beyond our knowledge, to the dizzying shock of the scientific camera pulling back, revealing that the world we experience is just a tiny island, surrounded by a vast Universe of invisible light.


The power of the spectrum


If you read about astronomy in the press you will often come across articles which explain that astronomers can know, with amazing accuracy, the composition of distant objects. We can take the measure of the Sun, calculating the amount of iron, carbon and oxygen, down to a fraction of a percent. And the same trick works for things much further away – we can inventory the insides of stars hundreds of light years away, or even galaxies millions of light years away, as neatly as if they were laid out on a dissecting table. What’s more, this power – which would have blown the minds of astronomers in ancient times – is so commonplace in modern science it’s easy to lose sight of what an extraordinary feat we are performing.


It all started around a century and a half after Newton. Scientists in the intervening years spent a lot of time performing experiments with light, and to do this they needed lenses and prisms. Glassmaking in the seventeenth and eighteenth centuries was a fairly imprecise art, and as a result a lot of the equipment being used by scientists was, by today’s standards, rather poor quality. Enter Joseph von Fraunhofer, a Bavarian glassmaker of unusual obsessiveness and skill. At the turn of the nineteenth century Fraunhofer was in the business of producing lenses and mirrors, but he found himself continually frustrated with the flaws and defects to be found in the glass at the time. To improve upon his art he became wildly inventive, coming up with an array of machines and contraptions designed to get closer to perfection – truly flawless glass.


By 1814 Fraunhofer had produced his masterpiece – a prism of beautiful clarity which would have made Newton’s prisms, picked up at the Stourbridge fair, seem like children’s toys. With this new equipment Fraunhofer was able to produce a spectrum from sunlight which not only showed the familiar rainbow, but also something new: a hidden forest of dark lines, interlaced among the colours.8 The image on page one of the photo section shows these hidden lines.


What were these dark lines, that had been hiding in plain sight?


To understand the answer, we first need to talk about atoms. A basic model of an atom looks a bit like a mini Solar System – tiny electrons orbiting a central nucleus, like planets orbiting the Sun. This picture is wrong, incidentally; electrons aren’t really little dots that travel in neat circles around the nucleus. Modern quantum theory describes electrons being more like fuzzy waves, like taking an electron and smearing it out into a strange ‘probability distribution’ in which the actual electron is a ghost, existing in many places and nowhere in particular all at once. But the mini Solar System model will do for now – as the saying goes, all models are wrong, but some are useful.


Picture an atom of hydrogen – the simplest atom of all. One proton, one electron, and nothing else. The proton sits in the middle of the atom, while the little electron zips around it in an orbit. Now, you can also imagine that this atom has an array of ‘slots’ that the electron can potentially be in, which makes our electron a bit like a single screw in an empty toolbox. Our single electron will, under normal circumstances, happily sit in the first ‘slot’ forever. But if you happen to hit the electron with a particle of light, this can give it enough energy to jump up out of its niche and land in the next slot (or an even higher one, if you zap it with enough energy to skip a slot or two). These different slots are actually called ‘energy levels’, with higher slots corresponding to the electron having more energy.


The reason I described them as ‘slots’ is that electrons are picky about how much energy you give them. They can only accept exactly the right amount of energy. Giving an electron ninety per cent of the energy to jump up to the next slot won’t do it – they are all-or-nothing, and can’t sit between slots. But, if you hit the atom with precisely the right amount of energy, the electron will happily absorb that energy and use it to jump up to a higher energy level.


Let’s step back now, and imagine that instead of a single atom we have a cloud of atoms, trillions of them, all with waiting electrons poised to accept that little kick of energy. We’re going to shine a beam of sunlight through that cloud. The beam of light is, as Newton discovered, made up of a blended spectrum of colours – a mix of everything from red light (the lowest energy) to blue (the highest energy). As all these different colours travel through the cloud, the waiting electrons are going to pick out and remove the exact colour – the exact wavelength – corresponding to one ‘slot jump’ worth of energy. Because electrons are like bus drivers, and can only accept the correct change, wavelengths even a whisker either side of the correct, chosen energy will be unaffected. Just one atom wouldn’t absorb much light, of course, but even a small cloud of gas (filling a room, for example) can have a trillion trillion atoms, each taking their little share of their preferred colour. And so the beam of sunlight that comes out the other side will be missing something. Instead of a smooth spectrum, the rainbow will be broken; there will be a dark line, marking the exact point where a single wavelength, a single colour, was stolen by the atoms in the cloud.


Of course, as there are multiple slots in our atom there are actually many different ways an electron could jump around. It could go from the first slot into the second, or third, or fourth. It could also jump from the third slot to the fifth, or the second all the way up to the sixth. Each of these different transitions will have a particular energy cost (bigger jumps are, as you might expect, more energetically expensive), and so each different transition corresponds to a different colour to be taken. The light we see shining out of the cloud will therefore have many, many dark lines, each one the imprint of a particular type of electron jump. And this is just for a simple hydrogen atom – just one electron jumping up and down and around that single energy ladder. A more complex atom, like oxygen, which has eight electrons all separately jumping around, produces a far more complex forest of dark lines. Still more complex atoms will have even more. The rich blend of atoms inside the Sun produces a total of around 25,000 distinct ‘Fraunhofer lines’, buried inside familiar sunlight (see the image on page one of the photo section).


This whole process can also happen in reverse – as well as absorbing light, excited atoms can sometimes spontaneously produce photons at particular wavelengths, resulting in bright ‘emission line’ stripes that stand out of the spectrum. These two types of spectral line – dark absorption lines and bright emission lines – work in tandem to help us understand the Universe.


Each different type of atom or molecule will produce a different pattern of lines. Hydrogen looks very different from oxygen, which looks different from water, which looks different from iron. And because each atom produces its own distinct pattern, the forest of lines each atom imparts onto white light acts exactly like a fingerprint – smoking-gun evidence, placing the atomic species at the scene of the crime. This idea of a ‘spectral line’ is another item for our conceptual toolbox. This is how astronomers can anatomise the heavens so effectively; we can study hydrogen and oxygen in the lab, and when we train our telescopes on distant galaxies we see the same familiar patterns. We can observe a distant star, and based on the lines hidden within the star’s light we can tell how much oxygen and nitrogen and sulphur the star contains.


But this finding doesn’t just tell us what distant objects are made of – it also tells us something deeply profound: that the basic building blocks we have on Earth are totally universal. The patterns of hidden lines are the same everywhere we look. The helium we have on Earth turns out to be just the same as the helium in the Sun – or in a distant galaxy, for that matter. If you took an atom of oxygen from your lungs, and an atom of oxygen from a galaxy ten billion light years away, you would not be able to tell them apart. The atoms of iron in your blood, forged in the heart of a dying star, are the perfectly identical twins of every single atom of iron in the Universe. We can take the measure of distant stars and galaxies, and see that we are built from the exact same stuff. As Max Ehrmann said, ‘you are a child of the Universe, no less than the trees and the stars.’


So what, actually, is light?


Astute readers may get to this point and notice that I have contradicted myself over the course of this chapter, switching from talking about light as ‘waves’ (as in Maxwell’s spectrum above) and as ‘particles’ (when we talked about individual bits of light hitting atoms, resulting in the forest of dark spectral lines). So which is it? The somewhat complicated and very surprising answer is both – and neither – at the same time. Before we start our tour through the invisible Universe we need to grapple with the true nature of light, the answers to which seem to hold the keys to the nature of reality itself.


There has been a long debate about what light actually is. Newton was convinced that light consisted of small particles, which he called ‘corpuscles’, arguing that waves don’t generally travel in nice straight lines like the beams he saw when conducting his experiments with prisms. Opposed to Newton were a number of scientists who were convinced that light was a kind of wave, like a ripple on a pond.


This second group (which included the Dutch physicist Christiaan Huygens, and the British physicist Thomas Young) had a critical piece of evidence that seemed to show that light could only be a wave. The experiment is rather simple. You take a beam of light, and a screen with two closely spaced holes in it. You shine a light through these holes and onto a wall, placed further back. The pattern the light makes on the screen is surprising: you don’t just see two bright spots on the screen (one behind each hole), but a zebra-like pattern of light and dark stripes. For the ‘light is a wave’ camp, this was irrefutable proof: the stripes of light and dark on the wall are what is known as an ‘interference pattern’, caused by waves of light rippling through the holes in the screen and overlapping in all kinds of interesting ways. Where the waves line up perfectly, they reinforce each other and produce a bright stripe. Where the waves are out of sync, they cancel out and produce darkness. The pattern produced by this ‘two slit’ experiment only makes sense if light is a wave, and the wave coming out of hole number one is interfering with the wave from hole number two, producing these striking ripples of overlapping light. When Maxwell later used the mathematics of waves to explain the speed of light, that seemed to put an end to it. Light was a wave.


As is so often the case, though, reality turned out to be more complex. In the early years of the twentieth century, a few new experiments seemed to give results that could only be explained if light consisted of individual ‘bits’, like little packets of energy. Scientists noticed that shining light onto sheets of metal tended to make electrons jump out of the metal. This isn’t a problem for the ‘light is a wave’ theory in itself – you can just say that waves carry energy, and when a light wave hits an atom it bumps the electron out of orbit. The inexplicable thing was that using brighter light didn’t give the electrons more energy – it just produced more of them. The only way to get the metal to fire out fast, high-energy electrons was to use a different colour. If shining a dim red light onto a metal produces a handful of slow electrons, turning up the brightness just produces a massive flood of the same slow electrons. Dim blue light, by contrast, results in a small handful of speedy, high-energy electrons (and bright blue light gives you a massive number of these high-energy electrons). There’s no way to explain this with waves. When dealing with waves, more intensity – like a louder sound – means more energy, end of story. But this isn’t the case for light. This unexpected result only makes sense if light is made of particles – small packets of energy, which scientists called ‘photons’. A photon hitting an electron transfers a little ‘kick’ of energy to it, and knocks it out of the metal like a pool trick shot gone wrong. The colour of the light corresponds to the energy of the photons (red light is made of low-energy photons, blue light is made of high-energy photons). Increasing the brightness of the light doesn’t change the energy of the photons – it just gives you more of them.


So what is light – a wave or a particle? We seem to have an impasse, with some experiments showing that it has to be a wave, and some showing that it can only be a particle. The best answer we can give – and this is still deeply mysterious and confusing – is that it is both at the same time. It’s a wave, and also a particle, all at once.


Taking light as a sort-of-wave and sort-of-particle gives us the final item for our conceptual toolbox. Waves have a ‘wavelength’ (the distance between one peak and another): red light is longer wavelength than blue light. Radio waves have much longer wavelengths than visible light, while X-rays have much shorter wavelengths. But we can also describe light as particles – photons – with each photon carrying some energy. In this picture, instead of talking about ‘long-wavelength’ light, we can talk about ‘low-energy’ photons. Equally, instead of ‘short-wavelength’ light, we have ‘high-energy’ photons.


Going into this in more detail would need a whole chapter – or even a whole book – to itself, and we have an invisible Universe waiting for us. For our purposes there are two things to remember. Firstly, that we can talk about light being waves, or light being particles, and neither is incorrect. But importantly for this book, some kinds of invisible light behave more like waves, and some behave more like particles. When the energies are very low, and the wavelengths are very long – like radio signals – it makes more sense to treat light as a wave. And so we’ll talk about ‘radio waves’. But when the energies are very high, and the wavelengths are very short, it is much easier to treat light as a particle, and we’ll talk about ‘X-ray photons’, and treat high-energy gamma rays as little bullets arriving from space. Neither one of these models totally captures the essence of what light is (which is actually something profoundly mysterious that our minds can’t fully grasp). But we can imagine little waves and particles, and use these models to tell ourselves a story about reality, which is enough.


A final note about large numbers


The distances and sizes of things in the Universe tend to be – well – astronomical, existing completely beyond the realm of human experience. The kilograms and kilometres we use to keep track of things around us add up very quickly when we want to weigh the stars. There’s no way around it: talking about astronomy requires the use of very large numbers indeed. To make life easier, astronomers use a ‘counting the zeros’ method for keeping track of big numbers. In this system, ‘100’ – a ‘1’ followed by two zeros – can be written instead as 102. Similarly, one thousand (1000, with three zeros) can be written as 103, a million (1,000,000; six zeros) gets written as 106, and so on. This system seems a bit unwieldy for small numbers (you’d probably get strange looks if you referred to 1000 pounds as 103 pounds), but really comes into its own when the numbers get astronomically large. The mass of the Earth, for example, is around 1024 kg: much easier to see in one glance than writing out 1,000,000,000,000,000,000,000,000 kg (which just makes my eyes glaze over).


The other great thing about this system is that it makes it easy to compare the sizes of big numbers. If someone asked me how many times bigger a Quintillion was compared to a Quadrillion, I would have no idea (without scrambling for Wikipedia). But in scientific ‘counting the zeros’ notation, these numbers can be written instead as 1018 and 1015. The larger number is ‘three zeros’ bigger (eighteen zeros, compared to fifteen), and ‘three zeros’ is 103 – a thousand. This always works, no matter how massive the numbers get: 10103 is a thousand times bigger than 10100. Similarly, if I tell you the Earth’s mass is 1024 kg and the Sun’s mass is 1030 kg, it’s easy to see that the Sun’s mass is ‘six zeros’ more than the Earth’s. Because a ‘six zero’ number – 106 – is a million, the Sun is a million times more massive than the Earth.


We’ll use this ‘counting the zeros’ method – known as scientific notation – in this book. Saying that a light year is around 1016 metres, or that a galaxy weighs 1012 times the mass of the Sun, helps cut these astronomical numbers down to size.


 


 


 


 


Notes


1 Astronomers are not always particularly creative when it comes to naming things. 


2 One solution is to think about mirrors: the eidolon from your face would fly away with its ‘front’ facing away from you, and would have to magically flip around somehow to provide the image you see. 


3 You probably shouldn’t try this at home. 


4 Galileo didn’t actually name the moons after himself. Being a politically savvy operator, he originally called them the ‘Medician Stars’, to honour the powerful Medici family who ruled Tuscany at the time.
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