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    A.3 Querying an EF Core database by using LINQ
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foreword




  Have you ever worked on an application that doesn’t use data and requires some means of interacting with a data store? In my decades as a software developer, every single application I have worked on or have helped others with has depended on reading and writing to some type of data store. When I became a solo entrepreneur in the 1990s, I came up with the name The Data Farm for my company. I am definitely a data nerd.




  Over the past few decades, Microsoft has gone through many iterations of data access frameworks. If you’ve been working in this arena for a while, you might remember DAO and RDO, ADO, and ADO.NET. In 2006, Microsoft shared the first iterations of the as-yet-unnamed Entity Framework (EF), based on work done at Microsoft Research in a private meeting at TechEd. I was one of the few people invited to that meeting. It was my first time seeing an Object Relational Mapper (ORM), a library that focuses on relieving developers from the redundant drudgery of building connections and commands, writing SQL, transforming query results into objects, and transforming object changes into SQL to persist back to the database.




  Many of us worried that this framework was yet another data access framework that Microsoft would give up on in short order, forcing us to learn yet another one down the road. But history has proved us wrong. Fifteen years later, Microsoft is still investing in Entity Framework, which has evolved into the cross-platform and open source Entity Framework Core and continues to be Microsoft’s go-to data access library for .NET developers.




  Over the 15 years that EF has been around and evolving, .NET has evolved as well. EF and EF Core have grown in capability, but at the same time, the library has become smarter about getting out of the developer’s way when it comes to building modern software systems. We can customize mappings to support persistence with intricate database schema. As a Domain-Driven Design practitioner, I have been extremely happy with the attention that the team has paid to allowing EF Core to persist carefully designed entities, value objects, and aggregates that, by design, are not burdened with knowledge of database schema.




  As an early adopter who worked closely with the EF team even before the initial release, I wrote four books on Entity Framework between 2008 and 2011. Though I do love to write, I eventually discovered that I also love creating videos, so I focused my own efforts on creating and publishing courses on EF Core and other topics as a Pluralsight author. I still write articles, but no more books, which is why I’m so happy that Jon P Smith found his way to writing for Manning.




  When Jon published the first edition of Entity Framework Core in Action, I recognized in him a fellow “curious cat” who left no stone unturned in his quest to understand how EF Core works. Equally, he takes the role of sharing that information seriously, ensuring that his readers are able to follow along and truly gain expertise. His work is meticulous, and his knowledge is deep. As I have continued creating training resources for those who prefer to learn from videos, I’ve been pleased to recommend Jon’s work to those who are looking for a trustworthy book on EF Core. Updating content to reflect the newest version, EF Core 5, is no small task. Jon has once again earned my respect (and the respect of many other people) with the edition you now have in hand.




  With this book, you’re really getting three books in one. First, Jon handholds you through the basics, even building some simple applications that use EF Core. When you’ve become comfortable, it’s time to dig more deeply into intermediate-level use, with relationships, migrations, and control beyond EF Core’s default behavior. Finally, it’s time to use EF Core in real-world applications, tackling important topics such as performance and architecture. Jon’s meticulous exploration and his own experience working with large software applications make him a skilled and trustworthy guide.




  
—Julie Lerman




  Julie Lerman is known as the foremost expert on Entity Framework and EF Core outside Microsoft. She is the author of the Programming Entity Framework book series and dozens of courses on Pluralsight.com. Julie coaches businesses on modernizing their software. You can find her presenting and keynoting on EF, Domain-Driven Design, and other topics at software conferences around the world.




  
preface




  Any software developer should be used to having to learn new libraries or languages, but for me, the learning has been a bit extreme. I stopped coding in 1988, when I went into technical management, and I didn’t come back to coding until 2009—a 21-year gap. To say that the landscape had changed is an understatement; I felt like a child on Christmas morning with so many lovely presents, I couldn’t take them all in.




  I made all the rookie mistakes at the beginning, such as thinking that object-oriented programming is about using inheritance, which it isn’t. But I learned the new syntax and new tools (wow!), and reveled in the amount of information I could get online. I chose to focus on Microsoft’s stack, mainly because of the wealth of documentation available. That was a good choice at the time, but with the .NET Core initiative with its open source, multiplatform approach, it turns out to be an excellent choice.




  The first applications I worked on in 2009 were ones that optimized and displayed healthcare needs geographically, especially around where to locate treatment centers. That task required complex math (which my wife provided) and serious database work. I went through ADO.NET, and LINQ to SQL. In 2013, I swapped to Entity Framework (EF), when EF 5 supported SQL’s spatial (geographical) types, and then moved to EF Core when it came out.




  Over the intervening years, I have used EF Core a lot, both on client projects and for building open source libraries. In addition to writing this book, I’ve written extensively on EF Core in my own blog (www.thereformedprogrammer.net). It turns out that I like taking complex software ideas and trying to make them easy for other people to understand, which I hope I manage to do in this book.




  Entity Framework Core in Action, Second Edition, covers all the features of EF Core 5.0, with plenty of examples and code you can run. I’ve also included numerous patterns and practices to help you build robust and refactorable code. Part 3 of the book, called “Using Entity Framework Core in real-world applications,” shows my focus on building and shipping real applications. And I have not one, but three chapters on performance-tuning EF Core so you have many performance improvement techniques at your fingertips when your application is not performing as well as you need it to.




  Some of the most pleasurable chapters to write were ones that delved into how EF Core works inside (chapters 1, 6, and 11) and performance-tuning an application (chapters 14, 15, and 16). Personally, I learned a lot from using a modular monolith architecture (chapter 13) and building a substantial application with Cosmos DB (chapter 16). Along the way, I try to present the pros and cons of each approach I use, as I don’t believe there is a “silver bullet” answer in software—only a range of compromises that we as developers need to consider when choosing how to implement something.
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about this book




  Entity Framework Core in Action, Second Edition, is about writing EF Core database code quickly, correctly, and ultimately for fast performance. To help with the “quick, correct, fast” aspects, I include a lot of examples with plenty of tips and techniques. And along the way, I throw in quite a bit on how EF Core works on the inside, because that information will help you when things don’t work the way you think they should.




  The Microsoft documentation is good but doesn’t have room for detailed examples. In this book, I try to give you at least one example of each feature I cover, and you’ll often find unit tests in the GitHub repo (see the “About the code” section for links) that test a feature in multiple ways. Sometimes, reading a unit test can convey what’s happening much more quickly than reading the text in a book can, so consider the unit tests to be a useful resource.




  
Who should read this book?




  Entity Framework Core in Action, Second Edition, is aimed at both software developers who’ve never used EF before and seasoned EF Core developers, plus anyone else who wants to know what EF Core is capable of doing. I assume that you’re familiar with .NET development with C# and that you have at least some idea of what a relational database is. You don’t need to be a C# expert, but if you’re new to C#, you might find some of the code hard to read, as I don’t explain C#. The book starts with basic EF Core commands, which should be accessible to most C# programmers, but from part 2 onward, the topics get more complex as the content goes deeper into EF Core’s features.




  
How this book is organized




  I’ve tried to build a path that starts with the basics (part 1), goes deep into the details (part 2), and ends with useful tools and techniques (part 3). I try not to assume you’ll read the book cover to cover, especially the reference section in part 2, but at least skim-reading the first six chapters will help you understand the basics that I use later in the book.




  Part 1: Getting started




  

    	

      Chapter 1 introduces EF Core with a super-simple console application so you can see all the parts of EF Core in action. I also provide an overview of how EF Core works and why you might like to use it.


    


  




  

    	

      Chapter 2 looks at querying (reading data from) the database. I cover the relationships between data stored in the database and how you can load that related data by using EF Core.


    


  




  

    	

      Chapter 3 moves on to changing the data in a database: adding new data, updating existing data, and deleting data from a database.


    


  




  

    	

      Chapter 4 looks at the different ways you can build robust business logic that uses EF Core to access the database. Business logic is the name given to code that implements business rules or workflow that’s specific to the business problem your application solves.


    


  




  

    	

      Chapter 5 is about building an ASP.NET Core application that uses EF Core. It pulls together the code developed in chapters 2, 3, and 4 to make a web application. I also talk about deploying the web application and accessing the hosted database.


    


  




  

    	

      Chapter 6 covers a wide range of topics. Most topics contain a description of an aspect of EF Core combined with ways to exploit that feature in your code.


    


  




  Part 2: Entity Framework Core in depth




  

    	

      Chapter 7 covers the configuration of nonrelational properties—properties that hold a value, such as int, string, DateTime, and so on.


    


  




  

    	

      Chapter 8 covers the configuration of relationships—the links between classes, such as a Book class linking to one or more Author classes. It also includes special mapping techniques, such as mapping multiple classes to one table.


    


  




  

    	

      Chapter 9 covers all the ways you can change the database structure when using EF Core. It also looks at the issues that arise when you need to change the structure of a database that’s being used by a live application.


    


  




  

    	

      Chapter 10 looks at advanced mapping features and the whole area of detecting and handling concurrency conflicts.


    


  




  

    	

      Chapter 11 digs deep into how EF Core’s DbContext works, with a blow-by-blow view of what the various methods and properties do inside your application’s DbContext.


    


  




  Part 3: Using Entity Framework Core in real-world applications




  

    	

      Chapter 12 introduces two approaches that send messages to the enhanced SaveChanges/SaveChangesAsync methods. These two approaches provide another way to combine multiple updates into one transactional database update.


    


  




  

    	

      Chapter 13 looks at applying Domain-Driven Design (DDD) approaches to your classes mapped to the database by EF Core. It also describes another architectural approach used in the part 3 Book App.


    


  




  

    	

      Chapter 14 lists all the issues that could affect the performance of your database accesses and discusses what to do about them.


    


  




  

    	

      Chapter 15 is a worked example of performance-tuning an EF Core application. I take the original Book App display query, developed in part 1, and apply three levels of performance tuning.


    


  




  

    	

      Chapter 16 uses Cosmos DB to further performance-tune the Book App, which uncovers the strengths and weakness of Cosmos DB and its EF Core provider. The chapter ends with what you need to do when changing from one database type to another.


    


  




  

    	

      Chapter 17 is all about unit testing applications that use EF Core. I’ve also created a NuGet package that you can use to help in your own unit testing.


    


  




  Appendix




  

    	

      Appendix A introduces the LINQ language that EF Core uses. This appendix is useful for those who are unfamiliar with LINQ or who want a quick refresher on LINQ.


    


  




  
About the code




  I feel that I really know something only if I’ve written code to use that function or feature, so the companion GitHub repo at http://mng.bz/XdlG is available to you.




  NOTE I strongly recommend cloning the code from the GitHub URL shown above. The copy of the repo listed on the Manning book page has problems with the Part3 branch because of long directory names.




  This repo contains the code for the applications I show in the book and unit tests that I ran to make sure that what I said in the book is correct. The repo has three branches:




  

    	

      master, which covers part 1 of the book (chapters 1-6)


    


  




  

    	

      Part2, which covers part 2 of the book (chapters 7-11)


    


  




  

    	

      Part3, which covers part 3 of the book (chapters 12-17)


    


  




  To run any of the applications, you should first read the Readme file at http://mng .bz/yYjG in the GitHub repo. Each branch’s Readme file has three main sections:




  

    	

      What you need to install to run the example applications, which tells you the development applications, .NET version, and database requirements to run any of the applications in the GitHub repo. (This information is the same for every branch.)


    


  




  

    	

      What you can run in this branch, which tells you what application(s) you can run in the branch of the GitHub repo you have selected.


    


  




  

    	

      How to find and run the unit tests, which tells you where the unit tests are and the various ways you can run them.


    


  




  As you work through the three parts of the book, you can select each Git branch to access the code specifically for that part. Also, look out for the associated unit tests, grouped by chapter and feature.




  Note For chapter 17, which is about unit testing, I used a library I created. This library, which you can find at https://github.com/JonPSmith/EfCore .TestSupport, is an updated version of the EfCore.TestSupport library I created for the first edition of this book, now using new features available in EF Core 5. This library is an open source (MIT license) library, so you can use the NuGet package called EfCore.TestSupport (version 5 and later) in your own unit tests.




  
Code conventions




  The code samples in this book, and their output, appear in a fixed-width font and are often accompanied by annotations. The code samples are deliberately kept as simple as possible because they aren’t intended to be reusable parts that can be plugged into your code. Instead, the code samples are stripped down so that you can focus on the principle being illustrated.




  This book contains many examples of source code, both in numbered listings and inline with normal text. In both cases, source code is formatted in a fixed-width font like this to separate it from ordinary text. Sometimes, code is also in bold to highlight code that has changed from previous steps in the chapter, such as when a new feature adds to an existing line of code.




  In many cases, the original source code has been reformatted; we’ve added line breaks and reworked indentation to accommodate the available page space in the book. In rare cases, even these changes were not enough, so some listings include line-continuation markers (➥). Additionally, some comments in the source code have been removed from the listings when the code is described in the text. Code annotations accompany many of the listings, highlighting important concepts.




  Source code for the examples in this book is available for download from the GitHub repo (http://mng.bz/XdlG).




  
liveBook discussion forum




  Purchase of Entity Framework Core in Action, Second Edition, includes free access to a private web forum run by Manning Publications where you can make comments about the book, ask technical questions, and receive help from the author and from other users. To access the forum, go to https://livebook.manning.com/book/entity-framework-core-in-action-second-edition. You can also learn more about Manning’s forums and the rules of conduct at https://livebook.manning.com/#!/discussion.




  Manning’s commitment to our readers is to provide a venue where a meaningful dialogue between individual readers and between readers and the author can take place. It is not a commitment to any specific amount of participation on the part of the author, whose contribution to the forum remains voluntary (and unpaid). We suggest you try asking the author some challenging questions lest his interest stray! The forum and the archives of previous discussions will be accessible from the publisher’s website as long as the book is in print.




  
Online resources




  Here are useful links to the Microsoft documentation and code:




  

    	

      Microsoft’s EF Core documentation —https://docs.microsoft.com/en-us/ef/core/


    


  




  

    	

      EF Core code —https://github.com/dotnet/efcore


    


  




  

    	

      ASP.NET Core, working with EF Core —https://docs.microsoft.com/en-us/aspnet/core/data/


    


  




  

    	

      Stack Overflow EF Core tag [entity-framework-core]—https://stackoverflow.com


    


  




  
about the author




  Jon P Smith is a freelance software developer and architect with a special focus on .NET Core and Azure. He works mainly on the backend of client applications, typically using Entity Framework Core (EF Core) and ASP.NET Core web applications. He works remotely for clients around the world, with many of the projects coming from the United States. He typically helps with designing, performance-tuning, and writing sections of the client’s application.




  Jon is interested in defining patterns and building libraries that improve the speed of development of applications when using EF Core and ASP.NET Core. His libraries were written because he found some repetitive part of a project he was working on that could be turned into a useful library. You can see a summary of his main libraries on his GitHub overview page (https://github.com/JonPSmith).




  Jon also writes on his technical blog at http://www.thereformedprogrammer.net, where he has covered topics related to EF Core, ASP.NET Core, and different architectural approaches. The most popular article on his technical blog site is about an improved ASP.NET Core authorization system; see http://mng.bz/ao2z. He has also spoken at a few conferences and at many Meetups in the United Kingdom.




  
about the cover illustration




  The figure on the cover of Entity Framework Core in Action, Second Edition, is captioned “The Wife of a Franc Merchant.” The illustration is taken from Thomas Jefferys’ A Collection of the Dresses of Different Nations, Ancient and Modern (four volumes), London, published between 1757 and 1772. The title page states that these illustrations are hand-colored copperplate engravings, heightened with gum arabic.




  Thomas Jefferys (1719-71) was called “Geographer to King George III.” He was an English cartographer and the leading map supplier of his day. He engraved and printed maps for government and other official entities, and produced a wide range of commercial maps and atlases, especially of North America. His work as a mapmaker sparked an interest in the local dress customs of the lands he surveyed and mapped, which are brilliantly displayed in this collection. Fascination with faraway lands and travel for pleasure were relatively new phenomena in the late 18th century, and collections such as this one were popular, introducing both the tourist and the armchair traveler to the inhabitants of other countries.




  The diversity of the drawings in Jefferys’ volumes speaks vividly of the uniqueness and individuality of the world’s nations some 200 years ago. Dress codes have changed since then, and the diversity by region and country, so rich at the time, has faded away. Now, it’s often hard to tell the inhabitants of one continent from another. Perhaps (trying to view things optimistically) we’ve traded cultural and visual diversity for more varied personal lives—or more varied and interesting intellectual and technical lives.




  At a time when it’s difficult to tell one computer book from another, Manning celebrates the inventiveness and initiative of the computer business with book covers based on the rich diversity of the regional life of two centuries ago, brought back to life by Jeffreys’ pictures.




  

    
Part 1 Getting started


  




  Data is everywhere, growing by petabytes per year, and a lot of it is stored in databases. Millions of applications are also out there—at the beginning of 2021, there were 1.2 billion websites—and most of them need to access data in databases. And I haven’t started on the Internet of Things yet. So it shouldn’t be a surprise that Gartner, a leading research and advisory company, says that global IT spending will reach $3.7 trillion in 2021 (http://mng.bz/gonl).




  The good news for you is that your skills will be in demand. But the bad news is that the pressure to develop applications quickly is unrelenting. This book is about one tool that you can use to write database access code quickly: Microsoft’s Entity Framework Core (EF Core). EF Core provides an object-oriented way to access relational and nonrelational (NoSQL) databases in the .NET environment. The cool thing about EF Core and the other .NET Core libraries is that they can run on the Windows, Linux, and Apple platforms, and they’re fast.




  In part 1, I get you into the code straightaway. In chapter 1, you’ll build a super-simple console application, and by the end of chapter 5, you’ll build a reasonably sophisticated web application that sells books. Chapters 2 and 3 explain the reading and writing of data to a relational database, respectively, and chapter 4 covers writing your business logic. In chapter 5, you’ll use Microsoft’s ASP.NET Core web framework to build the example book-selling site. Chapter 6 expands your knowledge of how EF Core works inside through a series of useful techniques for solving database problems, such as a quick way to copy data in the database.




  You’ll have a lot of learning to do in part 1, even though I skip a few topics, mainly by relying on a lot of EF Core’s default settings. Nevertheless, part 1 should give you a good understanding of what EF Core can do, with later parts growing your knowledge with extra EF Core features, more details on how you can configure EF Core, and chapters devoted to specific areas such as performance tuning.




  

    
1 Introduction to Entity Framework Core


  




  This chapter covers




  

    	
Understanding the anatomy of an EF Core application




    	
Accessing and updating a database with EF Core




    	
Exploring a real-world EF Core application




    	
Deciding whether to use EF Core in your application


  




  Entity Framework Core, or EF Core, is a library that software developers can use to access databases. There are many ways to build such a library, but EF Core is designed as an object-relational mapper (O/RM). O/RMs work by mapping between two worlds: the relational database, with its own API, and the object-oriented software world of classes and software code. EF Core’s main strength is allowing software developers to write database access code quickly in a language that you may know better than SQL.




  EF Core is multiplatform-capable: it can run on Windows, Linux, and Apple. It does this as part of the .NET Core initiative—hence the Core part of the EF Core name. .NET 5 covers the whole range of desktop, web, cloud, mobile, gaming, Internet of Things (IoT), and artificial intelligence (AI), but this book is focused on EF Core.




  EF Core isn’t the first version of Entity Framework; an existing, non-Core, Entity Framework library is known as EF6.x. EF Core starts with years of experience built into it via feedback from these previous versions, 4 to 6.x. It has kept the same type of interface as EF6.x but has major changes underneath, such as the ability to handle nonrelational databases, which EF6.x wasn’t designed to do. I had used EF5 and EF6 in many applications before EF Core came along, which allowed me to see the significant improvements EF Core made over EF6.x in both features and performance.




  This book is for software developers who are already using EF Core, as well as developers who’ve never used Entity Framework, and seasoned EF6.x developers who want to move over to EF Core. I do assume that you’re familiar with .NET development using C# and that you have at least some idea of what relational databases are. I don’t assume you know how to write Structured Query Language (SQL), the language used by a majority of relational databases, because EF Core can do most of that for you. But I do show the SQL that EF Core produces because it helps you understand what’s going on; using some of the EF Core advanced features requires you to have SQL knowledge, but the book provides plenty of diagrams to help you along the way.




  tip If you don’t know a lot about SQL and want to learn more, I suggest the W3Schools online resource: https://www.w3schools.com/sql/sql_intro.asp. The SQL set of commands is vast, and EF Core queries use only a small subset (such as SELECT, WHERE, and INNER JOIN), so that resource is a good place to start.




  This chapter introduces you to EF Core through the use of a small application that calls into the EF Core library. You’ll look under the hood to see how EF Core interprets software commands and accesses the database. Having an overview of what’s happening inside EF Core will help you as you read through the rest of the book.




  
1.1 What you’ll learn from this book




  The book gives you an introduction to EF Core, starting with the basics and advancing to some more complex parts of EF Core. To get the best out of this book, you should be comfortable with developing applications using C#, including creating projects and loading NuGet packages. You will learn




  

    	

      The fundamentals of using EF Core to access a database


    


  




  

    	

      How to use EF Core in an ASP.NET Core web application


    


  




  

    	

      The many ways you can configure EF Core to work exactly as you need


    


  




  

    	

      Some of the deeper database features you might want to use


    


  




  

    	

      How to handle changes in the database layout as your application grows


    


  




  

    	

      How to improve the performance of your database code


    


  




  

    	

      Most important, how to make sure that your code is working correctly


    


  




  Throughout the book I build simple but fully featured applications so that you can see EF Core working in real situations. All these applications are available via the example repo, which also includes lots of tips and techniques I have picked up while working as a contract developer and on my own projects.




  
1.2 My “lightbulb moment” with Entity Framework




  Before we get into the nitty-gritty, let me tell you about one defining moment I had when using Entity Framework that put me on the road to embracing EF. It was my wife who got me back into programming after a 21-year gap (that’s a story in itself!).




  My wife, Dr. Honora Smith, is a lecturer in mathematics at the University of Southampton, who specializes in the modeling of healthcare systems, especially focusing on where to locate health facilities. I had worked with her to build several applications to do geographic modeling and visualization for the UK National Health Service and worked for South Africa on optimizing HIV/AIDS testing.




  At the start of 2013, I decided to build a web application specifically for healthcare modeling. I used ASP.NET MVC4 and EF5, which had just come out and supported SQL spatial types that handle geographic data. The project went okay, but it was hard work. I knew that the frontend was going to be hard; it was a single-page application using Backbone.js, but I was surprised at how long it took me to do the server-side work.




  I applied good software practices and made sure that the database and business logic were matched to the problem space—that of modeling and optimizing the location of health facilities. That was fine, but I spent an inordinate amount of time writing code to convert the database entries and business logic to a form suitable to show to the user. Also, I was using a Repository/Unit of Work pattern to hide EF5 code, and I was continually having to tweak areas to make the repository work properly.




  At the end of a project, I always look back and ask, “Could I have done that better?” As a software architect, I’m always looking for parts that (a) worked well, (b) were repetitious and should be automated, or (c) had ongoing problems. This time, the list was as follows:




  

    	

      Worked well —The ServiceLayer, a layer in my application that isolated/adapted the lower layers of the application from the ASP.NET MVC4 frontend, worked well. (I introduce this layered architecture in chapter 2.)


    


  




  

    	

      Was repetitious —I used ViewModel classes, also known as data transfer objects (DTOs), to represent the data I needed to show to the user. Using a ViewModel/DTO worked well, but writing the code to copy the database tables to the ViewModel/DTO was repetitious and boring. (I also talk about ViewModels/DTOs in chapter 2.)


    


  




  

    	

      Had ongoing problems —The Repository/Unit of Work pattern didn’t work for me. Ongoing problems occurred throughout the project. (I cover the Repository pattern and alternatives in chapter 13.)


    


  




  As a result of my review, I built a library called GenericServices (https://github.com/ JonPSmith/GenericServices) to use with EF6.x. This library automated the copying of data between database classes and ViewModels/DTOs, and removed the need for a Repository/Unit of Work pattern. It seemed to be working well, but to stress-test GenericServices, I decided to build a frontend over one of Microsoft’s example databases: the AdventureWorks 2012 Lite database. I built the whole application with the help of a frontend UI library in 10 days!




  [image: 001_UN]





   




  The site wasn’t too pretty, but appearance wasn’t the point. By analyzing my use of the Repository/Unit of Work pattern with EF6.x, I found a better approach. Then, by encapsulating this better approach into my GenericServices library, I automated the process of building Create, Read, Update, and Delete (CRUD) database commands. The result allowed me to build applications really quickly—definitely a “lightbulb moment,” and I was hooked on EF.




  Since then, I’ve built new libraries that work with EF Core, which I have found to significantly speed the development of 90% of my database accesses. I work as a contract developer, and these libraries, which are open source and available to you too, automate some of the standard requirements, allowing me to concentrate on the harder topics, such as understanding the client’s needs, writing custom business logic, and performance-tuning where necessary. I will be talking about these libraries in later chapters.




  
1.3 Some words for existing EF6.x developers




  Time-Saver If you haven’t used Entity Framework 6.x, you can skip this section.




  If you know EF6.x, much of EF Core will be familiar to you. To help you navigate this book quickly, I’ve added EF6 notes.




  EF6 Watch for notes like this throughout the book. They point out the places where EF Core is different from EF6.x. Also be sure to look at the summaries at the end of each chapter, which point out the biggest changes between EF6 and EF Core in the chapter.




  I’ll also give you one tip from my journey of learning EF Core. I know EF6.x well, but that knowledge became a bit of a problem when I started using EF Core. I was using an EF6.x approach to problems and didn’t notice that EF Core had new ways to solve them. In most cases, the approaches are similar, but in some areas, they aren’t.




  My advice to you, as an existing EF6.x developer, is to approach EF Core as a new library that someone has written to mimic EF6.x, but understand that it works in a different way. That way, you’ll keep your eyes open for the new and different ways of doing things in EF Core.




  
1.4 An overview of EF Core




  You can use EF Core as an O/RM that maps between the relational database and the .NET world of classes and software code. Table 1.1 shows how EF Core maps the two worlds of the relational database and .NET software.




  Table 1.1 EF Core mapping between a database and .NET software




  

    

      	

        Relational database


      



      	

        .NET software


      

    




    

      	

        Table


      



      	

        .NET class


      

    




    

      	

        Table columns


      



      	

        Class properties/fields


      

    




    

      	

        Rows


      



      	

        Elements in .NET collections—for instance, List


      

    




    

      	

        Primary keys: unique row


      



      	

        A unique class instance


      

    




    

      	

        Foreign keys: define a relationship


      



      	

        Reference to another class


      

    




    

      	

        SQL—for instance, WHERE


      



      	

        .NET LINQ—for instance, Where(p => ...


      

    


  




  
1.4.1 The downsides of O/RMs




  Making a good O/RM is complex. Although EF6.x or EF Core can seem easy to use, at times the EF Core “magic” can catch you by surprise. Let me mention two issues to be aware of before we dive into how EF Core works.




  The first issue is object-relational impedance mismatch. Database servers and object-oriented software use different principles; databases use primary keys to define that a row is unique, whereas .NET class instances are, by default, considered unique by their reference. EF Core handles much of the impedance mismatch for you, but your .NET classes gain primary and foreign keys, which is extra data needed only for the database. Your software-only version of the classes doesn’t need those extra properties, but the database does.




  The second issue is that an O/RM—and especially an O/RM as comprehensive as EF Core—is the opposite of the first issue. EF Core “hides” the database so well that you can sometimes forget about the database underneath. This problem can cause you to write code that would work well in C# but doesn’t work for a database. One example is having an expression body property return the full name of a person by combining the FirstName and LastName properties in the class, such as


  public string FullName => $"{FirstName} {LastName}";




  An expression body property such as the one just shown is the right thing to do in C#, but the same property would throw an exception if you tried to filter or order on that property, because EF Core needs a FullName column in the table so that it can apply an SQL WHERE or ORDER command at the database level.




  That’s why I spend time in this chapter showing how EF Core works on the inside and the SQL it produces. The more you understand about what EF Core is doing, the better equipped you’ll be to write good EF Core code, and—more important—you’ll know what to do when your code doesn’t work.




  Note Throughout this book, I use a “Get it working, but be ready to make it faster if I need to” approach to using EF Core. EF Core allows me to develop quickly, but I’m aware that because of EF Core, or my poor use of it, the performance of my database access code might not be good enough for a particular business need. Chapter 5 covers how to isolate your EF Core so you can tune it with minimal side effects, and chapter 15 shows how to find and improve database code that isn’t fast enough.




  
1.5 What about NoSQL?




  We can’t talk about relational databases without mentioning nonrelational databases, also known colloquially as NoSQL (see http://mng.bz/DW63). Both relational and nonrelational databases have a role in modern applications. I’ve used both SQL Server (relational database) and Azure Tables (nonrelational database) in the same application to handle two business needs.




  EF Core handles both relational and nonrelational databases—a departure from EF6.x, which was designed around relational databases only. Most of the EF Core commands covered in this book apply to both types of databases, but there are some differences at the database level between relational databases and NoSQL databases, which leave out some of the more complex database commands in favor of scalability and performance.




  EF Core 3.0 added a database provider for the Azure NoSQL database called Cosmos DB, which I cover in chapter 16. In that chapter, I point out the differences between a relational database and Cosmos DB; I was surprised by what I found. Now that EF Core has been altered to handle NoSQL databases, I expect that more NoSQL database providers will be written.




  Note Cosmos DB and other NoSQL databases have many strengths compared with SQL databases. It’s much easier, for example, to have multiple copies of NoSQL databases around the world, which gives the user quicker access, and if a data center goes down, other copies can take over the load. But NoSQL databases also have some limitations compared with SQL databases; read chapter 16 for an in-depth analysis of Cosmos DB’s benefits and limitations.




  
1.6 Your first EF Core application




  In this chapter, you’ll start with a simple example so that we can focus on what EF Core is doing rather than what the code is doing. For this example, you’re going to use a small console application called MyFirstEfCoreApp, which accesses a simple database. The MyFirstEfCoreApp application’s job is to list and update books in a supplied database. Figure 1.1 shows the console output.




  This application isn’t going to win any prizes for its interface or complexity, but it’s a good place to start, especially because I want to show you how EF Core works internally to help you understand what’s going on later in this book.
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  Figure 1.1 The console application provides a command that uses an EF Core query to read and display all the books in your sample database, plus a command to update the database. These two commands show you how EF Core works inside.




  You can download this example application from the Git repo at http://mng .bz/XdlG. You can look at the code and run the application. To do this, you need software development tools.




  
1.6.1 What you need to install




  Microsoft has two development tools for a .NET Core application: Visual Studio and Visual Studio Code (shortened to VS Code). Visual Studio is slightly easier to use, and I suggest that newcomers to .NET use Visual Studio. You can download Visual Studio from www.visualstudio.com. Numerous versions exist, including a free community version, but you need to read the license to make sure that you qualify; see www .visualstudio.com/vs/community.




  When you install Visual Studio on Windows, make sure to include the .NET Core Cross-Platform Development feature and Data storage and processing, which are in the Other Toolsets section during the Install Workloads stage. Selecting the .NET Core Cross-Platform Development feature will also install the .NET Core software development kit (SDK) on your system; you need this SDK to create applications with .NET. See http://mng.bz/2x0T for more information.




  If you want to use VS Code, which is free, you can download it from https:// code.visualstudio.com. You will need to do more setting up on your system, such as installing the latest .NET Core SDK on your computer and the localdb SQL Server. As I said, if you are new to coding in Microsoft’s system, I suggest using Visual Studio on Windows, as it sets up a lot of things for you.




  One version of Visual Studio runs on an Apple Macintosh machine, and versions of VS Code run in Windows, on a Mac, and in Linux. If you want to run any of the applications or unit tests, you must have an SQL Server instance on your system. You may need to change the server name in the connection strings for the applications and the unit-test project.




  You can run your unit tests by using Visual Studio’s built-in Test Explorer, available from the Test menu. If you’re using VS Code, the test runner is also built in, but you need to set up the build and test tasks in the VS Code tasks.json file, which allows you to run all the tests via the Task > Test command.




  
1.6.2 Creating your own .NET Core console app with EF Core




  I know that many developers like to create their own applications, because building the code yourself means that you know exactly what’s involved. This section details how to create the .NET console application MyFirstEfCoreApp by using Visual Studio.




  Creating a .NET Core console application




  Visual Studio has a great set of tutorials, and you can find an example of creating a C# console application at http://mng.bz/e56z.




  tip You can find out which version of .NET your application is using by choosing Project > MyFirstEfCoreApp Properties from the main menu; the Application tab shows the Target Framework. Some versions of EF Core require a certain version of .NET Core.




  Adding the EF Core library to your application




  You can install the NuGet library in various ways. The more visual way is to use the NuGet Package Manager; you can find a tutorial at http://mng.bz/pVeG. For this application, you need the EF Core package for the database that your application is going to access. In this case, you choose the Microsoft.EntityFrameworkCore.SqlServer NuGet package, because it’ll use the development SQL Server that was installed when you installed Visual Studio.




  The other thing you need to look at is the version number of the NuGet package you are about to install. EF Core has been built such that each major release has its own number. A version number of 5.1.3, for example, means EF Core major version 5, with minor release 1 and patch (bug fix) version 3. Often, you need to load different EF Core packages in different projects. You might load Microsoft.EntityFrameworkCore in your data layer and Microsoft.EntityFrameworkCore.SqlServer in the web app, for example. If you need to do this, you should try to use NuGet packages with the same Major.Minor.Patch listed in your project's properties. If a match is not found, make sure that the NuGet Major.Minor version matches your project's version.




  

    Downloading and running the example application from the Git repo




    You have two options for downloading and running the MyFirstEfCoreApp console application in the Git repo: Visual Studio or VS Code. You can find another Visual Studio tutorial, “Open a project from a repo,” at http://mng.bz/OE0n. The repo associated with this book is http://mng.bz/XdlG.




    Be sure to select the right branch. A Git repo has branches that allow you to switch between different versions of the code. For this book, I created three main branches:master, which contains the code for part 1 (chapters 1-6); Part2, which contains the code for part 2 (chapters 7-11); and Part3, which contains the code for part 3 (chapters 12-17).




    By default, the repo will be opened in the master branch, so someone who is not used to Git can get started straight away. The Readme file in each branch has more information about what you need to install and what you can run.


  




  
1.7 The database that MyFirstEfCoreApp will access




  EF Core is about accessing databases, but where does that database come from? EF Core gives you two options: EF Core can create it for you, in what’s known as a code-first approach, or you can provide an existing database you built outside EF Core, in what’s known as a database-first approach. The first part of the book uses code-first because it’s the approach that many developers use.




  EF6 In EF6, you could use an EDMX/database designer to design your database visually, an option known as design-first. EF Core doesn’t support this design-first approach in any form, and there are no plans to add it.




  In this chapter, we’re not going to learn about how a database is created. To allow the MyFirstEfCoreApp application to work, the code will create the database and add the test data if there isn’t an existing database.




  Note In my code, I use a basic EF Core command meant for unit testing to create the database, because it’s simple and quick. Chapter 5 covers how to get EF Core to create a database properly, and chapter 9 presents the whole issue of creating and changing the structure of the database, known as the database’s schema.




  For this MyFirstEfCoreApp application example, I created a simple database, shown in figure 1.2, with only two tables:




  

    	

      A Books table holding the book information


    


  




  

    	

      An Author table holding the author of each book
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  Figure 1.2 Our example relational database with two tables: Books and Author




  Advanced Note In this example, I let EF Core name the tables using its default configuration settings. The Books table name comes from the DbSet<Book> Books property shown in figure 1.5. The Author table name hasn’t got a DbSet<T> property in figure 1.5, so EF Core uses the name of the class.




  Figure 1.3 shows the content of the database. It holds only four books, the first two of which have the same author: Martin Fowler.
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  Figure 1.3 The content of the database, showing four books, two of which have the same author




  
1.8 Setting up the MyFirstEfCoreApp application




  Having created and set up a .NET console application, you can now start writing EF Core code. You need to write two fundamental parts before creating any database access code:




  

    	

      The classes that you want EF Core to map to the tables in your database


    


  




  

    	

      The application’s DbContext, which is the primary class that you’ll use to configure and access the database


    


  




  
1.8.1 The classes that map to the database: Book and Author




  EF Core maps classes to database tables. Therefore, you need to create a class that will define the database table or match a database table if you already have a database. Lots of rules and configurations exist (covered in chapters 7 and 8), but figure 1.4 gives the typical format of a class that’s mapped to a database table.
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  Figure 1.4 The.NET class Book, on the left, maps to a database table called Books, on the right. This is a typical way to build your application, with multiple classes that map to database tables.




  Listing 1.1 shows the other class you’ll be using: Author. This class has the same structure as the Book class in figure 1.4, with a primary key that follows the EF Core naming conventions of <ClassName>Id (see section 7.3.5). The Book class also has a navigational property of type Author and an int type property called AuthorId that matches the Author’s primary key. These two properties tell EF Core that you want a link from the Book class to the Author class and that the AuthorId property should be used as the foreign key to link the two tables in the database.




  Listing 1.1 The Author class from MyFirstEfCoreApp


  public class Author

{

    public int AuthorId { get; set; }     ❶

    public string Name { get; set; }

    public string WebUrl { get; set; }

}




  ❶ Holds the primary key of the Author row in the DB. Note that the foreign key in the Book class has the same name.




  
1.8.2 The application’s DbContext




  The other important part of the application is DbContext, a class you create that inherits from EF Core’s DbContext class. This class holds the information EF Core needs to configure that database mapping and is also the class you use in your code to access the database (see section 1.9.2). Figure 1.5 shows the application’s DbContext, called AppDbContext, that the MyFirstEfCoreApp console application uses.
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  Figure 1.5 Two main parts of the application’s DbContext created for the MyFirstEfCoreApp console application. First, the setting of the database options defines what type of database to use and where it can be found. Second, the DbSet<T> property (or properties) tell(s) EF Core what classes should be mapped to the database.




  In our small example application, all the decisions on the modeling are done by EF Core, which works things out by using a set of conventions. You have loads of extra ways to tell EF Core what the database model is, and these commands can get complex. It takes chapter 7, chapter 8, and a bit of chapter 10 to cover all the options available to you as a developer.




  Also, you’re using a standard approach to define the database access in a console application: overriding the OnConfiguring method inside the application’s DbContext and providing all the information EF Core needs to define the type and location of the database. The disadvantage of this approach is that it has a fixed connection string, which makes development and unit testing difficult.




  For ASP.NET Core web applications, this problem is bigger because you want to access a local database for testing, and a different hosted database when running in production. In chapter 2, as you start building an ASP.NET Core web application, you’ll use a different approach that allows you to change the database string (see section 2.2.2).




  
1.9 Looking under the hood of EF Core




  Having run the MyFirstEfCoreApp application, you can now use it to see how an EF Core library works. The focus isn’t on the application code, but on what happens inside the EF Core library when you read and write data to the database. My aim is to provide you a mental model of how EF Core accesses a database. This model should help as you dig into the myriad commands described throughout the rest of this book.




  

    Do you really need to know how EF Core works inside to use it?




    You can use the EF Core library without bothering to learn how it works. But knowing what’s happening inside EF Core will help you understand why the various commands work the way they do. You’ll also be better armed when you need to debug your database access code.




    The following pages include lots of explanations and diagrams to show you what happens inside EF Core. EF Core “hides” the database so that you, as a developer, can write database access code easily—which does work well in practice. But as I stated earlier, knowing how EF Core works can help you if you want to do something more complex or if things don’t work the way you expect.


  




  
1.9.1 Modeling the database




  Before you can do anything with the database, EF Core must go through a process that I refer to as modeling the database. This modeling is EF Core’s way of working out what the database looks like by looking at the classes and other EF Core configuration data. Then EF Core uses the resulting model in all database accesses.




  The modeling process is kicked off the first time you create the application’s DbContext, in this case called AppDbContext (shown in figure 1.5). It has one property, DbSet<Book>, which is the way that the code accesses the database.




  Figure 1.6 provides an overview of the modeling process, which will help you understand the process EF Core uses to model the database. Later chapters introduce you to a range of commands that allow you to configure your database more precisely, but for now, you’ll use the default configurations.
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  Figure 1.6 The figure shows how EF Core will create a model of the database your classes map to. First, it looks at the classes you have defined via the DbSet<T> properties; then it looks down all the references to other classes. Using these classes, EF Core can work out the default model of the database. But then it runs the OnModelCreating method in the application’s DbContext, which you can override to add your specific commands to configure the database the way you want it.




  Figure 1.6 shows the modeling steps that EF Core uses on our AppDbContext, which happens the first time you create an instance of the AppDbContext. (After that, the model is cached, so that subsequent instances are created quickly.) The following text provides a more detailed description of the process:




  

    	

      EF Core looks at the application’s DbContext and finds all the public DbSet<T> properties. From this data, it defines the initial name for the one table it finds: Books.


    


  




  

    	

      EF Core looks through all the classes referred to in DbSet<T> and looks at its properties to work out the column names, types, and so forth. It also looks for special attributes on the class and/or properties that provide extra modeling information.


    


  




  

    	

      EF Core looks for any classes that the DbSet<T> classes refer to. In our case, the Book class has a reference to the Author class, so EF Core scans that class too. It carries out the same search on the properties of the Author class as it did on the Book class in step 2. It also takes the class name, Author, as the table name.


    


  




  

    	

      For the last input to the modeling process, EF Core runs the virtual method OnModelCreating inside the application’s DbContext. In this simple application, you don’t override the OnModelCreating method, but if you did, you could provide extra information via a fluent API to do more configuration of the modeling.


    


  




  

    	

      EF Core creates an internal model of the database based on all the information it gathered. This database model is cached so that later accesses will be quicker. Then this model is used for performing all database accesses.


    


  




  You might have noticed that figure 1.6 shows no database. This is so because when EF Core is building its internal model, it doesn’t look at the database. I emphasize that fact to show how important it is to build a good model of the database you want; otherwise, problems could occur if a mismatch exists between what EF Core thinks the database looks like and what the actual database is like.




  In your application, you may use EF Core to create the database, in which case there’s no chance of a mismatch. Even so, if you want a good and efficient database, it’s worth taking care to build a good representation of the database you want in your code so that the created database performs well. The options for creating, updating, and managing the database structure are a big topic, detailed in chapter 9.




  
1.9.2 Reading data from the database




  You’re now at the point where you can access the database. The console application has a list (l) command, which reads the database and prints the information on the terminal. Figure 1.7 shows the result of running the console application and typing l.
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  Figure 1.7 Output of the console application when listing the content of the database




  The following listing shows the code that’s called to list all the books, with each author, out to the console.




  Listing 1.2 The code to read all the books and output them to the console


  public static void ListAll()

{

    using (var db = new AppDbContext())         ❶

    {

        foreach (var book in

            db.Books.AsNoTracking()             ❷

 

            .Include(book => book.Author))      ❸

        {

            var webUrl = book.Author.WebUrl == null

                ? "- no web URL given -"

                : book.Author.WebUrl;

            Console.WriteLine(

                $"{book.Title} by {book.Author.Name}");

            Console.WriteLine("     " +

                "Published on " +

                $"{book.PublishedOn:dd-MMM-yyyy}" +

                $". {webUrl}");

        }

    }

}




  ❶ You create the application’s DbContext through which all database accesses are done.




  ❷ Reads all the books. AsNoTracking indicates that this access is read-only.




  ❸ The include causes the author information to be loaded with each book. See chapter 2 for more information.




  EF Core uses Microsoft’s .NET’s Language Integrated Query (LINQ) to carry the commands it wants done, and normal .NET classes to hold the data. Listing 1.2’s query doesn't include any LINQ methods, but later in the book, you’ll see plenty of LINQ examples.




  Note Learning LINQ will be essential to you, as EF Core uses LINQ commands for database accesses. The appendix provides a brief introduction to LINQ. Plenty of online resources are also available; see http://mng.bz/YqBN.




  Two lines of code in bold in listing 1.2 cause the database access. Now let’s see how EF Core uses that LINQ code to access the database and return the required books with their authors. Figure 1.8 follows those lines of code down into the EF Core library, through the database, and back.




  The process to read data from the database is as follows:




  

    	

      The query db.Books.AsNoTracking().Include(book => book.Author) accesses the DbSet<Book> property in the application’s DbContext and adds a .Include (book => book.Author) at the end to ask that the Author parts of the relationship are loaded too. This is converted by the database provider into an SQL command to access the database. The resulting SQL is cached to avoid the cost of retranslation if the same database access is used again.


    


  




  EF Core tries to be as efficient as possible on database accesses. In this case, it combines the two tables it needs to read, Books and Author, into one big table so that it can do the job in one database access. The following listing shows the SQL created by EF Core and the database provider.




  Listing 1.3 SQL command produced to read Books and Author


  SELECT [b].[BookId], 

[b].[AuthorId], 

[b].[Description], 

[b].[PublishedOn], 

[b].[Title], 

[a].[AuthorId], 

[a].[Name], 

[a].[WebUrl]

FROM [Books] AS [b]

INNER JOIN [Author] AS [a] ON 

[b].[AuthorId] = [a].[AuthorId]
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  Figure 1.8 A look inside EF Core as it executes a database query




  After the database provider has read the data, EF Core puts the data through a process that (a) creates instances of the .NET classes and (b) uses the database relational links, called foreign keys, to correctly link the .NET classes by reference—called a relational fixup. Because we added the AsNoTracking method, the relational fixup uses a simplified fixup for speed reasons.




  Note I discuss the differences between the AsNoTracking simplified relational fixup and the normal relational fixup in section 6.1.2.




  The result is a set of .NET class instances with the Book’s Author property linked to an Author class containing the author’s information. In this example, two books have the same author, Martin Fowler, so there are two instances of the Author class, both holding the same information on Martin Fowler.




  Because the code includes the command AsNoTracking, EF Core knows to suppress the creation of a tracking snapshot. Tracking snapshots are used for spotting changes to data, as you’ll see in the example of editing the WebUrl database column in section 1.9.3. Because this query is read-only, suppressing the tracking snapshot makes the command faster.




  
1.9.3 Updating the database




  Now you want to use the second command, update (u), in MyFirstEfCoreApp to update the WebUrl column in the Author table of the book Quantum Networking. As shown in figure 1.9, you first list all the books to show that the last book has no author URL set. Then you run the command u, which asks for a new author URL for the last book, Quantum Networking. You input a new URL of httqs://entangled.moon (it’s a fictitious future book, so why not a fictitious URL!), and after the update, the command lists all the books again, showing that the author’s URL has changed (with the two ovals showing you the before and after URLs).
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  Figure 1.9 This figure shows an update in action. The first command is l (list), which shows each book with the author’s name and URL on the next line. Then you press u (update), which allows you to update the URL of the last book’s author. The update command called the list command, so that you can see that your update was successful.




  The code for updating the WebUrl column in the Author table linked to the book with the title Quantum Networking is shown here.




  Listing 1.4 The code to update the author’s WebUrl of the book Quantum Networking


  public static void ChangeWebUrl()

{

    Console.Write("New Quantum Networking WebUrl > ");

    var newWebUrl = Console.ReadLine();                            ❶

 

    using (var db = new AppDbContext())

    {

        var singleBook = db.Books

            .Include(book => book.Author)                          ❷

            .Single(book => book.Title == "Quantum Networking");   ❸

 

        singleBook.Author.WebUrl = newWebUrl;                      ❹

        db.SaveChanges();                                          ❺

        Console.WriteLine("... SavedChanges called.");

    }

 

    ListAll();                                                     ❻

}




  ❶ Reads in from the console the new URL




  ❷ Loads the author information with the book




  ❸ Selects only the book with the title Quantum Networking




  ❹ To update the database, you change the data that was read in.




  ❺ SaveChanges tells EF Core to check for any changes to the data that has been read in and write out those changes to the database.




  ❻ Lists all the book information




  Figure 1.10 shows what is happening inside the EF Core library and follows its progress. This example is a lot more complicated than the previous read example, so let me give you some pointers on what to look for.




  First, the read stage, at the top of the diagram, is similar to the read example and so should be familiar. In this case, the query loads a specific book, using the book’s title as the filter. The important change is point 2: that a tracking snapshot is taken of the data.




  This change occurs in the update stage, in the bottom half of the diagram. Here, you can see how EF Core compares the loaded data with the tracking snapshot to find the changes. From this data, it sees that only the WebUrl property has been updated, and EF Core creates an SQL command to update only the WebUrl column in the correct row of the Author table.




  I’ve described most of the steps, but here is a blow-by-blow account of how the author’s WebUrl column is updated:




  

    	

      The application uses a LINQ query to find a single book with its author information. EF Core turns the LINQ query into an SQL command to read the rows where the Title is Quantum Networking, returning an instance of both the Book and the Author classes, and checks that only one row was found.


    




    	

      The LINQ query doesn’t include the .AsNoTracking method you had in the previous read versions, so the query is considered to be a tracked query. Therefore, EF Core creates a tracking snapshot of the data loaded.




      [image: 01_10]





      Figure 1.10 This figure shows what EF Core does inside when you update an Author’s WebUrl property and ask EF Core to write it to the database. This figure is quite complex, but if you start at the top and follow the numbered text, it should be easier to understand. It starts with a read to get the required Book and Author. (Note that in this process, the tracking snapshot is present; see step 2.) Then, when your code updates the WebUrl and calls SaveChanges, EF Core creates and executes the correct SQL command to update the WebUrl column in the correct row.


    




    	

      Then the code changes the WebUrl property in the Author class of the book. When SaveChanges is called, the Detect Changes stage compares all the classes that were returned from a tracked query with the tracking snapshot. From this, it can detect what has changed—in this case, only the WebUrl property of the Author class, which has a primary key of 3.


    




    	

      As a change is detected, EF Core starts a transaction. Every database update is done as an atomic unit: if multiple changes to the database occur, either they all succeed, or they all fail. This fact is important, because a relational database could get into a bad state if only part of an update were applied.


    




    	

      The update request is converted by the database provider to an SQL command that does the update. If the SQL command is successful, the transaction is committed, and the SaveChanges method returns; otherwise, an exception is raised.


    


  




  
1.10 The stages of development of EF Core




  EF Core and .NET Core have come a long way since the first release. Over time, Microsoft has been working hard to improve the native performance of .NET Core while adding more features, to the point that .NET 5 can take over from the existing .NET Framework 4.8.




  Figure 1.11 shows the history of the major releases of EF Core so far. The EF Core version numbers follow the NET Core version number. Note that the releases at the top of the figure are long-term-support (LTS) releases, meaning that release is supported for three years after the initial release. Major releases are expected every year, with LTS releases coming every two years.
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  Figure 1.11 This figure depicts the development of EF Core, which runs alongside the development of the NET open source developer platform. The EF Core 5 version is highlighted because this book covers all the EF Core features up to and including EF Core 5.




  
1.11 Should you use EF Core in your next project?




  Now that you have a quick overview of what EF Core is and how it works, the next question is whether you should start using EF Core in your project. For anyone who’s planning to switch to EF Core, the key question is “Is EF Core sufficiently superior to the data access library I currently use to make it worth using for my next project?” A cost is associated with learning and adopting any new library, especially complex libraries such as EF Core, so this question is a valid one. Here is my take on EF Core and .NET Core in general.




  
1.11.1 .NET is the future software platform, and it’s fast!




  Over time, Microsoft has been working hard to improve the native performance of .NET Core while adding more features. This focus on performance has propelled Microsoft’s ASP.NET Core web application from ~250th for ASP.NET MVC to around the 10th to 40th position for ASP.NET Core (depending on workload); see http:// mng.bz/Gxaq. Similar but smaller performance gains have been added to EF Core.




  Microsoft did say that .NET 5 would take over from the existing .NET Framework 4.8, but the COVID-19 outbreak derailed that plan a bit, and now .NET 6 will replace .NET Framework 4.8. But the writing on the wall is clear: if you’re starting a new project, and .NET 5 and EF Core have the features your project needs, moving to EF Core means you aren’t going to be left behind.




  
1.11.2 Open source and open communication




  Over many years, Microsoft has transformed itself. All its .NET Core work is open source, with lots of external people getting involved with fixing bugs and adding new features, so you can have direct access to the code if you need it.




  Also, the level of open communication about what is happening in .NET Core and other products is impressive. The EF Core team, for example, produces weekly updates on what it is doing, providing lots of early previews of new releases and making nightly builds of EF Core available to all. The team takes feedback seriously, and all work and defects are shown in the issue pages of the EF Core repo.




  
1.11.3 Multiplatform applications and development




  As I said at the start of the chapter, EF Core is multiplatform-capable; you can develop and run EF Core applications on Windows, Linux, and Apple. This fact means that you can run Microsoft-based applications on cheap Linux systems. Also, developing different platforms is quite possible. In fact, Arthur Vickers, who is one of the lead engineers on the EF Core team, decided to move from Windows to Linux as his primary development platform. You can read about his experiences at http://mng.bz/ zxWa.




  
1.11.4 Rapid development and good features




  I work as a contract developer as my day job. In a typical data-driven application, I write a lot of database access code, some of it complex. With EF Core, I can write data access code really quickly, and in a way that makes access code easy to understand and refactor if it’s too slow. This is the main reason I use EF Core.




  At the same time, I need an O/RM that has lots of features so that I can build a database the way I want without hitting too many barriers in EF Core. Sure, some things are ruled out, such as building SQL Common Table Expressions, but a bit of raw SQL gets around things like that if I need it to.




  
1.11.5 Well supported




  EF Core has good documentation (https://docs.microsoft.com/en-us/ef/core/index), and of course, you have this book, which brings together the documentation with deeper explanations and examples, plus patterns and practices to make you a great developer. The internet is full of blogs on EF Core, including mine at https://www .thereformedprogrammer.net. And for questions and bugs, there is always Stack Overflow; see http://mng.bz/0mDx.




  The other part of support is the development tools. Microsoft seems to have changed focus by providing support for multiple platforms, but it has also created a free cross-platform development environment called VS Code. Microsoft has also made its main development tool, Visual Studio (Windows and Mac), free to individual developers and small businesses; the Usage section near the bottom of its web page at www.visualstudio.com/vs/community details the terms. That’s a compelling offer.




  
1.11.6 Always high-performance




  Ah, the database performance issue. Look, I’m not going to say that EF Core is going to, out of the box, produce blistering database access performance with beautiful SQL and fast data ingest. That’s the cost you pay for quick development of your data access code; all that “magic” inside EF Core can’t be as good as hand-coded SQL, but you might be surprised how good it can be. See chapter 15, where I tune up an application’s performance progressively.




  But you have lots of options to improve the performance of your applications. In my applications, I find that only about 5-10% of my queries are the key ones that need hand-tuning. Chapters 14 and 15 are dedicated to performance tuning, as is part of chapter 16. These chapters show that you can do a lot to improve the performance of EF Core database accesses.




  But there is no reason you can’t drop down to raw SQL for some of the database accesses. That’s the great thing: build the application quickly by using EF Core and then convert the (few) places where EF Core isn’t delivering good performance to raw SQL commands via ADO.NET or Dapper.




  
1.12 When should you not use EF Core?




  I’m obviously pro-EF Core, but I won’t use it on a client project unless using it makes sense. So let’s look at a few blockers that might suggest not using EF Core.




  The first one is obvious: Does it support the database you want to use? You can find a list of supported databases at https://docs.microsoft.com/en-us/ef/core/providers.




  The second factor is the level of performance you need. If you’re writing, say, a small RESTful service or Serverless system, I’m not sure that pulling in the whole of EF Core is worthwhile; you could use a fast but development-time-hungry library because there aren’t many database accesses to write. But if you have a large application, with lots of boring admin accesses and a few important customer-facing accesses, a hybrid approach could work for you. (See chapter 15 for an example of a mixed EF Core/Dapper application.)




  Also, EF Core isn’t that good at bulk commands. Normally, tasks such as bulk-loading large amounts of data and deleting all the rows in a table can be implemented quicker by raw SQL. But several EF Core bulk CRUD extensions (some open source and some paid) can help; try searching for EF Core bulk loading to find possible libraries.




  
Summary




  

    	

      EF Core is an object-relational mapper (O/RM) that uses Microsoft’s Language Integrated Query (LINQ) to define database queries and return data to linked instances of .NET classes.


    


  




  

    	

      EF Core is designed to make writing code for accessing a database quick and intuitive. This O/RM has plenty of features to match many requirements.


    


  




  

    	

      You’ve seen various examples of what’s happening inside EF Core. These examples will help you understand what the EF Core commands described in later chapters can do.


    


  




  

    	

      There are many good reasons to consider using EF Core: it’s built on a lot of experience, is well supported, and runs on multiple platforms.


    


  




  For readers who are familiar with EF6.x:




  

    	

      Look for EF6 notes throughout the book. These notes mark differences between the EF Core approach and EF6.x’s approach. Also, check the summaries at the end of each chapter, which will point you to the major EF Core changes in that chapter.


    


  




  

    	

      Think of EF Core as a new library that someone has written to mimic EF6.x but that works in a different way. That mindset will help you spot the EF Core improvements that change the way you access a database.


    


  




  

    	

      EF Core no longer supports the EDMX/database designer approach that earlier forms of EF used.


    


  




  

    
2 Querying the database


  




  This chapter covers




  

    	
Modeling three main types of database relationships




    	
Creating and changing a database via migration




    	
Defining and creating an application DbContext




    	
Loading related data




    	
Splitting complex queries into subqueries


  




  This chapter is all about using EF Core for reading, called querying, the database. You’ll create a database that contains the three main types of database relationships found in EF Core. Along the way, you’ll learn to create and change a database’s structure via EF Core.




  Next, you’ll learn how to access a database via EF Core, reading data from the database tables. You’ll explore the basic format of EF Core queries before looking at various approaches to loading related data with the main data, such as loading the author with the book from chapter 1.




  After learning the ways to load related data, you’ll start to build the more complex queries needed to make a book-selling site work. This task covers sorting, filtering, and paging, plus approaches that combine these separate query commands to create one composite database query.




  TIP I use unit tests to ensure that what I write in this book is correct. You might like to look at/run these unit tests, as they may help you understand what is going on. You can find them in the associated GitHub repo at http://mng.bz/XdlG. Look at the Readme file in the repo for information on where to find the unit tests and how to run them.




  
2.1 Setting the scene: Our book-selling site




  In this chapter, you’ll start building the example book-selling site, referred to as the Book App from now on. This example application provides a good vehicle for looking at relationships in queries. This section introduces the database, the various classes, and EF Core parts that the Book App needs to access the database.




  
2.1.1 The Book App’s relational database




  Although we could have created a database with all the data about a book, its author(s), and its reviews in one table, that wouldn’t have worked well in a relational database, especially because the reviews are variable in length. The norm for relational databases is to split out any repeated data (such as the authors).




  We could have arranged the various parts of the book data in the database in several ways, but for this example, the database has one of each of the main types of relationships you can have in EF Core. These three types are




  

    	

      One-to-one relationship —PriceOffer to a Book


    


  




  

    	

      One-to-many relationship —Book with Reviews


    


  




  

    	

      Many-to-many relationship —Books linked to Authors and Books linked to Tags


    


  




  One-to-one relationship: PriceOffer to a Book




  A book can have a promotional price applied to it with an optional row in the PriceOffer, which is an example of a one-to-one relationship. (Technically, the relationship is one-to-zero-or-one, but EF Core handles it the same way.) See figure 2.1.




  [image: 02_01]





  Figure 2.1 The one-to-one relationship between a Book and an optional PriceOffer. If a PriceOffer is linked to a Book, the NewPrice in the PriceOffer overrides the Price in the Book.




  To calculate the final price of the book, you need to check for a row in the PriceOffer table that’s linked to the Books via a foreign key. If such a row is found, the NewPrice supersedes the price for the original book, and the PromotionalText is shown onscreen, as in this example:




  $40 $30 Our summertime price special, for this week only!




  Advanced Feature In this example, I have a primary key and a foreign key to make the relationship easier to understand. But for one-to-one relationships, you can make the foreign key be the primary key too. In the PriceOffer table shown in figure 2.1, you would have a primary key, called BookId, which would also be the foreign key. As a result, you lose the PriceOfferId column, which makes the table slightly more efficient from the database side. I cover this topic later in the book, in section 8.6.1.




  One-to-many relationship: reviews to a Book




  You want to allow customers to review a book; they can give a book a star rating and optionally leave a comment. Because a book may have no reviews or many (unlimited) reviews, you need to create a table to hold that data. In this example, you’ll call the table Review. The Books table has a one-to-many relationship to the Review table, as shown in figure 2.2.
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  Figure 2.2 The one-to-many relationship between a Book and its zero-to-many Reviews. These Reviews work the same as they do on any e-commerce site, such as Amazon.




  In the Summary display, you need to count the number of reviews and work out the average star rating to show a summary. Here’s a typical onscreen display you might produce from this one-to-many relationship:




  Votes 4.5 by 2 customers




  Many-to-many relationship: manually configured




  Books can be written by one or more authors, and an author may write one or more books. Therefore, you need a table called Books to hold the books data and another table called Authors to hold the authors. The link between the Books and Authors tables is called a many-to-many relationship, which in this case needs a linking table to achieve this relationship.




  In this case, you create your own linking table with an Order value in it because the names of the authors in a book must be displayed in a specific order (figure 2.3).
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  Figure 2.3 The three tables involved in creating the many-to-many relationship between the Books table and the Authors table. I use a many-to-many relationship because books can have many authors, and authors may have written many books. The extra feature needed here is the Order value, because the order in which authors are listed in a book matters, so I use the Order value to display the authors in the correct sequence.




  A typical onscreen display from the many-to-many relationship would look like this:




  by Dino Esposito, Andrea Saltarello




  Many-to-many relationship: autoconfigured by EF Core




  Books can be tagged with different categories—such as Microsoft .NET, Linux, Web, and so on—to help the customer to find a book on the topic they are interested in. A category might be applied to multiple books, and a book might have one or more categories, so a many-to-many linking table is needed. But unlike in the previous BookAuthor linking table, the tags don’t have to be ordered, which makes the linking table simpler.




  EF Core 5 and later can automatically create the many-to-many linking table for you. Figure 2.4 shows your database with the automatic BookTag table that provides a many-to-many link between the Books table and the Tags table. The BookTag table is grayed out to represent the fact that EF Core creates it automatically and that it isn’t mapped to any of the classes you have created.
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  Figure 2.4 The Books and Tags tables are created by you, and EF Core detects the many-to-many relationship between the Books table and the Tags table. EF Core automatically creates the linking table needed to set up the many-to-many relationships.




  NOTE Chapter 8 covers the different ways to set up many-to-many relationships.




  A typical onscreen display from a many-to-many relationship would look like this:




  Categories: Microsoft .NET, Web




  
2.1.2 Other relationship types not covered in this chapter




  The three types of relationships I covered in section 2.1.1 are the main relationships you will be using: one-to-one, one-to-many, and many-to-many. But EF Core does have some other variations. Here is a quick rundown on what is coming later in chapter 8:




  

    	

      Owned Type class —Useful for adding grouped data, such as an Address class, to an entity class. The Address class is linked to the main entity, but your code can copy around the Address class rather than copying individual Street, City, State, and related properties.


    


  




  

    	

      Table splitting —Maps multiple classes to one table. You could have a summary class with the basic properties in it and a detailed class containing all the data, for example, which would give you a quicker load of the summary data.


    


  




  

    	

      Table per hierarchy (TPH) —Useful for groups of data that are similar. If you have a lot of data with only a few differences, such as a list of animals, you can have a base Animal class that Dog, Cat, and Snake classes can inherit, with per-type properties such as LengthOfTail for Dog and Cat and a Venomous flag for the Snake. EF Core maps all the classes to one table, which can be more efficient.


    


  




  

    	

      Table per type (TPT) —Useful for groups of data that have dissimilar data. TPT, introduced in EF Core 5, is the opposite of TPH, in which each class has its own table. Following the Animal example for TPH, the TPT version would map the Dog, Cat, and Snake classes to three different tables in the database.


    


  




  These four relationship patterns are built into EF Core to allow you to optimize the way you handle or store data in the database. But another relationship type doesn’t need specific EF Core commands to implement: hierarchical data. A typical example of hierarchical data is an Employee class that has a relationship pointing to the employee’s manager, who in turn is an employee. EF Core uses the same approaches as one-to-one and one-to-many to provide hierarchical relationships; I talk more about this type of relationship in chapters 6 and 8.




  
2.1.3 The database showing all the tables




  Figure 2.5 shows the Book App’s database that you’ll be using for the examples in this chapter and in chapter 3. It contains all the tables I’ve described so far, including all the columns and relationships in the Books table.




  Note The database diagram uses the same layout and terms as in chapter 1: PK means primary key, and FK means foreign key.
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  Figure 2.5 The complete relational database schema for the Book App, showing all the tables and their columns used for holding the book information. You create classes to map to all the tables you see in this figure, apart from the BookTags table (shown as grayed out). EF Core created the BookTags table automatically when it found the direct many-to-many relationship between the Books and Tags tables.
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  Figure 2.6 A listing of a single book showing which database table provides each part of the information. As you can see, the listing requires information from all five of the database tables to create this view. In this chapter, you will build the code to produce this display, with various ordering, filtering, and paging features to make a proper e-commerce application.




  To help you make sense of this database, figure 2.6 shows the onscreen output of the list of books but focuses on only one book. As you can see, the Book App needs to access every table in the database to build the book list (figure 2.10 in section 2.6). Later, I show you this same book display, but with the query that supplies each element).




  

    Downloading and running the example application from the Git repo




    If you want to download the Book App code and run it locally, follow the steps defined in the sidebar with the same name in section 1.6.2. The master branch contains all the code for part 1 of the book, which includes the BookApp ASP.NET Core project.


  




  
2.1.4 The classes that EF Core maps to the database




  I’ve created five .NET classes to map to the six tables in the database. These classes are called Book, PriceOffer, Review, Tag, Author, and BookAuthor for the many-to-many-linking table, and they are referred to as entity classes to show that they’re mapped by EF Core to the database. From the software point of view, there’s nothing special about entity classes. They’re normal .NET classes, sometimes referred to as plain old CLR objects (POCOs). The term entity class identifies the class as one that EF Core has mapped to the database.




  The primary entity class is the Book class, shown in the following listing. You can see that it refers to a single PriceOffer class, a collection of Review class instances, a collection of Tag class instances, and finally a collection of BookAuthor classes that links the book data to one or more Author classes containing the author’s name.




  Listing 2.1 The Book class, mapped to the Books table in the database


  public class Book                                       ❶

{

    public int BookId { get; set; }                    ❷

    public string Title { get; set; }

    public string Description { get; set; }

    public DateTime PublishedOn { get; set; }

    public string Publisher { get; set; }

    public decimal Price { get; set; }

    public string ImageUrl { get; set; }

 

    //-----------------------------------------------

    //relationships

 

    public PriceOffer Promotion { get; set; }          ❸

    public ICollection<Review> Reviews { get; set; }   ❹

    public ICollection<Tag> Tags { get; set; }         ❺

    public ICollection<BookAuthor>

        AuthorsLink { get; set; }                      ❻

}




  ❶ The Book class contains the main book information.




  ❷ We use EF Core’s By Convention configuration to define the primary key of this entity class, so we use <ClassName>Id, and because the property is of type int, EF Core assumes that the database will use the SQL IDENTITY command to create a unique key when a new row is added.




  ❸ Link to the optional one-to-one PriceOffer relationship.




  ❹ There can be zero to many reviews of the book.




  ❺ EF Core 5’s automatic many-to-many relationship to the Tag entity class




  ❻ Provides a link to the many-to-many linking table that links to the Authors of this book




  Note In part 1, the entity classes use the default (empty) constructor. If you want to create specific constructors for any of your entity classes, you should be aware that EF Core may use your constructor when reading and creating an instance of an entity class. I cover this topic in section 6.1.11.




  For simplicity, we use EF Core’s By Convention configuration approach to model the database. We use By Convention naming for the properties that hold the primary key and foreign keys in each of the entity classes. In addition, the .NET type of the navigational properties, such as ICollection<Review> Reviews, defines what sort of relationship we want. Because the Reviews property is of the .NET type ICollection <Review>, for example, the relationship is a one-to-many relationship. Chapters 7 and 8 describe the other approaches for configuring the EF Core database model.




  ADVANCED NOTE In the Book App, when I have navigational properties that are collections, I use the type ICollection<T>. I do so because the new eager loading sort capability (see section 2.4.1) can return a sorted collection, and the default HashSet definition says it holds only a collection “whose elements are in no particular order.” But there is a performance cost to not using HashSet when your navigational properties contain a large collection. I cover this issue in chapter 14.




  

    What happens if you want to access an existing database?




    The examples in this book show how to define and create a database via EF Core because the most complex situation is when you need to understand all the configuration options. But accessing an existing database is much easier, because EF Core can build your application’s DbContext class and all your entity classes for you, using a feature called reverse engineering, which is covered in section 9.7.




    The other possibility is that you don’t want EF Core to change the database structure, but want to look after that task yourself, such as via an SQL change script or a database deployment tool. I cover that approach in section 9.6.2.


  




  
2.2 Creating the application’s DbContext




  To access the database, you need to do the following:




  

    	

      Define your application’s DbContext, which you do by creating a class and inheriting from EF Core’s DbContext class.


    




    	

      Create an instance of that class every time you want to access the database.


    


  




  All the database queries you’ll see later in this chapter use these steps, which I describe in detail in the following sections.




  
2.2.1 Defining the application’s DbContext: EfCoreContext




  The key class you need to use EF Core is the application’s DbContext. You define this class by inheriting EF Core’s DbContext class and adding various properties to allow your software to access the database tables. It also contains methods you can override to access other features in EF Core, such as configuring the database modeling. Figure 2.7 gives you an overview of the Book App’s DbContext, pointing out all the important parts.




  One point to note about figure 2.7 is that the Book App’s DbContext doesn’t include DbSet<T> properties for your Review entity class and the BookAuthor linking entity class. In the book app, both entity classes are accessed not directly, but via the Book class navigational properties, as you’ll see in section 2.4.




  Note I skip configuring the database modeling, which is done in the OnModelCreating method of the application’s DbContext. Chapters 7 and 8 cover how to model the database in detail.




  
2.2.2 Creating an instance of the application’s DbContext




  Chapter 1 showed you how to set up the application’s DbContext by overriding its OnConfiguring method. The downside of that approach is that the connection string is fixed. In this chapter, you’ll use another approach, because you’d want to use a different database for development and unit testing. You’ll use a method that provides that database via the application’s DbContext constructor.
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  Figure 2.7 The application’s DbContext is the key class in accessing the database. This figure shows the main parts of an application’s DbContext, starting with its inheriting EF Core’s DbContext, which brings in lots of code and features. You have to add some properties with the class DbSet<T> that map your classes to a database table with the same name as the property name you use. The other parts are the constructor, which handles setting up the database options, and the OnModelCreating method, which you can override to add your own configuration commands and set up the database the way you want.




  Listing 2.2 provides the options for the database at the time you create the application DbContext, called EfCoreContext. To be honest, this listing is based on what I use in the unit-testing chapter (chapter 17), because it has the benefit of showing you each step of creating an instance of the application’s DbContext. Chapter 5, which is about using EF Core in an ASP.NET Core application, presents a more powerful way to create the application’s DbContext, using a feature called dependency injection.




  Listing 2.2 Creating an instance of the application’s DbContext to access the database


  const string connection =

     "Data Source=(localdb)\\mssqllocaldb;"+      ❶

     "Database=EfCoreInActionDb.Chapter02;"+      ❶

     "Integrated Security=True;";                 ❶

var optionsBuilder =                              ❷

    new DbContextOptionsBuilder                   ❷

           <EfCoreContext>();                     ❷

                                                

optionsBuilder.UseSqlServer(connection);          ❸

var options = optionsBuilder.Options;

 

using (var context = new EfCoreContext(options))  ❹

{

 

    var bookCount = context.Books.Count();        ❺

    //... etc.




  ❶ The connection string, with its format dictated by the sort of database provider and hosting you’re using




  ❷ You need an EF Core DbContextOptionsBuilder<> instance to set the options you need.




  ❸ You’re accessing an SQL Server database and using the UseSqlServer method from the Microsoft.EntityFrameworkCore.SqlServer library, and this method needs the database connection string.




  ❹ Creates the all-important EfCoreContext, using the options you’ve set up. You use a using statement because the DbContext is disposable.




  ❺ Uses the DbContext to find out the number of books in the database




  At the end of this listing, you create an instance of EfCoreContext inside a using statement because DbContext has an IDisposable interface and therefore should be disposed after you’ve used it. So from now on, if you see a variable called context, it was created by using the code in listing 2.2 or a similar approach.




  
2.2.3 Creating a database for your own application




  You have a few ways to create a database using EF Core, but the normal way is to use EF Core’s migration feature. This feature uses your application’s DbContext and the entity classes, like the ones I’ve described, as the model for the database structure. The Add-Migration command first models your database and then, using that model, builds commands to create a database that fits that model.




  TIP If you have cloned the Git repo that goes with this book (http://mng.bz/ XdlG), you can see what a migration looks like by looking at the Migration folder in the DataLayer project. Also, all the correct NuGet packages are added to the DataLayer and BookApp projects to allow migrations to be created and applied to an SQL Server database.




  The great thing about migrations, besides handling database creation, is the fact that they can update the database with any changes you make in the software. If you change your entity classes or any of your application’s DbContext configuration, the Add-Migration command will build a set of commands to update the existing database. Here are the steps you need to go through to add a migration and create or migrate a database. This process is based on a ASP.NET Core application (see chapter 5 for more on ASP.NET Core) with your DbContext in a separate project and on developing with Visual Studio. (I cover other options in chapter 9.)




  

    	

      The project that contains your DbContext needs the NuGet package Microsoft.EntityFrameworkCore.SqlServer or another database provider if you are using a different database.


    




    	

      The ASP.NET Core project needs the following NuGet packages:


    




    	

      Microsoft.EntityFrameworkCore.SqlServer (or same database provider as in step 1)


    




    	

      Microsoft.EntityFrameworkCore.Tools


    




    	

      The ASP.NET Core’s Startup class contains the commands to add an EF Core database provider, and the appsettings.json file contains the connection string for the database you want to create/migrate. (EF Core uses the ASP.NET Core’s CreateHostBuilder(args).Build() methods to obtain a valid instance of your DbContext.)


    




    	

      In Visual Studio, open the Package Manager Console (PMC) by choosing Tools > NuGet Package Manager > Package Manager Console.


    




    	

      In the PMC window, make sure that the default project is your ASP.NET Core project.


    




    	

      In PMC, run the command Add-Migration MyMigrationName -Project DataLayer. This command creates a set of classes that migrate the database from its current state to a state that matches your application’s DbContext and the entity classes at the time that you run your command. (The MyMigrationName shown in the command is the name that will be used for the migration.)


    




    	

      Run the command Update-Database to apply the commands created by the Add-Migration command to your database. If no database exists, Update-Database will create one. If a database exists, the command checks whether that database has this database migration applied to it, and if any database migrations are missing, this command applies them to the database. (See chapter 9 for more on migration commands.)


    


  




  Note You can also use EF Core’s .NET Core command-line interface (CLI) to run these commands (see http://mng.bz/454w). Chapter 9 lists both the Visual Studio and CLI versions of the migration commands.




  An alternative to using the Update-Database command is to call the context.Database.Migrate method in the startup code of your application. This approach is especially useful for an ASP.NET Core web application that’s hosted; chapter 5 covers this option, including some of its limitations.




  Note Chapter 9 provides a detailed look at EF Core’s migrations feature as well as other ways to alter the structure of your database (referred to as the database’s schema).




  
2.3 Understanding database queries




  Now you can start looking at how to query a database by using EF Core. Figure 2.8 shows an example EF Core database query, with the three main parts of the query highlighted.
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  Figure 2.8 The three parts of an EF Core database query, with example code. You will become familiar with this type of LINQ statement, which is the basic building block of all queries.




  Time-Saver If you’re familiar with EF and/or LINQ, you can skip this section.




  The command shown in figure 2.8 consists of several methods, one after the other. This structure is known as a fluent interface. Fluent interfaces like this one flow logically and intuitively, which makes them easy to read. The three parts of this command are described in the following sections.




  NOTE The LINQ command in figure 2.8 is known as the LINQ method, or lambda syntax. You can use another format for writing LINQ commands with EF Core: the query syntax. I describe the two LINQ syntaxes in appendix A.




  
2.3.1 Application’s DbContext property access




  The first part of the command is connected to the database via EF Corea. The most common way to refer to a database table is via a DbSet<T> property in the application’s DbContext, as shown in figure 2.7.




  You’ll use this DbContext property access throughout this chapter, but later chapters introduce other ways to get to a class or property. The basic idea is the same: you need to start with something that’s connected to the database via EF Core.




  
2.3.2 A series of LINQ/EF Core commands




  The major part of a command is a set of LINQ and/or EF Core methods that create the type of query you need. The LINQ query can range from being super-simple to quite complicated. This chapter starts with simple examples of queries, but by the end of this chapter, you’ll learn how to build complex queries.




  Note Learning LINQ will be essential to you, as EF Core uses LINQ commands for database accesses. The appendix gives you a brief overview of LINQ. Plenty of online resources are available too; see http://mng.bz/j4Qx.




  
2.3.3 The execute command




  The last part of the command reveals something about LINQ. Until a final execute command is applied at the end of the sequence of LINQ commands, the LINQ is held as a series of commands in what is called an expression tree (see section A.2.2), which means that it hasn’t been executed on the data yet. EF Core can translate an expression tree into the correct commands for the database you’re using. In EF Core, a query is executed against the database when




  

    	

      It’s enumerated by a foreach statement.


    


  




  

    	

      It’s enumerated by a collection operation such as ToArray, ToDictionary, ToList, ToListAsync, and so forth.


    


  




  

    	

      LINQ operators such as First or Any are specified in the outermost part of the query.


    


  




  You’ll use certain EF Core commands, such as Load, in the explicit loading of a relationship later in this chapter.




  At this point, your LINQ query will be converted to database commands and sent to the database. If you want to build high-performance database queries, you want all your LINQ commands for filtering, sorting, paging, and so on to come before you call an execute command. Therefore, your filter, sort, and other LINQ commands will be run inside the database, which improves the performance of your query. You will see this approach in action in section 2.8, when you build a query to filter, sort, and page the books in the database to display to your user.




  
2.3.4 The two types of database queries




  The database query in figure 2.8 is what I call a normal query, also known as a read-write query. This query reads in data from the database in such a way that you can update that data (see chapter 3) or use it as an existing relationship for a new entry, such as creating a new book with an existing Author (see section 6.2.2).




  The other type of query is an AsNoTracking query, also known as a read-only query. This query has the EF Core’s AsNoTracking method added to the LINQ query (see the following code snippet). As well as making the query read-only, the AsNoTracking method improves the performance of the query by turning off certain EF Core features; see section 6.12 for more information:


  context.Books.AsNoTracking()

       .Where(p => p.Title.StartsWith("Quantum")).ToList();




  NOTE Section 6.1.2 provides a detailed list of the differences between the normal, read-write query and the AsNoTracking, read-only query.




  
2.4 Loading related data




  I’ve shown you the Book entity class, which has links to three other entity classes: PriceOffer, Review, and BookAuthor. Now I want to explain how you, as a developer, can access the data behind these relationships. You can load data in four ways: eager loading, explicit loading, select loading, and lazy loading. Before I cover these approaches, however, you need to be aware that EF Core won’t load any relationships in an entity class unless you ask it to. If you load a Book class, each of the relationship properties in the Book entity class (Promotion, Reviews, and AuthorsLink) will be null by default.




  This default behavior of not loading relationships is correct, because it means that EF Core minimizes the database accesses. If you want to load a relationship, you need to add code to tell EF Core to do that. The following sections describe the four approaches that get EF Core to load a relationship.




  
2.4.1 Eager loading: Loading relationships with the primary entity class




  The first approach to loading related data is eager loading, which entails telling EF Core to load the relationship in the same query that loads the primary entity class. Eager loading is specified via two fluent methods, Include and ThenInclude. The next listing shows the loading of the first row of the Books table as an instance of the Book entity class and the eager loading of the single relationship, Reviews.
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